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ABSTRACT   

Military Operations in Urban Terrain (MOUT) require the capability to perceive and to analyze the situation around a 

patrol in order to recognize potential threats. A permanent monitoring of the surrounding area is essential in order to 

appropriately react to the given situation, where one relevant task is the detection of objects that can pose a threat. 

Especially the robust detection of persons is important, as in MOUT scenarios threats usually arise from persons. This 

task can be supported by image processing systems. However, depending on the scenario, person detection in MOUT can 

be challenging, e.g. persons are often occluded in complex outdoor scenes and the person detection also suffers from low 

image resolution. Furthermore, there are several requirements on person detection systems for MOUT such as the 

detection of non-moving persons, as they can be a part of an ambush. Existing detectors therefore have to operate on 

single images with low thresholds for detection in order to not miss any person. This, in turn, leads to a comparatively 

high number of false positive detections which renders an automatic vision-based threat detection system ineffective. In 

this paper, a hybrid detection approach is presented. A combination of a discriminative and a generative model is 

examined. The objective is to increase the accuracy of existing detectors by integrating a separate hypotheses 

confirmation and rejection step which is built by a discriminative and generative model. This enables the overall 

detection system to make use of both the discriminative power and the capability to detect partly hidden objects with the 

models. The approach is evaluated on benchmark data sets generated from real-world image sequences captured during 

MOUT exercises. The extension shows a significant improvement of the false positive detection rate.   
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1. INTRODUCTION  

During Military Operations in Urban Terrain (MOUT), patrols may be alert to threats everywhere and at any time. 

Patrols have to observe the surrounding area for threats in a 360° field of view. Especially, they have to observe persons 

as threats may come from them. A permanent monitoring of persons around the patrol’s vehicles is required in order to 

react appropriately to threats. Thus, an essential function of a visual threat warning system is to detect persons in images 

or in image sequences. 

In this paper, a hybrid approach for the confirmation and rejection of object detection hypotheses is evaluated. The focus 

is on increasing the detection performance by a combination of a discriminative and a generative model. The reduction 

of the false alarm rate at a constant (high) detection rate is important for the applicability of an operational system in 

MOUT scenarios. The paper is organized as follows: the next section describes the discriminative and generative model. 

In Section 3, the combination of both models is introduced. Section 4 briefly details the dataset and presents results of 

the evaluation, followed by a conclusion. 

 

 



 

 
 

 

2. DISCRIMINATIVE AND GENERATIVE MODEL 

 

Discriminative Models 

A popular discriminative approach for people detection is the HOG-detector using histogram of oriented gradients 

(HOG)1,2. Discriminative approaches for person detection learn different classes in order to distinguish between persons 

and non-persons. The HOG-detector is based on image gradients. First, a gamma normalization is done. After this pre-

processing step, gradients are calculated within an image region and are put into a histogram with orientation bins. Then, 

a feature vector is calculated by counting the gradients within an orientation bin. Optionally, the resulting entries of the 

feature vector can be weighted according to the corresponding magnitude. Eventually, the distinction is made using a 

trained classifier that categorizes the feature vector. 

Generative Models 

In contrast to the discriminative HOG models, other approaches for person detection make use of generative models 

which try to model the distribution of features. The Implicit Shape Model (ISM)3 for instance builds a model of the 

spatial distribution of body parts. The body parts are represented by a codebook which is a list of typical local features 

observed for persons and is retrieved by clustering a sufficiently large set of local features.  

During the detection step, the local features of an image are assigned to the representative features (visual words) in the 

codebook and spatial votes are casted with respect to the possible position of the person. The advantages of this 

generative model are its larger robustness to occlusions and that the final plausibility or score of a person can make use 

of partial observations seen on different persons in the training dataset. For instance, both a hat and boots of a person can 

contribute to the score even if they are not worn at the same time by one person in the training data. 

For the generative model, we use SIFT features4 and generate a codebook of size 100 by clustering the features of the 

training dataset. Subsequently, the features in the bounding boxes of the persons are mapped to one visual word in the 

codebook. For each visual word, the positions of the respective features of all persons are stored in a nonparametric way 

which is a two-dimensional spatial accumulator per visual word with 8 bins in width and 16 in height respectively. 

Typically, 30 to 60 features contribute to each accumulator which is then L1-normalized with respect to the number of 

contributing features.  

For the classification of hypotheses, we map the features to the codebook and sum up the respective spatial bins of the 

accumulators. Normalizing with respect of the number of features in the hypothesis window leads to the final hypothesis 

score. 

 

3. HYBRID APPROACH 

For combining the discriminative and generative approaches into one hybrid system, we are interested in a setup which 

rejects as few persons as possible (low false negative rate) while generating not too much false alarms (low false positive 

rate). To this end, we first apply the discriminative approach with a threshold generating no false negatives at all. 

Subsequently, the set of positives hypothesis of the discriminative approach (containing -given the threshold- all persons 

and still a lot of non-persons) is further classified with the generative model (see Figure 1). The idea behind this is that 

the most critical true positives (those with the lowest scores) are assessed with the generative model which often can 

gather more evidence based on the training images leading to an increased score. This in turn makes it possible to further 

reject non-person objects while not losing a true positive. 



 

 
 

 

 

Figure 1: Illustration of the combination of discriminative and generative model. 

 

 

4. EXPERIMENTAL RESULTS 

The experiments are performed on 26 far-infrared image sequences with an average number of 1500 images. They show 

typical MOUT main through-roads with different situations (cf. Figure 2). In most of the sequences, persons or groups of 

persons are observable in the scene.  

 

 
 

   
 

   
Figure 2. Samples of the MOUT far-infrared data set. 



 

 
 

 

 

The evaluation of the hybrid approach is performed on a set of image regions detected by a simple hot spot detector in 

sequences not used for the training of the models. The test data set contains of 872 image regions: 450 persons and 422 

non-persons (see Figure 3 for examples). Figure 4 shows an example image of the test sequence. 

                                 

Figure 3. Samples of the test data set. Image regions that were detected by a simple hot spot detector. 

 

 

Figure 4: Example of an image frame with four objects classified correctly into one person and three non-person objects. The 

numbers below the bounding boxes of the objects give the scores of the hypotheses for which a threshold is applied for 

classification. 

 

The two single approaches perform differently on this dataset, the discriminative approach outperforming the generative 

one for all configurations. See Figure 5 for the results displayed in a receiver-operating characteristic curve (ROC) with  

 

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝑅𝑎𝑡𝑒 =
𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝑓𝑎𝑙𝑠𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠
 

and 

𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝑅𝑎𝑡𝑒 =
𝑓𝑎𝑙𝑠𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑓𝑎𝑙𝑠𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝑡𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠
 

 

Nevertheless, the proposed hybrid approach can further decrease the false positive rate from 0.14 to 0.07 without missing 

a person. Thus, depending on the desired trade-off between false negatives and false positives, the hybrid model is 

beneficial in some configurations. On the other hand, changing the order of the models starting with the generative 

model and subsequently applying the discriminative model performed worse than each of the single models (not in the 

chart).  



 

 
 

 

 

 

 

Figure 5: ROC curve for the discriminative, generative and hybrid model 

 

5. CONCLUSION 

For the task of object detecting in MOUT images, a combination of a discriminative and generative approach has been 

presented. The discriminative approach works with a SVM classifier on a HOG model, whereas the generative approach 

models the distribution of body parts in terms of SIFT features. The combination has shown to successfully decrease the 

false positive rate in a configuration where no detection is to be missed.  
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