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0. Abstract 
This report describes work undertaken to explain the decisions of speaker identification 
networks, within the framework of the German VIKING Project on Trustworthy AI for Police 
Applications (BMBF, 2022-2025). It describes the use of feature attributions, or heatmaps over 
the audio inputs to speaker ID networks, as well as other interactive visualization techniques. 
The text previously appears as a part of Fraunhofer IDMT’s final report, in German. 

 

1. Introduction 
 

By default, the decision process of ours and similar speaker identification networks is not 
transparent; this motivates us to develop explainability tools compatible with the legal, ethical 
and moral requirements for their use (Section: Overview of Explainability). Our primary effort 
was in adapting attributions, heatmaps which explain an individual decision, to our speaker 
identification networks. To this end, we implemented two methods, the stochastic perturbation 
method Local Interpretable Model-Agnostic Explanations (LIME), and the gradient-based 
method Integrated Gradients (IG), the latter to which we added further steps to summarize the 
results (Section:  Development of Speaker ID Attributions). We also created a high-level user 
interface to support IG-based analyses (Section: User Interface for Attributions). 

Beyond attributions, we explored the possibility of adversarial attacks against the models, i.e. 
showing situations where the model could be intentionally tricked (Section: Adversarial Attacks 
versus Speaker ID). Furthermore, we explored the issue of visualizing embeddings directly to 
explain results (Section: Direct Visualization of Embeddings). Finally, using an open sound 
corpus, we developed an interactive sonification of the speaker embedding space (Section: 
Corpus-based Sonification of Embeddings). 

 

2. Overview of Explainability for Speaker ID 
 

Using our automatic speaker detection system, neural networks are used to match data 
subjects against other known or unknown subjects. However, by default, this decision process 
reflects very little of the internal process used to arrive at the decision.  

In the context of law enforcement and the legal systems, several groups would benefit from 
additional information about the decision process. First, developers could use this to detect and 
to prevent bias from affecting the system. Second, both law officials and data subjects 



themselves may benefit from having high level explanations that reflect the reasoning used. 
Adoption of explainable methods is thus an attempt to add accountability to an otherwise 
opaque process. 

 

3. Attributions for Speaker ID 

a. Development of Speaker ID Attributions 
 

Exploring Attributions 

The first phase of the project, in terms of explainability, consisted of exploring the available 
techniques and tools. We focused on post-hoc explanation methods/attributions for the 
following reasons. While our network, a Resnet architecture with squeeze-and-excitation 
elements, contained channel attention maps, we believe this is insufficient for creating full 
attributions over the inputs. One could also try directly visualizing the outputs of individual filters 
at various layers in the network, but this only gives a local picture at the filter layer, not a picture 
of the cumulative effect. 

So, we explored two major branches of attributions: 1) gradient-based attributions, starting with 
the python-based zennit [1] toolkit, and 2) perturbation-based attributions, starting with our own 
implementations of the LIME [2] and SLIME [3] attribution methods. As a starting point, we 
conducted preliminary experiments on another model available within our group, a Voice 
Activity Detector (VAD) based on a 1d CNN architecture operating on short frames (60ms) of raw 
audio.  

Preliminary Experiments with VAD Attributions 

In a pilot experiment, I used the zennit [1] toolkit to explore various gradient-based attribution 
methods. However, I found attributions computed on the raw audio inputs difficult to interpret, 
for the following reasons. First, attributions can be interpreted as heatmaps, but it is unclear 
what bimodal weights on individual audio samples mean. By contrast, audio practitioners are 
relatively used to working with spectrograms, generated with the short-time Fourier transform 
(STFT). Secondly, layers in a CNN act as linear time-invariant filters, leading the attributions 
generated from raw-audio CNNs to oscillate. So, it is challenging to interpret these oscillations 
as contributing positively or negatively to a label. Finally, upon listening to the raw audio 
attributions directly, they don’t seem to strongly resemble the input audio—at least not like a 
filtered version of the input. In this way, they are hard to relate back to the input. To summarize: 
raw audio attributions, by themselves, seem less usable. Thus, we continue our search with 
attributions in power spectral or higher-level domains (based on intermediate results from the 
network). 

 



 

Figure 1: Comparison of input audio (above) and continuous attribution for a VAD produced by overlap-add. 

 

Perhaps a more useful way of working with raw audio attributions is to transform them into a 
more interpretable domain. Continuing preliminary tests on the VAD, we transformed the raw 
audio attribution (such as in Figure 1) using the mel-spectrogram into the visualization in Figure 
2. We compared this with a series of LIME attributions over mel-spaced frequency bands (Figure 
3). Due to the specificity of the sparse regression in LIME, particular frequency bands are singled 
out for each attribution, making the LIME attributions appear to be more informative. Based on 
this experience, we set out to apply LIME attributions to the speaker ID model in the form of a 
demo application. (For limitations of LIME and perturbation methods, read further.)  

 

 

Figure 2: Mel spectrogram of gradient-based attribution on VAD. Indicates that lower frequency information is most 
sensitive in terms of labeling. 

 

 

Figure 3: SLIME attribution with mel-spectral bands. Due to sparse regression, seems to be more specific as to which 
frequency bands affect the label. 

 

Input audio 

Gradient-based applied to 1d CNN 



Symmetric Attributions on an Embedding Network 

Here, we discuss the basics of attributions on speaker embeddings. Our speaker ID network 
converts audio sequences into embeddings, such that standard methods such as Euclidean 
distance measures are used for comparison. Thus, the unknown query sequence and 
embedding are symmetric to the reference sequence and embedding (Figure 4)—so that an 
attribution method can and should produce attributions on both query and reference, as 
illustrated in Figure 5. 

 

Figure 4: Symmetry of query and reference. The speaker ID network maps an audio segment to an embedding. 
Therefore, the selected pair of query and reference recordings have the highest similarity score (relative to the 
database of reference recordings). 

 

 

 

Figure 5: Using attribution techniques, we can find signal components in both the query and reference segments that 
lead to their high similarity. 

First prototype: LIME with temporal blocks 

In our first prototype, we tried to present and expand on information from temporal LIME, 
depicted in Figure 6. 



 

Figure 6: Illustration of LIME with temporal blocks. Partially overlapped blocks are randomly masked, leading to 
differing similarities. 

Our display consisted of two plots, the latter interactive, presenting the temporal LIME result on 
a pair of query and reference sounds. The first plot (Figure 7) consisted in showing the LIME 
components in positions of their respective timelines, with the reference shown above and the 
test (query) below. The LIME coefficients, which represent marginal changes in similarity for 
each component are displayed here in two scales: on the left, percentage of 100% similarity, 
and relative percentage of the total similarity between the reference/query pair.  

To generate the second plot (Figure 8), we blocked out each selected LIME temporal component 
and generated a distance matrix with respect to each of the others, then used TSNE to generate 
a 2D embedding of the selected LIME components. This was an attempt to find reference and 
query components that were similar to each other—which would aid an analyst by providing 
matches. Each ball corresponds to a LIME component, with the area corresponding to the 
relative LIME strength. Then, by clicking on each ball, the user hears the audio of that temporal 
component—facilitating comparison between the components. 

 



 

Figure 7: Plot showing temporal position (x-axis) and marginal similarity (y-axis) of LIME components, for the reference 
(above) and the query (below).  

Several disadvantages were found with the LIME explanations. First, many evaluations of the 
model were needed, from 100s to 1000s, for a single reference-query pair. This took significant 
time on a laptop without a GPU; and so would limit interactivity. Second, in the case of this 
temporal LIME, the coefficients were often quite low, for example, less than 1% similarity as 
shown in Figure 7. Finally, the computed LIME components and coefficients seemed unstable, a 
fundamental problem with sampling-based perturbation methods.  

In further discussions with UKON, we learned of studies on the robustness of attributions [4] 
which suggest that gradient-based attributions are much more robust, meaning less sensitive to 
small changes in inputs, than sampling-based perturbation methods like LIME and SHAP. Thus, 
going forward we would prefer to develop future demos based on harnessing gradient-based 
attributions, as they seem more likely to be stable and generalize around the points in the 
database. 

 



 

Figure 8: Interactive scatter plot showing 2D embedding from an all-points distance comparison. The user can click 
on a component to hear the audio for that temporal component. 

Next Steps after LIME attributions 

As indicated previously, we would like to incorporate more gradient-based attributions. Another 
direction would involve a better segmentation, perhaps one based on phonemes. This 
segmentation could be used—given a corpus—to compute the relative importance of different 
phonemes in speaker identification for a proposed model.  

 

Refinement: Smoothed and Segmented Mel-spectral IG attributions 

We have changed attribution methods, adopting integrated gradients (IG), due to gradient-based 
methods having a greater robustness, as measured by the attributions having lower estimated 
local Lipschitz constants [4] than perturbation methods such as the previously used method 
LIME. This notion of robustness or stability is important, because it ensures that the explanation 
doesn’t vary wildly in response to small changes in the input. 

This heatmap can potentially explain which parts (in terms of spectro-temporal regions, which 
should be legible to experts in speech analysis) of the input signals, the reference and the query, 
are responsible for the model believing that two speakers are the same.  

 

 

The gradient with respect to the input is a natural tool to determine the sensitivity of the output 
labels to different parts of the input. However, neural networks are prone to a behavior called 
saturation, whereby the network response flattens out once the input reaches a certain level [5]. 



To get around this problem, Integrated Gradients (IG) [6] work using the concept of baseline, a 
default image that is defined according to the domain. Essentially, the derivative is computed at 
multiple signal levels.  

To compute the IG, we compute the gradient with respect to the input at points linearly 
interpolated between the input and baseline images, resulting in an average gradient. With this, 
we multiply the difference image of the input and baseline. For the mel-spectral domain 
computed by the speaker ID network frontend, we use a constant baseline of -5, informed by the 
noise background levels of a sample of input mel-spectrograms. 

 

Figure 9: Integrated Gradients compute the derivative with respect to the input on points in between the input and 
baseline images. 

 

Furthermore, we have refined their presentation by segmenting the input signals according to 
the attributions, allowing the user to hear segments the model perceives as being most 
significant. A demo showing such an attribution can be found in the following figures: 

 

 

Figure 10: Segmented IG Heatmap for a pair of speech files. Layers show input signal spectrograms, the smoothed 
integrated gradients attribution, and a segmentation into multiple parts. Users can show/hide individual layers, as 

well as click on segments to play them back. 



 

Figure 11: Similarity map of input segments. Segments are mapped to a space preserving embedding distances, using 
bubble size to show segment importance. 

 

We use the following procedure to produce the smoothed IG attributions. First, we take the 
absolute value of the IG function, giving the magnitude IG. Then, we spatially filter the magnitude 
IG, giving a smoothed IG (particularly, smoothing some number of bins in time using a Gaussian 
blur). This is to summarize the magnitude IG on a more human scale. 

Then, to segment the input files, we use the smoothed IG signal, with the frequency bands in the 
channel dimension, as an input to a Change Point Detection (CPD) algorithm, using the python 
ruptures [7] package. Here, we can specify how many breakpoints or segments for the partition. 

 

Figure 12: Options dialog for computing attributions 

Finally, we generate embeddings for each of the segments using the speaker ID network. With 
these embeddings, we can create a 2d similarity map using T-distributed Stochastic Neighbor 
Embedding (TSNE). 

Now that we have attributions implemented, we can assess their value and their limitations. 
Attributions are, by their nature, limited to the scope of single decisions, to questions like “why 



does this sample map to this part of the embedding space” and “why are these two samples 
considered similar by the network”. However, in addition to this inherently local view, we 
envision many other possibilities for explaining network decisions and its embedding space 
(Section: Beyond Attributions – Direct Visualization and Sonification of Embeddings). 

 

b. User Interface for Attributions 
 

The original demo for the IG attributions is command-line based, making it less than convenient 
for a user to conduct a set of related analyses. In order to make the production of attributions 
smoother, we created a user interface which facilitates generating related attributions. 
Additionally, we provide an overview of audio files loaded, based on direct visualization of 
embeddings. 

 

Figure 13: User Interface for creating attributions 

 

The interface is a tabular view, where basic quantities such as filename and length are shown. 
Additionally, we provide a “sparkline” rendering as an abstract representation of the speaker 
embedding. These are produced using a 20-dimension random projection of the original 256-
dimensional space, which is similar to a PCA representation but doesn’t require any batch data 
analysis, such as the computing of principal components over a dataset. Correlation between 
embeddings of same speakers is often visible from the sparklines. 

Once the user has added audio recordings, they can select a reference by right clicking. This 
populates the distance (Euclidean distance) and similarity (cosine similarity) columns, which 
the user can sort on. Then, they can select another test audio and click “Create Attribution”, 
which brings up the options dialog (Figure 12). The attributions and similarity map are as shown 
in previous sections. 

 



 

Figure 14: User selects a reference, which populates distance and similarity columns. 

4. Adversarial Attacks versus Speaker ID 

a. Attacks based on IG 
 

In order to test whether the network indeed depends more on time-frequency bins with high IG, 
we can perform ablation of bins with either high or low IG values, by setting their spectrogram 
values to the same noise value as the baseline. Figure 15 shows such an example, where 
ablating the bins corresponding to the top 10% of positive IG values produces a spectrogram 
with half the cosine similarity of the untampered spectrogram. Thus, in this case, we are 
producing a spectrogram that will appear to the network as less similar than it actually is.  

Here, a standard critique applies, that the ablated images or spectrograms (here, speech 
spectrograms with holes in them) are unnatural, that is, similar spectrograms don’t appear in 
the training distribution, thus offering an alternate explanation for why the network is fooled. 

 

 

Figure 15: Similarity of a test image (left) with not depicted reference is reduced by about half, when ablating the top 
10% of positive IG bins (right). 

 

In order to see more systematically the effects of ablating different parts of the IG distribution, 
we performed an additional experiment, which tested ablating all contiguous blocks of the 
distribution. The results can be seen in the following figure. 

 



 

Figure 16: Ablating arbitrary percentile blocks within the IG distribution. 

 

We can see from the edges of the distribution (low percentiles for negative IG values, etc.) that 
by starting near one of the edges, one can reduce the similarity by ablating very few bins, in 
comparison from the center of the distribution. This apparent insensitivity to the sign of the IG 
leads us to the use of absolute value in our IG visualization. 

 

b. Direct Optimization attacks 
 

One tantalizing possibility, especially for explaining signal processing networks, is known as 
“feature visualization” or alternatively “deep dreaming” [8], [9]. In this approach, we modify the 
input signal according to the gradient to maximize one of the following: the response of a single 
neuron, of an entire image channel in the feature map, an entire layer, of the class evidence in 
logits prior to the SoftMax function, i.e. the class probability at the end of the network.  

With that idea, we set up a script to modify an input sound to produce the maximum cosine 
similarity to a target sound. As we used only the objective of maximizing the cosine similarity, 
this was not at all effective at explaining important characteristics—the output seemed like it 
was a version of the input signal with some filtering and some added noise. (Continuing this 
approach of feature visualization by targeting individual neurons and layers, in the context of 
speaker ID networks, remains future work.) 

However, it was quite effective at being a targeted adversarial attack, as we could make one 
person’s voice appear to the network as being 100% similar with an unrelated person’s voice. 



 

Figure 17: A targeted adversarial example, generated from Paul's voice, appears to the network as 100% similar with 
Graham's voice. 

 

We performed a simple experiment that showed the adversarial example being less robust to 
added uniform noise as the true pair of matched speaker signals. 

 

Figure 18: Similarity with added white noise. Reference (orange), same speaker (green), and adversarial example 
(blue). The fake (in blue) loses much of similarity around 0 dB SNR. 

 

This is similar to our earlier experiments amounting to a non-targeted adversarial attack made 
with integrated gradients, whereby selecting a small proportion of spectro-temporal bins with 
high IG values and setting them to a background value, we could significantly reduce the 
similarity with respect to a given reference sound. 

Adversarial Attacks are important because they demonstrate one limit of trustworthiness for AI 
identity technologies. In the case that the attacker has direct access to a network and its 
gradients (as in the experiments), crafting a fake signal with either high similarity to a target, or a 
fake signal with low similarity to genuine matches, are both trivially possible. In a modern deep 
learning framework such as pytorch, such a gradient-based attack is trivial with minimal code. 
However, using gradient-free optimization techniques, attacks without access to gradients are 
also possible [10]. Therefore, with any kind of evaluative access to a model, an adversarial 
attack is always possible, in principle.  

 



5. Beyond Attributions – Direct Visualization and Sonification of 
Embeddings 

a. Direct Visualization of Embeddings 
 

Another possibility for providing an explanation, particularly for a low technical level of 
presentation, is to visualize the speaker embeddings directly. In this way, we can use 
background data to show the relative similarity of query points with respect to the background.  

To test and compare some of these ideas, we produced the following sketches, using the open 
source LibriSpeech dataset as background data. The “/dev/clean” subset consists of 40 different 
speakers, reading literature in English. 

For visualizing sets of vectors, there exist at least two broad classes of methods. The more 
familiar of these, scatter plots, render each vector as a (dimensionally reduced) point in a 
common space. The other, parallel coordinates, render each vector as a line plot in a bundle of 
overlapping plots where a slice (vertical in our case) shows a single variable for all cases in the 
dataset. These two approaches, scatter plots and parallel coordinates, are complementary and 
can be combined and linked in interactive visualizations. 

In any case, the background is not limited to use in static statistical graphics. With an interactive 
plot, users can zoom in, select and audition sounds from background speakers that may be 
similar, for comparison. 

Scatter Plots 
For scatter plots, since we have a high dimensional embedding (ours is 256 dimensions) and we 
only can display 2 or 3 spatial dimensions, we use dimensionality reduction to project vectors to 
the display space. One important choice is whether to use linear or nonlinear dimensionality 
reduction methods.  

For example, a common linear dimensionality reduction technique is Principal Components 
Analysis (PCA). This technique rotates the data, to find/create axes of greatest variation. This is a 
rotation that preserves distances in the original space. For visualization, typically the 2-3 
dimensions with the greatest variance are used. 



 

Figure 19: PCA of pair of signals and background 

As our projection to the display space discards the additional axes of the data (much of the 
original data dimensionality), this picture would tend to underestimate the relative similarity of 
the pair of vectors of interest. 

By contrast, for a nonlinear dimensionality reduction (NDR) technique such as TSNE, it not likely 
that the pairwise similarity of points will be underrepresented. In the case of TSNE, the objective 
function explicitly models pairwise distances of points, between the input and embedding 
space. In general, NDR techniques can warp and bend the mapping space to ensure this fit is as 
close as possible. 

In the following example, we see that it is much cleaner than the PCA one—the “/dev/clean” 
speakers are neatly clustered. This is due to the greater freedom in nonlinear mapping. 

Here, are two test points are mapped right on top of one another, (see the orange diamond in the 
bottom right quadrant): 



 

Figure 20: TSNE of signals and background 

When we scroll in, we can see our test points, two different samples from the same speaker, are 
placed extremely close to another. 

  

Furthermore, there exists at least the possibility that NDR, or TNSE in particular, might 
overrepresent similarities between points or clusters. In the case of TSNE, there is a parameter 
called perplexity that models the number of neighbors in neighborhoods. This parameter can 
thus produce conflicting visualizations, as shown in [11]. 

 

Figure 21: Plot illustrating different similarity maps for different perplexities, from Wattenberg [11] 



As a single use of NDR techniques (in a static plot) might distort some aspect of the pairwise or 
cluster similarities, they should be used with caution in low-level technical explanations. For 
example, one could produce multiple visualizations with different perplexity values, pair with 
linear dimensionality reduction plots, and other context information.  

Parallel Coordinates 
Next, we can look at the parallel coordinates mapping. The following shows the equivalent data, 
in a standardized parallel coordinates plot: 

 

Figure 22: Parallel coordinates of standardized data 

This is harder to read, but we can see that the test points are eccentric and coincide in many 
dimensions. The plot is somewhat improved by pre-reducing the dimension with PCA: 

 

Figure 23: Parallel coordinates of PCA reduced data 



When there are fewer dimensions to show, we can see the high variance PCA dimensions are 
very similar in the paired data. Within the context of an interactive tool for generating 
explanations, some of these visualizations might be helpful alongside the attributions. 

 

b. Corpus-based Sonification of Embeddings 
 

The attributions in the previous work are built and presented in the mel-spectrogram domain, 
even though the analysis itself calculated implicitly using the embedding space, which the 
network uses to represent speaker identity. This was done because the embedding space is an 
abstract space, constructed by the network training, which does not at first appear to relate to 
the task, “tell me which parts of the signal are most responsible for the classification/similarity”. 

However, the embeddings are still the internal representation as “seen” by the network, and the 
mediators for audio file comparisons. Thus, understanding the embedding space could be a 
valuable opportunity for human-machine empathy.  

The approach of this prototype is to embed short speech segments (200ms) from an open-
source speech database (LibriSpeech). In this way, we can play back many selections in a region 
of embedding space, trying to find patterns; seeing if particular regions have a "sound". This is 
also based on the author’s previous experience building information visualization interfaces for 
short sounds [12]. 

As a first approach to visualize the embeddings, we have used a parallel coordinates approach 
in which all of the embedding dimensions (only some on-screen at a time) are accessible via a 
scrollbar. The user can select rectangular regions filtering on a range of values in a single 
dimension, which selects all the segments falling in that region of the embedding space. Then, 
the selected audio segments are played back in a loop. This induces a fixed tempo currently 
regulated by the segment length. 



 

Figure 24: Speaker Dust prototype, showing 844 segments selected from upper values in second dimension, showing 
first five dimensions. 

 

Furthermore, we have implemented a “selection memory” allowing users to create multiple 
selections, and switch between them, either to compare them, or to sequence them into a sonic 
performance. 

Finally, we also added query-by-sound functionality. Based on a query sound, this retrieves a 
database sequence of similar sounds. Thus, it demonstrates which qualities the network is 
listening for. This allows a direct sonification of the user’s voice, filtered through only a small test 
database which does not contain the user’s voice at all. However, the results are uncanny, 
because they seem to capture qualities related to the voice timbre. 

 



 

Figure 25: Selection of 20 items (in red) selected by similarity with author's voice. 

 

6. Feedback 
Feedback about the Explainability demonstrators was solicited from an expert in 
speech forensics. In the following paragraphs, we interpret and summarize his 
comments. 

a. Attributions: 
The attributions were presented as mel-frequency spectrograms (narrowband 
spectrograms using 25ms samples), because this was the input used for the Resnet 
model. Thus, computing the integrated gradients in this domain was straightforward. 
However, our expert stated that phoneticians would be more used to interpreting 
linear wideband spectrograms (computed from 5 to 8 ms of input). 

In order to really identify which parts of the signal are influencing the decision, it is 
necessary to carefully compare samples of the same textual material. 

In case we would like to expand the plotting functionality, we could target the Praat 
or Wavesurfer software. Additionally, there seems to have been a problem playing 
back segments, and exporting could also improve this factor. 



The saliency maps were normalized to overlay over the input spectrograms. 
However, this may have caused confusion, because then two unmatched files will 
also show a full-scale saliency map. 

b. Speaker Dust demo: 
Again, the expert would have liked to have an overview over the textual material used 
for the database, something that does not yet appear in the interface. 

The expert found the raw 256 dimensions challenging to work with, and suggested 
some summary, like MFCCs instead.  

c. General comments: 
“The topic of explainable AI in speaker recognition is very important and will only 
increase in importance along with the increase of the black-box character of 
automatic systems.” The expert believes the most important users of explanations 
will be researchers (to understand how their systems are working), as well as for 
court situations, where explanations are needed to justify the decision. 
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