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Multi-Sensor Multi-Source Localization under
Clutter and Uncertainty
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ABSTRACT

Multi-source localization from time difference of arrival
measurements in sensor networks is challenging in the pres-
ence of clutter, timing uncertainty, missed detections, and an
unknown number of sources. We propose a combinatorial
framework that jointly addresses these challenges by evalu-
ating feasible subsets of detections, referred to as coalitions.
Each coalition is assigned an associated cost defined as the
ℓ∞-norm of the time difference of arrival residuals. We retain
coalitions whose residual lies below a user-specified pseudor-
ange threshold, providing a physically interpretable control of
coalition feasibility. Coalition selection is performed using a
family of set packing algorithms, including greedy and binary
integer linear programming formulations with cost-based and
lexicographic objectives. The lexicographic variants maximize
sensor consensus by prioritizing, from largest to smallest cardi-
nality, the number of selected disjoint detection coalitions, and
break ties by minimizing the sum of coalition costs. This pro-
vides a unified, geometrically consistent framework for joint
data association based on maximized sensor consensus, clutter
suppression, source counting, and localization. The methods
are benchmarked using Monte Carlo simulations under varying
levels of clutter, time jitter, and missed detections, as well as
using an acoustic dataset recorded in an urban environment.

I. INTRODUCTION

This work considers the localization of an unknown number
of impulsive sources under clutter, time jitter, misses, and
unknown association using a distributed sensor network. The
wavefield p(x, t) : R3 × R → R emitted by K ∈ N>0 point
sources and propagating in a homogeneous, lossless, time
invariant, unbounded medium with propagation speed c ∈ R>0

is governed by the inhomogeneous wave equation

∇2p(x, t)− 1

c2
∂2
t p(x, t) =

K∑
k=1

δ
(
x− xk

)
qk(t− tk) , (1)

with x,xk ∈ R3 denoting the observer and source positions,
t, tk ∈ R the observation and emission times, δ(x − xk) the
Dirac delta distribution, qk(t− tk) the source signal, and

∇2 = ∇ · ∇ =
∂2

∂x2
+

∂2

∂y2
+

∂2

∂z2
. (2)
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The causal fundamental solution of the three-dimensional
wave equation is

G(x−xk, t−tk) =
1

4π ∥x− xk∥
δ
(
t−tk−

∥x− xk∥
c

)
, (3)

which represents the response to an ideal spatiotemporal
impulse. The solution to the inhomogeneous problem is given
via

p(x, t) =

K∑
k=1

∫
R
qk(τ)G(x− xk, t− tk − τ) dτ . (4)

A corresponding inverse problem of practical interest is to re-
cover the number of sources and their positions from sampled
observations acquired at sensor locations {xs}Ss=1,

{ps}Ss=1 , ps ∈ RN , (5)

where ps denotes the sampled signal at sensor s, and N,S ∈
N>0 are the number of time samples and sensors. Inverse
approaches in the frequency domain [1] and time domain [2]
that use the full waveform observed at sensor locations exist,
but in sensor network applications, the observations are often
compressed at the sensor level, due to communication, power,
or stealth constraints [3]. Therefore, source-localization algo-
rithms often extract features from the observed signals, such as
times of arrival (TOA), time differences of arrival (TDOA), or
peak amplitudes, and transmit them to estimators that typically
model emitters as point sources [4]. TOA- and TDOA-type
features arise from distance-dependent propagation delays,
whereas amplitude-based features are additionally influenced
by geometric spreading. In practice, TOA-type features are
commonly obtained through event-detection algorithms. By
contrast, the use of amplitude-based features requires modeling
unknown emitter radiation characteristics, thereby introducing
nuisance parameters and complicating localization. Under an
impulsive emission model, the source distribution simplifies to
qk(t) = ak δ(t) with amplitudes ak ∈ R. The wavefield then
reduces to

p(x, t) =

K∑
k=1

ak G
(
x− xk, t− tk

)
. (6)

Fig. 1 schematically plots the wavefield described by Eq. 6
for four observers (sensors s1, s2, s3, s4) and two sources.
The source-sensor distances and the corresponding impulsive
wavefronts are plotted. The resulting signals observed by the
sensor array in case of simultaneous emission are illustrated
in Fig. 2, including one additional spurious detection which
can occur in practice due to unrelated sources or scattering of
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Fig. 1. Wavefronts and source-sensor distances in a 4-sensor and 2-source
multi-localization scenario.

the wavefront by obstacles (clutter). The challenge in practice
is to associate these signals and localize sources when both
the number of sources and the clutter are unknown, and the
origin of each signal is uncertain.
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Fig. 2. Sensor signals resulting from the impulsive sources and geometric
configuration shown in Fig. 1 given unit source strength (ak = 1) and a wave
propagation speed of c = 343 m/s .

Approaches to multi-source localization broadly fall into
continuous and discrete source distribution formulations. Con-
tinuous inverse formulations arise in potential theory, where
sources and scatterers are modeled as potential layers [5].
The resulting inverse problems are typically ill-posed, and
their numerical solution is computationally demanding, which
limits real-time applicability. In the discrete setting, Bayesian
multi-target tracking methods are widely used in statistical
signal processing to provide principled handling of clutter,
missed detections, and unknown source cardinality. Among
these, random finite set-based filters propagate moments of
the multitarget posterior to address these effects [6]. Although
primarily developed for sequential tracking, related finite-set
formulations have also been applied to single frame multi-
source localization. Practical implementations approximate the
full random finite set Bayes filter through tractable association
distributions [7]. Alternative discrete formulations include
methods based on finite set and point-process models, such as

particle-based random finite set approaches for multi-source
TDOA estimation [8] and Poisson point process formulations
with expectation maximization-based model order selection
[9]. For large sensor-source problems, approximate algorithms
based on Lagrangian relaxation, gating, and heuristics [10],
[11], [12], [13], as well as multidimensional assignment
formulations that maximize the joint likelihood of measure-
ment partitions via Lagrangian relaxation [14], have been
proposed. Global optimization formulations often employ ℓ1-
type sparsity penalties to balance source count estimation and
accuracy, though penalty selection is not trivial [15], [16], [17].
Graph-based formulations have also been explored, including
approaches that identify edge sets with vanishing cycle sums
[18], [19]. Related coalition-based representations also appear
in the game-theoretic literature [20], [21].

In contrast to Bayesian approaches, the proposed method
adopts a deterministic combinatorial framework based on
geometrically feasible detection coalitions. It jointly addresses
source counting, data association, and localization under clut-
ter, time jitter, and incomplete data. Feasible coalitions are
evaluated using a geometric consistency metric based on the
ℓ∞-norm of the TDOA residuals and filtered using a user-
defined pseudorange threshold with direct physical interpreta-
tion. Coalition selection is formulated as a set packing problem
solved using greedy and binary integer linear programming
(BILP) methods. Lexicographic selection that prioritizes coali-
tion cardinality over cost consistently yields more accurate
localization results than conventional cost-driven selection,
indicating that coalition size serves as an effective indicator
of geometric reliability under clutter. This reveals exploitable
structure in the feasible coalition space that is not captured by
cost-only objectives. The proposed method belongs to the class
of discrete hypothesis-based association approaches but differs
structurally in that hypotheses are constructed as geometry-
validated coalitions and pruned via physically interpretable
consistency constraints prior to combinatorial selection.

II. METHODS

A. Coalition model

Let the index sets of sensors and sources be

S = {1, . . . , S} , K = {1, . . . ,K} . (7)

The TOA of the wave emitted by source k at sensor s is

ts,k ∈ R , (s ∈ S, k ∈ K) . (8)

Each sensor s produces a list of detections

Ts = {ts,1, . . . , ts,Ks
} , Ks ∈ N , (9)

and the detection association is unknown

αs : {1, . . . ,Ks} −→ K ∪ {⊥} , (10)

where αs(j) = k denotes that detection j originates from
source k, while αs(j) = ⊥ designates a false alarm due to
clutter. In impulsive propagation scenarios, a sensor typically
does not report multiple detections due to the same wavefront
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reaching the sensor (detections caused by scattered wavefronts
are treated as clutter). Accordingly, we assume

αs(j) = αs(j
′) ∈ K =⇒ j = j′ , (11)

i.e. αs|α−1
s (K) is injective . (12)

Let zs,k ∈ {0, 1} denote whether sensor s detects k, with
zs,k = 1 for a detection and zs,k = 0 for a miss, where
zs,k = 1 ⇐⇒ ∃j : αs(j) = k. We note that the following
cases exist, all of which the subsequent formulation is intended
to cover:

(i) Perfect detections: zs,k = 1 ∀(s, k) and each αs is
bijective onto K .

(ii) Additional spurious detections: zs,k = 1 ∀(s, k) and at
least one extra detection ∃ j : αs(j) = ⊥ .

(iii) Missed detections: α−1
s (⊥) = ∅ and at least one sensor-

source pair missed ∃(s, k) : zs,k = 0 .
(iv) Mixed imperfect detections: ∃ j : αs(j) = ⊥ and
∃(s, k) : zs,k = 0 .

(v) Only spurious detections: zs,k = 0 ∀(s, k) and αs(j) =
⊥ ∀s, j .

Let
D =

{
(s, j)

∣∣ s ∈ S, j ∈ {1, . . . ,Ks}
}
, (13)

be the set of all detections, with S sensors and Ks detections
reported by sensor s. A hypergraph formulation describing
the perfect detection case arises naturally by treating each full
sensor coalition as a hyper-edge

H = (D,F) , (14)

F =
{
{(1, j1), . . . , (S, jS)}

∣∣∣ js ∈ {1, . . . ,Ks}
}

. (15)

For the canonical example with S = 4 sensors and K = 2
sources, this leads to a 4-uniform hypergraph H with |F| =
24 = 16 as illustrated in Fig. 3. The 16 color patches illustrate
the 16 possible coalitions formed by selecting one source
detection per sensor, with each patch representing a hyper-
edge connecting four detections.
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Fig. 3. Coalitional 4-uniform hypergraph with 24 hyper-edges for the 4-sensor
2-source perfect detection case.

We define the family of admissible coalitions as

C :=
{
A ⊆ D

∣∣∣ M ≤ |A| ≤ S ,

∀(s, j), (s′, j′) ∈ A : s ̸= s′
}

,
(16)

i.e., each coalition contains at most one detection from each
sensor. Since TDOA multilateration in 3D requires at least four
observations, we impose M ≥ 4. Collapsing the hypergraph
description into a binary compatibility graph we obtain

G = (C, E) , (17)

whose vertices are admissible coalitions. Two coalitions are
compatible if and only if they are disjoint

{A,B} ∈ E ⇐⇒ A∩ B = ∅ , A ̸= B, A,B ∈ C . (18)

Therefore, the number of admissible coalitions is

|C| =
S∑

m=M

∑
U⊆S
|U|=m

∏
s∈U

Ks . (19)

Each term corresponds to choosing a sensor subset U of size
m and one detection index from each s ∈ U . An admissible
multi-source explanation is a subset C′ ⊆ C such that its
coalitions are pairwise disjoint

∀A,B ∈ C′ , A ̸= B : A ∩ B = ∅ , (20)

equivalently, C′ induces a complete subgraph in G. This
selection problem is equivalent to the classical set packing
problem, which is known to be NP-hard [22], and equivalently
to hypergraph matching. Let us introduce a weight map on the
compatibility graph

ω : C → R≥0 , (21)
ω(A) := c∥t(A, x̂)∥∞ , A ∈ C , (22)

where t(A, x̂) denotes the vector of TDOA residuals between
measured and predicted differences for coalition A. Note that,
for a TDOA-based cost function, the ℓ∞-norm of the TDOA
residuals, when scaled by the estimated propagation speed,
admits a geometric interpretation as a maximum pseudorange-
difference consistency bound for the estimate x̂. If ω(A) = 0,
the solution exactly satisfies all TDOA constraints 1. We solve
this multi-localization problem via exhaustive combinatorial
evaluation of feasible coalitions, followed by selection of
disjoint coalitions that are optimal with respect to a specified
objective metric. The current formulation assumes synchro-
nized sensors due to the time difference of arrival based
coalition cost. However, the association framework itself does
not depend on the specific cost definition and can be used with
alternative cost functions such as received signal strengths or
angles of arrival.

1The single-source localization based on a detection coalition is carried
out using the hyperbolic estimator of Chan and Ho with the median TOA
chosen as reference index in this work [4]. If the coalition has even cardinality,
so that two central detections exist after ordering by TOA, the reference is
chosen according to detection numbering. In topologically complex appli-
cation environments, source positions can be estimated by minimizing cost
functionals C : (RN )S → R≥0, and sensor positions optimized using
analytical, numerical or statistical models [23], [24], [25].
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B. Combinatorial complexity

Assuming a uniform number of detections per sensor, i.e.,
Ks = K for all s ∈ S, evaluating all possible combinations of
detections under the model described in Sec. II-A yields the
coalition count∣∣∣C≥M (S,K)

∣∣∣ = S∑
m=M

(
S

m

)
Km

= (1 +K)S −
M−1∑
m=0

(
S

m

)
Km . (23)

The coalition count is bounded by

KM ≤
∣∣∣C≥M (S,K)

∣∣∣ ≤ (1 +K)S . (24)

Hence, the asymptotic scaling is

Fixed S,M :
∣∣∣C≥M (S,K)

∣∣∣ = Θ(KS) , (25)

Fixed K,M :
∣∣∣C≥M (S,K)

∣∣∣ = Θ
(
(1 +K)S

)
, (26)

where Θ(·) denotes asymptotic scaling up to constant factors.
Fig. 4 illustrates the combinatorial growth of the coalition
count with an increasing number of detections per sensor K,
assuming a fixed number of sensors S and minimum coalition
size M (top), and with an increasing number of sensors S,
assuming a fixed number of detections K and minimum coali-
tion size M (bottom). Increasing the minimum coalition size
M reduces the coalition count. Additionally, the application
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Fig. 4. Combinatorial growth of coalition count depending on the number of
sensors S, minimum coalition size M , and number of detections per sensor
K.

imposes structure that can be exploited to reduce coalition
count and prune infeasible sets. A pairwise time constraint
provides an intuitive means to discard unphysical candidate
coalitions. For a tentative coalition A ∈ C with |A| ≥ M ,
consider every unordered detection pair (s, j), (s′, j′) ∈ A
with s ̸= s′. The measured arrival-time difference is

∆ts,s′ = |ts,j − ts′,j′ | , (27)

where ts,j is the arrival time of the j-th wavefront detected at
sensor s. To screen coalitions, we introduce a global maximum
admissible inter-sensor propagation time

τmax := max
s̸=s′

∥xs − xs′∥
c

. (28)

Thus, τmax is the largest inter-sensor propagation time induced
by the array geometry. Allowing for timing uncertainty, a
coalition is accepted only if

∆ts,s′ ≤ τmax +∆ttol ,

∀ (s, j), (s′, j′) ∈ A , s ̸= s′ , (29)

where ∆ttol is an additional timing tolerance. Here, τmax is
fixed by the array geometry, whereas ∆ttol is chosen according
to the expected timing uncertainty of the sensing system.
Coalitions violating Eq. 29 are rejected as physically implausi-
ble, since the detections cannot originate from the same source
under the expected array geometry, wave propagation speed
and timing uncertainty.

C. Coalition packing formulation

Let C denote the set of candidate coalitions. Let ω(A)
denote the pseudodistance consistency of a coalition according
to Eq. 22 and let η denote a user-defined pseudodistance
admissibility threshold. The admissible coalition family is

C⋆ = {A ∈ C | ω(A) ≤ η} . (30)

Let us introduce the binary decision variables

xA ∈ {0, 1} , A ∈ C⋆ , (31)

where xA = 1 indicates that coalition A is selected. The
coalition-detection incidence matrix is

A ∈ {0, 1}|D|×|C⋆| , Ad,A = 1 ⇐⇒ d ∈ A . (32)

The admissible coalition selection problem can then be for-
mulated as a weighted set packing problem

min
x∈{0,1}|C⋆|

∑
A∈C⋆

ω(A)xA (33)

s.t. Ax ≤ 1 , (34)

which enforces that no detection is used by more than one
selected coalition. Set packing is known to be NP-complete in
its decision form and NP-hard in its optimization form [26].
We formulate the following algorithms:

Greedy cost packing: At each iteration, a feasible coalition
of minimum cost is selected. For any coalition A ∈ C⋆, let eA
denote the canonical basis vector where (eA)B = 1 if B = A
and 0 otherwise. Starting from x(0) = 0, define the feasible
candidate set

Cj =
{
A ∈ C⋆

∣∣∣ A(x(j) + eA) ≤ 1
}

. (35)

The next coalition is selected according to

A(j+1) ∈ arg min
A∈Cj

ω(A) , (36)

and the iterate is updated via

x(j+1) = x(j) + eA(j+1) . (37)
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The procedure terminates when Cj = ∅ .

Greedy lexicographic packing: At each iteration, a feasible
coalition of maximum cardinality and, among those, minimum
cost is selected. Starting from x(0) = 0, define

Cj =
{
A ∈ C⋆

∣∣∣ A(x(j) + eA) ≤ 1
}

. (38)

The next coalition is selected according to

A(j+1) ∈ arg min
A∈Cj

(−|A|, ω(A)) , (39)

and
x(j+1) = x(j) + eA(j+1) . (40)

The procedure terminates when Cj = ∅ .

BILP lexicographic packing: Let yi(x) denote the number
of selected coalitions of size i via

yi(x) =
∑
A∈C⋆

|A|=i

xA . (41)

Let X = {x ∈ {0, 1}|C⋆| | Ax ≤ 1} denote the feasible set.
The lexicographically optimal feasible solution set is given by

X ⋆ = argmax
x∈X

(
yS(x), yS−1(x), . . . , yM (x)

)
. (42)

Ties are then broken via cost minimization

min
x∈X⋆

∑
A∈C⋆

ω(A)xA . (43)

BILP sequential lexicographic packing: Coalitions are
selected via sequential BILP optimization over coalition sizes.
For each coalition size i, processed in decreasing order, the
following problems are solved sequentially:

max
x∈X

yi(x) (44)

s.t. yj(x) = y⋆j , ∀j > i , (45)

followed by a local cost minimization

min
x∈X , yj(x)=y⋆

j ∀j≥i

∑
A∈C⋆

ω(A)xA . (46)

Here y⋆i denotes the optimal value obtained for coalition size
i at the corresponding stage. No explicit solver time limit was
imposed for the BILP algorithms, and each optimization run
was allowed to proceed until the COIN-OR Branch-and-Cut
solver reported an optimal solution. [27], [28]

D. Monte Carlo setup

The algorithms are implemented, and solver performance
is evaluated under imperfect detection conditions via Monte
Carlo simulation runs. Python’s (v3.11.3) uniform pseudoran-
dom number generator was used for random sampling without
replacement, so source positions were unique. In the Monte
Carlo simulation for the multi-sensor, multi-source localization
problem, 6 sensors are placed equiangularly on the boundary
of a circular domain with 500 m radius. The propagation
speed is set to c = 343 m/s. In each trial, source positions
are uniformly sampled within the domain. Each iteration

generates new source positions, enabling statistical evaluation
of localization accuracy under varying detection imperfections.
The following Monte Carlo runs are evaluated:

(i) Calculation of coalition residuals for the 1-, 2-, and 3-
source localization cases with TOA detections subjected
to ±0.1 s uniform random time jitter and 12 spurious
TOA detections inserted at random sensors between the
first and last TOAs.

(ii) Calculation of localization error and cardinality error
under a threshold pseudodistance parameter sweep from
0 m to 160 m for all four algorithms, for the 2-source
localization case with ±0.1 s uniform random time jitter
and 12 spurious TOA detections inserted at random
sensors between the first and last TOAs. 1001 repetitions
were evaluated for each threshold level.

(iii) Calculation of localization error and cardinality error
for the 1-, 2-, and 3-source localization cases solved
using the lexicographic greedy selection algorithm. TOA
detections are subjected to uniform random time jitter
swept from ±0.00 s to ±0.10 s across simulation runs.
1001 repetitions were evaluated for each time jitter level.

(iv) Calculation of association performance, localization er-
ror, and cardinality error for the lexicographic greedy
selection algorithm under uniform random time jitter of
±0.1 s, with one randomly missed true detection and 0-
12 spurious detections inserted between the first and last
TOAs at random sensors. 1001 repetitions were evaluated
for each spurious detection level.

E. Experimental setup

Additionally, the approach is validated on experimental
acoustic data obtained in an urban environment, where muzzle
blasts from sniper rifle fire served as impulsive acoustic
sources. Fig. 5 provides an overview of the experimental
campaign conducted in an urban environment. Note that
trajectory estimation from the ballistic N-wave shock of the
projectile is feasible [29], but the present study restricts itself
to localization based solely on the impulsive muzzle blasts.
The unattended ground sensor positions (s1-s6) are plotted as
blue cubes. The acoustic source positions (k1-k6) are shown
as red spheres. Positions k1, k3, and k4 are on rooftops, k2
and k5 are on the ground, and k6 is on the tower. For each
source position, 20 muzzle blast events were recorded.

The ambient conditions were 1007 hPa pressure, a tempera-
ture of 297 K, and 40 % relative humidity, resulting in a speed
of sound of 346 m/s [30], [31]. The wind speed was <12 knots
at 10 m above ground level. Sensor clocks were synchronized
at the beginning and end of the measurement interval. The
observed relative clock drifts were on the order of 10−5. Inter-
sensor clock drift over the interval was modeled as linear and
corrected accordingly. As the travel time of pressure waves
within this experimental setup is influenced by the topology,
the acoustic propagation was computed within the depicted
environment via an Eikonal solver. The time of flight resulting
from these calculations from potential source positions to the
sensor s2 is visualized in Fig. 6. For this sensor-source setup,
deviations from the corresponding free-field time of flight were
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Fig. 5. Overview of the experimental campaign with sensor positions s1-s6
distributed over approximately 200 m × 400 m and source positions k1-k6.

computed and found to < 0.6%, and are therefore neglected.
The numerical method for travel time computation in complex
environments can be found in [24], [25], [32].

Fig. 6. Illustration of the travel time computation for the numerical surface
model of the Lehnin environment showing the TOA in s from potential source
positions in the domain to sensor s2.

III. RESULTS

A. Monte Carlo results

1) Coalition weights: Fig. 7 shows the evaluation of the
Monte Carlo simulation benchmark case (i) with ±0.1 s timing
jitter, 12 spurious signals, M = 5, and S = 6. The quantile
function of coalition weights ω(A) is plotted for the 1-, 2-
, and 3-source benchmark scenarios. The behavior of the
residual weight distribution shows a heavier tail as the number
of sources increases, indicating higher variability in coalition
consistency in the multi-source cases. Lower quantiles remain
similar across cases. Only a small fraction of < 0.05 of
coalitions satisfy ω(A) < 200 m across cases. The large
majority of coalitions can be rejected immediately based on a
threshold, leaving only a small fraction of surviving coalitions.

2) Threshold sweep: Fig. 8 shows the evaluation of the
Monte Carlo simulation benchmark case (ii) with ±0.1 s
timing jitter, 12 spurious signals, M = 5, and S = 6.
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Fig. 7. Quantile function of coalition weights ω(A) based on the ℓ∞-norm
for the 1-, 2-, and 3-source benchmark cases. Monte Carlo simulations with
±0.1 s time jitter, 12 spurious detections, M = 5, and S = 6 .

Because the localization error is defined to be infinite when no
source position is estimated, the average localization error is
undefined. Therefore, we report the median localization error
(continuous lines) together with the average cardinality error
(dashed lines). The cardinality error approaches 2.0 as the
threshold approaches 0 because fewer coalitions fall below
the threshold. Greedy cost-based coalition selection performs
worst, while all lexicographic algorithms that prioritize coali-
tion cardinality lead to reduced localization and cardinality
errors. Greedy lexicographic packing appears to be the most
forgiving in terms of cardinality error with respect to threshold
choice and remains close in localization error to the BILP lex-
icographic packing and BILP sequential lexicographic packing
algorithms. The benchmark shows that a restrictive pseu-
dodistance threshold η increases the cardinality error because
true sources are more often missed and feasible coalitions
are rejected unless the corresponding position estimates are
sufficiently accurate. Consequently, the median localization
error also increases, since it is defined to be infinite for missed
sources and overestimated source counts. Conversely, a too
permissive threshold increases the cardinality error in high
clutter regimes, since coalitions containing spurious detections
are more likely to pass the gate. For the considered setup,
the benchmark indicates that both the average cardinality
error and the median localization error are smallest when
η is chosen roughly in the range η ∈ [1, 2] c tjitter, where
tjitter denotes the time jitter. In practice, η may therefore be
selected empirically as a multiple of cE[tjitter]. A reasonable
initial choice for comparable setups is η ∈ [1, 2] cE[tjitter],
which can then be adjusted depending on the desired trade-off
between localization and cardinality error.

3) Time jitter sweep: Fig. 9 shows the evaluation of the
Monte Carlo simulation for benchmark case (iii) with perfect
detections, varying time jitter, η = 100 m, M = 5, and S = 6.
The median localization error and the average cardinality error
obtained using the greedy lexicographic set packing algorithm
are plotted for the 1-, 2-, and 3-source cases. As the time jitter
approaches zero, both the localization and cardinality errors
approach zero, as expected. The localization error increases
as the detections are subjected to larger uniform random time
jitter, reaching approximately 45 m for ±0.1 s time jitter.
While the 1-, 2-, and 3-source cases exhibit similar growth in
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Fig. 8. Median localization error (LE) and average cardinality error (CE)
for varying thresholds for the four benchmarked algorithms. Monte Carlo
simulations with ±0.1 s time jitter, 12 spurious detections, 2 sources, M = 5,
and S = 6 .

localization error, the cardinality error increases more rapidly
for multi-source scenarios, reaching values of up to 0.25 for
the 3-source localization case.
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Fig. 9. Multi-source median localization error (LE) and average cardinality
error (CE) results for the Monte-Carlo simulations for varying time jitter and
source numbers, M = 5, S = 6, and η = 100 m .

4) Association performance: Fig. 10 presents the Monte
Carlo evaluation for benchmark case (iv) with mixed imperfect
detections. The benchmark is assessed under heavy uniform
random time jitter (±0.1 s), heavy clutter (up to 12 spurious
detections), one missed true detection, M = 5, S = 6, and a
threshold of η = 100 m. The figure shows coalition and clutter
precision and recall for the 1-source (top), 2-source (middle),
and 3-source (bottom) localization cases as the number of spu-
rious detections increases. Precision measures the proportion
of predicted elements that are correct, while recall measures
the proportion of true elements that are correctly identified,
defined as

precision =
|I ∩ J |
|I|

, recall =
|I ∩ J |
|J |

, (47)

where I and J denote the predicted and ground-truth sets,
respectively. Clutter is introduced by inserting spurious de-
tections uniformly at random between the first and last TOA
for randomly selected sensors, with the number of spuri-
ous insertions increasing stepwise up to a 2:1 ratio relative
to the sensors. In the 1-source, 6-sensor configuration, this
corresponds to six detections associated with the source and
up to twelve spurious detections. The 1-source case exhibits
noticeably lower coalition precision and recall than the 2-

source and 3-source localization cases. This behavior is ex-
pected because, in the 1-source scenario, the removal of one
true detection destroys the only correct 6-cardinality coalition,
whereas in the 2- and 3-source cases one and two 6-cardinality
coalitions remain intact, respectively. Coalition precision in the
2- and 3-source cases remains close to 1 for low clutter levels
and decreases to approximately 0.7 at 12 spurious detections.
Clutter precision increases with rising numbers of spurious
detections, whereas clutter recall decreases once clutter is
present, with the zero-clutter case showing the lowest recall.
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Fig. 10. Multi-source precision and recall results for the Monte-Carlo
simulations for the 1-source (top), 2-source (middle), and 3-source (bottom)
localization cases with uniform random time jitter of ±0.1 s, M = 5, and
η = 100 m .

Fig. 11 shows the localization and cardinality errors cor-
responding to the association results in Fig. 10. In the 1-
source case, the deletion of one true detection forces local-
ization to rely on a reduced 5-cardinality coalition, which is
more sensitive to time jitter and more likely to exceed the
threshold, thereby yielding a larger localization error. Since the
cardinality error is close to 0.5 for the 1-source case with low
spurious detections and the localization error is infinite when
no source is estimated, the median localization error is close to
the worst error among the estimated positions. In contrast, the
2- and 3-source localization cases exhibit improved median
performance because at least one 6-cardinality coalition typ-
ically remains intact. For the multi-source localization cases,
the median localization error starts at approximately 45 m,
consistent with the worst case results reported in Fig. 9,
while the cardinality error is elevated due to the missed
detection. As the number of spurious detections increases,
the localization error increases due to progressively degrading
coalition precision. The cardinality error, however, initially
decreases (up to about 8 spurious detections). Beyond this
point, clutter becomes sufficiently dense that false coalitions
form more frequently, and the source count begins to be
overestimated, causing the cardinality error to rise again.
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Fig. 11. Multi-source localization error (LE) and average cardinality error
(CE) results for the Monte-Carlo simulations for time jitter of ±0.1 s and
spurious detections varying from 0:1 up to 2:1, M = 5, and η = 100 m .

B. Experimental results

1) Oracle localization benchmark: Fig. 12 plots the local-
ization error in meters versus quantile for the single-source
localization problem in the Lehnin environment, for the source
positions k1-k6 shown previously in Fig. 5. Location estimates
were computed using the TOAs from all six sensors, for each
of the 20 repetitions for each of the six source positions.
Because this dataset contains no spurious detections, the solu-
tion corresponds to the oracle case with known associations.
We observe localization errors ranging from 7 m to 32 m,
depending on source position and quantile.
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Fig. 12. Oracle benchmark showing localization error in meters versus
quantile, given known data-source associations across source positions for
the experiment conducted in the Lehnin environment.

2) Multi-source localization: The original inter-source time
separation was sufficiently large that experimental multi-
source localization and association using the lexicographic
greedy algorithm were trivial, yielding coalition precision
and recall of 1.0 and localization results identical to the
oracle solution across all cases. To create a more challenging
scenario, the detection times of the true source coalitions were
adjusted to maximize overlap by aligning the first-arrival time
at each source’s nearest sensor.

To benchmark the association of the proposed solver, all
possible 2- and 3-source combinations of source positions
and their corresponding TOA detections were then fed to the
greedy lexicographic set packing algorithm with M = 5,
S = 6, and η = 100 m. Precision, recall, median localization
error and average cardinality error were then evaluated. The
results are shown for the 2-source multi-localization case in

Tab.I and for the 3-source multi-localization case in Tab.II.
The average cardinality error was found to be 0 in all cases.
Across configurations, the median localization error ranges
from 15.7 m for {k3, k5} up to 45.2 m for {k1, k5, k6}. As-
sociation difficulty and higher localization errors are observed
for the pairs {k5, k6}, {k4, k6}. The set {k3, k4} exhibits
low precision and recall despite maintaining low localization
errors. This pattern is due to their spatial proximity, as shown
in Fig. 5, which increases association ambiguity without
significantly degrading the resulting position estimates. The
same effect is observed in both the 2-source and 3-source
localization scenarios.

IV. CONCLUSION

We formulated and solved multi-source localization under
clutter, misses, time jitter, and an unknown number of sources
through a coalition selection framework cast as set packing,
thereby obtaining a unified discrete optimization formulation.
Admissible coalitions are gated by a physically motivated
pseudodistance threshold, and the global association task is re-
duced to a set packing program with detection-level exclusivity
constraints. Although coalition enumeration grows combina-
torially, admissibility gating substantially limits candidate sets
in practice. The framework supports lexicographically optimal
coalition selection for moderate array sizes and source counts
in cluttered scenarios.

Lexicographic strategies prioritizing coalition cardinality
outperform greedy cost-based selection on benchmarks with
spurious signals. These results suggest that coalition cardi-
nality effectively reflects multi-sensor consensus and provides
strong discrimination between source-supported and clutter-
supported associations. While lexicographic BILP yields glob-
ally optimal solutions under the specified hierarchical objec-
tive, lexicographic greedy packing achieves the strongest over-
all performance across admissibility thresholds, combining
near-optimal selection quality with low computational com-
plexity. Overall, these findings demonstrate that lexicographic
prioritization of coalition cardinality provides a robust and
computationally efficient approach to cluttered multi-source
localization.

APPENDIX A
PSEUDOCODE FOR ADMISSIBLE COALITION

CONSTRUCTION AND LEXICOGRAPHIC SET PACKING

Algorithm 1 constructs the full admissible coalition family
from the set of detections, with each coalition representing one
source hypothesis. For the greedy lexicographic and sequen-
tial BILP lexicographic packing algorithms, however, explicit
enumeration of all admissible coalitions before solving is not
required, since both methods consider coalitions in descend-
ing order of cardinality. Instead, coalitions can be generated
and selected incrementally by first considering the largest-
cardinality coalitions and then forming smaller coalitions from
the remaining detections during the selection process. The
full family construction is presented here before the selection
algorithm for the sake of generality and simplicity.
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TABLE I
PERFORMANCE METRICS FOR THE MULTI-SOURCE LOCALIZATION SOLUTION USING THE LEXICOGRAPHIC GREEDY SET PACKING ALGORITHM ACROSS

ALL 2-SOURCE COMBINATIONS (M = 5, η = 100 m).
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precision 1.00 1.00 1.00 0.68 1.00 0.81 0.98 0.67 1.00 0.45 1.00 0.67 0.47 0.64 0.47
recall 1.00 1.00 1.00 0.68 1.00 0.81 0.98 0.67 1.00 0.45 1.00 0.67 0.47 0.53 0.47

median LE 26.80 25.43 23.53 17.16 29.07 25.53 23.68 30.07 29.16 17.68 15.69 32.20 20.95 43.83 44.67

TABLE II
PERFORMANCE METRICS FOR THE MULTI-SOURCE LOCALIZATION SOLUTION USING THE LEXICOGRAPHIC GREEDY SET PACKING ALGORITHM ACROSS

ALL 3-SOURCE COMBINATIONS (M = 5, η = 100 m).
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precision 0.82 0.91 0.67 1.00 0.63 0.59 0.78 0.48 0.78 0.52 0.50 0.67 0.63 0.64 0.35 0.64 0.37 0.44 0.47 0.51
recall 0.82 0.91 0.67 1.00 0.63 0.59 0.78 0.48 0.69 0.52 0.50 0.67 0.63 0.64 0.32 0.64 0.37 0.39 0.47 0.51

median LE 25.54 24.73 22.42 25.50 20.61 30.76 31.67 21.77 38.13 45.20 20.48 30.62 31.77 21.74 45.50 45.08 16.54 32.81 28.91 41.31

Algorithm 1 Construction of the admissible coalition family
Require: Detection set D, maximum inter-sensor propagation

time τmax, TOA tolerance ∆ttol, pseudorange threshold η
Ensure: Refined admissible coalition family C⋆

1: Build the candidate coalition family C by enumerating all
subsets A ⊆ D such that M ≤ |A| ≤ S and A contains
at most one detection from each sensor

2: C⋆ ← ∅
3: for all A ∈ C do
4: if there exists (s, j), (s′, j′) ∈ A, s ̸= s′, such that
|ts,j − ts′,j′ | > τmax +∆ttol then

5: continue ▷ reject coalition by pairwise TOA gate
6: end if
7: Select the reference index (sref, jref) ∈ A as the median

TOA detection, with ties broken by detection numbering
8: Compute the Chan-Ho estimate x̂ for coalition A
9: Form the TDOA residual vector t(A, x̂) using refer-

ence (sref, jref)
10: ω(A)← c∥t(A, x̂)∥∞
11: if ω(A) ≤ η then
12: C⋆ ← C⋆ ∪ {A}
13: end if
14: end for
15: return C⋆

Given the admissible coalition family, the selected coalition
family C′ ⊆ C⋆ can be obtained using Algorithm 2. Among the
solvers considered, the greedy lexicographic algorithm yielded
the best overall benchmark performance, and its pseudocode
is therefore given here. The procedure processes coalitions in
decreasing order of cardinality and, within each cardinality
class, in increasing order of weight. Each coalition A ∈ C′
corresponds to a source position estimate x̂(A) obtained from
the associated TOA measurements via the Chan-Ho TDOA
solver.

Algorithm 2 Greedy lexicographic packing
Require: Admissible coalition family C⋆, weight map ω :
C⋆ → R≥0, minimum cardinality M , number of sensors
S

Ensure: Selected coalition family C′
1: C′ ← ∅
2: P ← C⋆
3: for m = S, S − 1, . . . ,M do
4: Pm ← {A ∈ P | |A| = m}
5: Sort Pm in ascending order of ω(A)
6: for all A ∈ Pm do
7: if A ∈ P then
8: C′ ← C′ ∪ {A}
9: P ← P \ {B ∈ P | A ∩ B ̸= ∅}

10: end if
11: end for
12: end for
13: return C′

APPENDIX B
COMPARISON WITH AN EXACT WEIGHTED COVER

FORMULATION INCLUDING A DETECTION WEIGHT MODEL

For completeness, we summarize an exact weighted cover
formulation that was considered during the development of the
present approach. In contrast to the set packing formulation
used in the main manuscript, where each detection can be
used at most once and unselected detections are implicitly
treated as clutter, an exact cover formulation requires every
detection to be assigned exactly once, either to a multi-
detection coalition representing a source or to a singleton
representing clutter. Here, d ∈ D denotes a generic detection,
equivalently indexed as (s, j) when sensor-specific indexing
is made explicit. Starting from the admissible coalition family
C⋆, we introduce the augmented family

Ĉ := C⋆ ∪
{
{d} | d ∈ D

}
, (48)
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where each singleton {d} represents detection d being as-
signed to clutter. To assign costs to singletons, one may
derive detection-level weights (ωd)d∈D by approximating the
coalition weight map ω : C⋆ → R≥0 additively, that is, by
seeking ω(A) ≈

∑
d∈A ωd for A ∈ C⋆. This is obtained from

the linear program

min
{ωd}d∈D, {rA}A∈C⋆

∑
A∈C⋆

rA (49)

s.t. − rA ≤ ω(A)−
∑
d∈A

ωd ≤ rA ,

rA ≥ 0 , ωd ≥ 0 .

The inequalities are required to hold for all A ∈ C⋆ and all
d ∈ D, respectively. With the additive excess

e(A) := ω(A)−
∑
d∈A

ωd , (50)

the constraints enforce rA ≥ |e(A)|. Since the objective
minimizes

∑
A∈C⋆ rA, the optimum satisfies rA = |e(A)| for

all A ∈ C⋆. Hence Eq. 49 computes the ℓ1-projection of the
coalition weight map onto the class of additive set functions
A 7→

∑
d∈A ωd. The choice

ωd = 0 ∀d ∈ D , rA = ω(A) ∀A ∈ C⋆ (51)

is always feasible, so the feasible set of (49) is nonempty.
Since the objective is nonnegative and the problem is a
finite linear program, an optimal solution exists. The resulting
weights ωd quantify how strongly each detection contributes
to the coalition costs under the additive approximation. Large
values of ωd indicate detections that fit poorly into low cost
coalitions, whereas small values indicate good compatibility.
To convert these detection costs into singleton clutter penalties,
we apply an order-reversing affine transformation. Let

ωmax := max
d∈D

ωd . (52)

If ωd = ωmax for all d ∈ D, we set

ω̄d := ωd , ∀d ∈ D . (53)

Otherwise, we define

α :=

∑
d∈D ωd∑

d∈D
(
ωmax − ωd

) , (54)

ω̄d := α
(
ωmax − ωd

)
, ∀d ∈ D . (55)

Then ω̄d ≥ 0 for all d ∈ D, lower ωd yield larger ω̄d, and∑
d∈D

ω̄d =
∑
d∈D

ωd . (56)

Thus, detections that are well explained by multi-detection
coalitions receive a larger singleton clutter penalty, whereas
poorly fitting detections receive a smaller one. We next extend
the coalition weight map to the augmented family Ĉ by

ω̂(A) =

{
ω(A) , A ∈ C⋆ ,

ω̄d , A = {d} , d ∈ D .
(57)

Let yA ∈ {0, 1} denote whether A ∈ Ĉ is selected, and let

Â ∈ {0, 1}|D|×|Ĉ| , Âd,A = 1 ⇐⇒ d ∈ A (58)

be the coalition-detection incidence matrix. The exact
weighted cover problem then is

min
y∈{0,1}|Ĉ|

∑
A∈Ĉ

ω̂(A) yA (59)

s.t. Â y = 1 . (60)

The equality constraint enforces that every detection is cov-
ered exactly once. Hence, selected coalitions represent source
hypotheses, while selected singletons represent detections clas-
sified as clutter. This formulation was not retained in the
main text because the set packing formulation avoids explicit
clutter modeling and thus yields a simpler formulation with
lower computational complexity. The set packing formulation
also performed better in numerical benchmarking, as shown
in Fig. 13. The performance of the exact weighted cover
formulation depends largely on the clutter penalty model, in
particular on how informative it is. The median localization
error and the average cardinality error for the settings used in
Monte Carlo benchmark case (ii) are shown for the greedy lex-
icographic and BILP set packing algorithms, together with the
exact weighted cover BILP solver described in this appendix.
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Fig. 13. Median localization error (LE) and average cardinality error (CE) for
varying thresholds for the set packing and exact cover formulations. Monte
Carlo simulations with ±0.1 s time jitter, 12 spurious detections, 2 sources,
M = 5, and S = 6 .
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