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Abstract
Audio-text decontextualization is a form of real-world misinfor-
mation in which genuine audio recordings—speech excerpts, news
clips, interviews—are detached from their authentic context and
paired with misleading textual narratives. Addressing it in prac-
tice requires both audio provenance analysis and context analysis:
provenance retrieves candidate source recordings, while context
analysis determines whether the recovered source supports the
narrative attached to the post. This paper presents three context-
analysis pipelines able to address this issue and their cascade com-
binations, and evaluates them on the M3A dataset alongside four
audio-language baselines. We show that a substantial fraction of
M3A manipulations are fundamentally undetectable from audio-
text content alone, and that on the subset where detection is possible
our best pipelines reach 0.73 accuracy on Named Entity Manipula-
tion (NEM) and 0.92 onMultimodal Misalignment (MM) audio swap.
Building on these findings, we formulate an operational workflow
for real-world investigations and demonstrate it on three case stud-
ies, which also motivate a lightweight linguistic middle layer for
conditional and modal/hedging framing drops. This leads to two
practical deployment recommendations: (1) a fast bulk-screening
pipeline that flags context-stripping attacks via entailment fail-
ure; and (2) a large language model (LLM)-based deep-verification
pipeline for the most suspicious cases, capable of explicit reasoning
about framing shifts.

CCS Concepts
• Information systems → Multimedia information systems;
• Computing methodologies→ Natural language processing; •
Security and privacy → Digital forensics.
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Social-media post
audio clip + attached narrative

Audio provenance
retrieve source candidates + localize overlap

Context analysis
E5 screening, NLI verification, LLM reasoning

Verdict
faithful reuse vs. decontextualization

Figure 1: Provenance-to-context workflow: provenance re-
trieves source candidates; context analysis checks whether
they support the post.

1 Introduction
Multimodal misinformation detection frames the task of assess-
ing whether content expressed across multiple modalities conveys
accurate or misleading information. The image-text setting has
already produced dedicated benchmarks and verification pipelines,
but audio-text decontextualization remains far less explored. This
gap matters because misleading audio posts often reuse genuine
recordings: the clip itself may stay authentic while the attached
text strips away, reframes, or overstates the original meaning.

In practice, within-post consistency analysis is not enough. The
original source of the audio must first be recovered, and the re-
covered source context must then be checked against the narra-
tive attached to the post. We treat this as a provenance-to-context
workflow: audio provenance narrows the candidate source set, and
context analysis determines whether the post is faithful to the recov-
ered source context. Figure 1 summarizes that high-level workflow.

This paper focuses on the context-analysis component of that
workflow. In Section 4 we define three deployable branches—E5 em-
bedding screening using the multilingual E5 text embedding model,
natural language inference (NLI) verification, and large language
model (LLM) reasoning—and evaluate them both individually and
in cascaded configurations. In Section 5, we study these branches
on M3A [21] across Named Entity Manipulation (NEM) and Multi-
modal Misalignment (MM), and in Section 6 we use three illustra-
tive real-world cases to show where benchmark-style evaluation
remains incomplete. Finally, in Section 7, we discuss what these
findings imply for deployment and for future benchmark design.

The paper makes three contributions: a comparative evaluation
of deployable context-analysis branches on M3A, a dataset quality
analysis that exposes detectability limits and benchmark blind spots,
and an operational provenance-to-context workflow including a
lightweight linguistic layer for real-world investigations.
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2 Related Work
The closest mature literature is image-text misinformation detec-
tion, where dedicated datasets and retrieval-oriented verification
settings have enabled systematic study of out-of-context reuse and
semantic mismatch [1, 16, 18]. These works show that decontextu-
alization often requires comparing a post with both its observed
media and the recovered source evidence. However, they operate
in the visual domain and do not address the temporal, information-
heavy, and reuse-oriented characteristics of audio.

Audio misinformation has received far less dedicated treatment.
Liu et al. [15] showed that audio features can provide useful con-
textual evidence in multimodal misinformation detection, while
M3A [21] introduced the first large-scale benchmark focused on
audio-text manipulation. M3A evaluates general-purpose multi-
modal encoders such as ImageBind [8] and LanguageBind [22],
highlighting the difficulty of audio-text alignment even in a bench-
mark constructed specifically for the task.

We also build on specialized audio-language models such as
MSClap [6], LAION CLAP [20], and LTU-AS [9]—strong audio un-
derstanding baselines that however are not designed specifically
for contextual integrity verification and do not target explicitly
the pragmatic framing shifts that characterize decontextualization.
Complementarily, audio provenance analysis can recover source
candidates and localize reused segments [7]; our contribution ad-
dresses the missing context-analysis layer that becomes necessary
once such candidates are available.

3 Problem Definition
We define audio-text decontextualization as the deliberate pairing
of an authentic audio recording with a textual narrative that does
not reflect the recording’s original context. Let 𝑎 denote the audio
in a social-media post, let 𝑡 denote the accompanying post text,
and let 𝑐∗ denote the source context recovered through provenance
analysis. Context analysis then seeks a score 𝑠 (𝑎, 𝑡, 𝑐∗) indicating
whether 𝑡 is supported by 𝑐∗.

This paper focuses on the context-analysis stage after prove-
nance has narrowed the candidate source set. The practical decision
problem is therefore not open-world source retrieval, but binary
fidelity assessment: is the post text faithful to the recovered source
context, or does it reframe the audio in a misleading way? This
distinction matters because many real-world cases remain topically
plausible even when they are contextually misleading.

On M3A [21], this general problem is instantiated by means of
two tasks. InNamed Entity Manipulation (NEM), an audio 𝑎 is paired
with a ground-truth text 𝑡∗ and a manipulated text 𝑡 ′ in which
named entities are replaced; the task is to separate authentic pairs
(𝑎, 𝑡∗) from manipulated pairs (𝑎, 𝑡 ′). In Multimodal Misalignment
(MM), the pair (𝑎, 𝑡) is either original or has one modality swapped
with content from a semantically similar post, yielding either an
audio swap or a text swap. These two tasks capture complementary
aspects of contextual mismatch: entity-level contradiction in NEM
and cross-post semantic misalignment in MM.

4 Proposed Method
We study three standalone context-analysis branches for audio-text
decontextualization detection, depicted in Figure 2.

The three branches share the same input pair but differ in cost
and evidence type:

• E5 embedding screening, where E5 compares the post text
against the audio captions, the transcript text, and named
entities extracted from the transcript. This branch provides
the fastest transcript-grounded semantic screening.

• Natural language inference (NLI) verification, where an NLI
model predicts whether the transcript entails, contradicts,
or fails to support the post, adding logical support check.

• LLM reasoning pipeline, which performs slower but delivers
an explainable factual and pragmatic framing analysis.

Formally, each standalone branch 𝑏 ∈ {E5,NLI, LLM} maps an
audio-text pair (𝑎, 𝑡) to an alignment score 𝑠𝑏 (𝑎, 𝑡) ∈ [0, 100], where
higher scores indicate stronger support from the recovered context.
The branches are deliberately ordered by cost and evidence type, so
the cascades use E5 as the routing score and forward only samples
for which additional verification is likely to change the decision.

Each pipeline can be applied independently or as cascade rout-
ing combination. We evaluate the routing-based combinations of
these branches to identify configurations that remain effective on
benchmark data while supporting different deployment regimes,
from fast screening to deeper verification.

4.1 E5 Embedding-Based Screening
The screening stage computes semantic similarity between audio-
derived text representations and post text using multilinguale5-
largeinstruct [19], a task-instructed text embedding model. We
refer to this embedding branch as E5 throughout the paper. Rather
than comparing raw audio waveforms with text, we first transcribe
the audio and extract audio captions and named entities, and then
operate entirely in the text-embedding space—where models are
better calibrated for semantic similarity.

4.1.1 Multi-Query Strategy. Three complementary query types are
constructed from each audio file: (1) Transcript queries: a Whis-
perX [3] transcription, split into overlapping 480-token windows
for long recordings, with max-pooling across windows; (2) Named
entity queries: spaCy NER [13] entities extracted from the tran-
script, each formulated as a typed question (who,where,what,when);
and (3) Audio caption: a WavCaps [17] description of non-speech
events (environmental sounds, music). On the text side, the post
text is sentence-tokenized and filtered through ClaimBuster [11]
to retain check-worthy factual statements, removing opinion and
inflammatory language that would dilute embedding similarity.

4.1.2 Scoring. Each query is paired with a task-specific instruction
and embedded via E5. Let F = {tr, cap, nent} denote the transcript,
caption, and named-entity query families, let 𝑄 𝑓 (𝑎) be the set of
queries generated from audio 𝑎 for family 𝑓 , and let 𝑑 (𝑡) be the
ClaimBuster-filtered post text. We score each query family with
cosine similarity in the E5 embedding space:

𝑠𝑓 (𝑎, 𝑡) = 100 · pool𝑞∈𝑄 𝑓 (𝑎) cos
(
𝜙 (𝑞), 𝜙 (𝑑 (𝑡))

)
, (1)

where transcript queries use max-pooling across overlapping win-
dows and caption/named-entity queries use mean pooling across
the available prompts. The final screening score is the mean across
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Figure 2: Detection architecture. Top: three standalone methods with distinct preprocessing pipelines. Inputs are audio signal
(blue microphone), WhisperX transcript (orange document), and post text (green speech bubble). Colored icons indicate that a
block consumes that input directly; black icons indicate that the modality went through upstream processing. Bottom: cascade
routing based on the E5 score 𝑠E5: high score cases (𝑠>𝜏ℎ) forward to NLI (➀); uncertain cases (𝜏𝑙<𝑠≤𝜏ℎ) to the LLM (➁); low scores
(𝑠≤𝜏𝑙 ) yield a direct E5 verdict (➂). The E5→NLI route uses branches ➀+➂; E5→LLM uses ➁+➂; E5 branching activates all three.

available families:

𝑠E5 (𝑎, 𝑡) =
1

|F (𝑎) |
∑︁

𝑓 ∈F(𝑎)
𝑠𝑓 (𝑎, 𝑡) . (2)

4.2 NLI-Based Verification
Given a transcript–post pair, we compute the entailment prob-
ability 𝑃 (entailment | transcript, post) using DeBERTa-v3-large
fine-tuned on multi-genre NLI data [12, 14], scaled to [0, 100]. The
NLI score is therefore

𝑠NLI (𝑎, 𝑡) = 100 · 𝑃 (entailment | 𝑥 (𝑎), 𝑡) , (3)

where 𝑥 (𝑎) denotes the WhisperX transcript of audio 𝑎.
Unlike E5 screening, NLI verification operates on unfiltered text

because entailment scoring benefits from the full pragmatic context,
including subjective framing that can itself signal decontextual-
ization. While E5 captures distributional similarity, NLI captures
directional semantic support: a high entailment probability indicates
that the transcript logically supports the post’s claims, making it
sensitive to entity substitutions or contradictions that preserve
topical similarity but break entailment.

4.3 LLM-Based Reasoning Pipeline
The LLM pipeline provides deep, explainable verification through
a multi-component system that combines speaker diarization, evi-
dence retrieval, and LLM reasoning.

4.3.1 Narrative Analysis. WhisperX transcription is combined with
pyannote 3.1 [4] speaker diarization to produce a structured tran-
script with speaker labels and timestamps. For audio under 5min,
the full diarized transcript serves as evidence; for longer record-
ings, a FAISS [5]-based retrieval module (using all-MiniLM-L6-v2)
selects the top-𝑘 most relevant segments.

4.3.2 LLM Evaluation. The evidence (diarized transcript segments),
post text, and audio description are provided to DeepSeek-R1-Distill-
Llama-8B (via vLLM) with a structured prompt that instructs the
model to: (a) compare specific factual claims between transcript and
text, (b) categorize each claim as verified, contradicted, or unverifi-
able, (c) produce a numerical alignment score (0–1) and detailed rea-
soning. The scoring rubric distinguishes explicitly between contra-
dicted claims (strong misalignment signal) and unverifiable claims
(information simply absent from the audio, not evidence of decon-
textualization).
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4.3.3 Score Integration. The LLM produces three structured out-
puts per sample: counts of verified (𝑉 ),mismatched (𝑀), and unveri-
fiable (𝑈 ) claims, plus a narrative alignment score 𝑠narr ∈ [0, 1]. For
benchmark ranking we use the narrative field directly, 𝑠LLM (𝑎, 𝑡) =
100 · 𝑠narr (𝑎, 𝑡), while retaining (𝑉 ,𝑀,𝑈 ) as structured evidence for
explanation. In practice, the narrative score alone captures almost
all useful signal (Section 5.4); we therefore report results using
narrative scoring throughout.

4.4 Cascade Configurations
The three branches above can also be combined into routing-based
cascades, as shown in Figure 2. Routing is defined by the E5 score:

𝑟
(
𝑠E5

)
=


NLI, 𝑠E5 > 𝜏ℎ,

LLM, 𝜏𝑙 < 𝑠E5 ≤ 𝜏ℎ,

E5, 𝑠E5 ≤ 𝜏𝑙 ,

(4)

and the final genuine/not-genuine decision is:

𝑦 (𝑎, 𝑡) =


1[𝑠NLI (𝑎, 𝑡) > 𝜏NLI], if 𝑟

(
𝑠E5

)
= NLI,

1[𝑠LLM (𝑎, 𝑡) > 𝜏LLM], if 𝑟
(
𝑠E5

)
= LLM,

1[𝑠E5 (𝑎, 𝑡) > 𝜏E5], if 𝑟
(
𝑠E5

)
= E5.

(5)

The two-stage variants activate only the routing cases they use:
E5→NLI uses only the NLI and E5 cases, E5→LLM uses only the
LLM and E5 cases, while the three-stage E5 branching configuration
can activate all three.

• In the E5→NLI cascade, E5 screens all samples (∼0.1 s per
sample on GPU); when the similarity score exceeds a thresh-
old 𝜏ℎ , the sample is forwarded to NLI verification (CPU,
∼0.5 s). High E5 similarity with low NLI entailment indi-
cates context-stripping: the audio covers the same topic but
the transcript does not logically support the post’s claims.
Samples below 𝜏ℎ receive the E5 verdict directly.

• In the E5→LLM cascade, uncertain E5 scores (𝜏𝑙<𝑠≤𝜏ℎ) are
forwarded to the LLM for deeper factual and framing analy-
sis; samples outside this band receive the E5 verdict directly.

• The E5 branching configuration is a three-stage routing de-
sign: high-support cases are forwarded to NLI, a smaller
residual uncertainty band is forwarded to the LLM, and the
remaining cases keep the direct E5 verdict.

5 Experimental Evaluation
This section evaluates the context-analysis component of our frame-
work on M3A before applying the full provenance-to-context work-
flow to the real-world cases in Section 6.

5.1 Dataset
We evaluate on M3A [21], a large-scale multimodal benchmark con-
taining audio-text pairs from 60 news outlets. We restrict evaluation
to 25 outlets that jointly provide complete audio, transcript, and task
metadata for the transcript-grounded branches while still spanning
outlet sizes, geographies, and content types. This representative
subset keeps the full multi-method evaluation computationally
tractable across approximately 12,600 audio files while preserving
broad coverage of outlet sizes, geographies, and content types. To
support reproducibility, we publish the exact evaluation file lists,

cascade thresholds, and detectability metadata as supplementary
data.1

M3A is annotated for two tasks. In NEM (Named Entity Manipu-
lation), each audio 𝑎 yields a genuine pair (𝑎, 𝑡∗) and a manipulated
pair (𝑎, 𝑡 ′) created by replacing named entities; manipulations tar-
get all entities (Complete), Person, Location, or Organization. InMM
(Multimodal Misalignment), each original pair (𝑎, 𝑡) is contrasted
with audio-swap or text-swap variants built from semantically sim-
ilar posts. Standalone branches output scalar scores 𝑠 (𝑎, 𝑡), so we
report ROC-AUC plus accuracy, precision, and recall at the Equal
Error Rate (EER) operating point. Routed cascades combine multi-
ple thresholds rather than a single ranking score, so for them we
report only operating-point metrics. EER is computed on the glob-
ally pooled genuine-versus-manipulated score distributions across
the 25 outlets to keep comparisons consistent across score scales.

5.2 Baselines and Methods
We compare four audio-language baselines from prior work: Im-
ageBind [8], MSClap [6], LAION CLAP [20], and LTU-AS [9]. We
compare them against the context-analysis methods studied here:
E5 screening (Section 4.1), NLI verification (Section 4.2), the LLM
pipeline (Section 4.3), and the three cascade configurations from
Section 4.4 (E5→NLI, E5→LLM, and E5 branching). All methods
are evaluated at EER threshold, with scores pooled across 25 outlets.

5.3 Implementation Details
Transcriptions use WhisperX [3] (large-v3), while speaker diariza-
tion uses pyannote 3.1 [4]. E5 uses the multilinguale5large-
instruct encoder with mean pooling and L2 normalisation. NER
uses spaCy en_core_web_trf. Audio captions use pre-computed
WavCaps [17]. The LLM branch uses DeepSeek-R1-Distill-Llama-
8B [10] via vLLM. Across all 25 outlets, we first apply source separa-
tion and then transcribe the speech-focused signal with WhisperX.
In pilot comparisons against Whisper Medium and Faster-Whisper,
WhisperX gave the best word alignment, no-speech handling, and
speaker-timestamp support on noisy multi-speaker M3A clips, so
we use it throughout the benchmark runs. All experiments use
M3A NEM and MM metadata [21] across the 25 selected outlets
above. Transcript-grounded branches require non-empty Whis-
perX output; if the separated-speech transcript remains empty or
severely incomplete, NLI and LLM abstain and the sample drops
out of the exact-common transcript-based evaluation. In deploy-
ment, such cases should fall back to audio-only checks or manual
review. Provenance can still localize strong acoustic matches, but
transcript quality remains important for the final NLI/LLM expla-
nation layer, which also explains part of the MM audio coverage
loss and motivates the detectable-subset analysis below.

5.4 NEM Results
Table 1 shows a clear separation between audio-based baselines and
transcript-grounded methods. ImageBind, MSClap, LAION CLAP,
and LTU-AS remain between 0.38 and 0.56 average accuracy, con-
firming that onM3A the decisive signal is mostly textual rather than
acoustic; LTU-AS is also highly prompt-sensitive, with its entity-
matching prompt dropping to 0.50 because of an extreme support
1https://doi.org/10.5281/zenodo.19881804
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Table 1: NEM results on 25 outlets. Accuracy, Precision, and Recall use the EER operating point. Avg AUC is reported only for
standalone methods; routed cascades are marked “–”. Best results are shown in bold.

Complete Person Location Organization Average

Method Acc Prec Rec Acc Prec Rec Acc Prec Rec Acc Prec Rec Acc Prec Rec AUC

ImageBind 0.40 0.40 0.40 0.37 0.37 0.37 0.39 0.39 0.38 0.36 0.36 0.36 0.38 0.38 0.38 0.35
MSClap 0.55 0.55 0.55 0.54 0.54 0.54 0.54 0.54 0.55 0.53 0.53 0.53 0.54 0.54 0.54 0.57
LAION CLAP 0.56 0.56 0.56 0.57 0.57 0.57 0.56 0.56 0.56 0.56 0.56 0.56 0.56 0.56 0.56 0.59
LTU-AS★ 0.55 0.64 0.24 0.56 0.64 0.26 0.55 0.65 0.22 0.55 0.62 0.26 0.55 0.64 0.24 0.56

E5 screening 0.70 0.70 0.70 0.65 0.65 0.65 0.66 0.66 0.66 0.64 0.64 0.64 0.66 0.66 0.66 0.70
NLI verification 0.68 0.68 0.68 0.68 0.68 0.68 0.67 0.67 0.67 0.66 0.66 0.66 0.67 0.67 0.67 0.73
LLM pipeline 0.59 0.69 0.34 0.57 0.65 0.33 0.58 0.66 0.34 0.57 0.63 0.34 0.58 0.66 0.34 0.64
E5→NLI 0.70 0.80 0.54 0.69 0.75 0.57 0.68 0.75 0.53 0.67 0.73 0.56 0.69 0.76 0.55 –
E5→LLM 0.70 0.75 0.60 0.65 0.67 0.60 0.65 0.67 0.59 0.64 0.65 0.63 0.66 0.68 0.61 –
E5 branching 0.71 0.79 0.57 0.69 0.72 0.63 0.68 0.71 0.61 0.67 0.71 0.56 0.69 0.73 0.59 –

All NEM operating-point rows use the same exact common subset: Complete 10,214, Person 6,091, Location 5,383, Organization 3,950. ★LTU-AS reports the better of two prompts

bias. E5 reaches 0.66 average accuracy—74% above ImageBind—and
performs best on Complete NEM (0.70), where replacing all entities
maximizes semantic drift.

NLI slightly improves the macro-average to 0.67 and achieves
the highest recall (0.67), outperforming E5 on Person, Location, and
Organization because single-entity substitutions often preserve
topic while breaking entailment. The LLM is less accurate on M3A
(0.58 average) but more precise (0.66 average), so its role here is
better understood as selective verification than first-pass screening.
The row-wise AUCs on the exact E5∩NLI∩LLM subset follow the
same pattern: NLI reaches 0.73, E5 0.70, and the LLM 0.64. Together,
these results motivate the cascades: E5 provides strong topical
screening, NLI adds entity-level logical discrimination, and the
LLM contributes stricter framing-aware verification that becomes
more valuable in real-world cases (Section 6).

5.5 Dataset Quality Analysis
A follow-up detectability audit shows that a significant fraction
of NEM samples are fundamentally undetectable from audio-text
content alone because the manipulated entity is never spoken. We
estimate this only on Complete NEM subset with a lightweight
heuristic: diff the ground-truth and manipulated texts, retain the
removed entity-like tokens, and mark a sample as detectable if at
least one token appears in the WhisperX transcript. This heuristic
marks 5,398 Complete-NEM pairs (39.9%) as detectable and 8,140
as undetectable or unclassifiable out of 13,538 total pairs; after in-
tersecting with the common-file evaluation subset, Table 2 reports
5,375 detectable Complete-NEM examples. We then reuse the re-
sulting detectable Complete-NEM source-key whitelist to induce
aligned detectable subsets for Person, Location, and Organization,
and to filter MM pairs by source clip so that Table 3 remains com-
parable across tasks.

On these induced subsets, transcript-centric methods improve
substantially while audio-based baselines remain nearly flat: E5
rises to 0.69 macro-average, NLI to 0.68, the LLM to 0.63, E5→LLM
to 0.71, and E5→NLI to 0.73. The detectable-subset results act as a
lower bound for truly audio-grounded manipulations and reinforce

Table 2: Detectable-subset accuracy. Detectability is estimated
on Complete NEM, and aligned NEM/MM subsets are in-
duced from the resulting source-key whitelist. Best results
are shown in bold.

NEM MM

Method Comp. Per. Loc. Org. Avg. Aud. Txt.

ImageBind 0.37 0.33 0.36 0.34 0.35 0.51 0.48
MSClap 0.55 0.54 0.55 0.53 0.54 0.53 0.54
LAION CLAP 0.57 0.57 0.58 0.56 0.57 0.53 0.55
LTU-AS 0.57 0.58 0.57 0.57 0.57 0.54 0.52

E5 screening 0.75 0.67 0.68 0.66 0.69 0.91 0.79
NLI verif. 0.70 0.69 0.68 0.66 0.68 0.69 0.66
LLM pipe.† 0.65 0.61 0.64 0.60 0.63 0.70 0.64
E5→NLI 0.77 0.73 0.72 0.71 0.73 0.91 0.79
E5→LLM† 0.77 0.69 0.71 0.67 0.71 0.92 0.79
E5 branching† 0.75 0.72 0.71 0.68 0.71 0.89 0.77

Detectable NEM subsets: Comp. 5,375, Per. 3,388, Loc. 2,777, Org. 2,313. All non-LLM
MM rows use the same detectable common-pair set: audio 1,344 and text 4,995. †LLM-
based rows use audio 1,326 and text 4,971.

thatM3A is aweak target for direct supervised training of transcript-
grounded detectors unless detectability is modeled explicitly.

5.6 MM Results
Table 3 shows that audio-based baselines remain near chance in
accuracy (0.50–0.55), with LTU-AS offering no advantage. At the
EER operating point, E5 reaches 0.77 accuracy on audio swap and
0.63 on text swap, NLI reaches 0.61 on audio swap and 0.59 on text
swap, and E5→NLI reaches 0.78 accuracy on audio swap and 0.66 on
text swap. For transcript-grounded MM scoring, audio swap com-
pares 𝑁𝐿𝐼 (𝑥 (𝑎), 𝑡𝑎) against 𝑁𝐿𝐼 (𝑥 (𝑏), 𝑡𝑎), while text swap com-
pares𝑁𝐿𝐼 (𝑥 (𝑎), 𝑡𝑎) against𝑁𝐿𝐼 (𝑥 (𝑎), 𝑡𝑏 ). The LLM reaches 0.68/0.60
accuracy, and E5→LLM remains best at 0.85 on audio swap and 0.70
on text swap. The AUC columns in Table 3 show the same broad
picture: on audio swap, E5/LLM/NLI score 0.84/0.82/0.68, while on
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Table 3: MM results. Accuracy and Precision use the EER op-
erating point. AUC is reported only for standalone methods;
routed cascades are marked “–”. Best results shown in bold.

Audio Swap Text Swap

Method Acc Prec AUC Acc Prec AUC

ImageBind 0.51 0.51 0.52 0.50 0.50 0.51
MSClap 0.53 0.53 0.55 0.54 0.54 0.56
LAION CLAP 0.52 0.52 0.53 0.55 0.55 0.57
LTU-AS 0.52 0.55 0.50 0.50 0.50 0.50

E5 screening 0.77 0.77 0.84 0.63 0.63 0.68
NLI verification 0.61 0.61 0.68 0.59 0.59 0.64
E5→NLI 0.78 0.82 – 0.66 0.70 –
LLM pipeline† 0.68 0.62 0.82 0.60 0.70 0.70
E5→LLM cascade† 0.85 0.87 – 0.70 0.77 –
E5 branching† 0.83 0.84 – 0.68 0.79 –

All non-LLM rows use the same common-pair set: audio 3,317 and text 13,754. †LLM-
based rows use audio 2,826 and text 12,001 because some MM prompts fail or return
null scores.

text swap the LLM leads at 0.70, followed by E5 at 0.68 and NLI at
0.64.

On the detectable subset in Table 2, MM accuracy rises to 0.91 on
audio swap and 0.79 on text swap for E5, NLI improves to 0.69/0.66,
and E5→NLI reaches 0.91/0.79. E5→LLM still provides the strongest
audio-swap result at 0.92, while the text-swap best score is now
shared at 0.79 after rounding. MM therefore still favors semantic
screening plus selective LLM verification overall, while the aligned
common-subset comparison shows that NLI routing remains com-
petitive in audio swap.

5.7 Pipeline Selection and Integration Analysis
For deployment, E5 is the natural cascade entry point: it screens
in ∼0.1 s per sample on GPU, NLI adds about ∼0.5 s per transcript–
post pair on CPU, and the LLM costs about ∼30 s per sample. This
matches the benchmark split above: NLI is weaker on MM, where
pairs are usually topically different, but stronger on NEM, where
topic often stays aligned while the logical relation changes.

For Complete NEM, the best E5→NLI setting is stable at 𝜏ℎ=76,
forwarding 61% of samples to NLI and reaching 0.70 accuracy on the
common subset. The same pattern holds across Person, Location,
and Organization, yielding a macro-average of 0.69 and making
E5→NLI the better first-pass screen once provenance has narrowed
the candidate set to semantically related sources.

Selected thresholds forward 29.7%–76.2% of NEM samples to
NLI, only 0.2%–1.2% of all NEM samples to the LLM in the three-
stage branching design, and 11.3% of MM audio-swap plus 17.4%
of MM text-swap cases to the LLM in E5→LLM. These operating
characteristics explain the final recommendation: E5→NLI is the
preferred fast screen for semantically related candidates, while
E5→LLM remains the better selective verifier for MM and other
framing-heavy cases.

6 Real-World Deployment
To illustrate possible deployment beyond benchmark evaluation,
this section analyzes three representative real-world decontextu-
alization cases and then introduces a provenance-first workflow

able to address them. These case studies are intended as opera-
tional demonstrations and failure-mode analyses rather than as a
quantitative benchmark.

6.1 Case Studies
Three example real-world cases illustrate manipulation classes ab-
sent from M3A. A well-known example of misinformation involved
a warning by Ukraine’s President Volodymyr Zelensky. His original
quote read:
“If Ukraine loses, Russia is going to enter Baltic states, NATO
states, then the United States will have to send their sons and
daughters exactly in the same way as we are sending our sons
and daughters to war.”

A viral clip2 reduced this to the isolated fragment “the US will
have to send their sons and daughters,”, stripping the condition and
reframing a geopolitical warning as Zelensky demanding American
troops.

The very same technique was used to manipulate an electoral state-
ment by US President Joe Biden. His original quote read:
“We want a nominee who will bring this party together [. . . ]
because we cannot get reelect . . . we cannot win this reelection
. . . excuse me . . . we can only reelect Donald Trump if in fact
we get engaged in this circular firing squad here. It’s gotta be a
positive campaign, so join us.”

A viral clip3 truncated the statement at “we can only reelect Donald
Trump,”, omitting the conditional and reframing an appeal for party
unity as Biden endorsing Donald Trump’s reelection.

The first two cases are pure decontextualization: authentic audio
is left intact, but the surrounding framing strips a condition and
reverses the intended meaning.

A third case included again a speech by Joe Biden, adding direct
audio manipulation to produce contradictions within the audio
content. The original statement read:
“We don’t yet know exactly what these three objects were. [. . . ]
The current assessment is that these three objects were most
likely balloons tied to private companies, recreation, or research
institutions studying weather or conducting other scientific re-
search.”

The manipulated clip4 removed “recreation, or research institutions,”
and appended fabricated hot-mic audio, “Did they buy that bull-
shit?”, creating the false impression that Biden privately admitted
misleading the public.

All three cases evade within-post analysis because the mislead-
ing narrative is not contradicted by the isolated clip alone. M3A
likewise omits both conditional framing stripping and joint au-
dio editing plus reframing, so these examples fall outside both the
Named Entity Manipulation (NEM) and Multimodal Misalignment
(MM) tasks. Detecting them instead requires recovering the source
recording, localizing the excerpt, and then checking whether the
post narrative matches the recovered context—the provenance-first
pipeline described next.

2https://x.com/i/status/1896380480704143463
3https://x.com/i/status/1236461268594294785
4https://x.com/i/status/1627778457143857189
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Figure 3: Operational pipeline for real-world investigations.
Candidate retrieval feeds provenance, which classifies the
matches; continuous matches go to context scoring, and to a
linguistic middle layer when source–clip entailment remains
high; multi-segment matches go to manipulation analysis.

6.2 Operational Pipeline and Linguistic Middle
Layer

A provenance-first pipeline for audio-text decontextualization de-
tection has two stages: (1) audio provenance analysis, which uses
fingerprinting, segment localization, and match-pattern characteri-
zation to determine where the query appears in candidate source
recordings; and (2) context analysis, which evaluates whether the
post’s textual framing remains faithful to the recovered source.

Figure 3 summarises this workflow. Candidate sources are as-
sembled via text and keyframe search, then filtered automatically
by provenance overlap in order to discard unrelated internet hits;
if no acoustically connected candidate survives, the workflow re-
turns an unresolved case. For each matched candidate, we localize
the overlap and compare three textual views derived from it: the
recovered source transcript, the clip transcript, and the post text. In
continuous-match cases, source–post NLI compares the recovered
source transcript with the post text to test whether the broader post
narrative is supported, while source–clip NLI compares the same
source transcript with the clip transcript to test whether the quoted
excerpt itself remains faithful to that source. We use E5→NLI as
the fast screen across these views, apply the LLM selectively to top
candidates for deeper framing analysis, and switch to manipulation
analysis when provenance reveals multi-segment reuse.

Problem: NLIMisses Conditional Framing Stripping. In continuous-
match cases—where a single audio excerpt is reusedwithout editing—
our case studies reveal a failure mode that neither E5 nor stan-
dard NLI isolates reliably: conditional framing stripping. The source
recording may contain a conditional or hedged statement (e.g. “If

Ukraine loses. . . ”), but the social-media post presents it as an un-
conditional assertion. Because the audio excerpt is authentic and
topically aligned, E5 similarity remains high (𝑠E5 > 𝜏ℎ), correctly
triggering NLI verification. NLI then detects that the source does
not support the post—but this detection is driven largely by edi-
torial additions in the post text (e.g. “Sleepy Joe. . . ”), not by the
conditional omission itself. When NLI is applied to the source–clip
pair—which faithfully reproduces the clipped excerpt without edi-
torial additions—it returns entailment (𝑃𝐸 > 0.91), missing the con-
ditional stripping. This limitation aligns with recent findings that
NLI models are not robust on conditional-pragmatic inferences [2].

Solution: A Lightweight Linguistic Middle Layer. To address this
gap, we introduce a rule-based linguistic middle layer that activates
exactly in these continuous-match situations: source–post NLI has
failed (flagging potential decontextualization), but source–clip NLI
still returns entailment (the excerpt itself appears consistent with
the source). The middle layer operates in three steps:

(1) Sentence alignment: spaCy splits the source transcript into
sentances; E5 retrieval identifies the source sentence most
similar to the clip transcript.

(2) Conditional and modal cue detection: the module checks
whether conditional triggers (if, unless, provided that, in the
event that) or modal / hedging cues (e.g., could, might, would,
likely, reportedly, is expected to) present in the aligned source
sentence are absent from the clip.

(3) Severity classification: if a conditional or nonassertive cue is
dropped, the resulting certainty shift toward assertive fram-
ing is classified as high-severity manipulation.

This analysis correctly identifies the dropped conditionality and the
loss of hedging / modality, for both Biden and Zelensky case studies.
Unlike the LLM pipeline (∼30 s), the middle layer adds negligible
latency (<0.1 s) and provides interpretable explanations of why the
framing shifted, complementing NLI’s binary verdict.

6.3 Case Study Analysis
Figure 4 summarizes all three case studies in one visual, combining
provenance evidence, routed decisions, and LLM diagnoses.

E5→NLI pipeline. In the two conditional-stripping cases, E5 stays
above 𝜏ℎ and correctly forwards to NLI: the source and clip remain
topically aligned, but the post’s framing no longer matches the
recovered source. NLI therefore marks source–post as neutral while
source–clip still returns entailment, which is exactly the trigger for
the linguistic middle layer in Section 6.2. The middle layer then
identifies the dropped conditional and explains the framing shift;
in the hot-mic case, by contrast, E5 alone is enough because the
fabricated addition pushes the sample below 𝜏ℎ .

LLM pipeline. The LLM assigns low alignment scores (0.30) across
all three cases and reaches the same verdicts through framing-aware
reasoning: conditional-to-assertive reframing in the Biden and Ze-
lensky clips, and fabricated content in the hot-mic example. These
cases validate the two-pipeline design: E5→NLI provides the fast
operational screen, the middle layer resolves continuous-match
conditional stripping, and the LLM provides the explanation for se-
lected high-priority candidates even though M3A likely understates
the value of such framing-aware scoring because many benchmark
samples are undetectable from content alone (Section 5.5).
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Biden (conditional stripping).
Prov.: 58 candidates, 7 continuous matches.
E5→NLI: 84.2>𝜏ℎ→NLI; source–postNeutral; source–clip Entailment; middle layer: dropped
conditional.
LLM: 0.30, cond.→assertive. Outcome: detected.
Evidence: “. . .we can only reelect Donald Trump if we get engaged in this circular firing
squad . . . ”

Biden (hot-mic fabrication).
Prov.: 55 candidates, 4 multi-segment matches.
E5→NLI: 74.1<𝜏ℎ→ direct flag.
LLM: 0.30, fabricated content. Outcome: detected.
Evidence: the original speech explains the objects as likely balloons or research devices; the
circulated clip appends the fabricated line “Did they buy that bullshit?”

Zelensky (conditional stripping).
Prov.: 68 candidates, 3 continuous matches.
E5→NLI: 85.9>𝜏ℎ→NLI; source–postNeutral; source–clip Entailment; middle layer: dropped
conditional.
LLM: 0.30, cond.→assertive. Outcome: detected.
Evidence: the full source preserves the conditional qualifier that is removed in the circulated
clip.

Figure 4: Compact case-study summary with provenance
evidence, routed decisions, and LLM diagnoses for two
conditional-stripping cases (Biden, Zelensky) and one hot-
mic fabrication case.

7 Discussion & Future Work
What the M3A Benchmark Can and Cannot Tell Us.M3A is currently
the only benchmark for systematic comparison of audio-text de-
contextualization methods, but our results show that it is only a
partial proxy for deployment. All four audio-based baselines trail
transcript-based methods, with even LTU-AS reaching only 0.55
average NEM accuracy, indicating that M3A is dominated by textual
evidence. Because its manipulations are text-side while the audio
remains unchanged, M3A is informative for entity-level semantic
mismatch but says little about audio-grounded contradiction or
pragmatic context stripping in authentic reuse scenarios.

Detectability and Training Implications. Detectability is a sec-
ond limitation. Our heuristic analysis shows that only 39.9% of
Complete-NEM samples are transcript-grounded, meaning that
the manipulated entity is recoverable from the audio transcript.
On this detectable subset, all transcript-centric methods improve
substantially, and E5→NLI reaches 0.73, surpassing E5→LLM on
NEM. Many benchmark errors are therefore not true model fail-
ures but cases that are undecidable from audio-text content alone:
M3A should be used cautiously for supervised training unless un-
detectable cases are filtered out.

Case Studies Reveal a Missing Real-World Manipulation Class.
Conditional framing stripping, one of themost important real-world
manipulation types in our case studies, is absent fromM3A.Here the
shared audio excerpt remains authentic and topically aligned, but
removing a conditional or hedge reframes a hypothetical statement
as a factual assertion. E5 therefore stays high, while NLI alone
remains insufficient: NLI (source transcript, post text) can detect
the broader social-media framing, but NLI (source transcript, clip
transcript) still returns entailment for the spoken excerpt.

Deployment Architecture and Usage Recommendations. These find-
ings motivate a provenance-first workflow for real investigations.
Audio provenance should come first because it establishes candi-
date sources, localizes overlap, and distinguishes continuous-match
reuse from multi-segment manipulation. For large-scale screening,
E5→NLI is the strongest primary branch when content remains

semantically aligned but may be logically decontextualized: it is
fast (∼0.1 s for E5 plus selective ∼0.5 s NLI checks) and best sup-
ported by the NEM benchmark results. When source–post support
fails but source–clip still appears entailed, the linguistic middle
layer adds an inexpensive diagnostic before a case is treated as
consistent reuse. Once provenance has localized a strong acoustic
match, transcript quality mainly affects downstream explanation
and abstention behavior, reinforcing the case for provenance plus
transcript-grounded verification rather than ASR alone. The LLM
should remain a selective secondary verifier for top-ranked or sus-
picious candidates; at roughly ∼30 s per sample it is too expensive
for exhaustive monitoring but valuable for deeper framing analysis.

Limitations. The system still has several limitations. NLI uses
truncation=True with a 512-token limit, whereas E5 applies 480-
token windowing with max-pooling, so long-context entailment
remains only partially addressed. The transcript-grounded branches
also inherit WhisperX failure modes: if the source-separated tran-
script is empty or severely incomplete, NLI and LLM must abstain
and the case falls to manual review or fallback checks. Although
WhisperX was the most reliable ASR variant we tested on noisy
multi-speaker clips, transcript quality still constrains the down-
stream explanation layer. The linguistic middle layer currently
targets only English conditional and modal / hedging cues and has
been validated qualitatively through three illustrative case studies
rather than with a benchmark-scale evaluation.

Future Directions. Key directions include (i) benchmarks that
test framing stripping, audio-grounded contradictions and explicit
detectability labels; (iii) learned threshold calibration and weighted
fusion inside the E5→NLI pipeline; (iv) broader linguistic diagnos-
tics; and (v) multilingual validation across online platforms.

8 Conclusion
We evaluated E5 screening, NLI verification, LLM reasoning, and
their cascades onM3A across 25 outlets.We select E5→NLI (0.69 NEM,
∼0.5 s) as the primary fast-screening branch for provenance-connected,
semantically similar candidates and E5→LLM (0.85MMaudio swap)
as the secondary deep-verification branch.

Our detectability analysis further shows that M3A is only a
partial proxy for deployment: about 60% of NEM samples are unde-
tectable from content alone, and the benchmark omits the framing
manipulations seen in real-world cases. On the detectable subset,
E5→NLI rises to 0.73 NEM and E5→LLM to 0.92 MM audio swap;
the case studies show how those components extend into practice,
with E5→NLI as the fast screener, the linguistic middle layer for
dropped conditionality and modal / hedging cue loss, and the LLM
for deeper framing analysis. Future benchmarks should therefore
add framing stripping and detectability labels.
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