
Academic Editor: Douglas

O’Shaughnessy

Received: 18 June 2026

Revised: 30 July 2026

Accepted: 6 August 2026

Published: 11 August 2026

Copyright: © 2026 by the authors.

Licensee MDPI, Basel, Switzerland.

This article is an open access article

distributed under the terms and

conditions of the Creative Commons

Attribution (CC BY) license.

Article

Employing Long-Short-Term Memory Cells for Univariate Time
Series Imputation in Weather Sensors Data
Antonios Raptakis 1 , Leonard Dervishi 1 , Kristine Bauer 1,2, Purbaditya Bhattacharya 3,* , Marian Haescher 1

and Uwe Freiherr von Lukas 1,3

1 Fraunhofer-Institut für Graphische Datenverarbeitung IGD, 18059 Rostock, Germany;
antonios.raptakis@igd-r.fraunhofer.de (A.R.); leonard.dervishi@igd-r.fraunhofer.de (L.D.);
bauer@fh-westkueste.de (K.B.); marian.haescher@igd-r.fraunhofer.de (M.H.);
uwe.freiherr.von.lukas@igd-r.fraunhofer.de (U.F.v.L.)

2 Fachbereich Technik, Fachhochschule Westküste, 25746 Heide, Germany
3 Institute for Visual and Analytic Computing, University of Rostock, 18059 Rostock, Germany
* Correspondence: purbaditya.bhattacharya@uni-rostock.de

Abstract

Data imputation has attracted considerable interest due to the importance of data quality,
a key challenge in data science. Various statistical methods, and more recently machine
learning techniques, have been developed to address the issue of missing values. In this
study, we present an imputation method that integrates forecasting and backcasting using
Long-Short-Term Memory (LSTM) architecture for predicting blocks of consecutive missing
values. The proposed method was evaluated on a randomly generated absent group of
data from a weather dataset. In this context, we assessed different hyperparameters using
regression metrics. Initially, we trained and tested the models with varying data and
sequence sizes on distinct units of missing data, subsequently applying the method to other
units with specific data and sequence sizes. Additionally, we substituted the LSTM model
with other machine learning algorithms applying, the same method, and we compared the
results. Finally, we tested the method on missing blocks from a dataset obtained from the
Digital Ocean Lab (DOL) weather station. Our findings indicate that this method effectively
provides a reasonable estimation of missing values in time series datasets.

Keywords: data imputation; time-series; LSTM

1. Introduction
In the era of big data, the integrity and completeness of data play a prominent role

in deriving reliable insights [1–3]. Data imputation [4], which involves the process of
substituting the missing values of a dataset, is an essential step in data processing [5].
Various fields face this challenge, where an improper handling can significantly impact
model performance [6].

The evolution of a system can be accomplished through a network of sensors, which
have been designed for particular applications [7]. Through the data analysis important
information can be collected. However, different reasons can lead to data records with
missing values. The loss of power to the sensors or data logging system [8], communication
issues between the sensors [9,10] and the data storage system [11], physical failure of the
hardware [12], software updates, human error during the system’s configuration, data
overload or storage limitations [7] are reasons that may cause temporary data loss [13].
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The missing data theory, which was established by Rubin [14], classifies the blocks
of missing values of a data set into three categories: the Missing Completely at Random
(MCAR), where the probability of an absent point is independent of both observed and
unobserved data, the Missing at Random (MAR) [15], where the likelihood of the missing
value is only related to the observed data, and the Missing Not at Random (MNAR), where
the missing values belong to none of the previous two categories and are equally reliant on
the observed and unobserved data.

Different methodologies have been developed to address this challenge, each based
on a distinct approach. There are two well-known categories for data imputation method-
ologies: the Single Imputation (SI) methods [16], which consist of substituting missing
values with a single estimated value, and the Multiple Imputation (MI) methods [17], which
involve generating multiple data sets of imputations for missing data, analyzing each of
them separately, and then combining the results, so that uncertainty is being accounted
for. Different methods have been developed for each case. Supplementary Information
include methods such as the measure of central tendency (mean, median and mode) [18,19],
regression algorithms [20,21], Hot Deck [20] and Cold Deck [22], while the MI include
the Multivariate Imputation by Chained Equations (MICE) [23] and the Markov Chain
Monte Carlo (MCMC) [24]. A hybrid approach of single and multiple imputation methods
was proposed by Khan et al. [25], the Single Center Imputation from Multiple Chained
Equation (SICE).

Thus, data imputation becomes particularly essential, because it preserves the data
integrity [26–28]. After the use of data imputation methods on a data set, the Complete-
ness, one of the data quality dimensions [29,30], is not violated anymore; consequently,
the employment of machine learning models can become more efficient, and the bias can be
reduced [6]. In the digitization of our era, where more and more digital twins are describ-
ing physical entities, the data imputation is particularly important for the visualization
continuity and the accuracy of the models [31].

Several papers have been published on time series data imputation methods, which
have been developed on sensor data of different industry fields, and extensive experi-
ments were also conducted on several datasets. Fan et al. [32] proposed a multiscale
attention masked autoencoder model, which was trained using the masked autoencod-
ing self-supervised method on wind turbine data. Song et al. [33] introduced a non-
autoregressive imputation model that takes advantage of an improved self-attention mech-
anism to deal with gaps in Radar-Derived Time-Series Tracks of Aerial Targets set of data.
Zhong et al. [34] created an attention-based generative adversarial network, where the
generator and discriminator consisted of multi-head attention blocks, filling the missing
values of an aquaponics environment time series data set. Salamanis et al. [35] suggested
the Sparse Regression Imputation method, which fills the missing values of a single feature
by solving the sparse least squares problem.

Using generic text generation neural network architectures, this work introduces a
model that combines forecasting and reversed forecasting using LSTM architecture to
impute missing values of a weather sensor’s dataset. More specifically, Section 2 presents
the data sets that were used for the study, subsections of Sections 2.1 and 2.2, conventional
approaches for missing values in tabular data, which are utilized on two of the six cases,
Section 2.3, as well as an introduction to deep learning architectures used for forecast-
ing. Section 2 closes with the method conceptualization and along with the respective
computational procedure and metrics. The Section 3 describes the implementation of the
experiments based on the proposed data sets, along with the presentation of the results
divided in three parts. Finally, the conclusions are given in Section 4. This manuscript is
accompanied by Supplementary Information (SI).
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2. Materials and Methods
2.1. Weather Data Set

We used the weather data set from the weather station at Kiel-Holtenau in North
Germany. The location of the weather station on the map is shown in Figure 1a. Different
variables are available, such as the temperature at 5 cm and 2 m, air pressure, relative
humidity, wind speed, and wind direction (although we only used the temperature at 2 m).

(a)

(b)

Figure 1. (a) The locations of the weather stations for Kiel-Holtenau and the DOL platform, and
(b) The DOL Platform in the Baltic Sea.

The weather station provides different time series data sets, each containing a different
statistical measurement calculated every 10 min, such as the minimum, the maximum and
the mean values. Here we have taken into consideration the mean. Figure 2a displays the
time series plot of the temperature. We created random consecutive gaps in the data set,
and we applied our method, so that the ground truth value is available for comparing it
with the different outputs of the models. The numbers in parentheses indicate the created
missing blocks and are highlighted in light yellow in Figure 2a. The six cases with different
missing-gap lengths are illustrated in Figure 2b, where the missing blocks are shaded in
light yellow.

2.2. Digital Ocean Lab—Weather Sensor Data Set

The “Digital Ocean Lab” (DOL) [36] is an underwater test field in the Baltic Sea
and provides realistic testing opportunities for new underwater technologies to research
institutions and companies. The sensors of the weather station record data for temperature
at 2 m, QFE (Query-Field-Elevation) and QNH (Query-Nautical-Height) air pressure,
wind speed, wind direction, and relative humidity. The method was validated using the
parameters of temperature, QNH air pressure, and relative humidity. Figure 1a shows the
DOL platform in the Baltic Sea and Figure 1b points out the location on the map. Figure 3
depicts the recorded data of the variables, with shaded areas indicating the missing values.
The first missing block spans 8 days, while the second spans nearly 3 days.

The method to be presented is utilized on temperature data, which exhibits seasonality,
periodicity, and trends per period. However, we applied it to other weather variables as
well. The missing data shown from DOL suggests an MNAR pattern, as the missing block
is consistent across all recorded variables.
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(a)

(b)

(1)

(3)

(5)

(2)

(4)

(6)

(1)

(2)

(3)

(4)

(5)(5)

(6)

Figure 2. (a) The time series plot of temperature from the Kiel-Holtenau weather station. The six
light yellow lines indicate the missing blocks of sequential data of different lengths. (b) The six cases
(1)–(6) of missing values. Each case has a different number of consecutive absent points: (1)→212,
(2)→463, (3)→233, (4)→171, (5)→813, (6)→162. The yellow shadowed area indicates the absence of
data, the black line corresponds to the ground truth values, which will be compared with predicted
values of each model. The blue line corresponds to a segment of the data used for training and testing
the models. Each case represents a different missing-gap length, as denoted by the plots.

2.3. Conventional Approaches for Data Imputation

Several methods are available for imputing missing values in tabular data. Scikit-
learn [37] has introduced techniques for replacing univariate missing values, such as the
simple imputer, which relies on descriptive statistics like mean, mode, and median for
imputation. Linear interpolation is another method for filling in missing values, although it
may lose periodicity. Algorithms such as k-nearest neighbors (kNN) are also utilized for
imputation, particularly in scenarios where Multiple Imputation by Chained Equations
(MICE) can be applied. This approach can also be adapted for univariate time series
imputation if time is converted to a numeric format and treated as a variable in the
imputation process.

The aforementioned techniques were applied to cases 4 and 5 shown in Figure 2b.
Figure 4 illustrates the imputed values, with the red line representing the simple imputer,
the green line for linear interpolation, and the orange line indicating kNN. The simple
imputer fills gaps based on the mean value over the entire time series, while kNN uses the
last observed value before the missing block and the first observed value after it, effectively
splitting the space in half, in order to impute the missing values.

These techniques appear to be insufficient for imputing missing values in time series
data, particularly when periodicity is involved and is required for the imputed data, as time
series data consists of a sequence of observations recorded over time. This observation
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motivated the present study: How can we leverage forecasting techniques to replace
missing values in time series?

Figure 3. The time series plot of Temperature, Pressure, and Humidity from the DOL weather station.
The yellow shadowed area indicates the absence of data.

(a)

(b)

Figure 4. Imputation of missing values using conventional approaches for univariate time series
with respect to (a) case 4 and (b) case 5 of Figure 2. The observed data in the plots are shown in blue.

2.4. Deep Learning Architectures Used for Forecasting

Several techniques and statistics-based machine learning algorithms have been pro-
posed for time series forecasting, such as interpolation and extrapolation approaches [38,39].
Interpolation techniques estimate the forecasting values that fall within the range of known
data of the other variables, while extrapolation techniques make predictions based on
trends and patterns observed in historical data.
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Deep learning architectures have also gained significant attention for time series
forecasting. The base recurrent unit was introduced by Elman [40] in 1990, where the
Recurrent Neural Network (RNN) [41] was designed for sequential data, allowing the
model to retain past information through hidden states and to update weights while
minimizing loss over entire sequences via backpropagation through time (BPTT). However,
BPTT can lead to issues with vanishing or exploding gradients [42,43].

Over the years, several architectures have been proposed to address this challenge.
Hochreiter et al. introduced the Long Short-Term Memory (LSTM) cell in 1997, Cho et al.
proposed Gated Recurrent Networks [44] in 2014, and Vaswani et al. presented Transform-
ers [45] in 2017 in their well-known paper “Attention Is All You Need.” In our work, we
utilize models based on LSTM, so we focus specifically on this architecture.

Figure 5 illustrates the stacked architecture of an LSTM cell. At timestamp t, the LSTM
cell receives hyperparameters from the previous cell along with the input data Xt. The hy-
perparameters ct−1 and ht−1 carry information from one cell to the next, representing the
Long- and Short-Term Memory, respectively. This architecture empowers memory cells,
incorporating three key gates: the forget gate, the input gate, and the output gate [46].

LSTM cell

ct-1 ct ct+1ct-2

ht-2 ht-1 ht ht+1

Xt-1 Xt Xt+1

ht-1 ht ht+1

σ

ct-1

ht-1

x
ĉt

σ tanh

+

x

σ

tanh

x

ct

ht

ct

Xt

Forget 
gate

Input 
gate

Output 
gate

LSTM cell 
at t-1

ht

LSTM cell 
at t-1

LSTM cell 
at t+1

Figure 5. The sequences of LSTM cells are depicted in the upper part, while the stacked architecture
is in the lower part. The symbols h, c, and X refer to the hidden state, cell state, and input data,
respectively. The three LSTM cell sequences correspond to their respective timestamps (t − 1 → t →
t + 1). The symbols x and + indicate multiplication and addition operations. The activation functions,
represented by σ and tanh in the red frames, are integrated into the cell’s architecture. The dashed
lines illustrate the three gates of a cell: the forget gate in red, the input gate in blue, and the output
gate in green.

First, the forget gate mechanism determines the proportion of long-term information
that the memory cell should discard. The weights are multiplied by the hidden state and
input data, then summed with the bias. This value passes through the sigmoid function,
and the result is multiplied with the cell state ct−1. The output ĉt is then forwarded to the
next gate.

Second, the input gate manages the integration of long- and short-term information
that should be retained in memory and passed on. The input gate consists of two sub-
processes: one determines the percentage of memory that needs to be recalled using the
sigmoid function, while the other assesses the potential long-term memory to be recalled
using the hyperbolic tangent. Again, the weights are multiplied by the hidden state and
input data, followed by summation with the bias. The results from both subprocesses are
multiplied together and added to ĉt, yielding ct, the cell state, which is also passed to the
next LSTM cell.

Finally, the output gate effectively regulates the flow of information from the cell to the
hidden state, transmitting both the long-term and the appropriately adjusted short-term
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values to the next memory cell. This gate also involves two subprocesses: one relates to the
percentage of potential memory to be recalled, while the other pertains to the potential of
short-term memory. The first subprocess involves multiplying weights with the hidden
state and input data, then aggregating with the bias, which is passed through the sigmoid
function. The second subprocess consists of two stages: first, passing ct through the
hyperbolic tangent, followed by multiplying the result with the output of the previous
subprocess. The final output is the hidden state ht, which is transmitted to the next cell.

2.5. The Method

Figure 6a depicts a random case of a periodic variable that includes a data gap, which
is highlighted with a shaded area. The imputation of this gap can be achieved using data
from both sides, specifically from the left and right of the missing block.

(a)

(b1) (b2)

(c)

(d1) (d2)

(e)

(f)

Figure 6. The steps for imputing the missing data for a variable that exhibits a cosine pattern with
varying trends over periods are outlined as follows: (a) The plot of the variable over time, where the
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light yellow shaded area indicates the missing block of values. (b1,b2) The blue line represents the
training and testing data used for the model, while the black line indicates the forecasted values. Note
that in (b2), the training and testing data has been reversed over time, resulting in the predicted values
corresponding to backcasting. (c) The combination of the forecast and backcast lines is depicted in
black (representing the result of Equation (1)). The two spectra illustrate the contribution weight of
each line to the merged result. (d1) The z-score of the difference between the subsequent and the
preceding values, and (d2) the z-score after outlier removal. (e) Calibration of the predicted values,
and (f) The evolution of the variable over time, where the black line in the shaded area represents the
final imputed values.

In time series analysis, forecasting refers to the predicted values generated when a
model is trained on historical data. Conversely, backcasting involves generating predicted
values when future data is available, enabling us to analyze the data in reverse. In this
case, the future values are used as historical data to feed the model. The forecasted and
backcasted values, along with the corresponding training and testing data, are presented
in Figure 6(b1) and (b2), respectively. For backcasting, the data were reversed so that the
predicted values relate to the future. It is worth noting that the historical data used for
forecasting and backcasting can be considered as two separate time series.

Next step is merging the forecasted and backcasted values, which is derived as:

Merged[n] =
L − n

L
· f orecast[n]

+
n
L
· backcast[n],

(1)

where L refers to the length of the array of missing values and n to the specific element of
the predicted values.

The merged line is depicted in Figure 6c in black. The different colors of the points rep-
resenting the forecasted and backcasted values correspond to the quantity of missing values
and highlight the contribution of each case to the merged line. The work of Wang et al. [47]
has revised methods of combining individual forecasts. The choice of a linear combination
was motivated by its simplicity, interpretability, and the absence of additional trainable
parameters. While more sophisticated merging strategies, such as nonlinear weighting
functions or learned fusion models, may further improve the imputation accuracy, their
investigation lies beyond the scope of the present study and will be considered in future
work. The optimal weights on the forecast (L− n)/L and backcast (n/L) have been selected
to reflect the balance between the reliability of backcasted (which are closer to the end of
the series) and forecasted values (which are closer to the beginning). This linear weighting
helps ensure a smooth transition from forecast to backcast, minimizing abrupt changes
in values.

The merged line can exhibit some strongly fluctuating points, which are coming from
the forecasted and/or backcasted values. These points can be identified using the z-score,
as described below:

Z − score =
di f f − µdi f f

σdi f f
(2)

where di f f [n] = Merged[n + 1]− Merged[n]. The z-score is a statistical method used to
identify outliers, defined as points that fall outside the range of ±3 standard deviations (σ).
Figure 6(d1) shows the calculated z-score for the merged line, where the red lines indicate
the acceptable range for the values. Points that fall outside this range are highlighted in red.
These outlier points are replaced by calculating the mean of the neighboring points to ensure
a smoother transition. Figure 6(d2) displays the z-score after the replacement of these values.
Additional experiments were also conducted using different z-score thresholds (σ) for
outlier rejection. The corresponding results are provided in the Supplementary Information.
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The merged line can lead to large gaps between the last value before the missing
block and the first imputed value, as well as the last imputed value and the first value
after the missing block. To address this issue, calibration is necessary and is accomplished
as follows:

Imp = Merged− (LIMerged − LI), (3)

where Merged denotes the merged line after the strongly fluctuating points are replaced,
LIMerged represents the linear interpolation between the first and last value of the Merged
and LI indicates the linear interpolation between the last value before and the first value
after the missing block. The calibrated predicted values calculated by Equation (3) are
drawn in black, as shown in Figure 6e, where the interrupted line represents the LI,
and Figure 6f is a modified version of Figure 6a that incorporates the imputed data in the
shaded area.

2.6. Computational Procedure and Metrics

In this work, we mainly used LSTM, as implemented in PyTorch (Version−2.4.0),
in order to predict the forecasted and backcasted values. The model was trained and tested
to receive a single variable, and the amount of predicted values was a multiplicand of the
sequence corresponding to the missing block.

The time series data were aggregated on an hourly basis, with mean values calculated.
The models were trained using normalized data scaled to the range of [0, 1]. The train-test
ratio was set at 90:10, and the data was not shuffled [37]. Additional experiments using
alternative train-test splits were conducted, and the corresponding results are provided in
Figure S3 the Supplementary Information. The lengths of the training and testing tensors
were multiples of the missing block size. The predicted values from the models were
transformed back to the original range. Before applying the method described in Section 2.5,
the predicted data needed to be scaled back to the original dimensions. Consequently,
the conversion from hourly basis time series to 10 min is required, in order to be fully
transformed to the original length of the missing values. Thus, five interpolated points
were added between each pair of predicted points utilizing linear interpolation. Noise
was added to those points, which was calculated from the mean value and the standard
deviation of the data used to train the models.

Different hyperparameters were tested. The LSTM models were trained using 1 to 4
layers and 2 to 128 hidden states (21–27). The learning rate was set to 0.01, and the Adam
algorithm was selected for optimizing the model’s weights and biases. The reproducibility
of the results [48] was ensured by fixing random seeds for NumPy [49] and PyTorch [50].
The mean squared error (MSE) was employed as the loss function. The final imputed values
were estimated following the steps outlined in Section 2.5 and were compared with the
actual values using the metrics of mean absolute percentage error (MAPE) and root mean
squared error (RMSE), as they are described by the formulas below:

MAPE =
1
N

N

∑
n

|GTn − Impn|
|GTn|

100% (4)

and

RMSE =

√√√√√ N

∑
n
(Impn − GTn)

2

N
, (5)

We also computed the mean absolute scaled error (MASE), which includes the mean
absolute error (MAE), as a measure of errors between ground truth and imputed values,
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and the mean absolute error as a measure of errors of the rolling ground truth values
(MAEnaive). Thus, MASE can be computed as:

MASE =
MAE

MAEnaive
(6)

where:

MAE =
1
N

N

∑
n
|Impn − GTn| (7)

and

MAEnaive =
1

N − m

N

∑
n=m+1

|GTn − GTn−m| (8)

For the best-performing models of the cases 1–6 of Figure 2 the coefficient of determi-
nation R2 is also reported and has been calculated as:

R2 = 1 −

N

∑
n
(GTn − Impn)

2

N

∑
n
(GTn − Imp)2

(9)

For the formulas above, the N, GTn and Impn represent the total amount of the
imputed values, the ground truth and the imputed values. The metrics of MAPE, MASE
and RMSE assist in assessing the model’s performance. A low value, close to zero, for those
metrics indicates good model performance, which can be also confirmed by a value of
R2 close to one. Whereas a value of R2 close to zero or negative, along with high MAPE,
MASE and RMSE remark poor performance.

The same metric formulas can also be applied to evaluate the predictive values on the
test data. In this context, Impn can be substituted with Predn, which corresponds to the
predictive values from the test data.

The imputed values for the unknown data can be determined within a region of
highly possible observations. This region is characterized by the confidence intervals
(CI). The prediction bands include the 95% of the final imputed values and are calculated
as follows:

CI = Imp ± 1.96 · RMSE f ore−back , (10)

where RMSE f ore−back can be derived as:

RMSE f ore−back =
L − n

L
· RMSE f ore

+
n
L
· RMSEback ,

(11)

where RMSE f ore and RMSEback denote the mean values of the root mean squared error for
the test data sequences related to the forecast and backcast, respectively.

3. Results and Discussion
3.1. Applying the Methods on Kiel-Holtenau Weather Station Data Set

In machine learning, the model’s accuracy and reliability depend on the data quality
and amount of data. Consequently, we tested various sizes of training and testing datasets
across all models. The best-fitting models were selected based on the metrics outlined in
Equation (5) or (9) applied to the test data. Our goal was to impute values for unknown
data, leading us to evaluate two approaches: Approach A identifies the best-fitting model
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based on the MAPE values of the imputed data compared to the ground truth, using
the same hyperparameters as the forecasting and backcasting models. Approach B, on the
other hand, selects the best-fitting models based on MAPE values from the test data of the
forecast, backcast, and predictive values, allowing for different hyperparameters. Figure S1
shows the workflow of both approaches side-by-side.

Figure 7a depicts Case 1 from Figure 2b, demonstrating more data points both before
and after the missing block (light yellow shaded area). The red arrows indicate the length
of data used for the forecasted and backcasted models, while the green arrows denote the
sequence length utilized for the predicted values. In both instances, the amount of data is a
multiple of the missing block.

(a)

(b1) (b2) (c1) (c2)

(d1) (d2) (e1) (e2)

(f1) (f2) (g1) (g2)

Figure 7. The case 1 of Figure 2b. (a) The time series of the Temperature, with the shaded area
indicating the missing block. The red line with arrows shows the data that were used for training
and testing the forecasting and backcasting model, which here is eight times the amount of data gaps,
and the green line indicates the amount of data used for making the forecast and backcast. Various
sizes of data were used to train and test the models and to make the predictions. Figures (b1–g1) and
(b2–g2) correspond to Approaches A and B, respectively. In all these plots, the black line represents the
ground truth data and the blue or orange line the imputed values. The shadowed area demonstrates
the 95% confidence bands. The different sizes of data used for training, testing, and sequences are
written above each pair of graphs.

Figure 7(b1–g2) display pairs of different lengths for training/testing and sequence
data, comparing the two approaches. The shaded areas illustrate the 95% confidence
intervals. Table 1 presents the MAPE and MASE results for all cases of Approach A and
Table 2 presents the results for Approach B, including the hyperparameters for the best-
performing models of each case. Notably, Approach B, which represents the conventional
method for model selection, performed worse than Approach A across all metrics. This
indicates that selecting the best model for a real missing block in a time series dataset can
be somewhat arbitrary, as long as the imputed values appear realistic.

In Figure 7(b2–g2) regarding Approach B, some real values fall outside the confidence
bands, and in certain cases, the curvature of the imputed line differs from that of the ground
truth. This discrepancy contributes to the high MAPE and MASE values. For Approach A,
the cases (10−8) and (6−4) yield the lowest MAPE values of 7.3% and 6.6%, and lowest
MASE 4.309 and 3.796, respectively. In contrast, all different length sizes for Approach
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B perform poorly on the missing block, with MAPE > 20%, which also leads to R2 < 0,
indicating a weak model fit.

Table 1. The MAPE(%) and MASE of the best-performing models for Approach A when a different
size of data was used to train them.

Train/Test Length −
Sequence Length (x − y ·

Missing Block)

Hyperparameters
Approach A (Hidden

States, Layers)
Metrics for Imputed Values

MAPE (%) MASE

4 − 2 (8, 4) 10.1 6.126

6 − 3 (64, 2) 12.9 7.509

6 − 4 (128, 3) 7.3 4.309

8 − 4 (128, 2) 8.1 5.162

8 − 6 (64, 4) 10.1 6.185

10 − 8 (8, 4) 6.6 3.796

Table 2. The MAPE(%) and MASE of the best-performing models for Approache B when a different
size of data was used to train them.

(x − y · Missing Block)
Sequence Length

Train/Test Length −

States, Layers)
Approach B (Hidden

Hyperparameters
Metrics for Imputed Values

Forecast Backcast MAPE (%) MASE

4 − 2 (64, 3) (8, 4) 21.2 12.965

6 − 3 (64, 4) (16, 1) 29.5 16.447

6 − 4 (64, 1) (64, 4) 21.3 13.349

8 − 4 (4, 2) (16, 2) 30.5 15.170

8 − 6 (32, 2) (32, 1) 34.4 19.057

10 − 8 (128, 1) (128, 1) 30.1 15.509

As mentioned before, additional experiments were also performed using train/test
split ratios of 90:10, 85:15, 80:20, 75:25, and 70:30. Based on the mean performance across all
evaluated hyperparameter combinations, the 90:10 split achieved the lowest reconstruction
error, while the 85:15 and 80:20 splits produced comparable results. Additional experiments
were also conducted using Z-score thresholds of ±1.5σ, ±2σ, ±2.5σ, and ±3σ. The re-
sults indicate that narrower thresholds reduce the influence of outliers and yield slightly
smoother imputations, although the overall reconstruction performance remains largely
unchanged across the evaluated thresholds. The results are provided in the Supplementary
Information and an example is displayed in Figure S4 of the Supplementary Information.
Additionally, the Supplementary Information provides complete experimental results
across all six missing-gap lengths, including the corresponding hyperparameter combina-
tions and evaluation metrics in Figures S5–S10 and Tables S1 and S2.

Our attention was drawn to the disparity between approaches A and B, we sought to
understand why Approach B produced poorly fitted values in the missing block. We examined
Case (10−8) of the best-fitting models, and Figure 8a presents line plots of the real values
(in black), alongside the outputs from Approaches A (in blue dotted line) and B (in orange
interrupted line) for the forecast-missing block-backcast regions. Although the MAPE for
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Approach B in the forecast and backcast regions (22% and 5%) is lower than that of Approach
A (34.1% and 7.6%), the model from Approach A performs better in the missing block.

Figure 8. (a) The line plots display the real values, along with Approaches A and B, across three
distinct regions (from left to right): the last sequence of test data in forecasting, the missing block,
and the last sequence of test data in backcasting. In each region, the MAPE value has been assessed
against the ground truth data. It is important to note that these lines were generated after the data
were grouped hourly and the predicted values in the missing block were calibrated. (b) The barplots
compare the MAPE on the sequences of test data for forecast and backcast regions for approaches
A (dark and light blue) and B (dark and light orange). The interrupted lines indicate the MAPE
of the imputed values in the missing block, where for Approach A is colored in blue and for B in
orange. The values represented by the bars are reported in Table 3 Approach A and B for forecast and
backcast, and the values for the circle-interrupted line in the Tables 1 and 2, respectively.

Table 3. The mean value of the RMSE of the sequences of best-performing models for Approaches A
and B on different sizes of train/test and sequence data.

(x − y · Missing Block)
Sequence Length

Train/Test Length −
Approach A MAPE Approach B MAPE

Forecast (%) Backcast (%) Forecast (%) Backcast (%)

(4 − 2) 20.7 13.9 20.6 13.9

(6 − 3) 48.8 45.3 23.4 38.8

(6 − 4) 25.4 22.5 22.1 24.1

(8 − 4) 39.8 23.9 9.0 21.1

(8 − 6) 28.1 23.4 22.6 18.7

(10 − 8) 34.1 7.6 22.0 5.0

Thus, we explored the MAPE across all different data size lengths, depicted in Figure 8b.
The bar plots represent the MAPE values of the test data sequence used for forecasting and
backcasting, while the interrupted lines indicate the MAPE values for the missing block.
It is evident that, in most cases for Approach A, the forecast and backcast MAPE values
(dark and light blue bars) are higher than those for Approach B (dark and light orange bars),
despite Approach A performing better in the missing block. Figure S11 of the Supplementary
Information includes the same plot for the metrics of MASE and RMSE.

In order to investigate Cases (2)–(6) from Figure 2b, we need to identify a (train/test
length:sequence length) ratio that yields acceptable performance. It becomes clear that we
should follow Approach A for these cases. A ratio of 6:4 (train/test length:sequence length)
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produces good results for our method. Although larger sizes were tested, performance did
not vary significantly. This finding aligns closely with the study by Boulmaiz et al. [51],
which examined the impact of training data size (3, 6, 9, 12, and 15 years) on LSTM perfor-
mance, concluding that a data length of 9 years is necessary for acceptable performance
and 12 years for more efficient predictions. Therefore, for imputing missing blocks in
Figure 2b (2)–(6), we employed a training-testing data size of 6 times the missing blocks
and a sequence length of 4 times the missing blocks.

Figure 9a–e provide a comparison between the ground truth (black line) and the
imputed values (blue line). The hyperparameters of the best-performing model, along
with their respective evaluation metrics, are displayed at the top of each plot. According
to the metrics, the method performs well even when tested on different missing block
cases, with RMSE values ranging from 0.848 to 3.894, as they are reported in Table 4. Only
in Figure 9a,c, which also exhibit the lowest R2 values, do some ground truth values fall
outside the 95% confidence bands. Interestingly, the imputed values following forecasting
are closer to the real values than those derived from backcasting. Notably, the repeated
patterns have been successfully captured across all cases.

(a)

(b)

(c)

(d)

(e)

Figure 9. The cases (2)–(6) of Figure 2b with the imputed data (blue line) compared with the ground
truth data (black line) are displayed where the results correspond to our model with (a) 32 hidden
states and 2 layers, (b) 4 hidden states and 4 layers, (c) 16 hidden states and 3 layers, (d) 8 hidden states
and 2 layers, and (e) 8 hidden states and 4 layers. The header of each plot shows the hyperparameters
of the model. Table 4 contains the computed metrics for each case.
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Table 4. Calculated metrics for the best-performing models of all cases in Figure 2b.

Case MAPE (%) MASE RMSE (◦C) R2

1 7.3 4.309 0.990 0.804

2 21.1 9.542 3.117 0.365

3 6.1 4.262 1.407 0.669

4 55.0 11.356 3.894 0.478

5 10.3 6.861 1.972 0.603

6 6.7 4.932 0.848 0.597

It is interesting to examine the metric results across all the studied cases and their
associated hyperparameters. In order to make this comparison, we utilized the scaled
MASE as a reference, calculated by dividing the MASE by the amount of data in the
respective missing block. Figure 10(a1) shows the boxplots of the scaled MASE for each
hyperparameter of LSTM, where the different colors correspond to the different cases,
while Figure 10(a2) shows the boxplots of the scaled MASE per case. It is evident that any
hyperparameter can lead to good imputed values for cases 3 and 5. However, the variance
of the scaled metric for the cases 1, 4, and 5 is higher than that of the other two cases.
Figure S12 in the Supplementary Information includes the same plot for the scaled MAPE
and RMSE.

(a1)

(a2)

(b1) (b2) (b3)

(b4) (b5) (b6)

(c)

Figure 10. (a1) The boxplots demonstrate the scaled MASE for each of the cases shown in Figure 2
and the different hyperparameters. The colors of the circles correspond to different cases: blue for
case 1, orange for case 2, green for case 3, red for case 4, purple for case 5, and brown for case 6.
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(a2) The boxplots demonstrate the scaled MASE for the different hyperparameters per case.
(b1–b6) Density plots of the standard deviation per sequence of the unscaled training data for
forecast and backcast for each of the cases in Figure 2 where the dashed vertical lines represent
the median of each distribution. (c) Scaled MASE vs. natural logarithm of the normalized product
between the absolute difference of the medians with the absolute difference of the standard deviations
from the distributions of (b1–b6). The colors of the circles represent the different cases as mentioned in
(a1), while the sizes reflect the amount of data in the missing block. The dashed black line represents
the diagonal line of the graph.

This sparked our curiosity, as the amount of missing data in cases 4 and 6 is comparable
and smaller than that in cases 3 and 5. Therefore, we concentrated on the sequences of
the training data and calculated the standard deviation for each sequence used in both
the forecast and backcast. In Figure 10(b1–b6), we present the distribution plots of the
computed standard deviations, allowing us to understand how much the temperature
fluctuates within each sequence of the forecast and backcast training data, as well as how
close their variances are, per case.

On the one hand, Figure 10(b3,b5), which correspond to cases 3 and 5, respectively,
show that the variances of the sequences in both the forecast and backcast training data are
not only similar but also that the respective medians (drawn with interrupted lines) are very
close. This indicates that the behavior before the missing block is nearly identical to that
after it. On the other hand, the standard deviation in Figure 10(b2,b6), which corresponds
to cases 2 and 6, indicates that while the distributions are similar, the medians are not close
to one another. This implies that the fluctuations per sequence are similar, but the two
distributions exhibit different central locations, with the backcast data having a smaller
range than the forecast data.

Cases 1 and 4 appear to be unique, as the distributions of the standard deviation of
the sequences are drawn in Figure 10(b1,b4). Here, not only do the distributions differ
from one another, but they are also located far apart. Figure S13 in the Supplementary
Information contains the respective line plots and distribution plots with the standard
deviation per sequence.

A connection between the distribution of the standard deviation of the sequences
and one of the metrics is necessary. Therefore, we defined A as the product of the abso-
lute difference between the standard deviations from the density plots for each case in
Figure 10(b1–b6) and the absolute difference of the corresponding medians. The MASE
is an effective metric for correlating descriptive statistical features, as it incorporates the
absolute rolling difference for ground truth values and the absolute difference between the
imputed and actual values. Figure 10c displays the scaled MASE of the best-performing
model vs. the natural logarithmic value of the aforementioned product. We observe that
cases 2–6 align along the diagonal, while case 1 stands out as an outlier, exhibiting a clus-
tering pattern as discussed in the previous two paragraphs. Although the best model for
case 1 yields a scaled metric comparable to those of cases 2 and 3, its natural logarithmic
value is the highest among all cases and is close to that of case 4.

3.2. Applying the Method Using Different Algorithms

The same approach can be applied using other algorithms instead of LSTM. In a
separate study by Dervishi et al. [52], we evaluated forecasting techniques for univariate
time series data. This research focused on categorizing univariate time series data and
analyzing the performance of various forecasting algorithms over different forecasting
horizons. To capture temporal dependencies, lagged features from the time series data
were utilized for the different algorithms. Here, we implemented linear regression [53]
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and k-NN regressor [54], using the default parameters provided by scikit-learn. We also
employed Facebook Prophet [55], which does not require the inclusion of lagged values.

Figure 11 displays all the cases we studied with these alternative algorithms on
the left side and the corresponding values for MAPE on the right, which includes the
best-performing LSTM model as well. Among all models and cases, Facebook Prophet
performed the worst. This is due to the algorithm’s tendency to generate a mean value
while disregarding outliers and seasonal effects. The k-NN and linear regression models
yielded comparable results for cases 1 (15.5% vs. 15.8%), and 5 (16% vs. 15.7%), while for
case 6, it seems that k-nn performs better than linear regression (10.5% vs. 19.7%, where
LSTM is the lowest among all 6.7%).

Figure 11. The imputed values into the missing blocks of cases 1–6 from Figure 2 using other
algorithms: k-NN in orange, linear regression in green and Facebook Prophet in red. The bar-plots on
the right side display the difference between the MAPE of the models using the referred algorithms
and the LSTM best-performing model (blue color).

Nevertheless, we find it notable that linear regression performs better than LSTM
for case 4 (20.7% vs. 55%), and both k-nn and linear regression perform slightly better
than LSTM for case 2 (18.8%, 17.5% vs. 21.1%, respectively). This indicates that statistics-
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based algorithms can also be effective for developing machine learning models to impute
missing values.

A comparison between the LSTM and Transformer architectures was also conducted
between two cases of Figure 2, with the results presented in Figure S14 of the Supple-
mentary Information. Additionally, preliminary benchmarking experiments were also
conducted using recent deep learning-based time-series imputation models, including the
PyPOTS [56] implementations of TimesNet [57], SAITS [58], and BRITS [59]. However, they
performed poorly on the current dataset, showing signs of overfitting and poor generaliza-
tion. Example results from these methods are plotted in Figure S15 of the Supplementary
Information and they show a need for further investigation.

3.3. Applying the Approaches on the DOL Weather Station Data

Inspired by the above findings, we applied the method to address the missing values
of weather variables (see Figure 3) from the DOL weather station (see Figure 1b). Figure 12
illustrates the imputed values in the yellow shaded area for various hyperparameters,
where each plot line corresponds to a specific variable and each column represents hidden
states of 16, 32, or 64 with either 1 or 2 layers. Since the imputed data cannot be compared
with any ground truth values, no evaluation metrics can be applied. The imputed values
for the first missing block were computed using only the forecast, as Nan values would
be used for the backcast. For the second missing block, the complete method was utilized,
although the imputed values from the first missing block were employed during the
forecasting phase.

Figure 12. Data imputation for the zoomed cases of Figure 3 using different hyperparameters for the
LSTM models. The figures have been zoomed closely into the missing blocks, which are indicated
with the shadowed yellow areas. The horizontal plots refer to the same variable, from top to bottom:
Temperature, Humidity and Pressure. The vertical plots refer to different LSTM hyperparameters,
the imputed values have been drawn with separate colors while the observed values before and after
the imputation blocks are shown in blue.

It is evident that different hyperparameters yield varying imputed data. For the
Temperature variable, the greatest difference between the minimum and maximum imputed
values occurs when the LSTM has 2 layers and either 16, 32, or 64 hidden states. In contrast,
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an LSTM with 64 hidden states and 1 layer does not produce curvy lines in the imputed
values, which may indicate a lack of periodicity. The Humidity variable, expressed as
a percentage, is the most fluctuating of the three variables. A satisfactory prediction of
imputed values is achieved when the LSTM has two layers and 64 hidden states. For the
pressure variable, all models demonstrate a reproduction of the periodic character, albeit
with varying values.

The imputed values for the missing blocks suggest that the method performs effec-
tively. However, it is important to note that each variable may require different LSTM
hyperparameters to yield results that closely approximate real values.

4. Summary and Conclusions
To summarize, we examined the outcomes of a proposed technique applied to various

missing data blocks. The aim of this method was to predict and impute values for these
missing segments. It integrated forecasting and backcasting through LSTM, merging
the predicted values for imputation and calibrating the combined data using a statistical
method. The missing blocks were generated randomly, each varying in size from one to
five and a half days. The effectiveness of the method was assessed against the ground
truth values.

We initiated our analysis by varying the data size. Our exploration focused on two
strategies: Approach A utilizes the best-performing model based on metrics from the
missing block, while Approach B selects the best-performing models from the test data
for both forecasting and backcasting. Approach B, a traditional method for identifying
the best-fitting model, demonstrated poor performance regardless of data size. In con-
trast, Approach A, which approximates the best-fitting model when the unknown data is
unknown, yielded superior results compared to Approach B. We observed that although
Approach A exhibited higher MAPE values on the test data for forecasting and backcast-
ing, it achieved lower MAPE values in the missing blocks. Regarding the train/test split
and sequence length, we found that a data length of 6 times the missing blocks and a
sequence length of 4 times the missing blocks were sufficient for the training process to
achieve acceptable performance levels. The best models for larger data sizes performed
similarly. Subsequently, we applied the method to missing blocks of varying lengths using
the specified data length. The models’ performance across different missing block lengths
was not strongly influenced by the hyperparameters.

We also aimed to understand the differing behaviors of the model across the cases,
focusing on the sequences of the training data. Our findings revealed that the distributions
of the standard deviation of both forecast and backcast data are crucial for the imputed
values, as they reflect similarities in the training data. Furthermore, we replaced the LSTM
model with other statistical machine learning algorithms and compared their outcomes.
Notably, this interpolation approach yielded imputed values with better metrics compared
to LSTM for in this case. Lastly, we implemented the method on data from the DOL. In this
case, the imputed values could not be compared to ground truth. The LSTM models were
executed with various hyperparameters, revealing that for each variable studied, a distinct
combination of hidden states and layers could accurately represent the true values.

While the proposed framework demonstrates the feasibility of combining forecasting
and backcasting models for univariate time-series imputation, several directions remain for
future investigation. The results highlight an important distinction between offline model
development and practical deployment. While Approach A enables direct optimization
of imputation performance using artificially generated missing intervals with available
ground truth, such a strategy cannot be directly applied to datasets containing genuine
unknown missing values, where no reference observations exist for model selection. In prac-
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tical applications, approaches based on forecasting and backcasting performance, such
as Approach B, provide a more realistic deployment scenario. Consequently, further re-
search should focus on improving predictive models and model-selection strategies that
better translate forecasting and backcasting performance into accurate missing-value recon-
struction. Furthermore, the development of large-scale pretrained or foundation models
trained on extensive, statistically diverse time-series datasets may enable more robust
generalization across different univariate imputation tasks and reduce the dependence
on dataset-specific model optimization. As part of this study, preliminary benchmarking
experiments were also conducted on the present dataset using recent deep learning-based
time-series imputation models, including TimesNet, SAITS, and BRITS. Although these
approaches did not achieve competitive reconstruction performance under the current
experimental configuration, additional investigation is required before drawing definitive
conclusions regarding their suitability for univariate weather sensor data. Future work
will therefore focus on a systematic analysis of the complete preprocessing and training
pipeline, including normalization strategies, temporal resolution, missing-data simulation,
and hyperparameter optimization, to enable a fair and reproducible comparison across
different imputation methods. Furthermore, the evaluation will be extended to larger and
more diverse datasets containing a greater number of independent time series, which are
expected to better support the training and generalization of modern deep learning models.
Finally, the proposed framework will be expanded to multivariate weather sensor data,
enabling the exploitation of correlations among multiple meteorological variables to further
improve the accuracy and robustness of missing-data reconstruction.

Supplementary Materials: The following supporting information can be downloaded at: https:
//www.mdpi.com/article/10.3390/app16168006/s1, Figure S1: Workflow of approaches A and B;
Figure S2: Imputation results from different train-test split ratios; Figure S3: Error metrics from differ-
ent train-test split ratios; Figure S4: Results with different z-score ranges in the post-processing part;
Figure S5: Imputed values (orange line) for case 1 of Figure 2b for the two different hyperparameters
(hidden states and number of layers) from the main text; Figure S6: Same as Figure S5, but for case 2
of Figure 2b; Figure S7: Same as Figure S5, but for case 3 of Figure 2b; Figure S8: Same as Figure
S5, but for case 4 of Figure 2b; Figure S9: Same as Figure S5, but for case 5 of Figure 2b; Figure S10:
Same as Figure S5, but for case 6 of Figure 2b; Figure S11: Same as Figure 8b for (a) the RMSE and
(b) the MASE; Figure S12: Same as Figure 10(a1,a2) but for the scaled MAPE and scalled RMSE;
Figure S13: Lineplots with the respective density plots of the standard deviation per sequence of the
unscaled training data for forecast and backcast for each of the studied cases; Figure S14: Comparison
between LSTM and Transformers best performing models for the cases 1 and 3; Figure S15: Imputed
values obtained using PyPOTS imputation models; Table S1: MAPE(%) for each of the cases shown
in Figures S5–S10; Table S2: MASE for each of the cases shown in Figures S5–S10.
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