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1. Introduction

In manufacturing, surface defect detection is an integral part 
of quality control. Traditionally, human operators were trained 
to identify defects manually. This work is monotonous, and 
humans are prone to errors [1]. For this reason, vision-based 
industrial inspection systems are commonly used to identify 
defects, for example, to monitor additive manufacturing 
processes [2]. However, vision-based industrial inspection 
systems differ substantially in their operating principle. At first, 
traditional vision-based systems used hand-crafted features that 
were fed into a hand-crafted algorithm to identify defects in an 
image. With the rise of Machine Learning (ML), hand-crafted 
algorithms can often be replaced by a shallow machine learning 
model, for example, a support vector machine (SVM), 
simplifying the configuration process. In recent years, Deep 
Learning (DL) has emerged as a subfield of ML and is 
increasingly used for vision-based defect detection. The DL 
model also replaces hand-crafted features and works as an end-

to-end approach, using the image pixels as an input to identify 
defects as an output inherently [3]. An overview of the three 
approaches for vision-based inspection systems is given in 
Figure 1.

In recent years, DL-based inspection systems have 
surpassed traditional inspection systems and achieved greater 
accuracy for common tasks such as image classification, object 
detection, or semantic segmentation [4]. However, applying 
DL does not come without disadvantages, such as high 
computational costs, the necessity of a large data set for 
training, or extensive labeling efforts for experts [5,6]. 
Additionally, domain-specific defects require the tailoring of
DL pipelines for individual use cases. For example, a binary 
classification can be sufficient for simple products, whereas 
complex products require localizing and classifying between 
different defect types. Overcoming these disadvantages is 
challenging for manufacturing companies because they need to 
make numerous manual decisions that require the input of 
experts from different fields. Manufacturing companies with a 
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traditional focus on production technologies lack the necessary 
experience, especially in the domain of ML or DL [7]. 
Methodological frameworks have been developed to simplify 
the application of DL. However, these frameworks are mostly 
generic and do not consider the specific requirements in the 
production domain. Compared to other sectors, prerequisites 
and requirements in the production domain are substantially 
different and include [8]: 
• Highly individualized and specialized processes
• Lack of IT and data science experts 
• High requirements on reliability
• Underrepresentation of defective samples in datasets (data 

imbalance)
In this work, we present a comprehensive DL pipeline for 

defect detection to support manufacturing companies using 
deep learning while addressing production-specific 
requirements. The pipeline is validated for defect detection on 
electrodes for lithium-ion battery cells.

2. Related Works

A common framework for ML projects is the “Cross-
Industry Standard Process for Data Mining” (CRISP-DM)
which was developed in 1996 by a consortium of industrial 
companies from various sectors. CRISP-DM describes 
common tasks for ML, which follow six phases: business 
understanding, data understanding, data preparation, modeling, 
evaluation, and deployment. In 2015 IBM suggested an 
updated version of CRISP-DM called “Analytics Solutions 
Unified Method for Data Mining/ Predictive Analytics”
(ASUM-DM) [9]. ASUM-DM includes project management, 
communication management, technical, and knowledge 
management issues in the framework. Besides CRISP-DM and 
ASUM-DM similar frameworks have been developed, such as 
“Knowledge Discovery in Databases” (KDD), “Sample, 
Explore, Modify, Modell, Access“ (SEMMA), or “Cognitive 
Project Management for AI” (CPMAI). In recent years, 
Microsoft developed the “Team Data Science Process” (TDSP) 
which tries to optimize the collaboration of teams and different 
roles [10]. So far, these frameworks try to address various ML 

projects and do not distinguish between the type of ML (e. g. 
tabular or image data) or consider domain-specific 
requirements (e. g. requirements for defect detection in 
production). FRYE ET AL. try to solve this problem by 
introducing the “ML-Pipeline in Production” creating a 
framework specifically for the manufacturing sector [7]. Also, 
HEYMANN ET AL. created a guideline for the deployment of ML 
in production [11]. Nevertheless, these two approaches focus 
on tabular data and do not specifically cover DL or defect 
detection in image data. 

3. Deep Learning Pipeline for Defect Detection

In this chapter the deep learning pipeline for defect detection 
is presented. Chapter 3.1 describes four expert roles that are 
required for the application of the pipeline. Next, the pipeline 
and its six phases are described in chapter 3.2.

3.1. Expert Roles for Deep Learning-based Defect Detection

DL is highly interdisciplinary and requires the collaboration 
of experts from different areas. For this reason, we suggest 
extending the expert roles from FRYE ET AL. and suggest four 
expert roles to conduct DL-based defect detection [7].

A Data Scientist has experience with Deep Learning. This 
includes all steps to create a model (e. g. preprocessing the data, 
selecting suitable DL models, training, and validating the 
model), the serialization of the model, and eventually retraining 
of the model. To select a suitable DL approach, the Data
Scientist must work closely together with the Production 
Expert. The Production Expert knows the technological 
processes, the machines, the product, and its requirements. 
Based on the requirements for the product, the Production 
Expert can identify defects and evaluate their effect on the 
functionality, safety, and appearance. Typically, the domain 
knowledge of process experts is required for the correct 
annotation of defects. A Machine Vision Expert has 
experience in the image acquisition process of a defect. This 
includes selecting hardware, such as a camera with a suitable 
resolution to capture small and large defects, a lighting system, 
and a trigger mechanism to take an image. Lastly, an IT-
Systems Specialist is responsible for the IT infrastructure. This 
includes the data integration of creating a training dataset and 
connecting the image acquisition system to the model after the 
model is deployed. The IT-Systems Specialist also operates the 
deployed model (ML-Ops).

3.2. Structure of the Pipeline

Our proposed pipeline is based on FRYE ET AL. and adapts 
their structure from an ML-based data science project to a DL-
based defect detection system [7]. Figure 2 gives an overview 
of the proposed pipeline.

Business Understanding: As a first step of the pipeline, the 
business objective for the defect detection task needs to be 
contemplated. This includes considering the customer 
requirements for the product and the effect of a defective 

Figure 1: Difference of machine vision pipelines (adopted from [3])
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product. For example, is the DL-based defect detection system 
the only quality assurance measure that prevents shipping 
defective products to the customer? If this is the case, this 
significantly increases the accuracy requirements for the defect 
detection rate, especially in the automotive industry where 
requirements are based on the Six Sigma standard. Besides the 
customer requirements, the costs of an undetected defect must 
be considered. For low-cost products, accepting a slightly 
lower accuracy but significantly simplifying the defect 
detection effort can be economically efficient. However, this 
might not be the case for high-cost products. The result of the
Business Understanding step is a definition of the objectives of 
the defect detection system. This includes defining the 
following parameters:
• Relevant defect types or defect classes
• Required accuracy of defect detection, i.e., targets for 

false-negative and false-positive rates
• Degree and scope of the inspection system, i.e., sample 

inspection or 100%-inspection
• Automation degree, i.e., fully automated defect detection

or involvement of process experts for critical samples

Use Case Design: The second step of the pipeline consists 
of two sub-steps: Defect Task Analysis and Learning Approach 
Selection. The former describes the task the DL model must 
solve. The most common tasks include classification, object 
detection, and segmentation. Classification assigns labels to the 
images and does not localize defects. Object detection, on the 
other hand, identifies specific objects and generates a 
rectangular bounding box, thus allowing a broad localization. 
Lastly, segmentation distinguishes defects on a pixel level, 
creating a segmentation mask. This provides fine-grained 
information about defect boundaries and regions. However, if 
the task complexity increases, the complexity of the model 
increases as well [12]. In practice, more complex tasks require 
more supervision of the model, commonly achieved by training 
the model with more labeled data. Creating a large dataset of
defective images and annotating the defects by the Production 
Expert is often a labor-intensive task that is hard to fulfill [13].
Therefore, the first sub-step needs to be closely aligned with 
the second sub-step, “Learning Approach Selection”. The most 

common learning approaches include supervised, semi-
supervised, and unsupervised learning. From a production 
perspective, three main aspects significantly impact the 
learning approach: 

1. The number of defective images (especially the number 
of low-occurring defect types) compared to the number 
of non-defective images.

2. The detectability and distinguishability of defect types.
3. The availability of production experts to annotate the 

defects.
Considering the aspects in production is crucial for selecting 

the right defect task and learning approach. For example,
avoiding defects is an obvious goal for manufacturing 
companies. This, however, contradicts the ideal DL 
requirement, that defective images are widely available for 
(supervised) training. As a result, the number of non-defective 
images commonly surpasses the number of defective images
greatly [14]. Supervised learning approaches might not be 
applicable, while semi-supervised approaches, such as 
anomaly detection, that only use non-defective images for 
training might be superior in this case. 

In summary, selecting the right task and learning approach 
depends on the defect and the manufacturing scenario. This 
requires a close collaboration between the Data Scientist and 
the Production Expert.

Image Preparation: After the initial strategy for the task 
and learning approach is decided, the image dataset needs to be 
prepared for modeling. As a first sub-step, hardware to capture 
the defects must be selected. Hardware highly depends on the
defects, the manufacturing processes, and the materials. 
Common camera systems in production are area scan, line scan,
contact image sensor, infrared, or specialized cameras [15]. 
Also, the smallest defect size impacts the minimum resolution 
of the camera. Additional hardware choices include the 
lighting, trigger mechanism, and data interfaces of the camera
[13]. Selecting and integrating the right hardware for the right 
defect is a task for the Machine Vision Expert. Afterwards, the 
images can be acquired. This does not simply include taking 
and storing images but requires a variety of processing steps. 
These can include preprocessing steps to correct image 
properties (e.g., histogram equalization) or highlight the defect 
(e.g., through an edge detection algorithm). Since some DL 
models require images of a certain size, a common 
preprocessing step is resizing the images. However, resizing to 
a smaller image size must be considered with caution for defect 
detection when defect sizes are small compared to the image 
size [16]. Thus, resizing decreases the number of pixels 
covering the defect and harms the detectability. After the 
original images are preprocessed, the data needs to be 
annotated according to the learning approach from the previous 
phase. This task requires the Production Expert to either define 
an annotation schema for others or perform the annotation 
process himself. To avoid human bias or mislabeled data, it 
might even be necessary to annotate defects by independent 
experts repeatedly. A variety of free and commercial tools are 
available to support the annotation process for humans. In a 
recent publication, Meta AI published the DL model “Segment 

Figure 2: Deep Learning Pipeline for Defect Detection (adopted from [7])
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Anything” (SAM) [17] that can significantly support 
Production Experts by suggesting annotations based on simple 
prompt inputs. Some annotation tools have already integrated 
SAM to simplify the annotation process further. However, 
annotating defects is still a labor-intensive task that requires 
human supervision.

To validate the model at a later phase, the dataset needs to 
be divided into a training, validation, and testing dataset. Data 
augmentation and balancing methods can further improve the 
training and validation dataset. Data augmentation techniques 
enrich training datasets by generating artificial image samples 
to enhance data quantity and diversity. This is particularly 
useful for artificially increasing the number of rare defects for 
the training dataset in production. Data augmentation aims to 
improve the DL model’s generalization capability, i.e., avoid 
overfitting and increase the performance on unseen image 
samples [16]. Data augmentation pipelines for image data are 
typically composed of simple image transformations that are 
fine-tuned for a given use case. Common choices of 
augmentation operations include geometric (e.g., rotation or 
flipping), color space (e.g., sharpness or brightness), noise-
based (e.g., Gaussian noise), or mixing-based (e.g., MixUp) 
image transformations [19].

For training a DL model, a balanced data set that contains 
the same number of defects per defect class is ideal for the 
model’s performance. In production, however, imbalanced 
datasets are common due to defects that occur with different 
probabilities. To mitigate this problem data balancing methods 
are applied. Common balancing techniques include 
oversampling of minority defect classes, downsampling of 
majority defect classes, or hybrid approaches. The selection 
and parameterization of data preprocessing steps requires a 
close alignment of the Data Scientist and the Production 
Expert. For instance, the domain knowledge of the Production 
Expert is necessary to ensure that selected preprocessing steps 
maintain or even amplify quality-relevant image features.

Modeling: The modeling phase is a core task of the Data 
Scientist. First, a suitable model architecture must be selected 
depending on the task and learning approach. Widely adopted 
DL architectures for visual defect detection include 
convolutional neural networks, vision transformers, and 
encoder-decoder architectures. Researchers already developed 
well-performing model architectures for a practical application 
that can be adapted for individual problems. For example, a 
common model architecture that is widely used is the You Only 
Look Once (YOLO) model [20]. Often, a model architecture is 
provided in different sizes. Data Scientists typically must
balance between detection performance and inference time. 
While small architecture sizes have a faster inference time, they 
usually have a lower detection performance. For example, 
YOLO (version 8) is available for object detection in nano, 
small, medium, large, and extra-large sizes. The nano model 
has only 3.2 million parameters and requires 80.4 ms inference 
time for one image to achieve a performance of 37.3 mean 
Average Precision (mAP) on the well-regarded common 
objects in context (COCO) dataset [21]. On the other hand, the 
extra-large model architecture has 68.2 million parameters and

requires 479,1 ms inference time to achieve a performance of 
53.0 mAP. In production, a minimum performance is often 
specified, and in case the model is integrated into the 
manufacturing process, the maximum inference time is limited
by the process speed. The data scientist needs to select the most 
suitable model architecture and size based on these 
requirements. For training and testing, suitable hardware, most 
importantly a powerful graphics processing unit (GPU), must 
be available to enable processing large amounts of data in a 
reasonable amount of time. As a last step, the model must be 
evaluated. Therefore, common metrics such as mAP are 
available. However, these metrics are not explicitly designed 
for defect detection in production and can potentially lead to 
false conclusions about the model's performance. For example, 
mAP uses the intersection over union (IoU) metric to evaluate 
if the model localized a defect correctly. A common threshold 
for the IoU is 0.5, meaning that the predicted bounding box 
must overlap to at least 50% with the ground truth bounding 
box. However, 0.5 can easily be undercut for small defects due 

to human mislabeling and not because of the model’s 
performance. Figure 3 shows an example of this effect. Thus,

if standard metrics are not suited for the industrial application,
metrics need to be adapted to the requirements of the process, 
for example, by reducing the IoU threshold value.

Deployment: After a model is successfully trained and 
evaluated, the model needs to be deployed. First, the design of 
the deployment needs to be considered [11]. An important 
question is to what extent the model must be integrated into the 
manufacturing process. A close integration requires the 
collaboration of the production expert and the IT system 
specialist to define the interfaces and integrate the model into 
the control logic of the manufacturing process. Next, the model 
needs to be transferred from the development to the production 
environment. The model needs to be tested under production 
conditions to guarantee similar performance results in both 
environments. If the test is successful, the model is ready to be 
used in production. The model's performance must be 
continuously monitored and evaluated to alert the Production 
Expert in case of any performance deviations. A common 

Figure 3: Ground truth annotation (d) compared to three IoU thresholds (a-c)
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problem is a change in the input data distribution over time 
(data drift), which decreases the model's performance [22]. In 
this case, a retraining of the model with updated images is 
required to restore its original performance.

Certification: The last step of the pipeline is the 
certification of the model. Classic software certification 
inspects the software code to ensure the correct functionality. 
Since ML and DL models are not programmed 
deterministically but largely depend on the data, classic 
software certification techniques are prone to fail [23]. 
However, a standard certification for DL-based defect 
detection is not available yet and requires further research.

4. Evaluation on an Electrode Coating Use Case

This chapter applies the DL pipeline for defect detection on 
the electrode coating process of lithium-ion batteries (LIB). 
Chapter 4.1 provides a brief overview of the electrode coating 
process, followed by the application of the pipeline in chapter 
4.2.

4.1. Electrode Coating Process

Electrode coating is a roll-to-roll process at the beginning of
the production chain to manufacture LIB. A liquified slurry is 
coated through a slot die on a carrier foil to manufacture the 
electrode. The foil and slurry material depends on the type of
electrode (anode or cathode). Next, the slurry on the carrier foil 
is dried to remove the solvent creating a dry and homogenous 
coating surface. [6]

Due to the high complexity of the process and the interaction 
of various materials and process parameters, defects commonly 
occur on the electrode surface. Defect types include blisters/ 
agglomerates, divots/ pinholes, metal particle contamination,
line defects, and scratches [5,24,25]. Since the coating and 
drying processes represent initial steps within the production 
chain, identifying and segregating defects is imperative for 
subsequent processes.

4.2. Application of Deep Learning Pipeline

To validate the proposed pipeline for defect detection, the
pipeline is applied during the development of a DL-based
inspection system for LIB electrodes.

From a business perspective, electrode manufacturing is at 
the beginning of the process chain and contains several
subsequent processes and quality assurance measures. A 
defective battery cell would most likely be detected at the end-
of-line quality test. However, if defects are not detected, they 
can potentially be a safety hazard in subsequent steps of the 
process [25,26]. Also, defects are included within a battery cell 
comprising of multiple electrodes and ancillary materials. 
Consequently, defect detection at a later stage will increase the 
scrap rates of the additional electrodes and auxiliary materials, 
increasing costs significantly [15]. The use case design
requires defects to be localized broadly to remove the defective 
area in a subsequent process. Due to the variety of defect types,

a classification of defects is ideal, but it is not a mandatory 
requirement for the manufacturing process. The learning 
approach depends on the number of available defects. Since 
defects are rare, most images are non-defective. Thus, a semi-
supervised or unsupervised training would be well-suited. A 
semi-supervised anomaly detection (AD) approach was 
selected in our use case. Semi-supervised AD only requires
non-defective images for training and is well-suited for 
production processes with low defect rates. The model will 
generate an anomaly heatmap that contains pixel-level
probabilities for defects. A threshold will transfer the heatmap 
in a segmentation mask, allowing a broad localization. Without 
further processing, a classification is not possible for anomaly 
detection. For the image preparation phase, a suitable camera 
needs to be selected. Due to the continuous roll-to-roll 
manufacturing process, a line-scan or contact image sensor 
camera is preferable to avoid overlapping images or uneven 
lighting conditions. However, an area scan camera was already 
available and was therefore used. Preprocessing steps included 
applying a Gabor filter to crop the uncoated copper side and 
increasing the brightness to improve the contrast of defects. 
Data augmentation and balancing methods were not applied. 
The free software labelme was used for annotation [27]. In 
total, 73 defective images were annotated for validation and 
testing and 177 non-defective images were selected for 
training. For modeling, an implementation of EfficientAD [28]
in the library Anomalib [14] was selected with a small
architecture size. The training was performed for 300 epochs
with a batch size of one. The model achieved an image level
AUROC-score of 0.96. This demonstrates that an AD
algorithm efficiently detects surface defects on lithium-ion 
battery electrodes. However, a detailed analysis must be 
performed to validate the results on more defect classes and 
defects with different sizes. A detailed analysis of anomaly 
detection models for LIB electrode defects is currently ongoing
and will be published in the future. An example of two 
defective images, their ground truth (GT) segmentation, the 
predicted heatmap (PH), and their predicted segmentation 
mask (PM), are visualized in Figure 4.

The model is prepared for deployment on an on-premises
edge computer next to the coating machine. An improved 

deployment design is currently being developed. The model is 
not certified yet.

Figure 4: Results of EfficientAD for a stripe defect (a) and point defects (b). 
GT: Ground Truth, PH: Predicted Heatmap, PM: Predicted Mask.
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5. Conclusion

DL is a promising approach to simplify the configuration 
process for defect detection while achieving a similar or even 
higher performance compared to traditional machine vision 
methods. However, manufacturing companies struggle to apply 
DL approaches. Reasons are manual design decisions that 
require a combination of expert knowledge. Common 
frameworks are often not specifically designed for 
manufacturing companies or do not consider requirements for 
image-based defect detection. For this reason, we introduce a 
DL pipeline for defect detection. The pipeline considers four 
expert roles and consists of six steps: Business Understanding, 
Use Case Design, Image Preparation, Modeling, Deployment, 
and Certification. We validate the pipeline on a use case for 
defect detection on lithium-ion battery electrodes. As a result, 
the pipeline guides users through the develop process of a DL-
based defect detection system and considers common manual 
design decisions. However, due to the diversity of industrial 
processes, pipelines that are designed for specific industrial 
sectors must be developed to provide further guidance.
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