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1. Introduction

Large language models (LLMs) have rapidly emerged as relevant
tools in medical education and assessment. Their ability to generate
structured text, summarise medical information, and answer
examination-style questions has led to increasing interest in their use for
tutoring, clinical reasoning support, and multiple-choice question
(MCQ) development (Cheung et al., 2023; Singhal et al., 2023). Across
medical specialties, LLMs have shown strong but variable performance
on licensing-style and board-style examinations, with results depending
on model generation, specialty, question format, language, and domain
complexity (Ali et al., 2023; Cai et al., 2023; Gilson et al., 2023; Kung
et al., 2023; Bicknell et al., 2024; Rojas et al., 2024; Waldock et al.,
2024). These findings indicate that LLM performance cannot be
assumed to generalise across specialties and that targeted evaluations
remain necessary.

Within cranio-maxillofacial surgery (CMFS), the evidence base re-
mains limited but is expanding. Narrative reviews have highlighted
potential applications of LLMs in oral and maxillofacial surgery, while
CMFS-specific benchmarking has begun to assess chatbot performance
on board-style examination content (Puladi et al., 2024; Mahmoud et al.,
2025). More recent dental specialty studies have also evaluated LLMs in
dental examination settings, including the Turkish Dentistry Speciali-
zation Exam and simulated endodontic oral board scenarios (Dundar
Sari and Sezer, 2026; Jalali et al., 2026). However, comparative
CMFS-specific evaluations across multiple contemporary LLMs, item
origins, answering rounds, subdomains, and human student benchmarks
remain scarce.
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This question is particularly relevant in CMFS because education and
assessment require not only factual knowledge, but also clinical priori-
tisation, surgical planning, interpretation of imaging-related informa-
tion, and interdisciplinary decision-making. While text-based MCQs can
assess important components of knowledge and applied reasoning, they
cannot fully capture operative judgement or multimodal clinical
competence. At the same time, LLMs may have practical educational
value if used cautiously, for example in formative practice, structured
feedback, or expert-supervised item drafting (Thirunavukarasu et al.,
2023; Puladi et al., 2024).

The use of LLMs in examination contexts also raises concerns
regarding validity, fairness, hallucinated content, item provenance, and
question security. These issues are particularly important for high-stakes
assessments, where Al-generated material cannot be used without
robust expert review, secure item governance, and psychometric vali-
dation (Norcini et al., 2018; Cruz Rivera, Liu et al., 2020; Ibrahim et al.,
2021). Regulatory developments, including the European Union Artifi-
cial Intelligence Act, further underline the need for transparent and
continuously monitored evaluation of Al systems in health-related
contexts (EU, 2024).

A related but distinct field of research concerns the generation of
examination items by LLMs. Al-generated MCQs may support item
drafting but their quality depends strongly on prompting (Haladyna
et al., 2002; Downing, 2006; Tarrant and Ware, 2012; Cheung et al.,
2023; Ngo et al., 2024). It is therefore important to distinguish be-
tween two separate questions: whether LLMs can generate acceptable
examination items, and whether LLMs can correctly answer examination
items generated by humans or AL
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The aim of the present study was to provide an updated CMFS-
specific in-silico evaluation of LLM answering accuracy. Specifically,
we compared nine contemporary LLMs on a balanced set of human-
authored and Al-generated text-based MCQs, and included a dental
student cohort as an educational human reference. As Part A of a com-
plementary two-paper framework, the present work focuses on in-silico
LLM answering accuracy, whereas Part B examines student ratings and
the perceived didactic quality of Al- and human-authored MCQs.

2. Methods
& 4

The overall study workflow is shown in Fig. 1. In this context, in-
silico refers to a computer-based evaluation of model outputs without
patient involvement, clinical intervention, or real-time educational
interaction. The primary objective was to compare the answering ac-
curacy of contemporary LLMs on CMFS MCQs. The study therefore
focused on LLM performance when answering examination items.
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A total of 200 MCQs were compiled, each with five options and one
correct answer. The pool included 100 human-authored MCQs from two
independent medical faculties at separate university hospitals and 100
Al-generated MCQs created using standardised prompts and ChatGPT-
40 (Cheung et al., 2023; Singhal et al., 2023). The distinction between
these two groups refers to the origin of the examination items. In
contrast, the main outcome of the present study was the accuracy of
LLMs in answering these items. All questions were reviewed indepen-
dently by three senior CMFS specialists to ensure content validity, cor-
rectness of the keyed answer, and appropriateness of distractors
(Haladyna et al., 2002; Downing, 2006; Tarrant and Ware, 2012).
Ambiguous, duplicate, or technically flawed items were excluded before
inclusion.

All items were classified into 16 predefined CMFS subdomains to
allow subdomain-specific analysis. The present Part A study used text-
based MCQs only. No image files were included. Accordingly, the Im-
aging category refers to text-based imaging-related knowledge
questions.

Fig. 1. Flowchart of the study workflow.



Nine publicly available contemporary LLMs were evaluated:
ChatGPT-40, ChatGPT-03, ChatGPT-5, ChatGPT-5-Thinking, Gemini 2.5
Pro, Claude 3.7, Grok-3, LLaMA-4 Maverick, and DeepSeek. Models
were selected based on public availability and contemporary relevance
at the time of testing. Each model was presented with the same stand-
ardised set of 200 MCQs and instructed to provide a single best answer.
Responses were scored as correct or incorrect according to the pre-
defined answer key.

& 35

The LLM assessment was conducted across three rounds. In round 1
(R1), all 200 questions were administered to each model. In round 2
(R2), the identical questions were repeated after a 48-h interval to
evaluate response stability. In round 3 (R3), discordant responses be-
tween R1 and R2 were reassessed using consensus prompting to evaluate
whether repeated answering could improve final accuracy (Kollitsch
et al., 2024).

& 1 % 6

Thirty dental students in the clinical stage of training completed a
20-item CMFS examination as a human benchmark. The examination
consisted of 10 human-authored and 10 Al-generated MCQs drawn from
the larger item pool. Participants were final-year dental students who
had completed the full undergraduate CMFS lecture series. The exami-
nation was administered under standardised classroom conditions. Only
correct responses were counted.

& +

The primary endpoint was answering accuracy, defined as the pro-
portion of correctly answered MCQs after the final consensus round.
Secondary analyses included accuracy in R1 and R2, net changes after
consensus prompting, performance differences between Al-generated
and human-authored items, subdomain-specific performance across
the 16 CMFS categories, and comparison with the student benchmark
cohort.

Sample size considerations were based on previously published work
(Kollitsch et al., 2024) and an internal a priori estimation. With an ex-
pected correct-answer rate of 80%, a sample size of 100 questions per
item source and LLM allowed estimation of the proportion with a
two-sided 95% confidence interval of approximately 0.15 width. The
same sample size was considered sufficient to detect differences of
approximately 15 percentage points between sources or models at a
two-sided significance level of 0.05 with 80% power (Kollitsch et al.,
2024).

Study outcomes were reported as numbers and percentages of correct
answers, with exact Clopper Pearson 95% confidence intervals. Cor-
rectness was analysed according to LLM, question origin, and CMFS
subdomain. Cochran's Q test was used to determine whether statistically
significant differences in the binary outcome variable existed between
related groups of LLMs. Differences in the proportions of correctly
answered Al-generated and human-authored questions within a given
LLM were tested using Pearson's chi-squared test. The predetermined
level of statistical significance was set at = 0.05. Data analysis was
performed using JMP 18.2 statistical software (JMP Statistical Discovery
LLC, Cary, NC, USA).

& )/
Ethical approval was obtained from the Ethics Committee of the

University Hospital Tiibingen (No. 167/2025B02). Procedures followed
institutional and national research standards and the principles of the
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1964 Declaration of Helsinki. Participation of students was voluntary
with written consent.

3. Results

Across 200 items, significant differences emerged between LLMs
(Cochran's Q p < 0.001), as shown in Fig. 2. ChatGPT-5-Thinking ach-
ieved 95.0% (190/200; 95% CI 91.0 97.6), ChatGPT-03 92.5% (185/
200; 95% CI 87.9 95.7), ChatGPT-5 91.5% (183/200; 95% CI
86.7 95.0), and ChatGPT-40 91.0% (182/200; 95% CI 86.1 94.6).
Gemini 2.5 Pro scored 89.5% (179/200; 95% CI 84.4 93.4), Claude 3.7
89.0% (178/200; 95% CI 83.8 93.0), Grok-3 88.5% (177/200; 95% CI
83.2 92.6), LLaMA-4 Maverick 87.0% (174/200; 95% CI 81.5 91.3),
and DeepSeek 82.5% (165/200; 95% CI 76.5 87.5).

For the 100 Al-generated items, accuracies were uniformly high and
differences between models were not significant (Cochran's Q p = 0.26),
as shown in Fig. 2. For the 100 human-authored items, performance
varied significantly (p < 0.001), as shown in Fig. 2. On average, LLMs
answered Al-generated items more accurately (92.0%) than human-
authored items (87.2%). Model-specific performance was: ChatGPT-5-
Thinking 96% on Al-generated items versus 94% on human-authored
items; ChatGPT-03 94% versus 91%; ChatGPT-5 92% versus 91%;
ChatGPT-40 93% versus 89%; Gemini 2.5 Pro 89% versus 90%; Claude
3.7 91% versus 87%; Grok-3 92% versus 85%; LLaMA-4 Maverick 92%
versus 82%; and DeepSeek 89% versus 76%.

Consensus round results are reported as the number of correct items
inround 1, round 2, and round 3 (R1 R2 R3), followed by the net
change compared with round 1, as shown in Fig. 3. ChatGPT-40
179 178 182; +3) showed modest improvement. ChatGPT-03
(183 184  185; +2) and ChatGPT-5 (182 182  183; +1) were
highly stable with small net gains. ChatGPT-5-Thinking (184 190
190; +6) reached its ceiling already in the second round. DeepSeek
(164 168 165; +1) and LLaMA-4 Maverick (175 173 174;-1)
fluctuated without meaningful improvement. Grok-3 (176 176 177;
+1) and Claude 3.7 (178 174 178; 0) remained essentially un-
changed across rounds. Gemini 2.5Pro (175 178 179; +4) achieved
the largest net improvement besides ChatGPT-5-Thinking. Overall, the
consensus round produced only limited additional correct responses,
ranging from no change to +4 items for most models. The main excep-
tion was ChatGPT-5-Thinking, which gained six items by the second
round and then plateaued.

Performance differed considerably across the 16 predefined CMFS
subdomains. To aid interpretation, exact percentages were grouped into
five performance categories: very high (>90%), high (>80 89%),
moderate (>70 79%), low (>60 69%), and very low (<60%). In
Anatomy and Physiology, all models achieved very high performance
except DeepSeek and LLaMA-4 Maverick, which showed moderate
performance. In Dentoalveolar and Implant Surgery, ChatGPT-4o,
ChatGPT-03, ChatGPT-5, ChatGPT-5-Thinking, and Gemini achieved
very high performance; Claude 3.7 and Grok-3 showed high perfor-
mance; DeepSeek showed moderate performance; and LLaMA-4
Maverick showed low performance. Infectiology showed consistently
high performance, with Claude 3.7 reaching the very high category. In
Pathology, the ChatGPT models and LLaMA-4 Maverick achieved very
high performance, DeepSeek showed moderate performance and Grok-3
and Claude 3.7 showed high performance. For Salivary Gland Disorders,
all ChatGPT models achieved very high performance, DeepSeek and
Gemini showed high performance, and LLaMA-4 Maverick, Grok-3, and
Claude 3.7 showed moderate performance. In Oncology, ChatGPT-03,
ChatGPT-5, ChatGPT-5-Thinking, DeepSeek, Grok-3, and Claude 3.7
achieved very high performance, whereas ChatGPT-40, LLaMA-4
Maverick, and Gemini showed high performance. Reconstructive Sur-
gery was uniformly very high across all models. In Temporomandibular
Joint Disorders, most models achieved very high performance, whereas
ChatGPT-40 and Claude 3.7 showed moderate performance and Deep-
Seek showed low performance. Craniofacial/Cleft questions were solved
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Fig. 2. Comparative performance of nine large language models (LLMs) on cranio-maxillofacial surgery (CMFS) multiple-choice questions (MCQs).

Top row: Pairwise post-hoc comparison adjusted for multiplicity of the nine LLMs. Each node represents one LLM, arranged in a circular layout. Edges indicate
pairwise comparisons: violet lines denote statistically significant differences (p < 0.05), and grey lines denote no significant difference. Results are shown for (left) all
200 items, (middle) the 100 Al-generated items, and (right) the 100 human-authored items.

Bottom row: Accuracy of each large language model (LLM) displayed as 100%-stacked bar charts. For each model, the green segment represents the proportion of
correctly answered questions, while the red segment indicates the proportion of incorrect answers. LLMs are labelled along the x-axis. Results are shown separately
for (left) all 200 items, (middle) the 100 Al-generated items, and (right) the 100 human-authored items. (For interpretation of the references to colour in this figure

legend, the reader is referred to the Web version of this article.)

at a very high level by the ChatGPT models, DeepSeek, Claude 3.7, and
Gemini, while LLaMA-4 Maverick and Grok-3 showed high perfor-
mance. In Trauma and Emergencies, ChatGPT-40, ChatGPT-03, and
ChatGPT-5-Thinking achieved very high performance; ChatGPT-5,
LLaMA-4 Maverick, Grok-3, Claude 3.7, and Gemini showed high per-
formance; and DeepSeek showed moderate performance. Orthognathic
Surgery showed strong overall performance, with all models achieving
very high performance except Claude 3.7 and Gemini, which showed
high performance. Neuralgia and Pain was uniformly very high across
all models. Postoperative Complications were more challenging:
LLaMA-4 Maverick achieved very high performance, ChatGPT-03 and
ChatGPT-5 showed moderate performance, and the remaining models
showed high performance. Imaging showed mixed results: LLaMA-4
Maverick achieved very high performance; ChatGPT-40, ChatGPT-5-
Thinking, DeepSeek, and Grok-3 showed high performance; ChatGPT-
03, ChatGPT-5, and Claude 3.7 showed moderate performance; and
Gemini showed very low performance. Finally, in Ethics and Law, all
models achieved very high performance, whereas in Miscellaneous,
Claude 3.7 achieved very high performance, LLaMA-4 Maverick and
Gemini showed high performance, the ChatGPT models and Grok-3
showed moderate performance, and DeepSeek showed very low per-
formance, as shown in Fig. 4.

In the student cohort (n = 30), the mean accuracy across the 20-item
examination was 58.8%. As shown in Fig. 5, among the nine large

language models (LLMs), the overall mean accuracy was higher at
73.3%. Individual model performance ranged from 60% to 85%:
ChatGPT-5-Thinking achieved the highest accuracy with 85%, followed
by ChatGPT-03, ChatGPT-5, and Claude 3.7 at 80% each. ChatGPT-4o0
and LLaMA-4 Maverick both reached 70%, as did Gemini 2.5 Pro,
while DeepSeek scored 65% and Grok-3 performed lowest at 60%.

4. Discussion

This multi-model in-silico evaluation demonstrates that contempo-
rary LLMs can achieve high accuracy on text-based CMFS MCQs, but that
performance remains model-specific and dependent on item prove-
nance. These findings support the potential role of LLMs as adjunctive
tools in CMFS education and assessment, but high MCQ accuracy should
not be equated with comprehensive clinical competence, higher-order
reasoning, or readiness for unsupervised use in high-stakes examina-
tions (Singhal et al., 2023; Thirunavukarasu et al., 2023; Waldock et al.,
2024).

Study findings extend the emerging CMFS- and dentistry-specific
literature on LLM performance in examination settings. Mahmoud
et al. provided an earlier CMFS-specific benchmark using board-style
questions, while Puladi et al. highlighted broader opportunities and
limitations of LLMs in oral and maxillofacial surgery (Puladi et al., 2024;
Mahmoud et al., 2025). More recent dental specialty studies have also



Fig. 3. Consensus-round results across nine large language models (LLMs).
Horizontal bar chart showing the number of correctly answered items (out of
200) across the three answering rounds. The y-axis lists the nine LLMs; the x-
axis indicates the number of correct responses (0 200). For each model, per-
formance is displayed for round 1 (R1, yellow), round 2 (R2, pink), and round 3
(R3, green). In addition, the net change between round 1 and round 3 is shown
as a separate bar (blue). While most models demonstrated only minor change
(-1 to +4 items), ChatGPT-5-Thinking achieved a marked gain already in
round 2 (+6) and then plateaued. (For interpretation of the references to colour
in this figure legend, the reader is referred to the Web version of this article.)

evaluated current LLMs in dental examination formats, including the
Turkish Dentistry Specialization Exam and simulated endodontic oral
board scenarios (Dundar Sari and Sezer, 2026; Jalali et al., 2026). The
present study complements this literature by comparing nine
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contemporary LLMs, using a balanced pool of Al-generated and
human-authored CMFS items, applying a repeated-answering and
consensus protocol and including a student reference cohort.

A central observation was that LLMs performed better on Al-
generated than on human-authored items. Al-generated MCQs may be
linguistically more regular, more closely aligned with generic textbook-
style knowledge, and less likely to contain locally embedded clinical
nuances or unusually discriminative distractors. Human-authored items
may include implicit curricular priorities, clinically weighted dis-
tractors, and context-specific wording that make them more chal-
lenging. This interpretation is consistent with previous reports showing
that Al-generated MCQs may approach human-written items under
constrained prompting, but can also suffer from limited distractor
quality, ambiguity, or reduced discriminative value if not carefully
reviewed (Haladyna et al., 2002; Tarrant and Ware, 2012; Cheung et al.,
2023; Ngo et al, 2024). Therefore, the present findings support
Al-assisted item drafting only within a hybrid workflow involving expert
review and psychometric evaluation.

Fig. 5. Performance of dental students compared with nine large language
models (LLMs) on a 20-item cranio-maxillofacial surgery (CMFS) examination
(10 human-authored and 10 Al-generated multiple-choice questions). The stu-
dent cohort (n = 30) achieved a mean accuracy of 58.8%. Across the nine LLMs,
the mean accuracy was higher at 73.3%. Performance ranged from 60% (Grok-
3) to 85% (ChatGPT-5-Thinking). ChatGPT-03, ChatGPT-5, and Claude 3.7 each
scored 80%, ChatGPT-40, LLaMA-4 Maverick, and Gemini 2.5 Pro reached 70%,
and DeepSeek achieved 65%.

Fig. 4. Heatmap-Table of per-subdomain accuracy across 16 cranio-maxillofacial surgery (CMFS) categories. The x-axis lists the 16 CMFS subdomains, the y-axis the
nine large language models (LLMs). Each cell represents the combined accuracy (%) of a given model on Al- and human-authored items within the respective
subdomain. Colours indicate performance levels: dark green >90%, light green >80%, yellow >70%, orange >60%, and red <60%. (For interpretation of the
references to colour in this figure legend, the reader is referred to the Web version of this article.)



The repeated-answering and consensus protocol produced only
modest improvements in most models. This should be interpreted as
improved response stability. Publicly available LLMs do not update their
underlying model parameters during repeated sessions; therefore,
changes between rounds most likely reflect stochastic variation, differ-
ences in internal sampling, or the benefit of self-consistency through
consensus prompting. Consensus prompting may therefore be useful for
less stable models (Blacker et al., 2024; Kollitsch et al., 2024).

Model-specific differences were evident across the overall item set
and across CMFS subdomains. These differences may reflect variation in
model architecture, training data exposure, alignment strategies, med-
ical corpus coverage, and reasoning behaviour. However, because the
internal training data and update procedures of proprietary systems are
not fully transparent, these explanations must remain cautious. The
observed variation nevertheless has practical importance: performance
cannot be generalised from one LLM to another, and model-specific
benchmarking is necessary before using any system in a specialty-
specific educational context. This is particularly relevant because per-
formance may change over time due to model drift, software updates,
altered safety layers, or changes in retrieval and browsing capabilities
(Singhal et al., 2023; Thirunavukarasu et al., 2023; Waldock et al.,
2024).

The inclusion of a student reference cohort provides an educational
reference point. The finding that most LLMs outperformed the student
mean indicates strong performance relative to undergraduate text-based
examination expectations, but it does not imply superiority over experts.
(Schuwirth and Van der Vleuten, 2011; Norcini et al., 2018).

The present findings also have implications for examination integrity
and item provenance. If Al-assisted item generation is considered for
high-stakes examinations, raw questions generated through publicly
accessible systems should not be transferred directly into summative
assessments. Candidate access, data retention, prompt leakage, and
possible reproduction of generated material represent relevant risks.
Secure implementation would require institutionally governed or locally
hosted systems, closed item banks, audit trails, strict access control,
expert review, item versioning, regular item retirement, and formal
psychometric evaluation before use. Al-generated MCQs may therefore
be most appropriate for formative assessment, adaptive practice, and
initial item drafting, whereas high-stakes summative examinations
require substantially stronger safeguards to preserve fairness, validity,
and discriminative quality (Norcini et al., 2018; Cruz Rivera, Liu et al.,
2020; Ibrahim et al., 2021).

Hallucinated content remains a major barrier to uncritical educa-
tional use of LLMs. Their risk can only be reduced through safeguards
such as expert-in-the-loop review, reference-grounded prompting,
retrieval-augmented workflows, independent verification of keyed an-
swers and distractors, and post-use psychometric monitoring. These
safeguards are particularly important when LLMs are used not only to
answer existing questions but also to generate new educational content
(Singhal et al., 2023; Thirunavukarasu et al., 2023; Waldock et al.,
2024).

Taken together, the present study provides empirical components
that may inform a validation framework for LLM use in CMFS exami-
nations. This includes comparative benchmarking across multiple
models, separation of Al-generated and human-authored item prove-
nance, repeated-answer stability testing, consensus prompting,
subdomain-level performance mapping, and comparison with a human
student cohort. A comprehensive validation framework would addi-
tionally require assessment of reasoning quality, hallucination rates,
item difficulty, discrimination indices, distractor efficiency, fairness
across learner groups, reproducibility over time, and security of item
generation workflows (Norcini et al., 2018; Cruz Rivera, Liu et al., 2020;
Ibrahim et al., 2021).

Strengths of this study include the breadth of evaluated models, the
balanced item pool, expert review of all included MCQs, a structured
repeated-round protocol, subdomain tagging, and the inclusion of a
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student comparator. The workflow is transparent and reproducible,
although future work will need to account for rapid model updates and
possible model drift. Several limitations should be acknowledged. First,
this was an in-silico study based on text-based MCQs and did not include
true multimodal image interpretation or interactive clinical decision-
making. In CMFS, many clinically relevant decisions require integra-
tion of symptoms, examination findings, imaging, surgical risk, timing,
complications, and patient-specific context. Text-based MCQs can cap-
ture parts of this reasoning process, but they cannot fully reproduce the
complexity of real clinical decision-making or operative planning. Sec-
ond, the study assessed answer accuracy but not the quality, trans-
parency, or faithfulness of model reasoning. Third, expert review of Al-
generated items ensured content appropriateness but did not replace
formal psychometric validation. Fourth, the student cohort was modest
in size and represented late undergraduate learners rather than residents
or CMFS specialists. Finally, the use of publicly available model versions
improves reproducibility from a user perspective but also means that
performance may change over time as models are updated.

5. Conclusions

In this in-silico evaluation of nine contemporary large language
models on text-based cranio-maxillofacial surgery multiple-choice
questions, LLMs achieved high answering accuracy, with performance
varying by model and item origin. The findings support the cautious use
of LLMs as adjunctive tools for formative assessment, structured feed-
back, and expert-supervised item drafting, but not as unsupervised in-
struments for high-stakes examinations. Future studies should
incorporate multimodal case material, psychometric validation,
reasoning-quality assessment, and secure item-governance workflows.
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