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Abstract—In recent years, data science and machine learning (ML) has

become common across sectors and industries. Project methodologies are aimed
at supporting projects and try catching up with ML trends and paradigm shifts.
However, they are hardly successful, since still 80% of data science projects
never reach deployment. The latest paradigm shift in the area of ML - the trend
of generative Al and foundation models - changes the nature of data science
projects and is not yet addressed by existing project methodologies. In this work,
we present novel requirements that arise from real-world projects incorporating
foundation models based on 29 case studies from the NLU domain. Furthermore,
we assess existing data science methodologies and identify their shortcomings.
Finally, we provide guidance on adapting projects to address the new challenges
in the development and operation of foundation model based solutions.

witnessed remarkable advancements and break-

throughs, primarily driven by the rapid progress
of artificial intelligence (Al) technologies. By the year
20283, Al had reached a critical tipping point, becoming
a mainstream phenomenon and attracting substantial
investments across various industries. This pivotal mo-
ment marked a significant turning point in the develop-
ment and adoption of Al applications.

Most notably, ChatGPT quickly emerged as the
fastest adopted Al application ever known. In addition,
within a two-month period, 3,000,000 custom GPTs
(Generative Pre-trained Transformers) were created,
demonstrating the immense demand for and poten-
tial of Al-powered conversational agents. Foundation
Models like GPT have significant impact on various
domains, in particular data science.

I n recent years, the field of data science has
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However, a critical observation in data science is
the high rate of project failures. Still, a majority of
data science projects fails [1], i.e. they don’t meet their
objectives or are aborted. Forbes predicts that “The
majority of companies’ generative artificial intelligence
(GenAl) initiatives will fail.” [2]

The underlying factors of these issues are manifold.
On the one hand, data scientists often focus solely on
the modeling phase, neglecting data preparation, fea-
ture engineering, data governance, model deployment
and monitoring. On the other hand, there is a lack
of appropriate methodologies for executing complex
projects [3]. Existing approaches often do not fully
address the unique characteristics of data science
projects, especially those using foundation models.

In the last decades, there has been an evolution
of data science methodologies, from Data Mining and
Knowledge Discovery over Big Data up to MLOps
methodologies focusing on the development and op-
eration of ML solutions. However, novel challenges
and requirements introduced by foundation models are
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not yet reflected even in the latest methodologies.
Data science teams often struggle with issues such as
increased resource demand, overblown expectations,
generation of biased or offensive model output and
model hallucination.

In this work, we provide an overview of existing
project methodologies in the areas of data science, ML
and MLOps, and explain why foundation models drive
a new paradigm shift. Subsequently, we condense the
insights from our 29 case studies in the NLU domain
into an evidence-based set of project characteristics for
projects utilizing foundation models. We identify signifi-
cant gaps across the existing data science methodolo-
gies. Based on this, we give guidance on the critical
aspects to consider in foundation model projects.

The field of data science has witnessed significant
advancements in project methodologies over the years,
which have been driven by the changing requirements,
success factors, and challenges faced in data science
projects. On the one hand, several paradigmic devel-
opments have shaped the landscape of data science
methodologies. On the other hand, domain-specific
methodologies evolved, which tackle particular char-
acteristics in certain domains or subfields of data sci-
ence. In the following, we provide an overview over 27
methodologies grouped along their major paradigmic
developments, including the domain-specific method-
ologies from natural language understanding (NLU), as
this field was the first to adopt foundation models. Most
methodologies are described in [4] for further reading,
for the rest we add individual references'.

Data Mining and Knowledge Discovery
Methodologies

Early methodologies acknowledged the difference of
data science projects compared to software develop-
ment projects, namely a strong research focus and
hence a high degree of uncertainty with data being the
central artifact. The first notable data science method-
ology was the Knowledge Discovery in Databases
methodology (KDD) [5], which recognized the need for
a structured process for knowledge discovery projects

"Due to the space limitation, please refer to the
supplementary materials for the full list of references
for all methodologies mentioned, which can be
found in the Computer Society Digital Library at
http://doi.ieeecomputersociety.org/XX.YYYY/ZZZZZ
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with large databases. CRISP-DM aimed at a standard
process for data mining, and added more emphasis
on business understanding and larger projects. While
a project team in KDD consists of a single data miner
interacting with business users, CRISP-DM mentions
a lot more roles, e.g. technical support, project leader,
database administrator. RAMSYS adapted CRISP-DM
to remote team collaboration settings. It addresses in-
formation management, data management and collab-
oration, and defines guiding principles to ease remote
collaboration by tools and artifacts. The process model
for data mining engineering (Toward DM Engineering)
acknowledged the need for combining software engi-
neering activities and data mining activities. Finally,
CASP-DM extended CRISP-DM to include context-
awareness [6], addressing the need for adaption in
changing domains.

Big Data Methodologies

Starting from 2014, methodologies began to tackle
specific challenges in the area of big data. The Big
Data Managing Framework methodology (BDM Frame-
work) highlights the importance of cultural change
within organizations for the successful adoption of
big data technologies. It emphasizes the need for
engagement from management at all levels and calls
for cross-functional workshops that involve business
stakeholders, users, and IT. The Big Data Ideation, As-
sessment and Implementation methodology (Big Data
IAl) involves cross-functional teams and strong involve-
ment by the management in all phases. It tackles
two different cases of introducing big data. One for
companies which want to change their own processes
based on big data, and another for companies which
want to provide big data solutions. The Foundational
Methodology for Data Science (FMDS) focuses on new
tools and techniques to handle the volume challenge
of big data. The Big Data Management Canvas (BDM
Canvas) does not only consider the volume of big data,
but rather the 5Vs model of big data (Volume, Velocity,
Variety, Veracity, and Value).

Agile Methodologies

With the emergence of large, team-based data sci-
ence projects, benefits of agile management of large
projects, particularly for team coordination and adapt-
ing to changing requirements, have led to an increase
in methodologies and case studies exploring agile
methods in data science. IBM's ASUM-DM method-
ology [7] integrates agile development with continu-
ous project management, advocating for prototyping
sprints early in projects when requirements are not
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yet well-defined. The Towards Methods for Systematic
Research on Big Data methodology (TMSR Big Data)
supports agile development as it benefits the research
nature of data science projects, suggesting user-driven
development with small, iterative improvements that
deliver chunks of user-valued functionality, preferably
visualized to facilitate communication with business
stakeholders. Similarly, the Knowledge Discovery in
Data Science methodology (KDDS) tries to prevent
data science projects from turning into waterfall-like
management by encouraging collaboration, frequent
and early delivery of software and iterative develop-
ment. The Agile delivery framework for Bl, fast analyt-
ics and data science (Agile Delivery Framework) aligns
with the agile manifesto and recommends iterative de-
velopment. It advises timeboxed iterations for modeling
and close iterations for visualization and validation. The
agile data science manifesto (Agile Data Science 2.0)
adapts the agile manifesto specifically for the uncertain
nature of data science projects. Lastly, MIDST and An-
alytics Canvas tackle aspects of team communication
and collaboration.

Integrated Methodologies

We identify a group of methodologies which are tightly
integrated with software frameworks or specific in-
frastructure such as cloud platforms. The SEMMA
methodology accompanied the SAS Enterprise Miner
[8]. It contains the five phases sample, explore, modify,
model and assess, and provides tools and methods
for all of these phases. The data science workflow
(DSW) includes the implementation of tools for vari-
ous tasks of data science, such as deployment and
packaging, data and code management, debugging
and experiment tracking. The data analytics lifecycle
methodology (DAL) combines a methodology with a
generic cloud framework to automate all phases of a
project lifecycle. In contrast to this mainly theoretical
description, Microsoft provides a practical implemen-
tation of a joint methodology and cloud platform with
Microsoft TDSP and Azure. TDSP provides a compre-
hensive methodology including the detailed description
of tasks, roles, responsibilities, and artifacts.

ML Application Development and Operations
Methodologies

As the data science field matured, customer expec-
tations have shifted from simply desiring insights to
expecting fully operational solutions that provide in-
sights and automated processes even after the final-
ization of a project. ML applications are now developed
and deployed on customer premises, emphasizing the
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challenges of ML software development, maintenance
and operation. Newer methodologies focus also on the
maintenance and operation of machine learning mod-
els, recommending roles for product management and
ML software development as well as tools for the col-
laborative development and deployment. The Domino
DS lifecycle focuses on building reusable software
components and datasets. The development workflows
for data scientists methodology (Dev Workflow) high-
lights the importance of code sharing within teams and
the sharing of knowledge and models via knowledge
repositories to all in an organization. Operationalizing
Al introduced an end-to-end workflow of data science
in the data science & Al lifecycle, spanning from
business understanding to the operationalization of
Al. This is the first methodology to explicitly describe
the execution, monitoring and management of models
after deployment. It further puts an emphasis on the
automation of large parts of data science projects and
calls for the utilization of tools such as continuous
integration and deployment (CI/CD). Most recently, the
term machine learning operations (MLOps) became
popular to describe end-to-end conceptualization of
data science solutions [9]. It combines elements from
machine learning, software engineering and data engi-
neering, and aims at building and maintaining product-
grade data science solutions. CRISP-ML(Q) [10] com-
bines insights from MLOps with application develop-
ment and continuous quality assurance aspects.

NLU Methodologies

Recently, two methodologies emerged that are tailored
towards the specific challenges and requirements of
textual data. The Cross-Industry Process Standardiza-
tion for Text Analytics methodology (CRIS-TA) adapts
CRISP-DM for text analytics [11], adding text-specific
methods and tools to the different project phases.
However, it ignores recent development such as model
management. The Data2Value methodology incorpo-
rates more NLU specific changes to the project lifecy-
cle [12], such as specific phases for the annotation of
textual data. It also accounts for phases from MLOps
and introduces phases for ethics reviews.

The transition from project-specific individual ML ar-
tifacts to general, reusable, and adaptable artifacts in
the area of foundation models signifies a paradigm shift
of substantial importance, which is not yet reflected by
current data science methodologies. This shift is driven
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by the realization that a single, reusable and adaptable
foundation model type or model architecture has begun
to rule all benchmarks [13]. However, working with
foundation models as part of a data science solution in-
troduces novel aspects to consider. The pre-training of
models, especially those with a wide application scope,
has amplified challenges. These include the need for
vast and diverse datasets, significant computational
resources, and the careful tuning of model parameters
while ensuring sufficient generality for future tasks.

In contrast, once a foundation model is available,
the challenges encountered during the modeling phase
of data science projects are mitigated, as these models
become reusable. The ability to adapt pre-trained mod-
els, e.g. via prompting, offsets the initial investment
in training by reducing the need for repetitive model
training from scratch. This streamlines the process,
conserves computational resources during training,
and accelerates the deployment cycle. Furthermore,
generative models introduce new challenges, such
as the need for validation against the generation of
biased or offensive content and the phenomenon of
hallucinations, where models generate plausible but
factually incorrect information. Tackling these issues
requires the development of robust evaluation and in-
tervention mechanisms, as well as the implementation
of appropriate safeguards.

The availability of reusable artifacts from public
hubs, along with public APIs - even for closed source
artifacts - enable a broader community to leverage
state-of-the-art models. As of today, the huggingface
model hub contains more than 500,000 pre-trained or
even fine-tuned models, many of which are under per-
missive licenses. This accessibility fosters innovation
and allows for rapid prototyping and deployment of
machine learning solutions across various domains.
The following list presents some examples of publicly
available artifacts for foundation models:

e Model Hubs: Huggingface, AdapterHub

e Model APIs: from OpenAl, Microsoft, Google

e Data Hubs: LLMDataHub, Huggingface Data

e Knowledge Hubs: arXiv, medium, stackoverflow
o Software Hubs: GitHub, Docker Hub

The availability of such artifacts significantly im-
pacts the development cycle of ML applications. During
the design phase, a project team has to decide whether
using a model API is sufficient, fine-tuning a model
from the model hubs or even pre-training a model is
necessary. The exploration phase now involves iden-
tifying the shortcomings and benefits of the various
available models. Additionally, application development
is becoming a more central aspect of projects. The
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focus is expanding from model development to the
integration of these models into user-centric applica-
tions, emphasizing the end-to-end pipeline from data
acquisition to actionable insights. Software hubs offer
a variety of pre-developed frameworks that can be uti-
lized. Beyond classical process monitoring, it becomes
crucial to develop safeguards against shortcomings of
foundation models, such as the generation of biased
and offensive content and the detection of hallucina-
tions. All these aspects indicate that foundation models
introduce a new paradigm shift.

We place an emphasis on NLU as the field was
the first to widely adopt foundation models. To gain
practical insights into the project characteristics, in-
cluding success factors, requirements, and challenges,
we investigate 29 projects from an NLU team, in
which foundation models were used. The analysis of
these real-world projects provides valuable insights
into the general usefulness of the characteristics in
data science settings and specifically in foundation
model settings, covering models ranging from BERT
to GPT-4.

Table 1 gives an overview over the projects that
serve us as case studies. Our case studies span both
industry and research, showcasing a variety of applica-
tions from proof-of-concepts (PoC) to comprehensive,
full-scale projects. These projects cover various do-
mains including HR, automotive, healthcare, and more,
reflecting a wide scope of challenges and innovations
across sectors. The project durations range from short-
term (3 months) up to long-term initiatives (4 years).
Financially, the project budgets vary between under
€50,000 for smaller efforts to expansive effort exceed-
ing €1 million. This collection of case studies offers a
holistic insight into real-world application of foundation
models across different industries and scopes. For
each of the case studies, we interviewed the respective
project leads of the projects®. We obtained insights
into the project setting, the project teams which were
involved on the development and customer side, the
scope, the outcome as well as detailed lists of success
factors, challenges and requirements which particularly
influenced the project execution and outcome.

The results of our empirical study consist of the

2Details on the interviews and the characteristics are pre-
sented in the supplementary materials, available online, due
to the space limitation.
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TABLE 1. Comprehensive set of diverse case studies from NLU projects.

Name Project Type Domain Duration  Volume (in €)
CV Parsing Prototype German and English Industry HR 6 months up to 50k
News Analysis Prototype Industry Automotive 3 months up to 50k
Information Extraction for Telemedicine Industry Healthcare 3 months up to 50k
Maintenance Reports Classification Research Energy 2 years 100k to 500k
CV Parsing Prototype 5 languages Industry HR 8 months 100k to 500k
Colorectal Cancer Research Research Healthcare 3 years 100k to 500k
Pathology Report Analysis Industry Healthcare 6 months up to 50k
Social Media Analysis for public security Research Public Security 3 years 100k to 500k
Patent Analysis Research Innovation Mgmt 2 years 100k to 500k
Medical ICD and OPS Coding Industry Healthcare 3 years 100k to 500k
Cardiology Report Analysis Industry Healthcare 6 months up to 50k
Personnel File Analysis Industry HR 3 months up to 50k
Invoice Recognition German and English Industry Finance 6 months up to 50k
Legal Text Matching Industry Legal 6 months up to 50k
Mail Classification Industry Administration 3 months up to 50k
Healthcare Fake Detection and Covid Analysis Research Healthcare 1 year 100k to 500k
Contract Analytics Industry Legal 1 year 100k to 500k
Medical Synonym Finder Industry Healthcare 6 Months 50k to 100k
Engineering News Analysis Industry Engineering 6 Months up to 50k
Invoice Recognition Benchmark Industry Finance 1 year 100k to 500k
RFQ Automation Industry Retalil 1 year 100k to 500k
Report Generation with grammar correction Industry Healthcare 3 months up to 50k
Doctors Letter Analysis Research Healthcare 4years more than 1M
Theft Case Analysis Research Legal 6 Months 100k to 500k
Trauma Room Support Research Healthcare 3 years 100k to 500k
Social Media product reputation Analysis Industry Retail 1 year 50k to 100k
Rent Case Analysis Industry Legal 6 Months 50k to 100k
On-Device Classification Industry Administration 6 Months 50k to 100k
Hierarchical Product Classification Industry Retail 6 Months 50k to 100k

project characteristics, namely groups of success fac-
tors, requirements and challenges, that were consid-
ered as important by the project teams?. In detail, we
grouped and named the most important characteristics
of the projects. Our analysis leads to a condensed
project-relevant view on different characteristics that
were mentioned, highlighting that a variety of char-
acteristics are relevant for NLU projects. Figure 1
presents the characteristics that were mentioned in
at least 3 of the case studies. It becomes clear that
a mix of general data science characteristics, MLOps
related characteristics, and foundation model specific
characteristics were critical to NLU team’s projects.
The presence of many characteristics that are not
specific to foundation models indicates that general
and MLOps related characteristics definitely need to be
considered by a foundation model project methodology.
However, they should be re-prioritized together with the
new characteristics for foundation models.

The most important MLOps characteristics men-
tioned are related to the reuse of software components
and containers, the availability of tooling (for annota-
tions as well as outputs), model resource demand, and
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quality assurance for the development. From the foun-
dation model specific characteristics, especially the
possibility of reusing already pre-trained models played
a vital role in projects. The team often resorted to
using models from a public model hub and fine-tuning
them towards project-specific data. Furthermore, pre-
training own models was crucial, leading to significant
performance improvements. Lastly, data privacy and
model resource demand were important characteris-
tics which led the team to opt for smaller on-premise
models rather than publicly hosted LLMs.

We analyzed the described project methodologies
based on all project characteristics from our case
studies, checking how many of these characteristics
are either mentioned or addressed by the individual
methodology. We assign 1 point for a methodology if it
just mentions a characteristic and 2 if it provides a way
of handling the characteristic. Given the 27 character-
istics, a score of 100% is achieved if a methodology

Publication Title

This work is licensed under a Creative Commons Attribution 4.0 License. For more information, see https://creativecommons.org/licenses/by/4.0/



This article has been accepted for publication in IEEE Software. This is the author's version which has not been fully edited and
content may change prior to final publication. Citation information: DOI 10.1109/MS.2024.3435024

THEME/FEATURE/DEPARTMENT

Characteristics Mentioned in 3 Projects or more

Common Understanding of Business Problem and Technical Possibilities

Creation and Annotation of Additional Data

Appropriate Staffing and Roles
Availability of Pre-Trained Models

Reuse of Software Components and Containers
Availability of Tools for Data Creation/Annotation

Clear Communication with Stakeholders

Appropriate Project Management Methodology

Involvement of Domain Experts

Availability and Accessibility of Appropriate Data

Requirements Engineering

Tools for Visualizing Data and Model Outputs

Project Planning

Model Resource Demand

Decision whether to Pre-Train or Adapt Models
Contractual Issues (data access, liability,...)
Expectation Management

Data Privacy

Maturity and Readiness of Customer

Fit of the Initial Design of the Solution Architecture
Stakeholder Involvement

Stakeholder Coordination and Collaboration
Team Skill Fit

Project Scheduling

Quality Assurance in Application Development
Data Quality

User Experience Design

o

N}
I
)
=3

10 12 14

FIGURE 1. Overview over the foundation model project characteristics mentioned in at least 3 projects.

obtains 54 points, i.e., it provides means of handling
all 27 characteristics. Figure 2 presents the results of
the methodology assessment. It can be seen that most
of the methodologies cover the characteristics to a
lesser extend (22 methodologies cover less than 50%),
while only 4 (namely CRISP-DM, RAMSYS, ASUM-DM
and Operationalizing Al) cover between 50% and 70%
of characteristics, with ASUM-DM reaching the best
score of roughly 70%.

Nonetheless, even ASUM-DM has 30% less cover-
age than an hypothetical ideal methodology, showing
that there is a significant gap in addressing the full
set of foundation model project characteristics. The
least frequently mentioned characteristics (mentioned
by 1 methodology) are "Expectation Management",
"Maturity and Readiness of Customer" and "Decision
whether to Pre-Train or Adapt Models". While it is pos-
itive that CRISP-ML(Q) acknowledges the possibility
of pre-training models, it does not derive any further
conclusions from this. Furthermore, only three method-
ologies acknowledge the existence of pre-trained mod-
els, however only in the context of adapting them to
domain shifts. Notably "Reuse of Software Compo-
nents and Containers" as well as "Quality Assurance
in Application Development" is only discussed in few
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methodologies and only to smaller degrees.

None of the methodologies provides a good cov-
erage of all types of characteristics. However, look-
ing at the methodologies from the different stages of
data science evolution, it becomes clear that all prior
paradigm shifts remain relevant to a certain extent,
but require adaptation due to the new paradigm shift
driven by foundation models. Here we want to give
a few examples: If we consider the project lifecycle,
manifested by early methodologies such as CRISP-
DM, we see the need to adapt their modeling phase
to prompt engineering principles. The 5V challenges
in big data need to account for the novel realities
of using foundation models, such as the amplified
challenges in pre-training and novel training frame-
works which parallelize training across thousands of
GPUs. Principles from agile methodologies, which also
address stakeholder management, need to account for
increased customer expectations. Methodologies from
the integrated framework paradigm need to incorporate
the availability of foundation models as a service and
per-token costs. Finally, principles from MLOps need to
be extended to the particular challenges of operating
and maintaining foundation models.

Given the identified characteristics, we recommend
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FIGURE 2. Results of the methodology assessment based on the project characteristics.

the construction of a novel foundation model specific
project methodology, which bridges the current re-
search gap by addressing the following:

e better stakeholder management and involve-
ment, including improved expectation manage-
ment

e use of novel tools and frameworks for data an-
notation and creation, foundation model training
and operation as well as visualization tools for
each project phase

e best practices from and adaptation of former
methodologies

e emphasis on best practices of machine learning-
based application development

e reuse-centric and holistic approach to data sci-
ence projects (i.e. it should embed projects in
organization-wide and external processes and
infrastructure and include external and internal
data and model hubs)

A comprehensive approach that considers all aspects
of machine learning projects, from data governance
to ethical considerations [14], model and infrastructure
management, strategic alignment and consideration of
legislation w.r.t. auditability [15], is crucial for success.

The availability of foundation models is causing a
shift in the development and operation of ML appli-
cations. We showed that existing data science project
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methodologies have to be adapted to support foun-
dation model projects. In detail, we derived the cru-
cial characteristics from 29 case studies, resulting
in re-prioritization of general characteristics as well
as adding new characteristics specifically addressing
foundation models. Furthermore, we assessed existing
project methodologies based on these characteristics
and gave recommendations how to overcome their
shortcomings. By this, we help practitioners setting the
correct focus in foundation model projects.

Looking ahead, the widespread usage of founda-
tion models raises ethical considerations, and govern-
ments around the world begin to regulate the usage
of Al models. The success of data science projects
will depend on how well they manage the intersection
between MLOps, foundation models and trustworthy
Al. Hence, there is a need for a new project methodol-
ogy for foundation model projects, which combines the
best practices of existing methodologies, addresses
their shortcomings and novel characteristics due to
foundation models.

This research has been funded by the Fraunhofer
Cluster of Excellence Cognitive Internet Technologies
and by the Federal Ministry of Education and Research
of Germany and the state of North-Rhine Westphalia
as part of the Lamarr-Institute for Machine Learning
and Artificial Intelligence, LAMARR22B.
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