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Abstract
Human longevity has increased significantly and often more than expected over the past
decades. In response, sophisticated ways of modeling and forecasting mortality have been
developed. Widely used models are mostly grounded on traditional statistical approaches
such as maximum likelihood estimation and time series analysis. This thesis offers a thorough
review of these techniques and existing stochastic mortality models. As a new contribution
to the literature, machine learning methods are applied to mortality modeling, yielding
additional perspectives on the data and improved forecasting performance. Benefits of
the classical models such as interpretability and prediction uncertainty quantification are
preserved as much as possible or even enhanced.
Specifically, the popular common age effect model is extended to include multiple common
age effects, each of which is shared only by a subset of all considered populations. Different
cluster analysis algorithms are applied to identify suitable subsets. The model extension is
shown to be easily interpretable as it is based on the realistic assumption that there are
several groups of populations with similar mortality dynamics within each group but not
between groups. Furthermore, a new model inspired by the fuzzy clustering paradigm is
introduced and analyzed. It is demonstrated to be particularly useful when a population is
difficult to be classified with hard (non-fuzzy) clustering techniques.
Instead of improving an existing mortality model, a different approach is to completely
replace it by a supervised machine learning method. To implement this idea, a convolutional
neural network model trained on the age-period mortality surface is proposed. Its forecasting
performance compares favorably to other neural networks and established mortality models.
As neural networks by default only yield point forecasts, previous works applying them to
mortality modeling have not investigated prediction uncertainty. This gap in the literature is
addressed by a bootstrapping-based technique, which leads to reliable prediction intervals
for the considered convolutional network.
Recently, the COVID-19 pandemic has interrupted the widespread trend of steady mortality
improvements. The last part of this thesis addresses the new modeling challenges posed by
the mortality shock it has caused in many countries. The consequences of a COVID-19-type
shock both for mortality data and models are investigated. It is concluded that shocks
can have a large impact on death rate forecasts and, consequently, on the valuation of
mortality-related insurance products. Different ways of accordingly adjusting the models
are compared and practical recommendations regarding model choice and calibration are
derived.

iii

Zusammenfassung
Die menschliche Lebensdauer hat in den vergangenen Jahrzehnten deutlich, oft stärker
als erwartet, zugenommen. Infolgedessen wurden komplexe Ansätze zur Modellierung und
Vorhersage der Sterblichkeit entwickelt. Verbreitete Modelle basieren oft auf traditionellen
statistischen Ansätzen wie Maximum-Likelihood-Schätzung und Zeitreihenanalyse. Die
vorliegende Arbeit bietet eine umfassende Übersicht über diese Techniken und vorhandene
stochastische Mortalitätsmodelle. Als neuer Beitrag zur Literatur werden Methoden des
maschinellen Lernens in der Modellierung angewendet, die weitere Perspektiven auf die
Daten eröffnen und genauere Vorhersagen ermöglichen. Vorteile klassischer Modelle wie
Interpretierbarkeit und Vorhersageintervalle werden erhalten oder sogar verbessert.
Insbesondere wird das bekannte Common-Age-Effect-Modell auf mehrere gemeinsame Alterseffekte erweitert, die jeweils nur für eine Teilmenge aller betrachteten Populationen gelten.
Mehrere Algorithmen der Clusteranalyse werden eingesetzt, um geeignete Teilmengen zu
finden. Die Modellerweiterung ist gut interpretierbar, da sie auf der realistischen Annahme basiert, dass es mehrere Gruppen von Populationen gibt, die ähnliche Mortalitätsentwicklungen
innerhalb jeder Gruppe, nicht aber zwischen den Gruppen aufweisen. Des Weiteren wird ein
neues Modell eingeführt und analysiert, das auf einer unscharfen Zuordnung der Populationen
basiert. Es zeigt sich, dass dieses Modell besonders nützlich ist, wenn eine Population mit
harten Clustermethoden schwer einzuordnen ist.
Eine Alternative zur Verbesserung eines bestehenden Mortalitätsmodells besteht darin,
es ganz durch eine Methode des überwachten maschinellen Lernens zu ersetzen. In diesem Sinne wird ein Faltungsnetz vorgeschlagen, das auf der von Alter und Kalenderjahr
abhängigen Mortalitätsoberfläche kalibriert wird. Damit wird die Vorhersagegenauigkeit
gegenüber anderen neuronalen Netzen und etablierten Mortalitätsmodellen verbessert. Da
neuronale Netze standardmäßig nur Punktvorhersagen treffen, haben frühere Anwendungen
auf Mortalitätsmodellierung die Vorhersageunsicherheit nicht untersucht. Diese Lücke in der
Literatur wird mittels einer auf Bootstrapping basierenden Technik gefüllt, die verlässliche
Vorhersageintervalle für die betrachteten Faltungsnetze liefert.
Die COVID-19-Pandemie hat der weitverbreiteten Tendenz stetiger Mortalitätsverbesserungen ein vorläufiges Ende gesetzt. Der letzte Teil dieser Arbeit thematisiert neue Herausforderungen, die der vielerorts als Folge der Pandemie aufgetretene Mortalitätsschock mit
sich bringt. Die Auswirkungen eines solchen Schocks auf Mortalitätsdaten und -modelle
werden erforscht. Es stellt sich heraus, dass Schocks großen Einfluss auf Vorhersagen von
Todesraten und demzufolge auf die Bewertung mortalitätsabhängiger Versicherungsprodukte
haben können. Verschiedene Möglichkeiten zur Anpassung der Modelle werden verglichen
und praktische Empfehlungen im Hinblick auf Modellwahl und -kalibrierung abgeleitet.
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Cairns sich bereit erklärt hat, Zweitgutachter dieser Arbeit zu werden – vielen Dank.
Sehr dankbar bin ich auch der Abteilung Finanzmathematik des Fraunhofer ITWM für
das professionelle Arbeitsumfeld, für die angenehme, freundschaftliche Atmosphäre in der
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<

For V, W ∈ Rn×m , V < W means vij ≥ wij for all i ∈ {1, . . . , n}, j ∈ {1, . . . , m}

0n×m

n × m-matrix containing only zeros

✶n×m
✶E

n × m-matrix containing only ones
Indicator function, which is 1 if the event E occurs and 0, otherwise

A

Number of available ages or age groups

a

Probability for prediction intervals

α

Significance level

αxi

Base level age effect for age x, population i

Aix:n (t)

Value of n-year term assurance for a life of population i aged x in year t

aix:n (t)

Value of n-year annuity-immediate for a life of population i aged x in year t

βxi

Age effect for age x, population i

Cl

Cluster with number l ∈ {1, . . . , k}

C

Clustering function

∆κ̂it

First difference of estimated period effects in years t and t − 1, population i

i
Dx,t

Death count for age x, year t, population i

E(·)

Expected value

εix,t

Random noise in death rate for age x, year t, population i

eit

Random noise in estimated period effect time series of population i in year t

η

Explanation ratio threshold in augmented common factor model

i
Ex,t

Exposure for age x, year t, population i

exp

Exponential function

i
γt−x

Cohort effect for year of birth t − x or t − x − 1, population i
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Frequently Used Notation
GL(n)

General linear group (of n × n-dimensional invertible matrices)

h

Length of forecasting window

id

Identity function, id(x) := x

In

Identity matrix of size n × n

i
Ix,t

Mortality improvement rate for age x, year t, population i

k

Number of clusters

κit

Period effect for year t, population i

ℓ

Log-likelihood function

ℓmax

Maximal log-likelihood value

L

Likelihood function

Lp

Profile likelihood function

L

Number of neural network layers

log

Natural logarithm

µi

Drift of period effect time series of population i

µix,t

Force of mortality for age x, year t, population i

mix,t

Death rate for age x, year t, population i

mi,x,tlower

Lower bound of death rate prediction interval for age x, year t, population i

mi,x,tupper Upper bound of death rate prediction interval for age x, year t, population i
N

Set of natural numbers 1, 2, 3, . . .

NE

Ensemble size in neural network models

nobs

Number of observations

npar

Number of free parameters

Nt

Random variable describing the occurrence of a mortality jump

ω i,l

Fuzzy clustering weights for population i in cluster l

P

Probability measure

P

Set of available populations {1, . . . , P }

P

Number of available populations
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Frequently Used Notation
Φ

Standard normal cumulative distribution function

pix,t

1-year survival probability for age x, year t, population i

i
qx,t

1-year death probability for age x, year t, population i

R

Set of real numbers

ρ

Improvement ratio threshold in augmented common factor model

ρt

Hidden Markov process in regime switching model

Rn

Set of n-dimensional real vectors

Rn×m

Set of n × m-dimensional real matrices

i
rx,t,w

Weekly excess death ratio for age x, year t, week w, population i

σi

Volatility of random noise in estimated period effect time series of population i

σµ̂i

Volatility of drift estimator µ̂i in period effect time series of population i

T

Set of available years {t1 , . . . , tY }

τ

Length of lookback window for the input matrices of recurrent and convolutional
neural networks

θ

Parameter vector

u

Threshold in peaks-over-threshold model

v

Discount factor

Var (·)

Variance

X

Set of available ages {x1 , . . . , xA }

x

Average age in the considered age range, x =

ξ

Shape parameter of a generalized Pareto distribution

Xin

Set of ages used as input for neural network

Xout

Set of ages used as output for neural network

Y

Number of available years

Yt

Random variable describing the severity of a mortality jump

ζ

Scale parameter of a generalized Pareto distribution

1
A
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Introduction
People always live for ever when there is any
annuity to be paid them.
Jane Austen, Sense and Sensibility, 1811

All over the world, progress in medical research, technological developments and a general
improvement of living conditions have led to a near-steady mortality decrease during the
last century. For example, period life expectancy of female newborns in West Germany has
risen from 73.5 years in 1968 to 83.3 years in 2017 (see Figure 1.1).

Figure 1.1: Development of period life expectancy at birth in West Germany between 1968
and 2017 (data source: Human Mortality Database, 2019)
From the 19th century until the 1950s, increases in life expectancy were driven by improvements in mortality at lower ages. Since then, declines in senescent mortality have been
the main reason for rising life expectancies (Bongaarts, 2006). It has been estimated to be
quite probable that in some countries females will reach a period life expectancy of over 90
years by 2030 (Kontis et al., 2017). There is a controversial scientific debate as to whether
there even exists an upper limit to human life expectancy at all (Oeppen and Vaupel, 2002;
Olshansky et al., 2005). While this development of increasing longevity has several obvious
benefits for society and individuals, it also poses a serious financial risk.
This risk stems from an underestimation of future longevity and is consequently called
longevity risk. In fact, in recent decades, longevity forecasts have been consistently too low
(Shaw, 2007; Zugic et al., 2010). Many stakeholders are affected by longevity risk (Oppers
et al., 2012):
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• Individuals need sufficient funds to provide a living from their retirement until their
death and might live longer than they expect.
• Pension funds and insurance companies who have sold life annuities are exposed to the
aggregate longevity risk of their customers.
• Governments are a “holder of last resort” of longevity risk: they support individuals
who have outlived their funds and they would be expected to step in if large financial
institutions face solvency issues due to unanticipated longevity exposure.
Longevity risk poses a danger for society as a whole because it threatens the functioning of
old-age social security systems.
Measures to address longevity risk have been taken. Several governments have increased
retirement age or decreased guaranteed state pension payments (for example, Belgium and the
Netherlands, see Antonio et al., 2017). Responsibility for appropriate treatment of longevity
risk also lies with the regulatory authorities (Basel Committee on Banking Supervision,
2013; BaFin, 2014). They must ensure that expected future longevity improvements have an
impact on solvency capital requirements for pension funds and insurance companies. In this
industry, adequately modeling mortality is part of the business model.
Securitization, for example, in the form of so-called longevity bonds, would allow to counteract
longevity risk and reduce risk capital requirements. Similarly to catastrophe bonds, which
are used as a risk mitigation tool in non-life insurance, longevity bonds could transfer
longevity risk from pension funds and insurers to capital markets. However, an attempt by
the European Investment Bank to launch the first longevity bond failed in 2004: the bond
had to be withdrawn due to lacking demand. Several design and pricing issues were made out
as an explanation for this, one of the reasons being in particular lack of transparency with
respect to the underlying mortality model (for details, see Blake, 2017). Still, the potential
total size of the global market for longevity risk has been estimated to be tens of trillions of
dollars (Zugic et al., 2010; Michaelson and Mulholland, 2014). While, by now, there have
been some transactions in other longevity-linked products such as q-forwards (Coughlan
et al., 2007) and longevity swaps (Li et al., 2019), better modeling of mortality dynamics
could help in attracting further potential investors as the risk becomes easier to quantify.
The unexpectedly strong decrease in mortality has given rise to a lot of research on mortality
modeling in the past three decades. Booth and Tickle (2008) review a variety of existing
models divided by three paradigms: expectation, explanation and extrapolation. Expectation
models are based on human expert opinions and draw on domain-specific knowledge, but
in the past they have been found to be biased upwards, i.e., overestimate future mortality.
Explanation models incorporate assumptions on the future development of risk factors like
diseases or detrimental behavioral patterns and their influence on mortality. As current
knowledge about these complex relationships is limited, such models generally do not provide
reliable forecasts, especially in the long term. Therefore, we focus on the third modeling
approach, which is extrapolation. Models of this type rely on the assumption that the
future will behave similarly to the past. If this holds, mortality forecasts can be obtained by
projecting previous trends (Wilmoth, 1998).
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Mortality Modeling: Machine Learning and Mortality Shocks
Simple extrapolation-based forecasting methods such as the famous Gompertz (1825) model
are deterministic. In contrast, stochastic mortality models not only provide point forecasts
but also allow to estimate forecast uncertainty and tail risk, and they offer the possibility
to easily simulate mortality scenarios. Conceptually, one can also argue for stochastic
mortality models with the inherent stochasticity of mortality (Cairns et al., 2006b). Brouhns
et al. (2002b) illustrate the practical importance of stochastic mortality projections: using
a deterministic forecast for insurance pricing instead of probabilistic forecasts and safety
loadings, they find ruin probabilities are close to 100%, whereas only 50% would be expected
by the central limit theorem for the correct best-estimate premiums. For these reasons,
we focus on stochastic mortality models. Their applications in the life insurance industry
include risk management, calculating capital requirements and supporting business decisions
in product development and pricing.
Initially, stochastic mortality models were used to describe only one population, but there are
situations in which it is useful or even necessary to model the mortality of multiple populations
simultaneously. For example, for the investigation of causes of death it may be of interest
to classify the members of a population by their exposure to a certain risk factor such as
smoking (Kleinow and Cairns, 2013) and model the corresponding mortality rates differently.
For life insurance companies and pension funds, dividing the insured population into subpopulations by characteristics like geographical region, sex or socioeconomic background
may provide valuable insights for reserving or, if legally possible, even pricing (Villegas and
Haberman, 2014; Wen et al., 2021). A multi-population viewpoint allows for consistent
modeling, for example, by preventing mortality rate forecasts of different sub-populations
to implausibly cross over. The necessity for multi-population models also arises in the
valuation of index-based products whose underlying index depends on the mortality of
multiple populations, which is the case for almost all mortality bonds (Yang and Wang,
2013; Chen et al., 2015). Even when the eventual goal is to model the mortality of only one
population, forecasting performance may be enhanced by including other populations with
similar mortality experience in the model, especially when the target population is small
(Cairns, 2014).
Although the trend of decreasing mortality has been widespread and mostly persistent
throughout the last century, there have been some exceptional situations and difficulties to
face for humanity (van Raalte, 2021). Most recently, a threat to the continued longevity
improvements has emerged in the shape of the COVID-19 pandemic, which has cost over 5.3
million lives worldwide as of December 2021 (Dong et al., 2021). Any mortality modeler
must address the question whether allowing for pandemics, or more generally for mortality
shocks induced not only by pandemics but also other events such as natural catastrophes
or major terror attacks, is necessary in their specific application. In contrast to annuity
providers, writers of life insurance policies are exposed to mortality risk, i.e., the risk of
underestimating future mortality rates. This risk might be enlarged by not taking into
account the possibility of mortality shocks. Therefore, as Cox et al. (2010) write, “including
pandemic effects is an important issue in modeling mortality for life insurance liabilities”.
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1.1

Outline of this Thesis

This thesis draws on machine learning methods to propose new ideas and approaches for
multi-population mortality modeling. Additionally, it investigates the pressing question how
to handle mortality shocks in stochastic mortality models.
As a basis for this, we provide a detailed overview of stochastic mortality models in Chapter 2.
We review the literature on single- and multi-population models and describe how to calibrate
some standard models and obtain forecasts from them. Moreover, we present existing machine
learning applications in mortality modeling.
In Chapter 3, we enhance an existing multi-population mortality model with cluster analysis
methods, some of which are newly developed for this purpose. This allows for more realistic,
better fitting models which are still as parsimonious as possible. Furthermore, due to their
good interpretability, our clustering-based models also yield some insights in the historical
mortality dynamics of the populations under consideration. We demonstrate that, depending
on the data, some of our extensions achieve superior out-of-sample performance compared to
the original model and several benchmark models.
The simple structure of many classical stochastic mortality models has the advantage of
being easy to understand and implement. It has the potential drawback of not being optimal
with respect to forecasting performance. In Chapter 4, we move away from these classical
models and instead propose a convolutional neural network (NN) to learn two-dimensional
patterns in the age-period mortality surface. As NN models only yield point estimates by
default, we investigate a bootstrapping approach for quantifying prediction uncertainty.
In Chapter 5, we illustrate the influence of COVID-19 on mortality rates and quantify its
potential impact on insurance valuation. We find this impact to be quite high for point
forecasts based on data up to 2020 and we show that the impact on interval forecasts will
continue to be high. We review several models explicitly accounting for mortality shocks
from the literature and propose an adjusted calibration procedure for these shock models,
using long-term data to fit the shock-related parameters and short-term data to fit the
remaining parameters. Finally, we conduct an extensive empirical evaluation of the different
modeling approaches. In particular, we introduce five exemplary scenarios for the further
development of pandemic mortality and evaluate how the models would perform under these
scenarios.
We finish in Chapter 6 with a short outlook on future challenges in mortality modeling.
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1.2

Preliminaries

We introduce some notations, definitions and assumptions which we are going to need
throughout this thesis.
Let n, m ∈ N. We denote a matrix V ∈ Rn×m in terms of its elements by




v11 . . . v1m
 .
.. 
..
 .
.
. 
 .

vn1 . . . vnm
or, more compactly, by (vij )ij . For matrices V, W ∈ Rn×m , V < W means vij ≥ wij for all
i ∈ {1, . . . , n}, j ∈ {1, . . . , m}. By 0n×m , we denote an n × m-matrix containing only zeros,
and by ✶n×m an n × m-matrix containing only ones. The group of invertible matrices of
dimension n × n is denoted by GL(n). By In , we denote the n × n identity matrix. For
vectors, where applicable, we use analogous notation. Generally, we denote an estimator of
some parameter θ by adding a hat, i.e., as θ̂.
We investigate models for human mortality data depending on age x ∈ X := {x1 , . . . , xA } ⊂
N ∪ {0} and calendar year t ∈ T := {t1 , . . . , tY } ⊂ N, where we assume tl − tl−1 = 1 for
all l ∈ {2, . . . , Y }. We generally consider the mortality experience of multiple populations
denoted by i ∈ P := {1, . . . , P }. In the context of single-population models (P = 1), we
often refrain from indexing by population. In this work, a population is usually defined as a
combination of country and sex (e.g., German females), although more general interpretations
are easily possible.
Our main quantity of interest is the (central) death rate mix,t . It is defined as the ratio
mix,t

i
Dx,t
:= i
Ex,t

(1.1)

i
of the number Dx,t
of lives belonging to population i who die in year t at age x to the
corresponding total number of person-years lived during that year, the so-called exposure
i
Ex,t
. In practice, the exposure is often approximated by the mid-year population size. The
death rate is the discrete-time analogue of the force of mortality µix,t , i.e., the instantaneous
rate of death, for which x and t are not limited to integer values, see Pitacco et al. (2008,
Section 2.3.3) for a definition. More precisely, if one assumes the force of mortality to be
piecewise constant,

µix+ξ1 ,t+ξ2 = µix,t for all i ∈ P, x ∈ X , t ∈ T and ξ1 , ξ2 ∈ [0, 1),

(1.2)

one has µix,t = mix,t for all i ∈ P, x ∈ X , t ∈ T . We assume (1.2) throughout this thesis.

i
Some researchers prefer to model the 1-year probability of death qx,t
instead, which is the
i
ratio of Dx,t to the corresponding initial population size. This probability is closely related
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to the death rate. Assuming (1.2), it holds that




i
= 1 − exp −mix,t .
qx,t

(1.3)

In this sense, modeling the death rate also means modeling the probability of death, and vice
versa. A proof of this result and more details on the mathematical description of mortality
data can be found in Pitacco et al. (2008, Chapters 2 and 3.3).
Where not stated differently, mortality data used in our numerical studies were obtained from
the Human Mortality Database (2019, 2020, 2021, HMD). Along with the data, the HMD
also provides a methods protocol (Wilmoth et al., 2021), to which we refer for a detailed
description of the data preprocessing. As an additional preprocessing step, we replace zero
death rates, which occur very infrequently in the data we consider, by a small, positive
number so that we can take logarithms.
All empirical analyses have been implemented in the statistical programming language R
(R Core Team, 2019). For the implementation of NN, we have used the R interface to the
Keras package (Falbel et al., 2019) and, where not stated differently, the default settings of
this package and its functions were left unchanged. For producing figures, we have used the
data visualization package ggplot2 by Wickham (2016).
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Stochastic Mortality Models:
A Review
By providing financial protection against the major 18th and 19th
century risk of dying too soon, life insurance became the biggest
financial industry of that century [...] Providing financial protection
against the new risk of not dying soon enough may well become the
next century’s major and most profitable financial industry.
Peter Drucker, Innovate or Die, 1999

In this chapter, we provide a broad overview of selected stochastic mortality models. We
show how to calibrate, obtain forecasts from and evaluate the models which we consider
most important and which we repeatedly make use of in the following chapters. Furthermore,
we also discuss some ideas and approaches from the literature which are not as relevant
for the remainder of this thesis, but are considered helpful to get a more complete account
regarding the scientific state of the art in mortality modeling.

2.1

Single-Population Mortality Models

2.1.1 The Lee-Carter Model
Lee and Carter (1992) propose a very influential extrapolative model, which is consequently
called the Lee-Carter (LC) model. They additively decompose logarithmic death rates
into an age-specific base level αx , a time-varying component (period effect) κt , which is
multiplicatively affected by the age-modulating parameter (age effect) βx , and random error
terms εx,t , which they assume to be zero in expectation and homoskedastic:
log mx,t = αx + βx κt + εx,t .

(2.1)

Some identifiability constraints have to be imposed so that the parameters are

 uniquely
determined. Otherwise, the model can be reparameterized via (αx , βx , κt ) 7→ αx , βsx , sκt
for s 6= 0 or (αx , βx , κt ) 7→ (αx − rβx , βx , κt + r) for r ∈ R, leaving the fitted death rates
unchanged. Lee and Carter (1992) propose
xA
X

x=x1

βx = 1 and

tY
X

κt = 0,

(2.2)

t=t1
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but other constraints like κt1 = 0 have been used as well. Nielsen and Nielsen (2010) provide
a more general consideration of identifiability constraints in the LC model and also prove
that condition (2.2) indeed makes the model identifiable.
As there are only unknown parameters on the right-hand side of (2.1), this logarithmic
bilinear model cannot be fit by ordinary linear regression. Instead, Lee and Carter (1992)
use singular value decomposition (SVD), see Section 2.1.1 for details. In a second step, they
adjust the κt values in such a way that the model recovers the observed total number of
deaths for every year, i.e., they choose κ̂t such that it (numerically) solves
xA
X

x=x1

Dx,t =

xA
X

x=x1



Ex,t · exp α̂x + β̂x κ̂t



(2.3)

for each t ∈ T . However, as Girosi and King (2007) point out, this is not always uniquely
solvable, which can be problematic.
Alternatively, as proposed by Wilmoth (1993) and further elaborated by Brouhns et al.
(2002a), one can assume the number of deaths for every combination of year and age to
follow a Poisson distribution,
Dx,t | θ ∼ Poisson (Ex,t · exp (αx + βx κt )) ,

(2.4)

and fit the parameter vector θ := ((αx )x , (βx )x , (κt )t ) by maximum likelihood, see Section 2.3.1 for details. In the following, whenever we specify a parametric model for the death
rate without any error terms εx,t , this implicitly means a Poisson distribution assumption as
in (2.4) is made for the death counts.
After the model has been fit, mortality forecasts are obtained by modeling κt as an autoregressive integrated moving average (ARIMA) process — often simply a random walk with
drift (RWD) — and extrapolating this process, see Section 2.4.1 for details. In retrospective,
Lee (2000) notes that this basic approach works quite well for US mortality data between
1989 and 1997, especially in comparison to official forecasts by the government based on
expert opinions.
Lee and Miller (2001) develop some simple modifications to improve on certain aspects of
the LC model. First, the model does not exactly fit the observed death rates in the last
year of the calibration period, the so called jump-off year. This year serves as the basis for
extrapolating κ̂t , so that any deviance between the corresponding observed and estimated
death rates is projected into the future. Therefore, Lee and Miller (2001) constrain the
parameters to ensure that the model fits perfectly in the jump-off year. This comes with
the risk of incorrectly projecting idiosyncrasies of the jump-off year, an effect which may be
mitigated by instead constraining the model to fit the average of the mortality rates over
several years at the end of the observation period (Renshaw and Haberman, 2003). Second,
in order to avoid the need for annual age-distributed population data, they re-fit κt so that
the model exactly reproduces yearly newborn life expectancies instead of total death counts.
Moreover, Lee and Miller (2001) address criticisms concerning the implicit LC assumption
that the age effect βx does not depend on time, which has turned out to be unrealistic in
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many cases as age-specific mortality improvements at higher ages have accelerated (Kannisto
et al., 1994; Carter and Prskawetz, 2001). Pragmatically following Tuljapurkar et al. (2000),
instead of using all available mortality data, Lee and Miller (2001) let the fitting period start
in 1950. By considering this smaller time horizon, the temporal variation of the influence of
age on mortality improvements is reduced.
The idea of limiting the calibration data set is picked up by Booth et al. (2002), who introduce
a semi-automatic procedure to choose the optimal fitting period. Their main motivation,
however, is the implicit assumption of κt decreasing linearly in time when a random walk is
used for extrapolation. This assumption does not necessarily hold for arbitrary time periods,
in particular if these include structural changes in mortality improvements over time, which
are, for example, due to medical progress (Pitacco et al., 2008, Chapter 5.5). Therefore, they
choose an optimal fitting period based on some general optimality criterion and find that,
for the data under consideration, the assumption of time-independent βx during this period
is more justifiable as well.
Li et al. (2013) propose to explicitly allow for time dependence of βx . Their approach is
motivated by prior beliefs grounded on evolutionary theory that long-term future mortality
projections should feature a deceleration of mortality decline at younger ages and an
acceleration at older ages. They achieve this by performing a rotation of βx over time from
the initial LC shape to a fixed target shape and then adjusting κt so as to not change the
projected life expectancy. The rotation is triggered as soon as life expectancy exceeds a
certain threshold (e.g., 80 years). Ideas concerning the question how to deal with nonlinear
development of κt are elaborated by Coelho and Nunes (2011); Li et al. (2011); Sweeting
(2011); van Berkum et al. (2016); Li and Li (2017); Börger and Schupp (2018).
For most applications, smoothness of projected death rates in both time and age is a desirable
property, which is not guaranteed by the standard LC model. In fact, the αx parameters are
usually quite smooth because they represent average mortality levels over long time periods,
and the κt parameters are projected smoothly, so the main concern is the smoothness of the
βx parameters. Delwarde et al. (2007) address this issue by adding a penalty term to the
calibration objective function in order to ensure smoothness of βx , resulting in a penalized
least-squares or a penalized Poisson log-likelihood approach.

2.1.2 The Cairns-Blake-Dowd Model
A different model structure with two stochastic factors instead of one is proposed by Cairns
et al. (2006a). In the formulation of Cairns et al. (2009), this so-called Cairns-Blake-Dowd
(CBD) model reads
(1)
(2)
(2.5)
logit qx,t = κt + κt (x − x),
where logit : (0, 1) → R, q 7→ log
(1)



q
1−q

(2)



is the log-odds function, x :=

xA
1 P
A x=x
1

x is the average

of all considered ages and κt , κt are the time-dependent factors, which are fit to historical
data by Poisson maximum likelihood estimation (MLE) and projected with a two-dimensional
RWD. In contrast to the LC model, the CBD model is identifiable without imposing any

9

2 Stochastic Mortality Models: A Review
constraints due to the parametric form of the age-dependent term. However, this also implies
that the CBD model is not suitable for younger ages as it assumes a linear development of
mortality with age and cannot model the accident hump.
The CBD model is a stochastic version of the Perks (1932) model, which in turn is an
extension of the classical Gompertz (1825) model. Details on this can be found in Korn
et al. (2006), who investigate if two stochastic factors are always necessary. They find high
(1)
(2)
correlations between κt and κt on German mortality data. An argument in favor of
multiple stochastic factors is the fact that mortality innovations over all ages are perfectly
correlated when just one factor is used, which is not always in line with empirical evidence.
The CBD model and some of its extensions are reviewed and compared to LC-type models
with respect to a variety of qualitative and quantitative criteria, for example, biological
reasonableness, goodness of fit, robustness and forecasting performance, by Cairns et al.
(2009, 2010); Dowd et al. (2010a,b); Cairns et al. (2011a); Haberman and Renshaw (2011).
The shortly summarized main finding is that no single model stands out as best when
considering all criteria, which means that users have to choose models according to their
data, needs and priorities.

2.1.3 Model Extensions: Cohort Effects and External Information
There are different directions in which both the LC and CBD model can be extended. One
common approach is to include an additional factor describing cohort effects, i.e., systematic
mortality differences depending on the year of birth. For example, smoking prevalence is
known to be strongly related to the year of birth in some countries and could therefore induce
a significant cohort effect (Cairns et al., 2010). The so-called age-period-cohort (APC) model
log mx,t = αx + κt + γt−x ,

(2.6)

where γt−x denotes the cohort parameter for age x and year t (so that the year of birth
is t − x or t − x − 1), has been investigated in medical statistics for a long time (Osmond
and Gardner, 1982; Clayton and Schifflers, 1987). However, the authors of the latter paper
explicitly advise against using this model for forecasting in most cases.
The age-period-cohort-improvement (APCI) model is a recent extension of the APC model
defined by the equation
log mx,t = αx + βx (t − t) + κt + γt−x ,
where t :=

1
Y

tY
P

t=t1

(2.7)

t denotes the average of all years under consideration. The model is

introduced by Continuous Mortality Investigation (2016) and implemented as a fully stochastic
model by Richards et al. (2019), who show it fits well to UK mortality data.
The following cohort extension of the LC model is investigated by Renshaw and Haberman
(2006):
log mx,t = αx + βx κt + βx(0) γt−x .
(2.8)
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Later research has found this model specification to be numerically instable and lack
robustness (Cairns et al., 2009; Currie, 2013). This is probably a consequence of the fact
that the identifiability constraints initially imposed on the model do not suffice to make it
identifiable (Beutner et al., 2016). Hunt and Villegas (2015) examine these issues in detail
and propose an additional (approximate) identifiability constraint to stabilize the fitting
procedure. They find the nested model with constant age-modulating term for the cohort
effect, i.e., setting βx(0) ≡ 1, to be more stable in general. The CBD model can analogously
be augmented by including a cohort effect, see Cairns et al. (2009). Note that all models
including a cohort effect require a long history of data to which they can be fit.
In an effort to preserve the benefits of existing mortality models while eliminating their
downsides, Plat (2009a) combines the LC and CBD models, including a cohort effect, to
obtain
(1)
(2)
(3)
log mx,t = αx + κt + κt (x − x) + κt (x − x)+ + γt−x .
(2.9)
He finds that this four-factor model fits historical data well, is applicable to the full age range
and produces a non-trivial correlation structure of death rates. A further generalization of
Plat’s model is proposed by Börger et al. (2014). They specify a model with five stochastic
factors, including explicit terms for young and old age mortality and apply it to both mortality
and longevity risk quantification. Comparing their results to those from the Solvency II
standard formula, they find that the two approaches imply significantly different capital
requirements.
Santolino (2020) notes that the usual formulation of the LC model implies that the expected
value of the logarithmic death rates is estimated. He proposes a generalization where any
quantile qa (for example, if a = 50%, the median) of the logarithmic death rates can be
modeled, i.e.,
qa (log mx,t ) = αxa + βxa κat ,
(2.10)
and shows both theoretically and in an empirical study that this approach has several
benefits. Of course, it also immediately carries over to other stochastic mortality models
such as the CBD model.
Another direction in which existing models can be extended is by inclusion of external
factors such as health expenditure, lifestyle-related variables or economic development. This
combines extrapolation and explanation methods (see Chapter 1). The influence of socioeconomic status and, more generally, the economic state of a population on mortality is
well-studied. It has been observed that economic improvements, measured, for example, by an
increase in income per capita, can be an important driver of mortality improvements (Preston,
1975; Brenner, 2005; Birchenall, 2007). Drawing on an analysis of the relationship between
macroeconomic variables and mortality trends by Hanewald (2011), Niu and Melenberg
(2014) extend the LC model to include the logarithmic real gross domestic product (GDP)
per capita gt as an observable factor, in addition to the latent κt , yielding
log mx,t = αx + βx κt + βx(0) gt + εx,t .

(2.11)

Of course, the underlying assumption for this is that long-term economic trends and the
development of human longevity move in a similar way. They find that including the GDP
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substantially improves goodness of fit and forecasting performance for some populations
compared to the standard LC model.

2.1.4 Other Modeling Approaches
Currie et al. (2004) use penalized two-dimensional regression splines (P-splines) to smooth
the observed mortality surface. Based on this, they obtain forecasts via a missing-value
approach. A different spline-based model for the prediction of future mortality rates is
proposed by Börger et al. (2019). They fit a spline model to which they input scenarios for
certain demographic quantities such as the mode of the death curve or the upper bound of
its support. This makes their model well interpretable and also, if desired, allows for easy
incorporation of expert opinions on the future development of mortality.
In accordance with the typical, yearly structure of mortality data, the majority of mortality
models is set up in discrete time. However, there are also arguments in favor of continuoustime models, for example, that practitioners might be more familiar with them as they
are often applied in other domains such as interest rate modeling and that they can be
more naturally integrated in hedging or pricing applications (Dahl and Møller, 2006). Many
concepts from interest rate modeling can be transferred to mortality modeling (Milevsky and
Promislow, 2001). Dahl (2004) models the mortality intensity at fixed age x by a diffusion
process
dµx+t = α (t, x, µx+t ) dt + σ (t, x, µx+t ) dWt ,
(2.12)
where α and σ are real-valued functions and Wt is a Brownian motion.
Models for which the survival probabilities are of exponentially affine form are called affine
mortality models. Conditional on the ability to solve ordinary differential equations, survival
probabilities can be explicitly calculated in these models, in analogy to popular interest rate
models such as the Vasicek or Cox-Ingersoll-Ross model. However, Luciano and Vigna (2005)
have found that the mean-reverting property, which is desirable for interest rates, should
not be enforced for affine mortality models. The model (2.12) can be extended in several
directions, for example, by including a jump component (Biffis, 2005) or by simultaneously
modeling several ages with multiple factors (Schrager, 2006). A comprehensive overview of
different continuous-time modeling frameworks with a focus on their application for pricing
mortality-linked securities is given by Cairns et al. (2006b).

2.2

Multi-Population Mortality Models

2.2.1 The Individual Lee-Carter Model
The simplest approach to multi-population mortality modeling consists in setting up one LC
model per population i ∈ P,
log mix,t = αxi + βxi κit + εix,t ,
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and assuming independence of the (κit )t time series. The procedure of applying singlepopulation models to each population separately is not restricted to the LC model. Li
et al. (2015) explain in detail how to generalize the LC model with cohorts, the CBD model
and some of its variants from one to two populations. However, this approach does not
account for dependence between populations because there are no shared parameters and
each population’s mortality is driven by a different stochastic factor. Zhou et al. (2013)
show that such an approach may lead to erroneous conclusions, for example, when analyzing
mortality bonds.
In spite of its drawbacks, the individual LC (ILC) model can serve as a basis and as a
benchmark for more sophisticated multi-population mortality models. To calibrate this
model to data mix,t with x ∈ X , t ∈ T , i ∈ P, we follow Lee and Carter (1992) and set
α̂xi :=

tY
1 X
log mix,t .
Y t=t1

(2.14)

For the remaining parameters, we formulate the model in matrix notation:
m̃i = β i κi + εi ,


where m̃i := log mix,t − α̂xi



(2.15)
⊤

x,t



, β i := (βxi )x , κi := ((κit )t ) and εi := εix,t



x,t

.

For every i ∈ P, we conduct an SVD of m̃i , i.e., we find orthogonal matrices U i ∈ RA×A , V i ∈
RY ×Y such that
 ⊤
m̃i = U i Λi V i ,
(2.16)

where Λi ∈ RA×Y is a rectangular diagonal matrix, containing on its diagonal the singular
values λi1 ≥ · · · ≥ λimin{A,Y } of m̃i . The decomposition (2.15) can be implemented by setting


⊤

i
i
β̂ i := U i,1 , where U i,1 denotes the first column of U i , and κ̂i := λi1 V ,1
, where V ,1
denotes
i
the first column of V . Alternatively, it is well-known from linear algebra that finding
⊤
the SVD of m̃i is equivalent to diagonalizing m̃i (m̃i ) , i.e., it is possible to derive either
decomposition from the other. In particular, given a diagonalization
•

•



m̃i m̃i

⊤



= O i Σi O i

⊤

•

•

(2.17)

with an orthogonal matrix Oi ∈ RA×A and a diagonal matrix Σ ∈ RA×A with descendingly
⊤

ordered diagonal, we can equivalently set β̂ i := Oi,1 and κ̂i := Oi,1 m̃i .
•

•

The above approach is optimal in the least-squares sense. If we assume the errors εix,t to
be independent, homoskedastic and normally distributed, it is therefore optimal in the
maximum likelihood sense, see Nielsen and Nielsen (2014, Theorem 11). Finally, we impose
the usual identifiability constraint (see (2.2))
xA
X

x=x1

βxi = 1 for all i ∈ P

(2.18)
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by dividing each β̂xi by

x
A
P

x=x1

β̂xi and multiplying κ̂it by this value. Note that the constraint
tY
X

t=t1

κit = 0 for all i ∈ P

(2.19)

is implicitly imposed by our choice of α̂xi in (2.14).

2.2.2 The Augmented Common Factor Model
An influential model which imposes coherence of mortality between populations is proposed
by Li and Lee (2005). Coherence means that long-term mortality developments of different
populations are constrained to maintain a constant ratio to one another, i.e.,
lim

t→∞

mix,t
mjx,t

∈R

(2.20)

in expectation for each age x and populations i 6= j (see Cairns et al., 2011b; Hyndman et al.,
2013). This concept is motivated by the demographic assumption that mortality rates of
populations which are to a certain degree similar to each other are not expected to diverge in
the long term and by the observation of a global, converging trend in vital statistics during
the past decades (Wilson, 2001; White, 2002). Li and Lee (2005) base their approach on
a special case of the joint-κ model (see Section 2.2.6), the so-called common factor model,
which assumes that
log mix,t = αxi + βx κt + εix,t ,
(2.21)
i.e., every population has its own base level mortality αxi , but mortality develops identically
in time for each population. Li and Lee (2005) add population-specific age-time interaction
terms and call the resulting model
log mix,t = αxi + βx κt + βxi κit + εix,t

(2.22)

the augmented common factor (ACF) model. They calibrate it by successive SVD, obtaining
first the common and then the population-specific factors. In order to achieve a good fit,
populations whose mortality is not explained well by (2.22) are excluded from the final model
and have to be modeled separately, see Section 3.1.2 for details. Li and Lee (2005) find the
model to fit well to the mortality data of a group of 15 low-mortality countries. It has been
widely used in practice, for example, in the official Dutch and Belgian mortality projections
(Antonio et al., 2017).
The ACF model has been extended in several directions. Li (2013) makes the common
assumption of Poisson distributed death counts (see Section 2.3.1) and, consequently, fits the
model by maximum likelihood. Additionally, he considers a model extension with more than
one age-period interaction term and a more general time series model for the projection of
the individual period effects. Yang et al. (2016) extend this to include cohort effects. They
investigate for the male and female populations of five countries whether cohort effects are
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present in their mortality data and find that, in general, adding parameters to account for
such effects improves the fit, the forecasting performance and the robustness of the model.
Chen and Millossovich (2018) consider the case where the populations are known to differ with
regard to two characteristics, e.g., country and sex, and propose to include this information
in the ACF model via additional age-time interaction terms, yielding the 2-tier ACF model
c,s
c c
c,s c,s
log mc,s
x,t = αx + βx κt + βx κt + βx κt ,

(2.23)

where c and s index country and sex, respectively. The fitting process involves additional
SVD for determining the country-sex-specific factors.
The use of external factors, which has been employed for single-population mortality models
(see Section 2.1), is also possible for multi-population models. Boonen and Li (2017) propose
a modification of the ACF model which uses some principal components of the GDP of the
considered populations as observable factors instead of the common latent factor βx κt . They
find that the GDP data can replace the latent factor with fewer parameters and without a
significant decrease in goodness of fit.
Chen et al. (2015) argue that, while the coherence assumption may hold in the long run,
it does not necessarily hold for short time periods. To account for this, they set up an
ARMA-GARCH model for each population, and in a second step they employ a factor copula
model to describe the dependence structure between the populations’ mortality rates more
flexibly. They apply their model to mortality bond pricing and obtain spreads that are quite
close to observed ones.
In a similar vein, Li et al. (2017) introduce the notion of semicoherence, which allows
populations’ mortality rates to diverge from each other within some tolerance region, into
which they are pulled back by mean reversion when leaving it. They achieve this by extending
the model of Cairns et al. (2011b) and modeling the period effects via a threshold vector
autoregression (TVAR) with three regimes where the populations’ mortality rates are allowed
to diverge to some degree as long as they are in the intermediate regime. Finally, they
compare their new approach to fully coherent and non-coherent models in longevity risk
hedging and pricing applications. Zhou et al. (2019) consider this regime-based setting for
a special case of the TVAR model which explicitly accounts for cointegration, a threshold
vector error correction model (VECM). Yang et al. (2019) also advise for caution when
making the coherence assumption; they propose a measure of homogeneity for the mortality
of multiple populations and reach the conclusion that coherent models should only be fit on
sufficiently homogeneous populations.

2.2.3 The Common Age Effect Model
Kleinow (2015) investigates a special case of the ACF model where there is no common
factor and all populations share the same age-modulating parameters, i.e.,
log mix,t = αxi + βx κit + εix,t .

(2.24)
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He calls this approach the common age effect (CAE) model and finds it to achieve a better
balance between parsimony and goodness of fit than the ACF model on a selection of ten
countries. Additionally, it allows for an easier comparison of the period effects because they
are scaled with the same factors for every population. Kleinow (2015) finds a sum of two
2 i,2
age-period interaction terms βx1 κi,1
t + βx κt to fit well for his data. In the following, we
usually consider only one such interaction term to keep the model extensions we will propose
in Chapter 3 simpler.
Enchev et al. (2017) further investigate the CAE model and reach the conclusion that it
performs in a more satisfactory way than the ACF model with respect to several criteria for
the mortality data of six countries. In a further study on English mortality data divided
into ten socio-economic groups, Wen et al. (2021) find the CAE model to fit quite well with
respect to the Bayesian information criterion (see Section 2.3.2). More precisely, they obtain
superior goodness of fit compared to around ten other models for an extension of the CAE
model with two age-period interaction terms which additionally assumes common additive
age effects αx .
The CAE model generally does not ensure coherence in the sense of (2.20). Of course, this
depends on the technique which is used for projecting the κit time series. For instance, Kleinow
and Vellekoop (2018) empirically find that a minimum-reversion model for κit stabilizes the
long-term mortality dynamics of the CAE approach.
We give a description how to calibrate the CAE model with a generalization of SVD. The
estimators α̂xi are set to the average over time of the logarithmic death rates as in (2.14).
To fit the remaining parameters, we formulate the CAE model in matrix form analogously
to (2.15):
m̃i = βκi + εi .
(2.25)
⊤

Similarly as with the ILC model, we now aim to diagonalize m̃i (m̃i ) , see (2.17), but in
order to get the same β̂ for all the populations, joint diagonalization is required. Ideally,
we would be looking for an orthogonal matrix O ∈ RA×A and diagonal matrices Σi ∈ RA×A
such that
 ⊤
m̃i m̃i = OΣi O⊤
(2.26)

for all i ∈ P. However, it is not possible to find such a decomposition for arbitrary matrices
m̃i . Multiple diagonalizable matrices are jointly diagonalizable if and only if they are pairwise
commuting, see Horn and Johnson (2013, Theorem 1.3.21). As we cannot guarantee this,
we resort to approximate joint diagonalization (see Flury and Constantine, 1985; Kleinow,
2015). We approximately solve (2.26) by minimizing
P
X
i=1



O⊤ m̃i m̃i

⊤





O − diag O⊤ m̃i m̃i

⊤

O

 2

(2.27)

over all orthogonal matrices O ∈ RA×A . Here, k · k denotes the Frobenius norm, so that
⊤
we minimize the sum of squared off-diagonal entries of the matrices O⊤ m̃i (m̃i ) O. The
method is also referred to as common principal component analysis (cPCA).
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Having found a numerical minimizer O∗ of (2.27) as described in Miettinen et al. (2017) and


⊤

∗
∗
the references therein, we set β̂ := O·,s
and κ̂i := O·,s
m̃i , where s ∈ {1, . . . , A} denotes
the number of the column of Σi which contains the largest diagonal entry. Of course, this
column number need not be unique over all i ∈ P, but as Kleinow (2015) observes, this is
not a major issue in practice.1 We use analogous identifiability constraints as with the ILC
model, i.e.,
xA
X

x=x1

βx = 1 and

tY
X

t=t1

κit = 0 for all i ∈ P.

(2.28)

2.2.4 Applying Clustering Methods
Kleinow (2015) leaves a natural extension of the CAE model open to further research. It
consists in assuming multiple common age effects, each of which is shared only by a subgroup
of all considered populations. For this, among all populations which are to be modeled,
groups with similar mortality experience have to be identified or, in other words, the available
populations have to be clustered. This is generally an interesting idea for multi-population
modeling.
The ACF model introduces a common age-time interaction term instead of just a common
age effect. It does not explicitly aim to obtain multiple groups of populations but just
excludes populations from a given group so that the final model fits well on the remaining
subgroup. However, this methodology can easily be extended to yield a clustering algorithm,
see Section 3.1.2 for details. Guibert et al. (2020) explicitly investigate a different clusteringbased variant of the ACF model, which they call locally coherent because it is coherent on
every cluster of populations. They mention two simple clustering methods: expert judgment
(leading to clusters containing two elements each, namely the male and the female population
of each considered country) and hierarchical clustering of the period effects of an ILC model.
However, their focus does not lie on the investigation of such clustering methods but rather
in the consequences of local coherence for risk management.
Hatzopoulos and Haberman (2013) classify 35 countries based on their temporal mortality
development with the fuzzy c-means algorithm (Bezdek, 1981), an extension of the k-means
algorithm (see Section 3.1.1) which does not make hard assignments of populations to clusters
but instead calculates a membership weight, measuring the degree to which a population
belongs to any given cluster, yielding more detailed information on the heterogeneity within
clusters. In particular, they observe a clear separation between former communist and other
populations like France, England and Wales, Canada or the USA, an effect which has already
been discovered and extensively described by Meslé and Vallin (2002) using hierarchical
clustering methods. Hatzopoulos and Haberman (2013) use the results to choose 19 of these
countries which exhibit similar mortality development and construct a common age-period
model for their mortality.
1

If, as it occasionally happens, the column number is not unique, this indicates that one age-period
interaction term is not sufficient to model the data. Nevertheless, as we want to restrict ourselves to one
such term for ease of exposition, we choose in such a case for s the number of a column which, among all
Σi , most often contains the largest diagonal entry.
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Debón et al. (2017) also apply the fuzzy c-means algorithm. They start by performing
a principal component analysis (PCA) of the logit death probability surfaces of the male
and female populations of 24 European countries in order to reduce the data to the five
most relevant dimensions before clustering the populations. They find significant differences
between Western and Eastern European countries as well, and less pronounced differences
between North and South in Western Europe.
In a descriptive analysis, Léger and Mazzuco (2020) view the proportion of deaths as a smooth
function of time and apply functional cluster analysis to identify groups of populations with
similar age distributions of death. They examine mortality data for 32 countries and 50 years,
describe emerging common trends and draw attention to populations which behave noticeably
different, in particular in Eastern Europe. The finding that European mortality can broadly
be divided into Western and Eastern European mortality is confirmed by Carracedo et al.
(2018) using spatio-temporal methods. In particular, investigating the mortality rates of
26 European countries, they identify spatial correlation as well as temporal dependence
structures.
Further clustering applications in mortality modeling are described by Danesi et al. (2015),
who employ a common period effect (i.e., a common κt vector) rather than a common age
effect, and by Wen et al. (2020), who consider Canadian pensioners grouped by pension level
and find that clustering can reduce noise in small population data.

2.2.5 Models Based on Reference Populations
Many multi-population models are based on the idea of using a reference population. As a
motivation, assume that we are interested in just one population and that it is small. For
example, it may consist of all females with private pension insurance in a country. While
their mortality will certainly differ from national female mortality, the two can be expected to
be positively correlated — so the larger national population could be chosen as the reference.
Building on this idea, Plat (2009b) models the reference population with an ordinary CBD
model and fits a stochastic model for the change of the target population mortality relative
to the reference by generalized least squares and a Box-Jenkins analysis. Dowd et al.
(2011) introduce a gravitation parameter that makes the target population drift towards the
reference population over time in terms of mortality development. The model by Börger
et al. (2014), which has been mentioned in Section 2.1.3, is also set up in a multi-population
framework. The spreads between the main driving factor of the reference population and
those of the target populations are modeled by mean-reverting AR(1) processes.
Villegas and Haberman (2014) model both the reference population and the spread between
target and reference population by an ordinary LC model, including a cohort effect for
the reference population. Obviously, this approach can in principle be extended to any
combination of existing single-population mortality models, see, for example, Wan and
Bertschi (2015) for a combination of the Plat (2009a) and the LC model.
Jarner and Kryger (2011) develop the Spread-Adjusted International Trend (SAINT) model
to forecast Danish mortality based on a pooled international data set. They employ a frailty
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model for the mortality intensity of this reference population and add log-bilinear factors to
obtain the mortality rate of the target population,
log mtarget
= log mref
x,t
x,t +

X

βx,l κt,l ,

(2.29)

l

where βx,l are smooth functions of x. In an out-of-sample evaluation, they find their model
to outperform the LC model for longer forecasting horizons (several decades).
Zhou et al. (2014) criticize the reference population approach because in order to implement
it, one has to know a priori which population is the dominating one, i.e., drives the common
mortality experience. They claim that this is not always clear and illustrate with an example
that the largest population is not necessarily the dominating one. Instead, they propose using
a vector autoregressive or VECM approach, which guarantees consistency of the projected
mortality rates and is, additionally, symmetric in that it refrains from defining a reference
population.

2.2.6 Other Modeling Approaches
Carter and Lee (1992) were the first to extend the LC model to multiple populations in
order to forecast sex differentials in mortality. One of their approaches, the joint-κ model,
assumes male and female mortality to exhibit the same period effect, i.e.,
log mix,t = αxi + βxi κt + εix,t .

(2.30)

A variant of this model is used by Delwarde et al. (2006) to predict mortality in France,
Germany, UK, US and Japan. Debón et al. (2011) set up a special case of the joint-κ
model with αxi = αx + αi and βxi = βx (stratified LC model) to describe Spanish mortality
differentiated by region.
Russolillo et al. (2011) propose a natural extension of the LC model by including the
population as a third dimension besides time and age. They fit this three-way LC model
log mix,t = αxi + βx κt γ i + εix,t

(2.31)

with population-modulating term γ i to the mortality experience of ten European countries by
applying the Tucker decomposition, a generalization of SVD to three (or more) dimensions.
Giordano et al. (2019) conduct further research in this direction, using hierarchical clustering
to identify age groups with similar mortality rates over different populations and subsequently
fitting three-way LC models on the resulting clusters.
Jevtić and Regis (2019) develop a general framework for multi-population mortality models
in continuous time, which assigns one stochastic factor to each population and allows
subpopulations to be influenced differently by changes of this factor. They fit their model to
US female and male mortality data by representing it in state space form and applying the
Kalman filter.
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Regarding the question which of the many existing models to use, Villegas et al. (2017)
conduct a survey of two-population stochastic mortality models, in which they compare a
broad selection of models with respect to a variety of qualitative and quantitative criteria.
They reach the conclusion that an M7 model (Cairns et al., 2009) for the reference population
combined with a CBD model for the spread between the reference and the target population
or, alternatively, a variant of the CAE model provide the best balance between flexibility,
goodness of fit and forecasting performance.

2.3

Model Calibration

2.3.1 Poisson Maximum Likelihood Estimation
In Section 2.2, we have described how to fit LC-type mortality models via (a generalization
of) SVD, which is optimal in the least squares sense and, thus, in the maximum likelihood
sense if we assume errors to be normally distributed. A broad stream of literature assumes
Poisson distributed death counts instead (see Brouhns et al., 2002a; Booth et al., 2002;
Delwarde et al., 2006). This has the advantages that the rather unrealistic assumption of
error homoskedasticity in the LC model (2.1) is dropped and that more weight is assigned
to ages at which higher numbers of deaths occur.
On the other hand, a disadvantage of the Poisson model lies in its implied assumption that
the expected value of the number of deaths equals its variance. Empirically, the variance
has been observed to be larger, an effect which is referred to as overdispersion and often
occurs in insurance portfolios. This can be accounted for by additional model parameters
(Renshaw and Haberman, 2003) or by changing the distribution assumption, for example, to
the negative binomial distribution (Renshaw and Haberman, 2008). As the optimal choice of
death count distribution is not the main focus of this work, we will often rely on the Poisson
assumption, whose applicability for mortality modeling has been thoroughly investigated
both theoretically and empirically by Brillinger (1986).
In this case, the ILC model reads




i
i
Dx,t
| θ ∼ Poisson Ex,t
· exp αxi + βxi κit



i

i

i



,

(2.32)



and the parameters θ := (αxi )x , (βxi )x , (κit )t are calibrated such that they maximize the
log-likelihood function
ℓ (θ) =

xA X
tY 
P X
X
i=1 x=x1 t=t1







i
i
· αxi + βxi κit − Ex,t
· exp αxi + βxi κit
Dx,t



+ K,

(2.33)

where K ∈ R is some constant which only depends on the data. Maximization is carried out
numerically, usually by applying gradient-based algorithms like the Newton-Raphson method.
We use the L-BFGS-B algorithm (Byrd et al., 1995), a Quasi-Newton optimization method,
with the parameters obtained by SVD or cPCA as starting points for the optimization. The
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gradient of (2.33) is given by
tY 

X
∂ℓ (θ)
i
i
=
−
D̂
D
,
x,t
x,t
∂αxi
t=t1

tY 

X
∂ℓ (θ)
i
i
i
D
=
−
D̂
x,t
x,t κt ,
∂βxi
t=t1

xA 

X
∂ℓ (θ)
i
i
=
−
D̂
D
βxi ,
x,t
x,t
i
∂κt
x=x1

(2.34)
(2.35)
(2.36)

i
i
where D̂x,t
= Ex,t
· exp (αxi + βxi κit ) denotes the fitted death counts obtained from the
parameter vector θ. As Equations (2.33) to (2.36) immediately carry over to the CAE model
(Section 2.2.3) and its cluster-based extensions, which will be introduced in Chapter 3, we
can fit these models by Poisson MLE as well.

2.3.2 The Bayesian Information Criterion
For measuring the goodness of fit of our models, we employ the Bayesian information criterion
(BIC), which is often used for model selection in the actuarial literature on mortality modeling
(Kleinow, 2015; Li et al., 2015; Balasooriya et al., 2020). It is defined as
BIC := −2ℓmax + log (nobs ) · npar

(2.37)

for models fit by MLE (see Section 2.3.1), where ℓmax is the maximal value of the log-likelihood
function, nobs := Y · A · P is the number of observations and npar is the number of free
parameters. Note that this is usually not the same as the total number of model parameters
because the identifiability constraints often applied when fitting mortality models already
determine some parameters, see also Section 3.1.5.
For models which are not (directly) estimated by maximum likehood we define
BIC := nobs · log (MSE) + log (nobs ) · npar

(2.38)

with the mean squared error (MSE) in forecasting log rates,
MSE :=

xA X
tY 
P X
2
1 X
log mix,t − log m̂ix,t .
nobs i=1 x=x1 t=t1

(2.39)

For instance, we have log m̂ix,t = α̂xi + β̂xi κ̂it in the ILC model. If we assume that the error
terms εix,t , for example, in (2.1) follow a normal distribution with mean 0 and variance σε2 , it
is easily seen that definition (2.37) and definition (2.38) coincide up to an additive constant
which only depends on the data (Hastie et al., 2017, p. 233). If we compare two models fit
on the same data in terms of their BIC, the definitions are therefore interchangeable. Even
if the normality assumption is violated, definition (2.38) is still plausible because it aims to
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achieve a balance between goodness of fit (small MSE) and parsimony (small npar ), both of
which are desirable qualities of any statistical model (Kleinow, 2015).
A widespread alternative would be Akaike’s information criterion (AIC), which is structurally
similar to BIC but less strict in enforcing parsimony. Due to the high number of parameters
already present in many of the models we consider, it seems preferable to penalize the
introduction of further parameters rather heavily. Therefore, we use the BIC.

2.4

Forecasts and Uncertainty

2.4.1 Point Forecasts
We describe how to obtain point forecasts from LC-type stochastic mortality models. For
clarity of exposition, we exemplarily consider the ILC model (see Section 2.2.1); the procedure
is largely analogous for the CAE and the ACF model. Typically, ARIMA models are used
for extrapolation, most commonly simply an RWD:
κ̂it

i

=µ +

κ̂it−1

+

eit

i

with µ ∈ R and

eit





∼ N 0, σ


i 2



i.i.d.

(2.40)

Unless stated otherwise, all considered models will be projected using such a random walk.
We estimate its drift by
κ̂i − κ̂it1
µ̂i = tY
(2.41)
Y −1
and its error variance by


σ̂ i

2

=

tY 
2
1 X
κ̂it − κ̂it−1 − µ̂i .
Y − 2 t=t2

(2.42)

Forecasts for future death rates are then obtained by projecting the random walk and
inserting the projection into the death rate model. More precisely, if tmax is the last year for
which mortality data are available, we set




m̂ix,tmax +h = exp α̂xi + β̂xi κ̂itmax + h · µ̂i



(2.43)

for h ∈ N. Note that this is an estimator of the median rather than the expected value of
the death rate. Although the latter could be calculated (or approximated by simulation),
the literature usually prefers to employ (2.43), which is why we adopt this approach.

2.4.2 Prediction Uncertainty
There are different types of uncertainty about central mortality forecasts, which can be
quantified or taken into account when calculating prediction intervals. For example, the
classical LC model is subject to the following potential sources of error:
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• model selection uncertainty,

• random fluctuations in the death rates mx,t or death counts Dx,t ,

• parameter uncertainty in estimating αx , βx and κt ,

• random fluctuations in κ̂t ,

• parameter uncertainty in estimating drift and volatility of the RWD fit to κ̂t .

Lee and Carter (1992, Appendix B) give prediction intervals (see Section 2.4.3) incorporating
only the latter two sources of error, which they justify with the relatively low influence of the
other factors in their setting (long-term forecasts). However, in general, prediction intervals
that do not incorporate all possible sources of error might be too narrow.
Bootstrapping is a popular approach to quantify prediction uncertainty. Brouhns et al.
(2002b) aim to include all sources of error except model selection uncertainty in the prediction
intervals. They note that analytical solutions are difficult to obtain as different sources of
error have to be combined and measures of interest are nonlinear functions of the model
parameters. Therefore, they propose a parametric bootstrap procedure based on MLE theory
to obtain confidence intervals for the parameters and prediction intervals for the forecasts
of their Poisson LC model. In a follow-up paper (Brouhns et al., 2005), they explore a
non-parametric bootstrapping procedure, which generates samples by applying Poisson noise
to the observed death counts. Koissi et al. (2006) propose a residual bootstrapping method
based on Poisson deviance residuals. More complex variants to better take into account the
correlation structure in mortality data have been proposed by D’Amato et al. (2011, 2012).
Generally, bootstrapping can be quite time-consuming, as the models have to be fit many
times.
The important issue of model selection uncertainty is addressed by Richards and Currie
(2009), who show that different models belonging to the LC family can lead to substantial
differences in mortality forecasts and, thereby, in the values of mortality-related financial
products such as annuities. The Bayesian paradigm allows for a more natural treatment of
uncertainty. Czado et al. (2005) propose a Bayesian approach to the Poisson LC model. They
specify prior probability densities for the αx , βx and κt parameters. As it is not possible to
obtain the posterior distribution analytically, Markov chain Monte Carlo (MCMC) methods
are used for approximate inference. While being more technically involved and requiring
careful specification of prior assumptions, Bayesian models have the advantages of calibrating
all parameters in a single step and naturally incorporating parameter uncertainty. Czado
et al. (2005) find that the parameters of their Bayesian model and the Poisson LC model
do not differ strongly, but the values obtained via SVD lie outside of the MCMC credible
intervals for many ages/years. Pedroza (2006) follows a similar approach, emphasizing that
the usual uncertainty estimation in the LC model leads to prediction intervals which are too
narrow for short-term forecasts. She also points out another advantage of a Bayesian model
formulation, the seamless imputation of missing values. This is relevant for many countries
with unreliable or incomplete vital statistics.
Cairns et al. (2011b) apply Bayesian statistics to multi-population modeling, which they
illustrate with an APC model for two populations. Furthermore, they incorporate a set of
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assumptions on the future development of period and cohort effects into their priors, which
illustrates the possibility of enhancing Bayesian models with domain knowledge.
Kontis et al. (2017) consider model selection uncertainty by applying Bayesian model
averaging to a set of 21 mortality models. They find that their ensemble compares favorably
to any of the single models in terms of point forecasts and use it to forecast age-specific
mortality rates in 35 countries up to 2030. In a similar vein, Li and Kogure (2021) consider
a finite mixture model, blending several model structures together in a formal manner to
account for model selection uncertainty and allow models to complement each other. They
conduct a numerical experiment on Japanese data and find that a mixture of an LC and an
age-cohort model works best.

2.4.3 Interval Forecasts
The degree of uncertainty in a forecast of the death rate mix,t can be translated into numbers
by calculating a lower bound m̂i,x,tlower and an upper bound m̂i,x,tupper such that




P m̂i,x,tlower ≤ mix,t ≤ m̂i,x,tupper ≥ a

(2.44)

for some fixed a ∈ (0, 1), for example, a = 0.95. The interval [m̂i,x,tlower , m̂i,x,tupper ] is called
a prediction interval for mix,t at level a. Prediction intervals differ from the better-known
confidence intervals, which quantify uncertainty in the estimation of an unknown but fixed
model parameter.
In the LC model, we obtain prediction interval bounds for the death rate forecast m̂ix,tmax +h
via




√
1+a
i, lower|upper
m̂x,tmax +h = exp α̂xi + β̂xi κ̂itmax + h · µ̂i ± h · σ̂ i · Φ−1
,
(2.45)
2
where Φ−1 denotes the quantile function of the standard normal distribution. Note that
the bounds for the death
 rate are
 simply the bounds for the period effect transformed by
the function κ 7→ exp α̂x + β̂x κ , which is implied by the monotonicity of this function.
Equation (2.45) can be generalized to one-factor models driven by an RWD. To obtain
prediction interval bounds for models with more than one stochastic factor or driven by a
more general ARIMA process2 , we use Monte Carlo simulation. For this, we simulate 5000
paths of the driving processes, calculate the resulting death rates according to the model
i, lower|upper
and set m̂x,tmax +h
to their empirical 1±a
quantile.
2
The prediction intervals (2.45) do not take into account all sources of uncertainty related to
the time series prediction as they only depend on the random volatility of the time series
and not on the uncertainty in estimating the ARIMA parameters. In the RWD case, if we
wish to account for the uncertainty in estimating the drift µi , we calculate the prediction

2

From the models we implement in this work, this only applies to the ACF model.
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interval bounds as
i, lower|upper
m̂x,tmax +h

= exp



α̂xi

+

β̂xi

ŝ :=

r

with



κ̂ix,tmax

i

+ h · µ̂ ± ŝ · Φ

−1



1+a
2



,

h2 · σ̂µ̂2 i + h · (σ̂ i )2 ,

(2.46)

(2.47)

where σ̂µ̂2 i is the empirical variance of the estimator µ̂i , which is given by
2

σ̂µ̂2 i =

(σ̂ i )
.
Y −1

(2.48)

For a justification of (2.46) and for the estimation of intervals accounting for parameter
uncertainty in general ARIMA models, we refer to Kleinow and Richards (2016), who derive
a decomposition of the time series forecasting error into parameter estimation error and
volatility. For the simple example of an RWD, they show that the influence of the uncertainty
in estimating the drift outweighs the time series volatility when there are few historical data
and a long forecasting horizon, and vice versa.

2.4.4 Evaluating Forecasting Performance
An important aspect of a mortality model is its ability to forecast future realizations of
mortality rates. This can be measured in different ways.
To evaluate point forecasts m̂ix,t , we compare them to the ground truth mix,t using several
error measures, which are defined in the following and should be minimized in absolute value
by the most accurate forecasts:
• bias =

1
N

P 

x,t,i



m̂ix,t − mix,t ,

• mean absolute error, MAE =

1
N

m̂ix,t − mix,t ,

P

x,t,i

• mean absolute percentage error, MAPE =

1
N

P |m̂ix,t −mix,t |

x,t,i

mix,t

• median absolute percentage error MdAPE = medianx,t,i
• mean squared error MSE =

1
N

P 

x,t,i

• root-mean-square error, RMSE =
• mean Poisson deviance Dev =

2
N

2



· 100%,

|m̂ix,t −mix,t |
mix,t



· 100%,

m̂ix,t − mix,t ,

√

P

MSE,

x,t,i

i
Dx,t



log

mix,t
m̂ix,t

+

m̂ix,t
mix,t



−1 ,

where N denotes the number of observations for which we evaluate the error measures and
ages x, years t and populations i range over all these observations.
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We can compare the forecasts of different models more easily by summarizing them in the
calculation of implied present values of annuities or life insurance contracts (see, for example,
Richards and Currie, 2009). More precisely, we consider a temporary annuity-immediate
issued to a life of population i aged x at the start of year t, which runs for n years and pays
an amount of 1 at the end of each year in which the annuitant is alive. Its present value is
given by
aix:n (t) :=

n
X

v s s pix,t =

s=1

n
X

vs

s=1

s−1
Y

pix+j,t+j =

n
X

s=1

j=0



v s exp −

s−1
X
j=0



mix+j,t+j  ,

(2.49)

where we have used the notation s pix,t for the s-year cohort survival probability with the special
case pix,t := 1 pix,t . We assume a constant yearly discount factor v, which is a simplification
allowing us to focus on mortality instead of interest rate modeling.
Furthermore, we consider a term assurance issued to a life aged x at the start of year t which
runs for n years and pays an amount of 1 at the end of the year if the life has died within
this year. Its present value is given by
Ax:n (t)i :=

n−1
X
s=0

=

n−1
X
s=0



v s+1 s pix,t 1 − pix+s,t+s

v

s+1



exp −

s−1
X
j=0





mix+j,t+j 

(2.50)


1 − exp



−mix+s,t+s



.

In (2.49) and (2.50), we have used Equation (1.3) to express the present values as functions
of death rates.
We calculate prediction intervals for annuity and life insurance values by inserting the
death rate prediction interval bounds (e.g., from (2.45)), into the valuation formulae (2.49)
and (2.50). For annuity values, the upper bound is obtained by inserting the lower bounds
of death rates, and vice versa, due to their decreasing dependence on death rates.
For measuring the quality of death rate prediction intervals, we follow Khosravi et al. (2011a)
and consider the prediction interval coverage probability
PICP :=

1 X
✶ i
i,lower
i,upper
,
N x,t,i {mx,t ∈[m̂x,t ,m̂x,t ]}

(2.51)

where ✶ denotes an indicator function. This probability should be equal to or greater than
the specified confidence level a of the prediction interval. However, the coverage probability
is not the only important performance measure for prediction intervals as a large PICP only
ensures reliability (true value lies in the interval sufficiently often) but not informativeness of
the intervals (intervals are as narrow as possible). For this purpose, Khosravi et al. (2011a)
define the mean prediction interval width
MPIW :=
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1 X  i,upper
− m̂i,lower
m̂x,t
.
x,t
N x,t,i

(2.52)

2.5 Machine Learning Applications in Mortality Modeling
Good prediction intervals should minimize MPIW under the constraint that PICP is at or
above the specified threshold a.

2.5

Machine Learning Applications in Mortality Modeling

Apart from the cluster analysis techniques discussed in Section 2.2.4, other machine learning
methods have been applied to mortality forecasting in recent years. Some of these approaches
are grey-box models in the sense that a black-box machine learning algorithm is combined
with an existing parametric mortality model. For example, Hainaut (2018) enhances the LC
model by using a special type of NN. Having defined
m̃x,t := log mx,t −
he sets up the model equation

tY
1 X
log mx,t ,
Y t=t1



(nn)

m̃x,t = f dec κt
(nn)





(2.53)



(2.54)

with κt := f enc (m̃x,t )x , decoder function f dec : Rd → RA and encoder function f enc :
RA → Rd , where d ∈ N is the number of latent factors in the model. These functions are
obtained via




f dec , f enc = argmin(g,h)

tY
X

t=t1

 

k (m̃x,t )x − g h (m̃x,t )x



k2 ,

(2.55)

where g and h are NN with fixed network topologies and minimization is performed over
their weights.
This is inspired by the LC model, but instead of reducing the dimension of the age-period
interaction matrix via SVD, Hainaut (2018) uses an autoencoder, which is the name of the
NN architecture and optimization criterion described above (see Hinton and Salakhutdinov,
2006). Forecasting is also done analogously as in the LC model, i.e., by fitting a d-dimensional
(nn)
RWD to κt and extrapolating. Hainaut (2018) confirms that this is statistically justified
on French mortality data between 1946 and 2014 via a Jarque-Bera test. He finds that the
autoencoder approach consistently yields lower errors than the ordinary LC model fit by
SVD or Poisson MLE and the LC model with cohort effects, see (2.8). We have extended
the model to multiple populations in order to compare it to the other NN methods we will
investigate in Chapter 4. However, we have found this to yield no significant improvement
over the ordinary LC model and, therefore, we have not pursued the idea further.
Deprez et al. (2017) follow a different approach. They aim to improve the MLE of the LC
model by Poisson regression tree boosting. For this, they assume


(LC)

Dx,t ∼ Poisson ψx,t · Ex,t · m̂x,t



,

(2.56)
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(LC)

where m̂x,t denotes the death rates estimated by an ordinary LC model and where the
additional parameters ψx,t are calibrated to the data using a decision tree. This is motivated
by the following consideration. If the LC model perfectly described reality, it would hold that
ψx,t ≡ 1, but actually, the LC model will either overestimate (ψx,t < 1) or underestimate
(ψx,t > 1) most of the true death rates, which is accounted for by adjusting ψx,t accordingly.
This approach is further extended by Levantesi and Pizzorusso (2019), who propose to
extrapolate ψx,t analogously as κt in the LC model to generate mortality forecasts, and
Levantesi and Nigri (2019), who make use of P-splines to smooth and extrapolate ψx,t .
Nigri et al. (2019) focus on forecasting. They assume to be given LC parameters, and instead
of fitting an RWD or a more general ARIMA process to the κt time series, they use long
short-term memory (LSTM, see Hochreiter and Schmidhuber, 1997) neural networks. They
find that this leads to much more accurate forecasts for several populations. In the same
context, Lindholm and Palmborg (2021) investigate the usefulness of ensemble methods and
the implications of different ways to select validation sets.
Petneházi and Gáll (2019) directly model the death rates with an LSTM, more precisely
with a model ensemble consisting of 100 LSTM. They use their model to make 10-year
forecasts and find it to compare favorably even to more sophisticated variants of the LC
model. Independently, Richman and Wüthrich (2019) provide an in-depth explanation on
how to model and forecast death rates directly using different recurrent neural network
(RNN) architectures, focusing on the LSTM because they find that it leads to more robust
results. Their NN outperforms the LC model on Swiss mortality data, but it is not very
stable over different runs of the training algorithm. Therefore, they also advocate the use of
network ensembles to reduce the variance in the forecast.
There is also research addressing the application of machine learning techniques to multipopulation mortality modeling. Richman and Wüthrich (2021) review existing stochastic
multi-population mortality models and point out some drawbacks. Sometimes, these are
difficult to calibrate, and some model structures are hard to justify and lack theoretical
foundations. Thus, they propose to refrain from making any structural assumptions at all
on mortality development and fully rely on a feed-forward neural network (FFNN) to learn
mortality intensities from historical data. To this end, they select an NN architecture via
cross-validation and find that it outperforms the ILC, the ACF and the CAE model in
an out-of-sample test on a data set with 41 countries. However, Richman and Wüthrich
(2021) do not address the problems that NN lack interpretability, which is of high practical
importance in mortality modeling applications, and that they do not provide measures of
forecast uncertainty, which are vital, for example, in an actuarial context due to regulations
such as Solvency II.
Perla et al. (2021) propose the use of convolutional neural networks (CNN) with onedimensional convolutions, and Meier and Wüthrich (2020) employ CNN with two-dimensional
convolutions for detecting anomalies in mortality data. Wang et al. (2021) consider CNN
with two-dimensional convolutions and show that they produce more accurate one-step
forecasts than classical stochastic mortality models. We refer to Section 4.1.4 for a more
detailed review of these three articles.
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Clustering-Based Extensions of the
Common Age Effect Model
[A] better understanding of multipopulation
dynamics is central to the development of a
vibrant market in longevity transactions.
Andrew J. G. Cairns, Modeling and
Management of Longevity Risk, 2013

In this chapter, which is based on Schnürch et al. (2021a), we consider the CAE model of
Kleinow (2015), see Section 2.2.3. Its eponymous assumption is that the age effect, the
influence of general mortality improvements over time on different ages, is identical or at
least similar for all considered populations. This is justified if all these populations exhibit
similar age structure, socio-economic characteristics, geographical location and life style
factors. However, for arbitrary sets of populations the assumption is too strong and it might
only hold on multiple smaller groups or clusters of populations.
Motivated by this observation, we address the following research questions:
• How can we handle differences in the mortality of multiple populations which make
the assumption of a single common age effect implausible?
• How can we identify clusters of populations with similar age effects?

• What information do we get on similarities and dissimilarities between the age effects
of the considered populations by applying different clustering algorithms?
• How do CAE-type models based on such clusters of populations perform on different
data sets compared to several benchmark models from the literature?
With regard to the first and the second question, we develop and apply several clustering
methods, which we then embed into the CAE model. Evaluations of the resulting model
extensions on real data sets yield answers to the third and fourth question.
Some of the clustering techniques we use are well-known from the unsupervised learning
literature. In particular, we employ k-means clustering and hierarchical clustering. The
latter is at the core of a likelihood-ratio-based algorithm we propose, which encompasses
a statistical test checking whether two populations have the same age effect. Apart from
that, we review the fitting method of the ACF model by Li and Lee (2005), which we have
introduced in Section 2.2.2, and demonstrate that it yields a clustering of the populations as
a by-product.
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Moreover, we propose fuzzy maximum likelihood clustering, which has, to the best of our
knowledge, not been investigated before. It can be seen as a completely new model related
to the CAE model. While in the CAE model the populations share a common age effect,
this is in general not the case with our fuzzy clustering approach. Instead, we suggest
that each population’s individual age effect is a linear combination of a small number of
age effects. This can be especially useful when one population is hard to be classified as
similar to any of the other populations. Another fuzzy clustering technique called fuzzy
c-means clustering has been applied in the mortality modeling literature before to analyze
similarities of period effects (Hatzopoulos and Haberman, 2013). However, our approach
is distinctly different from this as it fully integrates the clusters into the model equation,
allowing each population to have a unique age effect with only a modest increase in the
number of parameters compared to an ordinary CAE model.
We proceed as follows: In Section 3.1, we present four clustering-based extensions of the
CAE model. In Section 3.2, we discuss the obtained clusters and the results of an empirical
model comparison. Section 3.3 concludes and lists directions for further research.

3.1

Algorithms

In the following, we describe four extensions of the CAE model based on different clustering
algorithms. The first three model extensions are two-step procedures, whose first goal is to
find a number k ∈ P and a surjective function
C : P → {1, . . . , k}
which assigns to every population i ∈ P a cluster number C(i) ∈ {1, . . . , k}. From this, the
clusters are obtained via C l := C −1 ({l}) , l = 1, . . . , k. In the following, we will sometimes
simply refer to a cluster C l by its number l. In a second step, we formulate the resulting
clustering-based CAE model
log mix,t = αxi + βxC(i) κit ,
(3.1)
which we call the CAE(k, C) model. Obviously, (3.1) interpolates between the two extreme
cases of the ordinary CAE model (with k = 1, C ≡ 1) and the ILC model (with k = P ,
C = id).
We will introduce three different methods to identify a suitable clustering function C in
Sections 3.1.1 to 3.1.3. Given the clustering information k and C, the CAE(k, C) model is
calibrated by fitting a CAE model on each cluster. In Section 3.1.4, we introduce a fourth,
one-step model based on the fuzzy clustering paradigm.

3.1.1 k-means Clustering
As a starting point, we fit an ILC model to the given populations, yielding one age effect
vector (βxi )x ∈ RA per population i ∈ P. These vectors can be clustered by one of the many
methods from the cluster analysis literature.
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As an example, we consider k-means (see Hastie et al., 2017, Chapter 13), one of the most
well-known clustering algorithms. For given k ∈ P, this technique aims at minimizing the
squared Euclidean distances between the vectors and the cluster centroids µl ∈ RA , i.e.,
min
C

k X 
X
l=1 i∈C l

βxi



x

− µl

2

,

(3.2)

where minimization takes place over all surjective functions C : P → {1, . . . , k}, see Figure 3.1
for an illustration. Given a clustering function, the centroids are calculated as
µl :=

1 X  i
β
.
|C l | i∈C l x x

(3.3)

Figure 3.1: Illustration of the result of k-means clustering with k = 3 for random twodimensional data. The cluster centroids µ1 , µ2 , µ3 are displayed as diamonds.
As the minimization problem (3.2) generally is not solvable exactly, the Hartigan-Wong
algorithm (Hartigan and Wong, 1979) is used to find an approximate solution. For this
approach to be applicable, the number of clusters k has to be specified. There are some
commonly used heuristics on how to do this (see, for example, Rousseeuw, 1987). As we are
primarily interested in a good fit to the observed death rates, we initially run the k-means
algorithm for all k ∈ P and choose that value of k for which the BIC of the resulting
CAE(k, C) model is minimized (see Section 2.3.2).
For given k, instead of using k-means one could calculate the BIC of the CAE(k, C) model
for all possible clustering functions C and directly choose the one minimizing it. However,
this will only work for small numbers of populations before getting prohibitively costly in
computation time.
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3.1.2 Augmented Common Factor Clustering
The ACF model has been introduced by Li and Lee (2005) with the goal to obtain coherent
mortality forecasts (see Section 2.2.2). In the following, we slightly adapt their methodology
and terminology so that it becomes obvious that the calibration method they propose
can easily be extended to encompass a clustering algorithm. The goal is to find a cluster
C(i)
number k, a clustering function C and model parameters αxi , βxi , κit , β̃xC(i) and κ̃t , where
the latter two only depend on the cluster C(i) to which a population i ∈ P is assigned.
These parameters should be calibrated in such a way that death rates are explained well by
the following variant of (2.22):
C(i)

log mix,t = αxi + β̃xC(i) κ̃t

+ βxi κit + εix,t .

(3.4)

As a measure for the goodness of fit, Li and Lee (2005) propose the explanation ratio

i,l
:= 1 −
RC

x
A
P

tY 
P

log mix,t − αxi − β̃xl κ̃lt

x=x1 t=t1
x
tY
A
P
P

x=x1 t=t1



log mix,t

−

αxi

2

2

,

(3.5)

which describes how well the death rates of a population i belonging to cluster l := C(i) ∈
{1, . . . , k} are described by the common factor β̃xl κ̃lt of this cluster. The fit can optionally
be enhanced by including a population-specific factor βxi κit . The resulting improvement
compared to the common factor is measured by the population-specific explanation ratio

i,l
:= 1 −
RAC

x
A
P

tY 
P

log mix,t − αxi − β̃xl κ̃lt − βxi κit

x=x1 t=t1
x
tY
A
P
P

x=x1 t=t1



log mix,t − αxi − β̃xl κ̃lt

2

2

.

(3.6)

To make forecasts, we have to specify how the calibrated period effects are projected into
ˆ lt , we fit an RWD analogously
the future. For the estimated cluster-specific period effects κ̃
as in the LC model, see (2.40). For the estimated population-specific period effects κ̂it , we fit
either a random walk without drift




κ̂it = κ̂it−1 + eit with eit ∼ N 0, σiRW

2 

i.i.d.,

(3.7)



(3.8)

or an AR(1) process
κ̂it

32

i

=c +

ϕi κ̂it−1

+

eit

with

eit



∼ N 0,



2
σiAR

i.i.d.

3.1 Algorithms
Both of these processes ensure coherence of the populations within a cluster. The choice
between them is again based on explanation ratios, which are defined as
i
:= 1 −
RRW



σ̂iRW
σ̂i2

2

i
and RAR
:= 1 −



σ̂iAR
σ̂i2

2

,

(3.9)

where σ̂i2 denotes the sample variance of (κ̂it )t .
In our formulation, the calibration procedure for the ACF model is interpreted as a divisive
clustering algorithm. This means that it starts with one cluster consisting of all available
populations and iteratively partitions this set into smaller clusters. Subdivision is performed
until it holds for all clusters l ∈ {1, . . . , k} and populations i ∈ C l that
i,l
• RAC
≥ η (the ACF model fits well to the data), and

•

i
(i) RRW
≥ η (the random walk fits well to the estimated population-specific period
effect), or

i
(ii) RAR
≥ η and |ϕi | < 1 (the AR(1) process fits well to the estimated populationspecific period effect and is mean-reverting).

Here, η ∈ [0, 1] is a hyperparameter, which we refer to as the explanation ratio threshold.

There is one additional step in the algorithm, which is motivated by the fact that model
formulation (3.4) involves quite a high number of parameters. If a cluster C l is trivial, i.e.,
has only one element, the population-specific factor of the population i ∈ C l is considered
unnecessary as the common factor really is population-specific in this case. Therefore,
we set (βxi )x = 0, (κit )t = 0 if population i is the only element in a cluster. To further
stimulate parsimony, we also check for the elements of each non-trivial cluster C l whether a
population-specific factor significantly enhances the fit and exclude it if this is not the case.
For this, we use a second hyperparameter ρ ∈ [1, ∞), which we call the improvement ratio
threshold. We only fit a population-specific factor for population i ∈ P l if
i,l
i,l
• RAC
≥ ρRC
(the population-specific factor significantly enhances the fit), or

i,l
< η (the common factor model does not fit well enough on its own).
• RC

Otherwise, we again directly set (βxi )x = 0, (κit )t = 0.

Algorithm 1 describes a way to implement the ACF fitting and clustering procedure outlined
above. With regard to line 26, we remark that if P l = ∅, the population to which the common
i,l
factor fits the least should get its own cluster. This is ensured by setting P l = {argmini RC
}.
If there is more than one minimizing population, one of them is chosen at random to make
sure P l contains exactly one population in this case.
The algorithm terminates after at most Pi=1 i = P (P2+1) iterations.3 Its output consists of
both the clustering function C and the ACF model parameters, including time series models
for the cluster-specific and population-specific period effects. More precisely, the output
P

3

Initially, we have |P 1 | = |P NC | = P . At every iteration, |P l | or |P NC | decreases by at least 1. Every time
|P l | equals 1, at the latest, |P NC | decreases by at least 1. As the algorithm terminates when |P NC | = 0,
the maximal number of iterations is now easy to calculate.
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Algorithm 1 The ACF fitting and clustering algorithm
Input: Death rates mix,t , explanation ratio threshold η ∈ [0, 1], improvement ratio
threshold ρ ∈ [1, ∞).
Output: Number of clusters k, clustering function C, calibrated
 ACF model parameters

C(i)
C(i)
αxi , βxi , κit , β̃xC(i) and κ̃t , time series processes for (κit )t and κ̃t
.
t

1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

⊲ initialization
C(i) ← 0 for all i ∈ P
P NC ← P
P 1 ← P NC
PY
log mix,t
αxi ← Y −1 tt=t
1

⊲ divisive clustering
while P NC 6= ∅ do
l ← maxi6∈P NC C(i) + 1
⊲ max over empty set is 0
old
l
P ←P
   
Fit common factor β̃xl , κ̃lt via SVD of the matrix of pooled centralized log death
rates

12:
13:
14:
15:
16:
17:

⊲ currently unclustered populations
⊲ populations eligible for cluster l = 1



P

l

−1

P

i∈P l



x
i
log mx,t



ˆ lt
Fit an RWD to κ̃
l



−

αxi

t 

.

x,t

t

if P = 1 then
(βxi )x ← 0, (κit )t ← 0 for i ∈ P l
else
for i ∈ P l do
Fit population-specific
factor (βxi )x ,


log mix,t − αxi − β̃xl κ̃lt .

(κit )t via SVD of the matrix

x,t

18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:

34

Fit a random walk without drift to (κ̂it )t , see (3.7).
Fit an AR(1) process with AR parameter ϕi to (κ̂it )t , see (3.8).
i,l
i,l
i
i
, RAC
, RRW
, RAR
, see (3.5), (3.6), (3.9).
Calculate RC
i,l
i
i
if RAC < η or (RRW < η and (RAR
< η or |ϕi | ≥ 1)) then
P l ← P l \ {i}
end if
end for
if P l = ∅ then
i,l
P l ← {argmini RC
}
⊲ see remark in the text
else
for i ∈ P l do
i,l
i,l
i,l
if RC
≥ η and RAC
< ρRC
then
i
i
(βx )x ← 0, (κt )t ← 0
end if
end for
end if
end if
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Algorithm 1 Cont.
if P l = P old then
⊲ current cluster will not be partitioned further
C(i) ← l for all i ∈ P l
P NC ← P NC \ P l
P l+1 ← P NC
end if
⊲ else, go back to the start of the while loop and try to fit an ACF model to the
remaining populations in the reduced set P l .
42: end while
43: k ← maxi∈P C(i)

35:
36:
37:
38:
39:
40:
41:

contains an RWD and an AR(1) model for each non-zero population-specific period effect.
If the AR(1) parameter ϕi is smaller than one in absolute value, we use the time series
model with the larger explanation ratio for projection of the period effect of population i.
Otherwise, we use the RWD.
To find a suitable value for the explanation ratio threshold η and the improvement ratio
threshold ρ, we run the above algorithm for all combinations (η, ρ) in some predefined grid,
η ∈ {η1 , . . . , ηnη } and ρ ∈ {ρ1 , . . . , ρnρ }. We choose the combination of hyperparameter
values minimizing the BIC of the resulting ACF model. For our numerical studies in
Section 3.2, we try
η ∈ {0.5, 0.6, 0.7, 0.8, 0.9} and ρ ∈ {1.0, 1.1, 1.2, 1.3, 1.4},
giving a total of 25 combinations.
Different choices of this grid would be possible, so we provide some reasoning for the
value ranges we consider. The choice of the range for the explanation ratio threshold η is
motivated by the fact that η < 0.5 might result in an insufficient model fit with almost all
populations grouped into the same cluster, while choosing η > 0.9 would be quite restrictive
and would probably lead to a very high number of clusters. The improvement ratio threshold
ρ determines the necessary relative improvement in model fit before including a populationspecific factor. From this, it is clear that ρ ≥ 1 by definition, where ρ = 1 leads to always
including a population-specific factor by not requiring any improvement at all. On the other
hand, a value of ρ > 1.4 would be very restrictive and prevent population-specific terms
from being included in the model in most cases because this would require an improvement
in model fit of over 40%.

3.1.3 Likelihood-Ratio-Based Clustering
We propose a clustering algorithm based on likelihood ratios between CAE and ILC models.
The basic idea lies in investigating the hypotheses


H(i, j) : βxi



x



= βxj



x

,

(3.10)
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where (βxi )x , (βxj )x denote the age effects of ILC models for two populations i, j ∈ P. In other
words, we check for these populations whether their LC age effect vectors are significantly
⊤
different. Writing θβij := ((βxi )x , (βxj )x ) , we can reformulate (3.10) to
H(i, j) : θβij ∈ Θ0

(3.11)

Θ0 := {v ∈ Θ : (v1 , . . . , vA ) = (vA+1 , . . . , v2A )}

(3.12)

with
and
Θ :=




v ∈ R2A :



A
X

s=1

2A
X

vs =

s=A+1




vs = 1 ,

(3.13)

A
A
βxi = xx=x
βxj = 1. From this, it is
which reflects the usual identifiability constraints xx=x
1
1
clear that we can apply the likelihood ratio test (Hogg et al., 2019, Chapter 6.5).

P

P

We consider the test statistic
T (i, j) := −2 log

supθij : θij ∈Θ0 L (θij )
β

supθij : θij ∈Θ L (θij )

,

(3.14)

β

where L is the likelihood function (see (2.33)), θij contains all the LC parameters and θβij
only the age effects for populations i and j. The random variable T (i, j) asymptotically
follows a χ2 -distribution with A − 1 degrees of freedom. Therefore, given an observation
T̊ (i, j) of the test statistic, we can calculate the approximate p-value




p(i, j) := P X ≥ T̊ (i, j) | H(i, j) ,

(3.15)

where X ∼ χ2A−1 . Now, we reject the hypothesis H(i, j) at significance level α ∈ (0, 1) if
p(i, j) < α, in which case we conclude that populations i and j exhibit significantly different
age effects. Such a statistical test is an interesting application in its own right.
In order to derive a clustering of all available populations we go on to calculate the test
statistic T (i, j) and its corresponding approximate p-value p(i, j) for all binary subsets
{i, j} ⊂ P. This is a multiple testing problem, which means the significance level has to be
adjusted accordingly. The simplest
way to do this is via the well-known

  Bonferroni correction,
which consists in using α/ P2 as the new significance level, where P2 is the number of tests
expressed as a binomial
coefficient.
This is equivalent to considering the adjusted p-values
n 
o
P
adj
p (i, j) := min 2 · p(i, j), 1 under the original significance level α. Of course, there are
more sophisticated multiple testing adjustment algorithms, which increase the testing power
in comparison to the Bonferroni correction, for example, the ones by Holm (1979) or Shaffer
(1986). However, we choose not to make use of them for a reason explained below.
In order to apply clustering methods, we need some notion of distance between populations.
To obtain this, we transform back to the test statistics T adj (i, j) corresponding to the adjusted
p-values via


−1 
(3.16)
T adj (i, j) := χ2A−1
1 − padj (i, j) ,
36

3.1 Algorithms


−1

where χ2A−1
denotes the quantile function of the χ2A−1 -distribution. Note that T adj (·, ·)
is a pseudosemimetric, i.e., we have T adj (i, j) ≥ 0, with equality for i = j, and T adj (i, j) =
T adj (j, i). We apply hierarchical agglomerative clustering (Hastie et al., 2017, Section 14.3.12)
based on this distance measure.
This iterative algorithm begins by assigning each population to a separate cluster, i.e.,
C 1 (i) = i for all i ∈ P. At iteration step s ≥ 1, the distances d(l, m) between all pairs of
clusters C l = (C s )−1 ({l}), C m = (C s )−1 ({m}) for l, m ∈ C s (P), l < m, are calculated. The
distance measure d(l, m) between clusters is derived from the distance measure T adj (i, j)
between populations. There are different approaches on how exactly to do this, of which we
consider single linkage (SL), where we set
d(l, m) := dSL (l, m) :=

T adj (i, j),

(3.17)

max T adj (i, j),

(3.18)

min

i∈C l ,j∈C m

complete linkage (CL), where we set
d(l, m) := dCL (l, m) :=

i∈C l ,j∈C m

and average linkage (AL), where we set
d(l, m) := dAL (l, m) :=

X
1
T adj (i, j).
|C l | |C m | i∈C l ,j∈C m

(3.19)

Consider the clusters lmin , mmin with minimal distance,
(lmin , mmin ) := argminl<m d(l, m).

(3.20)

If d(lmin , mmin ) is larger than some pre-specified threshold ζ > 0, the algorithm terminates
with C := C s . Otherwise, if d(lmin , mmin ) ≤ ζ, these two clusters are merged:
C̃

s+1


lmin ,

if C s (i) = mmin
(i) :=  s
C (i), otherwise.

(3.21)

Then, the clusters are renumbered by setting C s+1 := φmmin ◦ C̃ s+1 , where
φmmin (r) :=


r,

if r < mmin
r − 1, otherwise.

(3.22)

If C s+1 is constant, the algorithm terminates with C := C s+1 . Otherwise, s is incremented
by 1 and the next iteration begins. Obviously, the procedure terminates after at most P − 1
steps.
The distances between clusters can be illustrated in a so-called dendrogram, in which clusters
are arranged from bottom to top by increasing distance, see Figure 3.2. Graphically, the
clustering is obtained by horizontally cutting the dendrogram at level ζ.
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Figure 3.2: Dendrograms for between-cluster distances (left: single linkage, mid: complete
linkage, right: average linkage) based on mortality data for males aged 53 to
87 between 1948 and 1987
Before the algorithm is implemented, three choices have to be made: (i) the value of the
significance level α, (ii) whether distances between clusters should be measured by SL (3.17),
CL (3.18) or AL (3.19), and (iii) the value of the threshold ζ above which clusters are not
merged anymore by the hierarchical clustering algorithm.


−1

These choices can be meaningfully linked as follows: Setting ζ := χ2A−1
(1 − α), the two
closest clusters at each iteration step are merged under complete linkage if and only if all
populations in these clusters do not have significantly different age effects at level α. Under
single linkage, the two clusters are merged if there are two populations whose age effects
are not significantly different, one of which belongs to the first and the other to the second
cluster. From this description, complete linkage seems preferable from a statistical point
of view. However, it might lead to a relatively high number of clusters if α is large. This
is the reason why we chose to employ the Bonferroni multiple testing correction instead of
other correction algorithms with higher testing power, which would yield a higher number of
rejections and, thus, an even higher number of clusters. Finally, average linkage could achieve
a compromise between being a statistically meaningful distance measure and resulting in an
acceptable number of clusters.
Another possibility to decide whether to use single, complete or average linkage is to compare
the three approaches with respect to fit measures like the BIC (as in Section 3.1.2). This is
also what we do to find a suitable value of α because standard choices like α = 0.05 or even
α = 0.01 might lead to many hypotheses being rejected and, thus, rather high numbers of
clusters. For our numerical studies in Section 3.2, we try the values
α ∈ {5 · 10−2 , 10−2 , 10−4 , 10−6 , 10−8 , 10−10 , 10−12 }.
Finally, we point out that instead of the above agglomerative method one could also use
divisive hierarchical clustering, i.e., start from one cluster containing all populations and
perform repeated splits until the resulting clusters are sufficiently homogeneous.
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3.1.4 Fuzzy Maximum Likelihood Clustering
The main idea of the following model is to replace the individual age effects in the ILC
model with a linear combination of a small number of age effects. In this way, we reduce the
number of parameters and still allow each population to have a unique age effect.
To achieve this we pick up the idea of applying fuzzy clustering to mortality modeling,
which has already been investigated by Hatzopoulos and Haberman (2013), see Section 2.2.4.
However, there are two fundamental aspects where our work differs from theirs: First, they
cluster populations by period effects in order to assess similarities and dissimilarities in the
development of mortality rates over time. As before, we focus on age effects instead. Second,
the clusters and the obtained fuzzy clustering weights do not directly enter their model. They
use the fuzzy c-means algorithm to identify clusters of countries sharing a common mortality
trend and to quantify coherence within such clusters. In a second step, mortality in the
individual clusters is modeled using sparse PCA in a generalized linear model framework. In
this sense, the method of Hatzopoulos and Haberman (2013) is more similar to the two-step
approach we have introduced in Section 3.1.1.
In contrast to this, we propose a one-step procedure, which directly integrates the clustering
results within the model equation and calibrates all model parameters including the cluster
weights by Poisson MLE. Therefore, we call our new approach fuzzy maximum likelihood
clustering. It bears some resemblance to the cause-of-death-specific cohort effect model
recently investigated by Redondo Lourés and Cairns (2021), who assume that the cohort
effects of each cause of death can be written as a linear combination of cohort effects which
correspond to underlying risk factors such as smoking. Cairns (2021-08-14) also mentions
the identifiability issues arising under such a common cohort effect model along with some
constraints which can be imposed to solve them.
We denote the number of fuzzy clusters by k. This is a hyperparameter and we choose its
value based on the BIC similarly as in Section 3.1.1. More precisely, we aim to minimize the
BIC over all values k ∈ {1, . . . , kLC }, where kLC is the highest cluster number for which the
following model has fewer free parameters than an ILC model:
log mix,t

=

αxi

+

k
X

ω i,l βxl

l=1

!

κit .

(3.23)

Here, each cluster l ∈ {1, . . . , k} has a distinct age effect βxl , and the weight parameter ω i,l
indicates for every population i how similar its age effect is to that of cluster l. This can be
seen as a special case of a k-factor CAE model
log mix,t

=

αxi

+

k
X

βxl κi,l
t

(3.24)

l=1

i,l i
with κi,l
t = ω κt .

For the model to be easily interpretable, it is desirable that ω i,l ∈ [0, 1] and kl=1 ω i,l = 1 for
all i ∈ P, i.e., the age effect of each population is a convex combination of the age effects
P
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of the clusters. In this case, the weight parameter ω i,l can be interpreted as the degree of
membership of population i in cluster l, or in other words the degree of similarity of the age
effect of population i to the age effect of cluster l. We come back to these requirements in
the context of model identifiability.
Let Θ be the parameter space and θ :=



i



(αxi )x , βxl


l

model parameters. We also use the notations β := βxl


i,l

x
l

i



, (κit )t , ω i,l

x

i,l 

∈ Θ a vector of

∈ RA×k for the age effect matrix

and ω := ω i,l
∈ RP ×k for the membership weight matrix. Similarly as in (2.33), the
log-likelihood function is given by
ℓ (θ) =

tY 
xA X
P X
X
i=1 x=x1 t=t1







i
i
Dx,t
· log mix,t − Ex,t
· mix,t + K,

(3.25)

with some constant K ∈ R which only depends on the data.

A calculation shows that its gradient is given by

tY 

X
∂ℓ (θ)
i
i
=
−
D̂
D
x,t
x,t ,
∂αxi
t=t1

tY 
P X

∂ℓ (θ) X
i
i
D
ω i,l κit ,
=
−
D̂
x,t
x,t
l
∂βx
i=1 t=t1

xA 
k
X
X
∂ℓ (θ)
i
i
=
−
D̂
ω i,l βxl ,
D
x,t
x,t
∂κit
x=x1
l=1
xA X
tY 

X
∂ℓ (θ)
i
i
l i
D
=
−
D̂
x,t
x,t βx κt ,
∂ω i,l
x=x1 t=t1

(3.26)
(3.27)
(3.28)
(3.29)

i
i
= Ex,t
· mix,t denotes the fitted death counts obtained from parameter vector θ.
where D̂x,t

With this information, it is in principle possible to numerically maximize ℓ using a gradientbased optimization algorithm and thereby obtain a maximum likelihood estimate for θ.
However, if we do not impose any constraints on the optimization, the optimal θ is obviously
not unique. Thus, the model is not identifiable, which is problematic both from a statistical
and a practical point of view. We will discuss this issue extensively in the following and
start by giving a definition of identifiability in this context.
Definition 3.1. Let fp(eq) , fq(ie) : Θ → R for p = 1, . . . , neq , q = 1, . . . , nie be real-valued
functions. The fuzzy maximum likelihood clustering model (3.23) is identifiable under the
constraints
fp(eq) (θ) = 0, p = 1, . . . , neq ,
fq(ie) (θ) ≤ 0, q = 1, . . . , nie
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if for two parameter vectors θ, θ̃ ∈ Θ, which fulfill
αxi

+

k
X
l=1

ω i,l βxl

!

κit

=

α̃xi

+

k
X
l=1

ω̃ i,l β̃xl

!

κ̃it

(3.31)

for all x ∈ X , t ∈ T , i ∈ P and satisfy the constraints (3.30), it follows that

for all x ∈ X , t ∈ T , i ∈ P and

αxi = α̃xi , κit = κ̃it

(3.32)

ω = ω̃S, β = β̃S,

(3.33)

where S ∈ Rk×k is a permutation matrix.
Remark 3.2. (i) In words, for certain constraints to make the fuzzy maximum likelihood
clustering model identifiable, two sets of parameters θ and θ̃ both yielding the same
fitted death rates and fulfilling the constraints must be identical (up to permutation of
columns in the case of β and ω).
(ii) We only require ω and β to be identifiable up to permutation of columns. This is
sufficient as the order of the columns of β and ω corresponds to the numbering of the
clusters and is, thus, not relevant for the interpretation of the model.
Of course, if we impose sufficiently restrictive constraints, they will make the model identifiable, but we are only interested in constraints which do not change the fitted death rates
compared to the unconstrained model.
Definition 3.3. In the setting of Definition 3.1, we call fp(eq) , fq(ie) identifiability constraints
if imposing them does not change the fitted death rates m̂ix,t of the model.
We will consider two sets of constraints, which differ in the requirements on the weight matrix
ω. With the first set of constraints we require that the first k rows of ω, which we denote by
ω 1:k,1:k , equal the identity matrix Ik . This means that the first k populations each get their
own cluster, i.e., ω i,j = 1 if i = j and 0 otherwise for i, j ∈ {1, . . . , k}, and the remaining
populations are subsequently assigned cluster weights ”relative” to this initialization when
the model is fit. Of course, via a renumbering of the populations, any k populations can
be the ones which initially get their own cluster, which means that the choice is up to the
modeler. The chosen populations should have sufficiently different age effects. Therefore,
the choice could be based on some a priori knowledge or analysis on which populations
might exhibit distinct, prototypic age effects.4 We call our first set of constraints the identity
matrix initialization (IMI) constraints. Note that we do not demand ω i,l ≥ 0 for i > k in
this case.
With the second, alternative set of constraints we require that all entries of ω are nonP
negative, which, by the additional constraint kl=1 ω i,l = 1 implies that they are at most 1,
4

For our numerical studies, we have implemented the following simple heuristic: We start with the two
populations whose ILC age effects have the largest Euclidean distance. Then, we successively choose the
population whose ILC age effect maximizes the sum of Euclidean distances to the ILC age effects of all
the populations we have already chosen, until we reach k populations.
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and that ω has maximal sum of within-cluster variances. We call these the non-negative
variance-maximizing (NNVM) constraints.
Expressed in formulae, to fit the model we solve
sup ℓ(θ)

(3.34)

θ∈Θ

subject to
xA
X

x=x1
tY
X

βxl = 1 for all l ∈ {1, . . . , k},
κit

t=t1

(3.35)

= 0 for all i ∈ P,

and, furthermore, either to
k
X

ω i,l = 1 for all i ∈ {k + 1, . . . , P },

l=1
1:k,1:k

ω

(IMI)

= Ik ,

or, alternatively, to
k
X
l=1

ω i,l = 1 for all i ∈ P,

(NNVM)

ω i,l ≥ 0 for all i ∈ P, l ∈ {1, . . . , k},
fω (R) ≤ fω (Ik ) for all R ∈ Dω ,

where

Dω := R ∈ Rk×k : ωR < 0P ×k and R✶k = ✶k
n

and fω : Dω → R is the sum of within-cluster variances,
fω (R) :=

k
X
l=1

P

 ,l
1 X
(ωR)i,l − ωR
P − 1 i=1



•

2

.

o

(3.36)

(3.37)

Here, we have used the notation


ωR

•,l

:=

P
1 X
(ωR)j,l
P j=1

(3.38)

for the column means. It is obvious that the constraints (NNVM) do not determine the
order of the columns of β and ω, but this is in accordance with Definition 3.1.
We present some other expressions for fω and give an interpretation of what it means to
maximize this function.
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Remark 3.4 (Other expressions for and interpretation of fω ).
multiplication, we have
fω (R) =

k
X
l=1

(ii) Assuming that

Pk

q=1

(i) By definition of matrix



2

P
k


X
1 X

rq,l ω i,q − ω ,q  .
P − 1 i=1 q=1
•

(3.39)

ω i,q = 1 for all i ∈ P, we further calculate

fω (R) =

k
X
l=1



2

P
k−1
 

X
1 X

rq,l − rk,l · ω i,q − ω ,q  .
P − 1 i=1 q=1
•

(3.40)

(iii) Expanding the square in the definition of fω and using the definition of the Frobenius
norm k · k, we get
1
1
2
fω (R) =
.
kωRk2 − k✶⊤
P ωRk
P −1
P




(3.41)

(iv) As the rows of ωR sum up to 1 for any R ∈ Dω , we have


ωR

 • ,•

:=

k
P X
1 X
1
(ωR)i,l =
P k i=1 l=1
k

(3.42)

for its overall average. By partitioning the sum of squares as known from analysis of
variance, we get

 !

k
P 
 ,l
X
1 X
1 2
1 2
i,l
(ωR) −
fω (R) =
− P ωR −
.
P − 1 l=1 i=1
k
k
•

(3.43)

From (3.43), we immediately see that maximizing fω amounts to choosing R such that the
entries of ωR differ as much as possible from k1 , which means that populations have a clearer
tendency to which cluster they belong, while the column means of ωR are as close to k1 as
possible, which means that clusters tend to have similar “sizes”.
In order to show that (3.35) together with (NNVM) are identifiability constraints, we need
existence and uniqueness (up to permutations of columns) of the solution of the optimization
problem
sup fω (R),
(3.44)
R∈Dω

where ω has full rank and fulfills ω ✶k = ✶P . The following proposition explicitly gives the
solution for the case k = 2.
Proposition 3.5. If k = 2, rank(ω) = k and ω ✶k = ✶P , the optimization problem (3.44) is
solved by
!
1
ω max − 1 1 − ω min
∗
R := max
·
∈ GL(2),
(3.45)
ω max
−ω min
ω
− ω min
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where ω max := max ω i,1 and ω min := min ω i,1 . The solution is unique up to permutation
i=1,...,P

i=1,...,P

of columns.
Proof. The fact that ω has full rank and fulfills ω ✶k = ✶P implies that none of its columns
can be constant, so that ω max > ω min and the definition of R∗ makes sense. Also, R∗ lies
in Dω : by direct calculation, we see that R∗ ✶k = ✶k , and it will become clear below that
ωR∗ < 0P ×k . Furthermore, we have R∗ ∈ GL(2) as one easily checks that det(R∗ ) = −1.

In the following, we consider matrices R ∈ Rk×k which satisfy R✶k = ✶k . We write r1 := r1,1
and r2 := r2,1 for the entries of their first column; the entries of the second column are then
1 − r1 and 1 − r2 . At first, we restrict ourselves to matrices R which additionally fulfill
r1 ≤ r2 .
For k = 2, Equation (3.40) describing the objective function fω simplifies to


1

fω (R) = r − r


2 2

P 
2
2 X
ω i,1 − ω ,1 ,
P − 1 i=1
•

(3.46)

which shows that solving the constrained optimization problem (3.44) amounts to maximizing
the distance between r1 and r2 in such a way that the corresponding matrix R still lies in
the feasible set.
For k = 2, the constraint ωR < 0P ×k can equivalently be written as
ω i,1 (r1 − r2 ) + r2 ≥ 0,

ω i,1 (r2 − r1 ) + 1 − r2 ≥ 0,

(3.47)

for i = 1, . . . , P , where we have used that ω ✶k = ✶P . Due to r1 ≤ r2 , this system of 2P
inequalities is equivalent to the following system of 2 inequalities:
ω max (r1 − r2 ) + r2 ≥ 0,
ω min (r2 − r1 ) + 1 − r2 ≥ 0.

(3.48)
(3.49)

1
We now prove that these inequalities imply r2 − r1 ≤ ωmax −ω
min with equality if and only if
1
∗,1
2
∗,2
r = r and r = r . For this, we distinguish six cases:

(i) ω min > 1: Applying first (3.48) and then (3.49), we get
r1 ≥

ω max − 1 2 ω max − 1 ω min · r1 − 1
,
·r ≥
·
ω max
ω max
ω min − 1

(3.50)

which implies
ω max − 1
r ≤ max min
·
ω (ω − 1)

1

1
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ω min −1

·

ω max −1
ω max

ω max − 1
= max
.
ω
− ω min
−1

(3.51)
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With (3.48), it follows that
r2 − r1 ≤

1
ω max

−1

· r1 ≤

ω max

1
.
− ω min

(3.52)

(ii) ω min = 1: From (3.49) we get r1 ≤ 1, and, additionally using (3.48),
r2 − r1 ≤

1
ω max

−1

· r1 ≤

1
ω max

−1

=

ω max

1
.
− ω min

(3.53)

(iii) 1 > ω min ≥ 0: Applying first (3.49) and then (3.48), we get
r2 ≤

ω min
ω max − 1 2
ω min · r1 − 1
1
≤
·
,
· r − min
min
min
max
ω −1
ω −1
ω
ω −1

(3.54)

ω max
.
ω max − ω min

(3.55)

which implies
r2 ≤
With (3.48), it follows that
r2 − r1 ≤

1
ω max

· r2 ≤

ω max

1
.
− ω min

(3.56)

(iv) ω min < 0, ω max > 1: From (3.48) and (3.49) we get
r1
,
ω max − 1
1 − r1
.
r2 − r1 ≤
1 − ω min

r2 − r1 ≤

If
r1 ≤
(3.57) yields

ω max − 1
,
ω max − ω min

r2 − r1 ≤
Otherwise, if
r1 ≥
(3.58) yields the same.

ω max

1
.
− ω min

ω max − 1
,
ω max − ω min

(3.57)
(3.58)

(3.59)

(3.60)

(3.61)

(v) ω min < 0, ω max = 1: From (3.48), we get r1 ≥ 0, and, additionally using (3.49),
r2 − r1 ≤

1 − r1
1
1
≤
= max
.
min
min
1−ω
1−ω
ω
− ω min

(3.62)
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(vi) ω min < 0, ω max < 1: Applying first (3.49) and then (3.48), we get
r1 ≥

(ω min − 1) r2 + 1
ω min − 1
ω max
1
· r1 + min ,
≥
·
min
min
max
ω
ω
ω
−1
ω

which implies

ω max − 1
r ≥ max
.
ω
− ω min
1

With (3.49), it follows that

(3.63)

(3.64)

max

ω
−1
1 − ωmax
1 − r1
1
−ω min
r −r ≤
≤
= max
.
min
min
1−ω
1−ω
ω
− ω min
2

1

(3.65)

1
2
1
In each of these cases, the upper bound ωmax −ω
is attained if and only if
min for r − r
1
∗,1
2
∗,2
∗
r = r and r = r . In particular, we have ωR < 0P ×k because r∗,1 and r∗,2 fulfill (3.48)
and (3.49), and, among all matrices R ∈ Dω with r1 ≤ r2 , R∗ uniquely maximizes fω .

It can be shown analogously that, among all matrices R ∈ Dω with r1 > r2 , the matrix
which is obtained by exchanging the columns of R∗ uniquely maximizes fω . As the maximal
values in both cases coincide, this completes the proof.
In fact, we can show existence of a solution to (3.44) for any value of k ∈ N.
Proposition 3.6. The optimization problem (3.44) has a solution.5
Proof. Define the function g : RP ×k → R by
g(T ) :=

k
X
l=1

P 

1 X
,l 2
.
T i,l − T
P − 1 i=1
•

(3.66)

The maximization problem (3.44) is obviously equivalent to
sup

g(T )

(3.67)

T ∈{ωR : R∈Rk×k }

subject to
T ✶k = ✶P ,
T < 0P ×k .

(3.68)

The feasible set of this optimization problem is bounded because the entries of every matrix
T in the feasible set must fulfill 0 ≤ ti,l ≤ 1 for all i ∈ P, l ∈ {1, . . . , k}. It is also closed as
the intersection of three closed sets (a finite-dimensional linear subspace, a set defined by
equations and a set defined by non-strict inequalities). By the Heine-Borel theorem, the
5

We thank an anonymous contributor to Mathematics Stack Exchange for proposing the idea for the proof
of this result.
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feasible set is compact, which implies that the continuous function g attains a maximum on
this set.
We will need the following two lemmas, which are shown using basic linear algebra.
Lemma 3.7. Let β ∈ RA×k and ω ∈ RP ×k , and denote r1 := rank(β), r2 := rank(ω). If
min(r1 , r2 ) < k, there exist k̃ ≤ min(r1 , r2 ) and full-rank matrices β̃ ∈ RA×k̃ , ω̃ ∈ RP ×k̃ such
that
βω ⊤ = β̃ ω̃ ⊤ .
(3.69)




Proof. We set k̃ := rank βω ⊤ . Then, we choose a basis of the column space of βω ⊤ and
build up a matrix β̃ ∈ RA×k̃ column-wise out of the basis vectors. As the columns of βω ⊤
lie in the span of the columns of β̃, we can find a matrix ω̃ ∈ RP ×k̃ such that the desired
equality holds. Both β̃ and ω̃ must have full rank due to








 

n



k̃ = rank βω ⊤ = rank β̃ ω̃ ⊤ ≤ min rank β̃ , rank ω̃ ⊤

o

≤ k̃.

(3.70)

Lemma 3.8. Let β, β̃ ∈ RA×k and ω, ω̃ ∈ RP ×k be full-rank matrices fulfilling
βω ⊤ = β̃ ω̃ ⊤ .

(3.71)

ω̃ = ωR and β̃ = βR−⊤ .

(3.72)

There is a matrix R ∈ GL(k) such that

Proof. Note that all the inverse matrices appearing in this proof exist because β, β̃, ω, ω̃ have
full rank.


Multiplying (3.71) by β ⊤ β

−1

β ⊤ from the left, we get


ω⊤ = β ⊤β
which is equivalent to
ω̃ = ω



⊤

β β

−1



−1

β̃ = β
The observation that


R⊤ S = β ⊤ β̃

⊤

ω ω

−1

−1

β ⊤ β̃ ω̃ ⊤ ,

β β̃

−1

β ⊤ = ω⊤ω


⊤



Transposing (3.71) and multiplying by ω ⊤ ω

which is equivalent to

−1

−⊤

(3.73)

=: ωR.

(3.74)

ω ⊤ from the left, we get

⊤

ω ⊤ ω̃ β̃ ⊤ ,

(3.75)

−⊤

=: βS.

(3.76)



−1 (3.71)

(3.77)

ω ω̃

β ⊤ βω ⊤ ω ω̃ ⊤ ω

= Ik
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and, thus, S = R−⊤ , completes the proof.
The following theorem states that both sets of constraints make the model identifiable. We
require that the number of clusters k be chosen based on the principle of parsimony, which we
implement by using the BIC as the model selection criterion. This requirement is similar to
the concept of a minimal representation in exponential family models. Our line of reasoning
is analogous to that of Wüthrich and Merz (2021, p. 20): “If the [...] matrix [...] does
not have full rank k, the choice of k is non optimal because the problem lives in a smaller
dimension. Thus, w.l.o.g., we may and will assume to work in this smaller dimension ...”.
Theorem 3.9. Assume that the number of clusters k is chosen based on the principle of
parsimony. If the constraints (3.35) hold and
(i) IMI constraints are fulfilled, or
(ii) k = 2 and NNVM constraints are fulfilled,
model (3.23) is identifiable in the sense of Definition 3.1.
Proof. First, note that if β or ω does not have rank k, we can by Lemma 3.7 reduce β and ω
to full-rank matrices with column number smaller than k without changing the fitted death
rates. In other words, we can achieve the same fitted death rates using a lower number of
parameters. According to the principle of parsimony, we would reduce k accordingly. So we
can w.l.o.g. assume that ω and β have full rank k.
Now, assume that there are parameter vectors θ, θ̃ ∈ Θ which fulfill (3.31), (3.35) and
(i) IMI or (ii) NNVM with k = 2. First, summation of (3.31) over t shows αxi = α̃xi for all
x ∈ X , i ∈ P due to
t ∈ T , i ∈ P due to

tY
P

t=t1
x
A
P

x=x1

κit =

βxl

=

k
X
l=1

tY
P

t=t1
x
A
P

x=x1

κ̃it = 0. Then, summation over x shows κit = κ̃it for all

β̃xl = 1 and

ω i,l βxl =

k
X
l=1

k
P

ω i,l =

l=1

k
P

ω̃ i,l = 1. Using this, we get

l=1

ω̃ i,l β̃xl for all i ∈ P, x ∈ X ,

(3.78)

or, in matrix notation,
βω ⊤ = β̃ ω̃ ⊤ .

(3.79)

ω̃ = ωR and β̃ = βR−⊤

(3.80)

By Lemma 3.8, we have
for some R ∈ GL(k). Case distinction:

IMI The constraint on the first k rows of ω and ω̃ implies
Ik = ω̃ 1:k,1:k = (ωR)1:k,1:k = Ik R = R,
which shows ω = ω̃ and β = β̃.
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NNVM The constraints on ω and ω̃ imply R ∈ Dω and R−1 ∈ Dω̃ , so we have




fω̃ (Ik ) = fω (R) ≤ fω (Ik ) = fω̃ R−1 ≤ fω̃ (Ik ).

(3.82)

This implies fω (R) = fω (Ik ), and it follows from Proposition 3.5 that R is a
permutation matrix. Therefore, ω and ω̃ as well as β and β̃ coincide up to the
same6 permutation of columns.
Remark 3.10 (NNVM constraints for k > 2). Proposition 3.6 only shows existence, not
uniqueness of the maximum. Unfortunately, we have not found a proof (or counterexample)
for uniqueness in the case k > 2. Therefore, we cannot guarantee that β and ω are uniquely
identified if we impose NNVM constraints in this case.
The following theorem states that our two sets of constraints do not only uniquely determine
the model parameters but also do not change the fitted death rates, which means they are
identifiability constraints in the sense of Definition 3.3. The proof of the theorem also shows
a way to practically implement these constraints.
Theorem 3.11. Assume that the number of clusters k is chosen based on the principle of
parsimony. Imposing the constraints (3.35) together with
(i) (IMI), or
(ii) (NNVM) and k ≤ 2

does not change the fitted death rates of the (unconstrained) model (3.23).
Proof. We first choose a particular solution, which we denote by (α, β, κ, ω) for simplicity,
of the unconstrained problem
sup ℓ(θ).
(3.83)
θ

As in the proof of Theorem 3.9, we can w.l.o.g. assume that β and ω have full rank k.
The transformation
βxl →
ω

i,l

→

1

· βxl ,

clβ,ω
clβ,ω ·

ω

(3.84)

i,l

with clβ,ω 6= 0, l = 1, . . . , k does not change the fitted death rates or the rank of β and ω.

With clβ,ω :=

x
A
P

x=x1

βxl , we implement

The transformation

x
A
P

x=x1

βxl = 1 for all l ∈ {1, . . . , k}.

ω i,l →
κit
6

→

1
ciω,κ

· ω i,l

ciω,κ

κit

·

(3.85)

Note that R−⊤ = R as the transposed of a permutation matrix equals its inverse.
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with ciω,κ 6= 0, i ∈ P does not change the fitted death rates or the rank of ω. With
ciω,κ :=

k
P

ω i,l , we implement

l=1

k
P

l=1

The transformation

ω i,l = 1 for all i ∈ P.
ω → ωR,

(3.86)

β → βR−⊤

with R ∈ GL(k) does not change the fitted death rates or the rank of β and ω. Case
distinction:
IMI As ω has full rank, we assume w.l.o.g. that ω 1:k,1:k is invertible (if there is no
particular solution to (3.83) fulfilling this, the populations have to be renumbered

−1
accordingly). We now choose R = ω 1:k,1:k
. This preserves the constraints that
have already been addressed in previous steps and implements ω 1:k,1:k = Ik .
NNVM Choose R ∈ Dω such that it solves the optimization problem (3.44). As we
require k ≤ 2 in this case, R is uniquely determined and invertible according to
Proposition 3.5 (if k = 2; for k = 1, it must obviously hold that R = 1). This
preserves the constraints that have already been addressed in previous steps and
implements ω < 0P ×k and fω (R) ≤ fω (Ik ) for all R ∈ Dω .

The transformation

κit → κit − ciα,κ ,
αxi → αxi + ciα,κ ·

k
X
l=1

with ciα,κ ∈ R, i ∈ P does not change the fitted death rates. With ciα,κ :=
implement

tY
P

t=t1

κit

= 0 for all i ∈ P.

(3.87)

ω i,l βxl
1
Y

tY
P

t=t1

κit , we

The parameters now fulfill (3.35) and (IMI) or (NNVM), and the fitted death rate of the
model (3.23) have not changed.
The following corollary shows that IMI and NNVM constraints are in some sense equivalent
for k = 2.
Corollary 3.12. For k = 2, IMI and NNVM constraints induce identical parameters.
Proof. Choose the particular solution of (3.83) in the proof of Theorem 3.11 such that it
fulfills
!
ω min 1 − ω min
1:2,1:2
ω
=
.
(3.88)
ω max 1 − ω max

It is easily checked that the inverse of ω 1:2,1:2 equals R∗ from Proposition 3.5. The proof of
Theorem 3.11 shows that, consequently, both types of constraints induce the same values of
ω and β.
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3.1.5 Calculating the Number of Free Parameters
As described in Section 2.3.2, we need the number of free parameters of a model to calculate
its BIC. Generally, the number of free parameters is the number of all parameters reduced
by those which are determined (or determinable) by the imposed constraints.
For the CAE(k, C) model (3.1) with identifiability constraints
xA
X

βxC(i) = 1 and

x=x1

tY
X

t=t1

κit = 0 for all i ∈ P,

(3.89)

which includes the ILC and the standard CAE model, the number of free parameters is
npar = (A + Y − 1) · P + (A − 1) · k.

(3.90)

For the ACF model in formulation (3.4) with identifiability constraints
xA
X

β̃xC(i) = 1 and

x=x1
xA
X

tY
X

C(i)

κ̃t

= 0,

(3.91)

t=t1

βxi = 1 and

x=x1

tY
X

κit = 0

(3.92)

t=t1

for all i ∈ P, the number of free parameters is
npar = (2A + Y − 2) · P + (A + Y − 2) · k.

(3.93)

For the fuzzy maximum likelihood clustering model (3.23) with constraints (3.35) and (IMI),
the number of free parameters is
npar = (A + k + Y − 2) · P + (A − k) · k.

(3.94)

If we impose NNVM instead of IMI constraints, calculating the number of free parameters is
less straightforward. For k = 2, we have shown in Theorem 3.11 that both sets of constraints
are identifiability constraints, and so they should lead to the same number of free parameters.
Therefore, we use the same number of free parameters for the NNVM-constrained model as
for the IMI-constrained model for any number of clusters.

3.2

Empirical Results

In this section, we provide an empirical evaluation to compare some of the mortality models
described in Sections 2.2 and 3.1. More precisely, we consider as benchmarks the ILC and
CAE models calibrated both by SVD/cPCA and Poisson MLE as well as the ACF model
calibrated by SVD and compare them to our four clustering-based extensions of the CAE
model, which are all calibrated by Poisson MLE. Regarding likelihood ratio clustering, we
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only show results for the average linkage distance measure, which aims to achieve a balance
between parsimony of parameters and high within-cluster homogeneity, see Section 3.1.3.
For the number of clusters in the fuzzy clustering model from Section 3.1.4, we consider the
values k = 2 and the optimal k according to the BIC separately. In other words, the results
for k = 2 are shown even if they are not optimal according to the BIC because, as noted in
Section 3.1.4, under NNVM constraints we have only rigorously proven that the model is
identifiable for this important special case. Moreover, this will allow us to check whether the
BIC is a viable model selection criterion for achieving good out-of-sample forecasts because
we would expect the model with the optimal k according to the BIC to outperform the
model with k = 2 in the out-of-sample forecasts if this is the case.
To facilitate comparability, we give detailed results for the same data Kleinow (2015) used in
his study: death rates of males aged between 18 and 52 and between 53 and 87 in Austria,
Australia, Canada, Switzerland, Denmark, France, the UK, New Zealand, Sweden and the
USA between 1948 and 2007 (Human Mortality Database, 2019). Like Kleinow (2015), we
consider two age ranges separately because their period effects κit might be quite different as
the main causes of death differ substantially for these age groups (Bergeron-Boucher et al.,
2018). In addition, it is recommendable not to use too many ages at once because clustering
typically gets harder when the dimension of the objects which are clustered increases (curse
of dimensionality). For better readability of the main text, we defer the figures and tables
for age group 18 to 52 into Appendix 3.A.
The data for the male populations of Denmark, France and the USA are shown in Figure 3.3.
We display only three populations for better readability of the plot; data for the remaining
populations are qualitatively similar. Generally, the data exhibit the typical characteristics
we would expect of death rates; for example, they are increasing in age and mostly decreasing
in time. Remarkably, Danish mortality has stagnated and in some years up to around 1995
even increased, allowing the previously higher rates of French and US males to catch up.
We split the considered data into training and test set so that we can analyze both the
goodness of fit (Section 3.2.2) and the forecasting performance (Section 3.2.3). More precisely,
the data set comprising the years 1948 to 2007 is split into training data from 1948 to 1987,
on which the models are calibrated and goodness of fit is evaluated, and test data from 1988
to 2007, on which forecasting performance is evaluated.

3.2.1 Clustering Results
Figures 3.4 (ages 53–87) and 3.8 (ages 18–52) display the population-specific age effects
obtained by the ILC model (colored lines) and the cluster-specific age effects obtained by
the k-means, ACF-based and likelihood-ratio-based clustering CAE models in comparison to
the ordinary CAE model (black lines). Note that for the k-means and likelihood-ratio-based
clustering algorithms the ILC age effects are, in fact, inputs. The ACF does not make direct
use of the ILC age effects, but these are displayed nonetheless for illustrative purposes and
for an easier graphical overview of the clustering results.
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Figure 3.3: Death rates for males aged 53, 60, 67, 74, 81 and 87 in Denmark, France and
the USA between 1948 and 2007 (note the differing scales)
The results of the fuzzy maximum likelihood clustering algorithm are displayed in Figures 3.5
(ages 53–87) and 3.9 (ages 18–52), which show the cluster membership weights ω i,l in the top
row. In the bottom row, we plot the cluster-specific age effects βxl as well as the populationP
specific age effects kl=1 ω i,l βxl , where we assign each population i ∈ {1, . . . , 10} to the cluster
l ∈ {1, . . . , k} for which the corresponding weight ω i,l is largest. This clearly illustrates that
the fitted population-specific age effects are different for all the populations, although for
most

 of them it is also visible that they are a convex combination of a few basic shapes
βxl , l = 1, . . . , k. For k = 2, we observe that (βx1 )x looks similar to the age effect vector
x
in the ordinary CAE model for both age groups, while (βx2 )x allows the model to express
deviations from the general pattern for some populations.
We provide an overview of the clustering results in Tables 3.1 (ages 53–87) and 3.4 (ages
18–52). For higher ages (53–87), most of the clustering algorithms detect that Danish age
effects follow a very distinct pattern, which is due to the stagnation of Danish death rates in
the considered time period, and put Denmark into its own cluster. This is in line with the
results of Hatzopoulos and Haberman (2013), even though they consider a different data set
(ages 0–90, years 1960–2006 and 35 countries). Using fuzzy c-means clustering, they obtain
one West cluster and two East clusters, where all of the populations considered here are in
the West cluster, but the fuzzy membership weight of Denmark in this cluster is by far the
lowest.
Two other groups which could be inferred from our clustering results consist of (i) the
English-speaking countries Australia, Canada, the UK, the USA and New Zealand and
(ii) the remaining European countries France, Sweden, Switzerland and Austria. In fact,
k-means identifies these two groups, but it assigns Austria to its own cluster. The reason
for this gets clearer when we look at fuzzy maximum likelihood clustering with k = 2 in

53

3 Clustering-Based Extensions of the Common Age Effect Model

(a) CAE (MLE), y axis restricted (0 to 0.05)

(b) k-means

(c) ACF-based

(d) Likelihood-ratio-based (AL)

Figure 3.4: Age effects by cluster for males aged 53 to 87 between 1948 and 1987 obtained
by CAE and its clustering-based extensions. Age effects of clusters are displayed
in black and ILC age effects of populations in different colors.
Figure 3.5, where we have imposed NNVM constraints to make the following interpretations
sensible. Here, the Austrian age effects turn out to be almost a 50:50-mixture of the two
fuzzy cluster centers, which is a demonstration of the higher degree of flexibility of fuzzy
maximum likelihood clustering when dealing with observations which are harder to classify.
In general, the fuzzy clustering results for k = 2 are similar to k-means, but there are some
additional nuances we can recognize, for example, France and Sweden exhibit more similar
age effects than France and Switzerland under this model. It is remarkable that Denmark
does not get a separate cluster despite its quite special behavior, which might be due to
the fact that maximum likelihood estimates are driven by high exposures and the Danish
population is rather small. The number of fuzzy clusters which minimizes the BIC is k = 4,
which is the same as for the k-means algorithm. The fuzzy clustering for k = 4 is similar to
the one obtained by k-means as well: Denmark drives its own cluster with only very small
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(a) Weights for k = 2

(b) Weights for k = 4 (chosen by BIC)

(c) Age effects for k = 2

(d) Age effects for k = 4 (chosen by BIC)

Figure 3.5: Weights ω i,l (top) and cluster-specific age effects βxl as well as population-specific
P
age effects kl=1 ω i,l βxl (bottom) of the fuzzy maximum likelihood clustering
model for males aged 53 to 87 between 1948 and 1987
shares of other populations (cluster 4), another cluster is driven by Canada with high shares
of Australia, New Zealand and the UK (cluster 1). The USA, however, have a higher degree
of membership in cluster 3, along with Switzerland, which is separated from France and
Sweden, for which the weights are highest in cluster 2 (as well as for Austria).
The ACF clustering algorithm (with explanation ratio threshold η = 0.5 and improvement
threshold ρ = 1, chosen as described in Section 3.1.2) assigns Denmark and New Zealand to
separate clusters. All other populations are put into one group together. Likelihood-ratiobased clustering (with AL distance and significance level α = 10−6 ) yields the highest number
of groups, with separate clusters for Australia, New Zealand, Canada and Switzerland,
respectively, and three clusters with two populations each (Austria and Denmark, France
and the UK, Sweden and the USA).
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Table 3.1: Clustering results obtained by different algorithms for males aged 53 to 87
between 1948 and 1987
Cluster

k-Means

ACF-based

Likelihood-ratiobased (AL)

Fuzzy ML clustering (k = 2)

Fuzzy ML clustering (k = 4)

1

AUT

AUS, AUT, CAN,
CHE, FRA, SWE,
UK, USA

AUS

AUS,
CAN,
DNK, NZL, UK,
USA

AUS,
CAN,
NZL, UK

2

CHE,
SWE

DNK

AUT, DNK

AUT,
CHE,
FRA, SWE

AUT,
SWE

3

AUS,
CAN,
NZL, UK, USA

NZL

CAN

-

CHE, USA

4

DNK

-

FRA, UK

-

DNK

5

-

-

NZL

-

-

6

-

-

SWE, USA

-

-

7

-

-

CHE

-

-

FRA,

FRA,

We discuss some observations in the k-means and fuzzy clustering results which might be
counterintuitive at first glance. Looking at Figure 3.4 (b), we find that the cluster-specific
age effect (βx2 )x of the second k-means cluster is very similar to the ILC age effect of France.
Sweden and Switzerland also belong to this second cluster, but their age effects seem to
behave quite differently. However, one has to mind the scale of the plots. In fact, the
variability of the age effects in cluster 2 is rather small compared to the other clusters.
Therefore, while the Swedish and Swiss age effects seem to be very different to the French
one on a relative scale, they are nevertheless most similar to it in terms of Euclidean distance
compared to the other populations. The cluster-specific age effect is driven by France due to
the Poisson MLE calibration, which is heavily influenced by exposure sizes, and exposures in
the French population are substantially larger than in the Swedish and Swiss populations.
Furthermore, in Figure 3.5 we make the striking observation that the cluster-specific age
effect (βx2 )x of the second fuzzy cluster is increasing over ages, whereas the population-specific
age effects of all the cluster members (France, Sweden and Austria) are almost constant or
even decreasing over ages. To understand this, one has to recall that cluster membership
is fuzzy in this case and that all three population-specific age effects are to a significant
part influenced by the other cluster-specific age effects as well. Note that (βx1 )x and (βx3 )x
are mostly decreasing with age. Combining these with (βx2 )x therefore offsets its increase
and yields the almost constant population-specific age effects for France and Sweden. The
population-specific age effect of Austria also contains a non-negligible share of (βx4 )x , the age
effect with by far the highest amplitude, which is sufficient to visibly influence the shape of
the Austrian age effect in the direction of the age effect of the fourth cluster. In summary,
these observations show that population-specific age effects in the fuzzy clustering model
are not necessarily similar to any of the cluster-specific age effects. This illustrates the
high flexibility of this approach, which allows for individual age effects obtained as linear
combinations of a few basic shapes.
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We have performed some experiments on the robustness of the clustering to small changes
in the training data. Switching the considered ages from 53–87 to 55–85, we find that the
groupings obtained via k-means, ACF clustering and fuzzy clustering for k = 2 do not change
at all, while the likelihood-ratio-based clustering and fuzzy maximum likelihood clustering
with k = 4 exhibit slight changes. Adding one more year to the training data so that the
clustering is calibrated on the years 1948 to 1988, we observe that the groupings obtained
via k-means and fuzzy clustering do not change at all and ACF clustering merges the cluster
consisting of New Zealand into the larger cluster consisting of all other populations except
Denmark but remains unchanged apart from that. However, there are again some changes in
the results of the likelihood-ratio-based clustering. In conclusion, all of the algorithms with
the exception of likelihood-ratio-based clustering exhibit some robustness to small variations
of the training data.
For lower ages (18–52), some of the algorithms seem to detect stronger dissimilarities in
the population-specific age effects, which result in higher numbers of clusters, see Table 3.4.
Moreover, the clusterings obtained by the algorithms are quite different, reflecting the
various approaches and criteria used to measure dissimilarity between populations. However,
there are also some commonalities, for example, (i) Australia, Canada and the USA as
well as (ii) Austria, Sweden and the UK exhibit similar age effects according to several
clustering methods. Another group that is put together multiple times consists of France
and Switzerland, which is not surprising as these countries share a border and have some
cultural similarities.
Finally, we have run our algorithms for the 16 male populations of the European countries
considered by Guibert et al. (2020) (ages 45–90, years 1960–2014). Their hierarchical
clustering method, which they apply simultaneously to male and female populations, assigns
the male populations to five different clusters. This is exactly the number which is identified
as optimal for our fuzzy clustering algorithm, albeit with some differences in the composition
of the obtained clusters. Populations which are clustered together by both their and our
method are (i) West Germany, France, Portugal and Spain, (ii) Finland and Switzerland, (iii)
Italy and Luxembourg and (iv) Norway and the Netherlands. If we consider fuzzy clustering
with k = 2, we obtain a cluster consisting of West Germany, Belgium, France, Portugal and
Spain — which are the male populations in the first cluster reported by Guibert et al. (2020)
— and, additionally, Austria and Switzerland.
There are also some similarities between the results of Guibert et al. (2020) and the k-means
or likelihood-ratio-based clustering, for example, mortality of Danish males being identified
as an outlier and assigned its own cluster. However, we also observe several differences in the
clustering results. First, this might be due to the fact that our methodology for choosing the
number of clusters differs from theirs so that we obtain different cluster sizes for the non-fuzzy
clustering algorithms (k-means: 8, ACF clustering: 1, likelihood ratio clustering: 12). More
importantly, one should recall that, apart from using a different clustering method, Guibert
et al. (2020) cluster period effects while we cluster age effects, which may exhibit differing
behaviors between populations and, thus, indicate different optimal clustering results.
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3.2.2 Goodness of Fit
For comparing the goodness of fit numerically, we consider the BIC as the main criterion and
display it in Tables 3.2 (ages 53–87) and 3.5 (ages 18–52). For completeness, we also provide
its components, i.e., the maximal value of the log-likelihood function ℓmax and the number of
free parameters npar . Note that the BIC values for the models calibrated by Poisson MLE
are not comparable to those for the models calibrated by SVD/cPCA.
Table 3.2: The BIC and its components (maximal log-likelihood ℓmax and number of free
parameters npar ) for males aged 53 to 87 between 1948 and 1987. BIC values for
models fitted by Poisson MLE are not comparable to those for models fitted by
SVD/cPCA.
Model

ℓmax

npar

BIC

ACF (SVD)

—

1299

-75684

CAE (cPCA)

—

774

-78483

ILC (SVD)

—

1080

-77550

ILC (MLE)

-86791

1080

183893

CAE (MLE)

-91299

774

189988

CAE(k, C), k-means

-87584

876

183532

CAE(k, C), ACF-based

-90986

842

190009

CAE(k, C), Likelihood ratio (AL)

-88233

978

185803

CAE Fuzzy, k = 2

-87983

816

183756

CAE Fuzzy, k = 4 (chosen by BIC)

-87054

894

182643

We observe that using Poisson MLE, the ILC model fits better than the CAE model with
respect to the BIC. Interestingly, this is reversed if we calibrate the models via SVD/cPCA.
Among the clustering-based CAE models, k-means and fuzzy maximum likelihood clustering
achieve the lowest BIC values, which are in particular considerably lower than those for
the ILC and CAE models (calibrated by Poisson MLE). The BIC penalizes the ILC model
for its high number of parameters, while the CAE model has fewer parameters but also a
significantly lower log-likelihood value. These findings suggest that some of the clusteringbased CAE models strike a better balance between goodness of fit and parsimony compared
to the two extreme cases ILC and ordinary CAE.
We illustrate the goodness of fit graphically by plotting the actual and the fitted death
rates at age 67 in Figure 3.6 for Denmark and France (the models were calibrated on all
ten countries, but we depict only two for a clearer illustration). We observe that all models
exhibit a reasonable fit on visual inspection.
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(a) ACF (SVD)

(b) ILC (MLE)

(c) CAE (MLE)

(d) CAE (k, C), k-means

(e) CAE (k, C), ACF-based

(f) CAE (k, C), Likelihood-ratio-based (AL)

Figure 3.6: Actual (red, dashed) and fitted (black, solid) death rates for males aged 67 in
Denmark and France (models calibrated on ten countries) between 1948 and
1987
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(g) CAE Fuzzy (k = 2)

(h) CAE Fuzzy (k = 4, chosen by BIC)

Figure 3.6: Cont.

3.2.3 Forecasting Performance
The error measures MAE, MAPE and RMSE as defined in Section 2.4.4 are displayed in
Tables 3.3 (ages 53–87) and 3.6 (ages 18–52). We observe that all models are biased upwards,
indicating that mortality has decreased more than they predict based on the given training
data. Generally, the ILC and ACF models perform worse than the other models. For higher
ages, the CAE fuzzy clustering model with k = 2 performs best with regard to all error
measures. This indicates that the decision to select the value for k by minimizing the BIC,
which is a standard approach in the literature, is questionable for this application, as it
results in k = 4 and a significantly worse out-of-sample performance.7 Removing Denmark,
which as mentioned exhibits a very different fitted age effect pattern compared to the other
populations, further enhances the performance of the CAE fuzzy clustering model with
k = 2, see Table 3.7 in Appendix 3.B. For lower ages, the CAE model calibrated by Poisson
MLE achieves the best results with respect to bias, MAE and RMSE, while the CAE fuzzy
clustering model with k = 2 minimizes the MAPE.
As a graphical illustration, we plot the forecast against the realized death rates for age 67 in
Figure 3.7 (the models were calibrated on all ten countries, but we depict only Denmark
and France for a clearer illustration). Additionally, we include 95% prediction intervals as
defined in (2.46) (or obtained by Monte Carlo simulation for the ACF model). The figures
confirm that all models are biased upwards in their out-of-sample projections. Moreover,
we find that the uncertainty about these projections differs depending on the model and on
the population. The observed death rates for Canada, Denmark and New Zealand decline
faster than most models anticipate, even when taking into account forecast uncertainty. In
particular, we observe a change in the trend of Danish mortality starting around 1995 which,
unsurprisingly, none of the models can foresee.

7

For lower ages, the optimal number of clusters indicated by the BIC is k = 3, and this also leads to inferior
out-of-sample results compared to k = 2.
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Table 3.3: Out-of-sample error measures for males aged 53 to 87 between 1988 and 2007
(trained on 1948 to 1987). Best values in each column are marked in bold.
Model

Bias[h]

MAE[h]

MAPE[%]

RMSE[h]

ACF (SVD)

5.92

6.77

20.91

9.65

CAE (cPCA)

5.97

6.72

19.95

9.80

ILC (SVD)

5.94

6.76

20.40

9.99

ILC (MLE)

6.01

6.75

20.38

10.05

CAE (MLE)

6.14

6.75

19.64

9.82

CAE(k, C), k-means

6.04

6.68

20.29

9.94

CAE(k, C), ACF-based

6.06

6.68

19.98

9.65

CAE(k, C), Likelihood ratio (AL)

6.37

7.01

20.04

10.58

CAE Fuzzy, k = 2

5.90

6.47

19.63

9.43

CAE Fuzzy, k = 4 (chosen by BIC)

6.03

6.76

20.27

10.16

To check the robustness of our results, we have evaluated the algorithms on three other
data sets. Table 3.8 (Appendix 3.B) displays the model-specific error measures for the 21
countries which are considered by Li and Lee (2005) for their illustration of the ACF model.
Unsurprisingly, the ACF model shows the best out-of-sample performance for these countries.
Among the one-factor models, the fuzzy clustering model with k = 2 ranks first, in particular
clearly outperforming the ordinary CAE model.
In Table 3.9, we show a further evaluation for the same ten populations we have considered
throughout this section but for different years, training on 1960 to 1999 and testing on 2000
to 2013. Here, the fuzzy clustering model works better with k = 3 than with k = 2, and it
dominates the ordinary CAE model with respect to every error measure for both values of k.
The ILC model calibrated via SVD performs surprisingly well on these data.
Finally, in Table 3.10 we have evaluated our clustering-based CAE models and the benchmarks
on the ten populations we have considered in this section with the exception of New Zealand
(data only available up to 2013) on even more recent data. We trained the models on
the years 1958 to 1997 and evaluated them on the years 1998 to 2017. The results are
qualitatively similar to the ones of Table 3.9. Bias and MAPE are minimized by the ILC
model calibrated via SVD. The fuzzy clustering model with k = 3 works slightly better than
with k = 2 and clearly better than the ordinary CAE model. The CAE model based on
k-means clustering also performs very well, yielding the lowest MAE and RMSE.
We conclude that no single model stands out as best for all data sets or all error measures.
Depending on the data, the clustering-based extensions of the CAE model, in particular
the fuzzy clustering model, can be a better alternative than the ordinary CAE model. As
an additional robustness test, a comparison to the out-of-sample performance results of
other papers employing clustering methods for mortality forecasting would be interesting.
Unfortunately, neither Hatzopoulos and Haberman (2013) nor Guibert et al. (2020) provide
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(a) ACF (SVD)

(b) ILC (MLE)

(c) CAE (MLE)

(d) CAE (k, C), k-means

(e) CAE (k, C), ACF-based

(f) CAE (k, C), Likelihood-ratio-based (AL)

Figure 3.7: Actual (red, dashed) and forecast (black, solid) central death rates and 95%
prediction intervals (black, dotted) for males aged 67 in Denmark and France
(models calibrated on ten countries) between 1988 and 2007
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(g) CAE Fuzzy (k = 2)

(h) CAE Fuzzy (k = 4, chosen by BIC)

Figure 3.7: Cont.
such forecasting performance measures, and the results presented by Danesi et al. (2015)
refer to a data set containing mortality data for Italian regions only.
All the results on forecasting performance presented in this section come with the caveat
that we have almost exclusively used multivariate, uncorrelated RWD for projection. More
sophisticated time series modeling techniques are possible and could greatly enhance forecasting performance. However, our focus was on an improved modeling of the age effects. The
forecasts and performance measures provided serve the purpose of indicating the potential
of our proposed model extensions compared to the benchmark models.

3.3

Conclusion

We have proposed four clustering-based extensions of the CAE model, which yield age effects
specific to groups of populations. In particular, we have investigated a new model inspired
by the concept of fuzzy clustering and have introduced two types of identifiability constraints
for this model. Fuzzy clustering has the advantages of giving an indication which populations
are more difficult to cluster and allowing for more flexibility than standard cluster analysis
methods like k-means. Comparing our algorithms on the data of ten populations, we have
found that there can be identified more similarities in mortality at higher ages (53–87) and,
consequently, the clustering-based models perform better for these ages.
As heterogeneity in the mortality levels of the populations decreases with age, the algorithms
tend to produce more clusters for lower ages (see Figure 3.8) than for higher ages (see
Figure 3.4). For higher ages, the majority of algorithms identifies the very distinct pattern
of Danish mortality in the considered time period and detects two other groups consisting
of the anglophone countries Australia, Canada, the UK, the USA and New Zealand on the
one hand and the remaining European countries France, Sweden, Switzerland and Austria
on the other hand. While the results are less clear for lower ages (18–52), there are as well
some populations which are often clustered together by several of the algorithms such as
Australia, Canada and the USA.
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Our clustering algorithms facilitate a more detailed analysis of historical mortality data
of multiple populations and the resulting clustering-based extensions of the CAE model
show a better in-sample fit and potentially allow for more accurate mortality projections.
However, this depends on the data under consideration. We have seen that the ordinary
CAE model achieves the best forecasting performance for lower ages with respect to absolute
and quadratic errors (Table 3.6), while it does not even outperform the ILC model with
respect to some error measures for higher ages (Table 3.3). The clustering-based models we
propose seem to be more recommendable for higher ages, for which it might be easier to
meaningfully cluster age effects.
Generally, we have found that there is no single model which performs best in every situation,
indicating the need to carefully select the model with respect to the specific application and
the data under consideration. For this purpose, we have illustrated how to evaluate the
in-sample fit and the forecasting performance numerically.
There are several ways to extend our model approach, which mostly draw on the existing
literature on multi-population mortality modeling.
• Given the availability of data containing features other than age, country and sex such
as socioeconomic or health-related characteristics, our clustering-based models could be
extended to include such features as well.
• To make the clustering-based models more parsimonious, populations could not only share
the age effect parameters βx but also the average mortality level parameters αx , which
Wen et al. (2021) have found to work well for the standard CAE model. Alternatively,
using more parameters to improve the fit, we could also include cohort effects or more
than one age-period interaction term. For the latter extension, one would need to decide
on how exactly the clustering of the age effects is determined.
• We have not devoted much attention to the projection of the κt time series and mostly just
used the RWD standard approach. Of course, there are more sophisticated ways to project
these time series, for example, using general ARIMA models or imposing a non-trivial
correlation structure and thereby ensuring coherence or semicoherence (Li et al., 2017)
of the projections within the clusters or explicitly modeling dependencies between the
clusters.
• In this regard, it would also be interesting to introduce our clustering algorithms to
the locally coherent modeling framework of Guibert et al. (2020). All of the clustering
algorithms in this work can potentially be extended to cluster period effects instead of age
effects as well. Two aspects which should be addressed in this context are the increased
importance of choosing a suitable projection method for the obtained cluster-specific
period effects and the necessity of a new identifiability analysis for a fuzzy clustering model
on the period effects.
• Our figures show that the estimated age effects lack smoothness, which affects the resulting
fitted and projected death rates and, even before that, also might have an undesirable
influence on the obtained clustering. It could be beneficial to smooth the βx parameters,
for example, via a penalized log-likelihood approach (Delwarde et al., 2007). In particular,
it would be interesting how this influences the clustering results and how it changes the
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remaining parameters of the fuzzy maximum likelihood clustering model. Moreover, for
the k-means method, other dimension reduction techniques such as PCA (Meslé and
Vallin, 2002; Debón et al., 2017) could be applied to the age effect vectors as well before
performing the clustering.
• We have found that the BIC as a model selection criterion may lead to suboptimal
out-of-sample performance. Other methods for selecting the number of clusters or other
hyperparameters of the clustering-based models such as cross-validation or the criteria
used in Debón et al. (2017) should be investigated.
• We emphasize once more that the k-means algorithm is only one of many possible clustering
methods that can be applied to the framework of Section 3.1.1. It would be interesting to
compare it to other techniques like DBSCAN, spectral clustering or k-medians clustering.
In particular, instead of k-means one could also apply the fuzzy c-means algorithm and
compare the obtained results to the fuzzy maximum likelihood clustering approach we
have proposed.
• There are several directions for further investigating fuzzy maximum likelihood clustering.
The weights ω i,l could be made time- or age-dependent, which comes at the cost of
increasing the number of parameters but could enhance the model in these dimensions.
Going in the other direction and reducing parameters, one could fix βxl a priori to only
allow for age effects with pre-specified shapes and calibrate the weight matrix conditional
on these shapes. This could further improve model interpretability. Third, it would be
interesting to relate fuzzy maximum likelihood clustering to the theory of mixture models.
In particular, it should be possible to formulate an expectation maximization algorithm
(Hastie et al., 2017, Chapter 8.7) for faster calibration of the cluster weights and centers.
Finally, further work should address the question whether NNVM constraints also ensure
model identifiability for k > 2.

Appendix 3.A

Results for the Age Group 18 to 52

We refer to Section 3.2 for a more detailed description of the information which can be
obtained from Figures 3.8 and 3.9 and Tables 3.4, 3.5 and 3.6.
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Table 3.4: Clustering results obtained by different algorithms for males aged 18 to 52
between 1948 and 1987
Cluster

k-Means

ACF-based

Likelihood-ratiobased (AL)

Fuzzy ML clustering (k = 2)

Fuzzy ML clustering (k = 3)

1

DNK

AUS, AUT, CAN,
CHE, FRA, UK,
USA

AUS, NZL

AUS,
CHE,
USA

CAN,
NZL,

CHE,
NZL

FRA,

2

NZL

DNK

AUT, DNK

AUT,
DNK,
FRA, SWE, UK

AUS,
USA

CAN,

3

CHE, FRA

NZL

CAN

-

AUT,
DNK,
SWE, UK

4

USA

SWE

FRA

-

-

5

AUS, CAN

-

SWE

-

-

6

AUT, SWE, UK

-

CHE

-

-

7

-

-

UK

-

-

8

-

-

USA

-

-

Table 3.5: The BIC and its components (maximal log-likelihood ℓmax and number of free
parameters npar ) for males aged 18 to 52 between 1948 and 1987. BIC values for
models fitted by Poisson MLE are not comparable to those for models fitted by
SVD/cPCA.
Model
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ℓmax

npar

BIC

ACF (SVD)

—

1372

-50477

CAE (cPCA)

—

774

-53834

ILC (SVD)

—

1080

-52638

ILC (MLE)

-69384

1080

149078

CAE (MLE)

-74565

774

156518

CAE(k, C), k-means

-69639

944

148291

CAE(k, C), ACF-based

-74272

876

156907

CAE(k, C), Likelihood ratio (AL)

-69442

1012

148545

CAE Fuzzy, k = 2

-70296

816

148382

CAE Fuzzy, k = 3 (chosen by BIC)

-69613

856

147397

3.A Results for the Age Group 18 to 52

(a) CAE (MLE)

(b) k-means

(c) ACF-based

(d) Likelihood-ratio-based (AL)

Figure 3.8: Age effects by cluster for males aged 18 to 52 between 1948 and 1987 obtained
by CAE and its clustering-based extensions. Age effects of clusters are displayed
in black and ILC age effects of populations in different colors.
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(a) Weights for k = 2

(b) Weights for k = 3 (chosen by BIC)

(c) Age effects for k = 2

(d) Age effects for k = 3 (chosen by BIC)

Figure 3.9: Weights ω i,l (top) and cluster-specific age effects βxl as well as population-specific
P
age effects kl=1 ω i,l βxl (bottom) of the fuzzy maximum likelihood clustering
model for males aged 18 to 52 between 1948 and 1987
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Table 3.6: Out-of-sample error measures for males aged 18 to 52 in ten countries between
1988 and 2007 (trained on 1948 to 1987). Best values in each column are marked
in bold.
Model

Bias[h]

MAE[h]

MAPE[%]

RMSE[h]

ACF (SVD)

0.191

0.353

20.72

0.508

CAE (cPCA)

0.208

0.373

21.13

0.545

ILC (SVD)

0.231

0.391

21.99

0.563

ILC (MLE)

0.177

0.360

21.29

0.505

CAE (MLE)

0.163

0.321

20.86

0.451

CAE(k, C), k-means

0.175

0.360

21.42

0.504

CAE(k, C), ACF-based

0.171

0.331

20.61

0.476

CAE(k, C), Likelihood ratio (AL)

0.170

0.354

20.82

0.493

CAE Fuzzy, k = 2

0.175

0.350

20.47

0.498

CAE Fuzzy, k = 3 (chosen by BIC)

0.180

0.356

20.87

0.505
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Appendix 3.B

Robustness Check: Out-of-Sample Results

We provide some tables containing out-of-sample results for different data sets:
• male populations of the ten countries from Section 3.2, excluding Denmark (Table 3.7),

• male populations of the 21 countries investigated by Li and Lee (2005) (Table 3.8),

• male populations of the ten countries from Section 3.2, models trained and evaluated
on other time periods (Table 3.9), and
• male populations of the ten countries from Section 3.2, excluding New Zealand, models
evaluated on a very recent time period (Table 3.10).
Table 3.7: Out-of-sample error measures for males aged 53 to 87 in the 10 countries
considered in Section 3.2, excluding Denmark, between 1988 and 2007 (trained
on 1948 to 1987). Best values in each column are marked in bold.
Model

70

Bias[h]

MAE[h]

MAPE[%]

RMSE[h]

ACF (SVD)

5.788

6.684

20.59

9.656

CAE (cPCA)

5.597

6.424

19.79

9.279

ILC (SVD)

5.802

6.671

20.02

10.031

ILC (MLE)

5.946

6.712

20.11

10.151

CAE (MLE)

5.913

6.566

19.60

9.531

CAE(k, C), k-means

5.983

6.628

19.99

10.028

CAE(k, C), ACF-based

5.977

6.617

19.60

9.690

CAE(k, C), Likelihood ratio (AL)

5.845

6.623

19.92

9.784

CAE Fuzzy, k = 2

5.665

6.271

19.59

9.114

CAE Fuzzy, k = 4 (chosen by BIC)

5.922

6.697

20.02

10.198

3.B Robustness Check: Out-of-Sample Results
Table 3.8: Out-of-sample error measures for males aged 53 to 87 in the 21 countries
considered by Li and Lee (2005) between 1995 and 2010 (trained on 1959 to
1994). Best values in each column are marked in bold.
Model

Bias[h]

MAE[h]

MAPE[%]

RMSE[h]

ACF (SVD)

5.294

6.200

15.05

9.777

CAE (cPCA)

6.607

7.767

15.58

14.176

ILC (SVD)

6.368

7.049

15.43

12.198

ILC (MLE)

6.368

6.979

15.61

11.644

CAE (MLE)

6.931

7.819

16.03

13.809

CAE(k, C), k-means

6.446

7.025

15.60

11.708

CAE(k, C), ACF-based

6.924

7.847

16.09

13.896

CAE(k, C), Likelihood ratio (AL)

7.161

7.771

16.31

13.859

CAE Fuzzy, k = 2

6.132

6.770

15.40

10.905

CAE Fuzzy, k = 5 (chosen by BIC)

6.362

6.955

15.53

11.597

Table 3.9: Out-of-sample error measures for males aged 53 to 87 in the ten countries
considered in Section 3.2 between 2000 and 2013 (trained on 1960 to 1999). Best
values in each column are marked in bold.
Model

Bias[h]

MAE[h]

MAPE[%]

RMSE[h]

ACF (SVD)

4.617

4.919

13.32

7.479

CAE (cPCA)

4.603

4.919

13.02

7.518

ILC (SVD)

4.435

4.693

12.70

7.199

ILC (MLE)

4.588

4.805

12.96

7.342

CAE (MLE)

4.714

4.992

13.36

7.531

CAE(k, C), k-means

4.541

4.754

12.86

7.270

CAE(k, C), ACF-based

4.714

4.992

13.36

7.531

CAE(k, C), Likelihood ratio (AL)

4.640

4.833

12.94

7.368

CAE Fuzzy, k = 2

4.567

4.738

12.72

7.258

CAE Fuzzy, k = 3 (chosen by BIC)

4.501

4.690

12.73

7.127
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Table 3.10: Out-of-sample error measures for males aged 53 to 87 in the ten countries
considered in Section 3.2, excluding New Zealand, between 1998 and 2017
(trained on 1958 to 1997). Best values in each column are marked in bold.
Model

72

Bias[h]

MAE[h]

MAPE[%]

RMSE[h]

ACF (SVD)

5.571

5.881

16.34

8.967

CAE (cPCA)

5.746

6.087

16.57

9.318

ILC (SVD)

5.418

5.744

16.30

8.704

ILC (MLE)

5.576

5.864

16.67

8.881

CAE (MLE)

5.798

6.105

16.91

9.228

CAE(k, C), k-means

5.441

5.724

16.54

8.593

CAE(k, C), ACF-based

5.689

6.052

16.91

9.071

CAE(k, C), Likelihood ratio (AL)

5.585

5.840

16.78

8.883

CAE Fuzzy, k = 2

5.594

5.815

16.46

8.829

CAE Fuzzy, k = 3 (chosen by BIC)

5.513

5.751

16.46

8.662

4

Forecasting Mortality with Neural
Networks
Mors certa, hora incerta.8
Latin saying

In this chapter, which is based on Schnürch and Korn (2022), we investigate how to forecast
mortality rates making use of a very popular class of machine learning models, neural
networks. There are different types of NN, of which FFNN, RNN and CNN are the most
popular ones and have been successfully used in a huge range of applications (see Section 2.5).
Until very recently, CNN have not been considered in the mortality forecasting literature.
Originally introduced by LeCun et al. (1989) for image recognition, they have become a
key technology for modern computer vision. There are some advantages of convolutional
architectures over FFNN and RNN. CNN are designed to leverage local spatial relationships
in the input data. For mortality data one can, for example, think of neurons which are only
activated by higher-age mortality and others which focus on lower-age mortality. Furthermore,
the convolution parameters are shared, which can make CNN more parsimonious and their
parameter estimates more stable. Motivated by this, we apply two-dimensional CNN to
mortality forecasting.
Despite their strong predictive performance, practitioners do not always prefer NN because
they are black-box models and hard to interpret. The ability to understand why a model
makes a certain prediction or at least the conviction that the model creates a meaningful
representation of the features is sometimes considered more important than its goodness of
fit or forecasting performance. Techniques which aim at overcoming this obstacle and making
artificial intelligence more understandable and transparent have been termed explainable
artificial intelligence (XAI). References providing an overview on this current topic include
Molnar (2020) and Barredo Arrieta et al. (2020), who formulate the following definition of
XAI: “Given an audience, an explainable Artificial Intelligence is one that produces details or
reasons to make its functioning clear or easy to understand.” We follow this way of thinking
and will make the functioning of the NN we consider clearer both from a theoretical and
a practical point of view. Even if a fully interpretable model is required for a particular
application, it is still worthwhile to consider an NN as a benchmark, for example, to find out
if and how the interpretable model could be improved in terms of forecasting performance.

8

Death is certain, its hour is not.
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In many applications, it is not only necessary to make accurate mortality forecasts but
also useful or even required to quantify the uncertainty about these forecasts. For example,
insurance companies have to build up reserves based on risk measures such as the valueat-risk in order to be prepared for extreme mortality events. One of the main motivations
for stochastic mortality models such as LC is that they provide estimates for dispersion
measures and quantiles. It is a material shortcoming of many existing NN approaches to
mortality modeling that their output exclusively consists in point estimates. Therefore, we
are interested in a suitable method for uncertainty quantification and prediction interval
estimation for the NN models we consider. Comparing different popular approaches from
the literature, we reach the conclusion that a slightly modified bootstrapping technique best
suits our framework. We show in an empirical study that it produces reliable and informative
prediction intervals for the CNN, whereas the intervals obtained from the standard LC
approach underestimate the uncertainty and, thus, fail to contain the target values as often
as required.
In total, our main contributions to the literature consist in
• training a CNN on the age-period mortality surface and comparing its forecasts to four
benchmarks: two other types of NN (FFNN, RNN), ACF and LC,
• providing detailed insights into errors, forecasts and global behavior of our model to
make it more understandable and, thus, more trustworthy,
• deriving practical recommendations, for example, to avoid making CNN forecasts based
on inputs at the boundary or even outside of the training data distribution,
• presenting and applying a bootstrapping approach to quantify the uncertainty of NN
forecasts. For the CNN, this yields a plausible increase of model uncertainty over time
and prediction intervals containing the target value with high probability.
We believe that a two-dimensional CNN is a promising approach for mortality forecasting,
which can aid our understanding of multi-population mortality dynamics and, if interpreted
correctly and augmented with prediction intervals, even serve as a forecasting or benchmark
model in demographic and actuarial applications.
The remainder of this chapter is structured as follows: In Section 4.1, we describe the three
types of NN we investigate for forecasting mortality rates as well as general concepts such as
cross-validation and model ensembles. In Section 4.2, we explain how prediction uncertainty
is quantified and prediction intervals are obtained. In Section 4.3, we compare the NN models
to each other and to the LC and ACF models with respect to goodness of fit, forecasting
performance and uncertainty quantification. We illustrate the suitability of our model for
long-term mortality forecasts and calculate annuity values to get an impression of model
risk. Section 4.4 concludes and lists possible model extensions.
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Neural Network Architectures

We train our NN models on ages x ∈ X = Xin := {0, . . . , 100}, and we usually evaluate
them on ages x ∈ Xout := {60, . . . , 89}. In other words, we calibrate the models on the
whole available age range to make the best use of all data during training and we evaluate
on a subset most relevant for annuity payments and therefore often considered in actuarial
mortality forecasting applications.

4.1.1 Feed-Forward Neural Networks
FFNN have been introduced more than half a century ago. The universal approximation
theorem stating that an FFNN with one hidden layer can approximate any continuous
function defined on a compact subset of RN arbitrarily well, see Hornik (1991) for details,
and the increasing availability of computing power have been two important factors in their
development towards a very prominent role in today’s machine learning toolbox. There are
various applications for FFNN, and they also form basic building blocks of more sophisticated
network architectures such as RNN (Section 4.1.3) and CNN (Section 4.1.4). Recently, they
have been demonstrated to be useful for predicting mortality rates by Richman and Wüthrich
(2021), whose approach we shortly revisit here to set up an FFNN as a benchmark for the
CNN we propose in Section 4.1.4.
An FFNN can be defined as a collection of functions, so-called layers,




φl : Rnl−1 → Rnl , Z l−1 7→ Z l := σ l W l Z l−1 + bl , l = 1, . . . , L.

(4.1)

Here, W l ∈ Rnl ×nl−1 is a weight matrix and bl ∈ Rnl is a bias vector, which the network
tries to adjust during calibration in such a way that the resulting output minimizes some
loss function (typically MSE or MAE), and σ l : R → R are activation functions, which are
applied element-wise and are often nonlinear. There are several common activation functions,
of which we consider
relu(z) := max (0, z) , tanh(z) := 1 −

e2z

2
1
.
, id(z) := z, sigmoid(z) :=
+1
1 + e−z

(4.2)

The output of an FFNN corresponding to input Z 0 is obtained by composition of all layers,


Z L = φL ◦ · · · ◦ φ1





Z0 .

(4.3)

Further general information on FFNN can be found in textbooks such as Denuit et al. (2019).
The features we are given to build Z 0 are year t, age x, country c and sex s, from which
we want to predict the death rates mix,t , where i denotes the population corresponding to
the tuple (c, s). Motivated by an extension of the LC model by Niu and Melenberg (2014),
we have experimented with including the logarithmic real GDP per capita as an additional,
external feature.
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As stated in (4.1), we can only directly feed numerical inputs into an NN, which is certainly
problematic for country and sex and also for age as we decide to interpret it as a categorical
rather than a numerical variable. There are two standard solutions to this problem. The
first one is using one-hot encoding, i.e., transforming the categorical feature into multiple
binary features which encode whether a particular value of the original feature is present or
not. This is again problematic if there are categorical features with many different values as
it produces many inputs for the network to process. As an alternative, Guo and Berkhahn
(2016) introduce the notion of embeddings for NN. An embedding is a function eF : F → RnF
which maps the categorical values of a feature, which constitute the set F, into a Euclidean
space of typically low dimension nF . The conceptually intriguing aspect of embeddings
is that the function eF can be learned by the NN itself, providing it with an opportunity
to create a representation of the categorical feature which is optimal for solving the given
prediction task.
We have also considered the possibility of using random forests (Breiman, 2001) instead
of FFNN. However, because random forests are trained by performing binary splits of the
feature space, they cannot directly predict out-of-sample mortality changes over time when
only using year, age, country and sex as an input. Consequently, we have found this approach
to achieve similar performance as a naive prediction which constantly extrapolates the last
observed mortality rates and do not consider it further.

4.1.2 Hyperparameter Selection and Model Training
Before training the weight matrices and bias vectors, there are some other parameters which
have to be specified, for example, the number and size of the hidden layers or the optimization
algorithm which is used to train the network. It is not clear a priori which are optimal or
good values for these so-called hyperparameters, so one could indeed see them as additional
parameters of the model which have to be learned as well. Richman and Wüthrich (2021)
note that they have not put much effort into tuning the hyperparameters of their proposed
network but that doing so might improve predictive performance. Therefore, we perform a
more extensive search for a good combination of hyperparameters.
We initially divide the available data into a training set and a test set. The latter is exclusively
used for the final evaluation of the chosen models in Section 4.3. On the training set, we
perform 3-fold cross-validation, i.e., we randomly split the set into three parts (folds) of
approximately equal size, train FFNN models with different hyperparameters on the union
of two of the folds and use the third fold for validation, which emulates an out-of-sample
evaluation. We repeat this three times, each time with a different validation fold, average
the resulting error measures over the validation folds and choose the model configuration
which minimizes this validation error (the MSE in our case). Compared to the use of a
single validation set at the end of the training data, this approach ignores the existing
temporal dependence structure of the data to some extent. However, it has been found that
this theoretical shortcoming of applying random cross-validation for time-dependent data
usually does not have significant practical consequences for sufficiently large and flexible
models (Bergmeir and Benı́tez, 2012; Bergmeir et al., 2018). On the contrary, it makes
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better use of the available data and can therefore lead to a more robust model selection.
Nevertheless, there are modifications of cross-validation specifically designed for dependent
data (Bergmeir and Benı́tez, 2012) as well as more sophisticated hyperparameter selection
strategies (Goodfellow et al., 2016, Chapter 11), which could yield further improvements in
performance.
Moreover, there are many other aspects of the model configuration we have not optimized
and for which we rely on the default value instead. For example, in some time series
forecasting applications it is beneficial to remove a linear trend from the data before fitting
a model to them. This idea is alsopickedup by somemortality models, where one-year
log-mortality improvement rates log mix,t+1 − log mix,t are modeled rather than mortality
rates themselves, removing any log-linear trend before the actual modeling takes place. A
more sophisticated approach would be to use boosting with an ARIMA model as base learner
followed by an NN aiming to explain the residual structure in the data, see Lindholm and
Palmborg (2021) for details. As some experiments on detrending have yielded a deterioration
of the forecasting performance for all the considered NN models in our application, we have
decided not to include the approach in our hyperparameter search and instead rely on the
NN to detect the trends themselves.
For the FFNN, we have evaluated over 45000 combinations of the hyperparameters listed
in Table 4.7 in Appendix 4.A (we have not evaluated all possible combinations due to
computational restrictions). Based on our analysis, we have chosen the following: We use the
Adam optimizer with a learning rate of 0.001, a batch size of 128 and 300 epochs during which
the network is trained to minimize the MAE loss in predicting raw death rates (without early
stopping). The categorical features, more precisely country, sex and age, are embedded into
Euclidean spaces of dimension 3, 2 and 5, respectively, and the numerical features (year and
possibly GDP) are standardized to have mean 0 and variance 1. Regarding the architecture,
we find that two hidden layers with relu activations and 64 neurons each, including dropout
with a probability of 0.05 after every hidden layer as well as a skip connection from the
input to the second hidden layer, work well. For the output layer, we have used the sigmoid
activation function, which only produces values between 0 and 1. This is not problematic
since it is very plausible for death rates to lie in this interval. We have also found that the
inclusion of GDP as an external regressor does not significantly reduce validation loss. A
possible explanation for this is that the country-specific information is already sufficiently
encoded via the embedding layer.
We have also tried out the deeper 5-layer architecture proposed by Richman and Wüthrich
(2021), but we have found that it does not work well on our data selection. This is in line
with later findings by Perla et al. (2021), who write that more shallow CNN and RNN
architectures seem to be preferable over deeper ones for mortality forecasting, conjecturing
that this might be due to the relatively regular development of mortality rates all over the
world in recent years.
As the weights of an NN are initialized randomly and stochastic gradient descent is used
for optimization, training the same network several times yields different parameters and
predictions. It is a popular approach to train multiple networks and average their predictions
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to obtain more robust results (see, for example, Richman and Wüthrich, 2020), and we have
found this to improve performance for our application as well.
Therefore, once we have fixed the hyperparameters via cross-validation, we train a so-called
model ensemble of NE = 100 FFNN Z L,1 , . . . , Z L,NE and use their average output
NE
1 X
Z :=
Z L,m
NE m=1

(4.4)

as a prediction for the death rate. To allow for an additional source of randomness and make
the model more robust with respect to the choice of training data, each FFNN is trained
on a different training set which contains as many observations as the original training
set and is generated from this set by sampling with replacement (bootstrapping). This
approach has been proposed by Breiman (1996), where it is termed a bagging (bootstrapping
and aggregating) ensemble. A more sophisticated approach using models with different
hyperparameters and assigning higher weights to models which are expected to perform
better based on the cross-validation score could be applied as well.
The bootstrapping approach for FFNN disregards the correlation structure of mortality rates
across the age, time and population dimensions. Improvements might be possible by using
modifications of the bootstrap procedure such as stratified or Sieve bootstrap (D’Amato
et al., 2011, 2012). However, as age and population enter the FFNN via embedding layers,
the model could also be expected to learn correlations in these dimensions without explicitly
accounting for them in the sampling procedure. We leave a deeper investigation of this
matter and a potential further improvement of the models for future research.
Figure 4.1 summarizes the process we follow from data acquisition up to test set evaluation
of the final model.

Figure 4.1: The process for choosing hyperparameters, training and evaluating models

78

4.1 Neural Network Architectures

4.1.3 Recurrent Neural Networks
RNN are a more specialized architecture particularly suited for modeling and forecasting
sequential data such as time series. They achieve this by maintaining an internal state
variable which keeps track of the history of the series. Together with the current value of
the time series, it is fed into the network at every time step and continuously updated.
Initially, RNN suffered from problems regarding their calibration: gradients obtained in the
numerical optimization algorithms tended to vanish or explode, making training difficult.
Hochreiter and Schmidhuber (1997) propose the LSTM architecture, which addresses this
issue and has made RNN the standard approach for many tasks in natural language processing
and time series forecasting. The price one pays for the high performance of LSTM is their
slightly increased complexity. The main characteristic of RNN, the internal state doing
bookkeeping on historical observations up to a predefined length and being fed to the network
at each time step together with the new observation, is fundamental for LSTM as well. Here,
we generalize the approach of Richman and Wüthrich (2019) to multiple populations in order
to be able to set up an LSTM as a benchmark for our proposed CNN. We refer to Denuit
et al. (2019) for details on the functioning of RNN and LSTM, including the equations
defining their model structure.
We begin by choosing τ ∈ N, the maximal length of a historical time window influencing
current predictions. There is a tradeoff: larger values allow for a longer history of observations
to be used for prediction, taking into account the possibility of longer serial correlations
in mortality data, but they also reduce the number of available training data points and
increase the number of network parameters. For our numerical studies, we follow Richman
and Wüthrich (2019) as well as Perla et al. (2021) and set τ = 10. We have done some
experiments with τ = 20, which have led to a decline in forecasting accuracy.
For all populations i ∈ P and all target ages xT ∈ Xout , we arrange the available death rate
data in matrices via the rolling window approach


mix,t



x=xT −AP ,...,xT +AP , t=t1 ,...,tτ



, . . . , mix,t



x=xT −AP ,...,xT +AP , t=tY −τ ,...,tY −1

,

(4.5)

where AP ∈ N0 and a value AP > 0 allows the network to use observed death rates of
neighboring ages as additional features. Based on these inputs, the goal is to obtain one-step
forecasts of mixT ,tτ +1 , . . . , mixT ,tY , respectively.
In other words, an input of the network is a matrix of size (2AP + 1) × τ , whose columns
contain time series of death rates for the target age xT and possibly some of its neighboring
ages. Additionally, we could also include age (embedded or as a numerical variable), sex
(embedded) and country (embedded) as features. The advantage of not including them is
that the network might be able to achieve good forecasts solely based on historical death
rates. In this case, one could even generate forecasts for populations which do not appear
in the training data, for example, because mortality data for these populations are only
available for more recent years contained in the test set (completely missing data, see Wang
et al. 2021). On the other hand, the advantage of including them lies in directly providing
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the network with additional information which might enhance the forecasts. Indeed, we have
found that the validation errors decrease when we include all three features.
There are several hyperparameter values which we need to decide on before we can train an
LSTM. To identify a good combination of hyperparameters we use 3-fold cross-validation as
described in Section 4.1.2. We have evaluated over 2000 combinations of the hyperparameters
listed in Table 4.8 (Appendix 4.A), which also gives a short explanation of their relevance
and possible values. Based on this, we have chosen the following hyperparameters for our
numerical experiments. We use the Adam optimizer with a learning rate of 0.001, a batch
size of 40 and 500 epochs during which the network is trained to minimize the MAE loss in
forecasting the logarithmic death rates (without early stopping). The categorical features,
more precisely country, sex and age, are all included into the model and embedded into
Euclidean spaces of dimension 5, 2 and 10, respectively, and the numerical feature year is
standardized to have mean 0 and variance 1. We include AP = 2 neighboring ages on each
side of the target age, yielding in total five time series which are used for predicting the
next mortality rate of the target age. Regarding the architecture, we find that one LSTM
layer with relu activation and 10 neurons works well. For the output layer, we have used
the identity activation function (note that the forecast logarithmic death rates are already
transformed with the exponential function to obtain the raw death rates).
Analogously as in Section 4.1.2, we train a bagging ensemble of multiple such models to
stabilize the obtained predictions. Due to the long training times of LSTM, we have to work
with an ensemble size of only NE = 10 models. Again, we use ordinary bootstrapping which
does not explicitly account for dependence structures in the covariates. However, the input
data (4.5) for our LSTM are (2AP + 1) × τ -sized blocks of mortality rates. In this sense, the
bootstrapping procedure preserves the age-time dependence structure. The dependence over
populations is again implicitly modeled via an embedding layer.
We obtain forecasts for multiple years ahead by recursive one-year predictions, using the
forecast for year 1 as an input for the forecast of year 2, and so on, an approach which is
well-established in time series analysis and has, for example, also been applied by Perla et al.
(2021).

4.1.4 Convolutional Neural Networks
Motivation and literature review CNN were introduced by LeCun et al. (1989) for
applications in image recognition. They have been successfully applied in tasks such as image
segmentation, object detection and face recognition (see, for example, Lawrence et al., 1997;
Krizhevsky et al., 2012; Badrinarayanan et al., 2017). In a comparative study on a standard
benchmark data set, LeCun et al. (1998) find a CNN architecture to outperform all other
considered techniques. They emphasize that one of the main benefits of CNN is their ability
to automatically learn and generate features which had to be laboriously hand-crafted in
previous image recognition algorithms. CNN have also been employed in natural language
processing (see, for example, Kalchbrenner et al., 2014; Kim, 2014), a domain in which RNN
are predominant because of their ability to learn sequential dependencies. This has led to
the general question whether the field of potential CNN applications includes sequential
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prediction tasks, to which Bai et al. (2018) give an affirmative answer. They introduce
the notion of temporal convolutional networks, which they find to achieve competitive or
even superior results in comparison to RNN for many benchmark problems. There are also
approaches which combine CNN and RNN (Wang et al., 2016) but, motivated by the findings
of Bai et al. (2018), we will apply ordinary CNN to mortality forecasting.
Although this may not be an obvious application, there are some possible advantages for
convolution-based architectures over FFNN and RNN. For the following claims about CNN,
we refer to standard deep learning literature such as Goodfellow et al. (2016). The main
characteristic of CNN is that they are designed to leverage local spatial relationships in
the input data. An important underlying concept is called local connectivity, which means
that, in contrast to FFNN, each neuron in a convolutional layer is only activated by a
specific segment of the input data because setting up a fully-connected network would
create too many connections and could thus lead to overfitting, especially for larger input
data. For image data, each neuron only handles a small region of the whole image, whereas
for mortality data one could, for example, think of neurons which are only activated by
higher-age mortality and others which focus on lower-age mortality. As a further difference
to FFNN, the convolution parameters are shared (see below for details), which makes CNN
models even more parsimonious and the parameter estimates more stable.
Two-dimensional CNN could pick up spatial relationships in mortality data which other
models might not be able to exploit. Intermediate input data representations calculated by
this network topology are based on death rates adjacent to each other both in the time and
age dimension. Thereby, the model can incorporate the correlation structure of mortality
rates along the age dimension as well as a variety of interaction effects between year and
age. These are referred to as neighborhood effects by Wang et al. (2021), who provide some
further motivation for the approach. Similar ideas have been investigated in the mortality
modeling literature based on classical time series analysis, for example, by Denton et al.
(2005), who find that correlations between the residuals of their ARIMA mortality models for
adjacent age groups tend to be high. They propose a block bootstrap method for generating
long-term mortality forecasts, using age-year matrices as inputs, an approach which aims to
preserve the age correlation structure of mortality rate changes.
A simple example for age-year interactions are cohort effects, which depend on the year
of birth and are often present in mortality data (Renshaw and Haberman, 2006). The
convolution operation is equivariant to shifts in the input data, which essentially means that
similar patterns of mortality observed over different ages or at different points in time should
lead to similar outputs. This could allow the model to learn general patterns of mortality
development, even though they might not appear exactly in the same age range or at the
same time across different populations.
While we were working on this topic, Perla et al. (2021) published a similar application.
They consider RNN and CNN for mortality rate forecasting and show how these approaches
can, under certain conditions on the network architecture, be interpreted as direct nonlinear
extensions of the classical LC model. They successfully evaluate their models on the HMD
and additionally use data from the US Mortality Database to check whether they have overfit
the HMD data, which does not seem to be the case. The results, in particular the error
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measures we present in Section 4.3 are not directly comparable to theirs because their test
set starts in 2000 while ours starts in 2007 so as to have as many training data available as
possible, and also due to differing evaluation age ranges.
While their paper exhibits obvious parallels to the contents of this chapter, there are some
important methodological differences. Perla et al. (2021) restrict their training set to data
starting from 1950 as opposed to letting the network decide whether older data are still
considered useful. For choosing hyperparameter values, they use one validation set, which
consists of the last part of the training data, while we perform 3-fold cross-validation on
randomly chosen partitions of the training data. We believe this to be a more stable procedure
for selecting optimal hyperparameter values, see Bergmeir et al. (2018) as well as Lindholm
and Palmborg (2021) for some theoretical arguments and empirical findings in favor of this
approach. Finally, they use one-dimensional convolutions, which are indeed the standard
approach for time series forecasts with CNN. They use one channel per age and perform
the convolutions only in the time dimension (see below for explanations of the terminology).
To capture the specific input structure of this application, in particular the correlation in
the age dimension and interactions along the age-year plane (e.g., cohort effects), we believe
that two-dimensional convolutions might be more appropriate. This is in line with Meier
and Wüthrich (2020), who employ CNN for detecting anomalies in the HMD, for which they
use two-dimensional convolutions as well. They also provide an instructive explanation of
several properties which CNN have — or, generally, do not have — such as shift, rotation
and scale invariance.
Wang et al. (2021) have investigated CNN for mortality forecasting as well, using both
previously observed death rates and external factors such as age or country as inputs. They
find them to exhibit superior performance in one-step forecasts compared to the LC model
and similar stochastic mortality models. In particular, they demonstrate that using training
data from several other populations can enable CNN to make accurate forecasts even for a
population for which mortality data are scarce. However, they do not consider multi-step
forecasts or prediction uncertainty.
Data and notation Similarly as for RNN in Section 4.1.3, we begin by fixing τ ∈ N, the
size of the input in the time dimension. Again, we set τ = 10 for our numerical studies.
Then, for all populations i ∈ P, we arrange the available death rate data in age-time matrices
via the rolling window approach


mix,t



x∈Xin , t=t1 ,...,tτ



, . . . , mix,t



x∈Xin , t=tY −τ ,...,tY −1

.

(4.6)

These matrices are standardized element-wise over the training data set and then passed
as inputs to the CNN. The corresponding outputs which the net is trained to forecast are,
respectively, given by




mix,tτ +1
, . . . , mix,tY
.
x∈Xout

x∈Xout

In other words, the network is trained on death rates of the past τ years (matrices of
dimension Ain × τ ) to give a prediction of the next year (a vector of dimension Aout ). An
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example for the input data of the CNN is shown in Figure 4.2. In the demographic literature
such a two-dimensional arrangement is called a Lexis diagram. It is a classical method of
visualizing mortality dynamics (see Pitacco et al., 2008, p. 94).

Figure 4.2: Illustration of an input matrix for the CNN with Xin = {0, . . . , 100}, τ = 10, as
a heat map displaying the log-transformed death rates of English and Welsh
females. Colors range from blue (low) to red (high).
We do not equip the network with the information which population the data it receives
belong to. We could include this information via embedding layers, analogously as for the
FFNN and RNN. However, we base our approach on the assumption that the network should
be able to produce accurate mortality rate forecasts based on previously observed rates alone.
As already discussed for RNN, an advantage of this assumption is that the resulting CNN
can forecast death rates for populations which do not even appear in the training data given
only the corresponding death rate observations for the τ years up to the forecast jump-off
year. Moreover, out-of-sample forecasts for countries which appear in the training data only
a few times might profit from leaving out the country information altogether as well because
the network might otherwise learn an invalid relationship between country embedding and
mortality outcome from too few observations. In fact, we have found forecasting performance
to decrease on a validation set when country and sex embedding layers are added to our
CNN architecture.
In the following, we give a detailed description of the different components of a CNN. For
this, it is convenient to interpret the input matrices
Z 0 := (mx,t )x,t ∈ RAin ×τ
as 3-hypermatrices, i.e., elements of R1×Ain ×τ , which is isomorphic to RAin ×τ . We define a
CNN as a collection φ1 , . . . , φL of functions
l−1

φl : Rn1

l−1
×nl−1
2 ×n3

l

l

l

→ Rn1 ×n2 ×n3 for l = 1, . . . , L,
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with nl1 , nl2 , nl3 ∈ N, where nl−1
and nl−1
are interpreted as the numbers of rows and columns
2
3
of the input matrices of layer l, and nl−1
is the number of such input matrices, also called
1
the number of channels. For example, if the inputs are RGB images, n01 = 3 could account
for the three different color channels, but as we have two-dimensional input data
 without

any natural additional channels, we set n01 = 1. Recursively defining Z l := φl Z l−1 for
l = 1, . . . , L, we call


l
Zk,i,j
for k = 1, . . . , nl1
l
l
i=1,...,n2 , j=1,...,n3

feature maps if l is a convolutional or pooling layer (see below), and the number of these
feature maps is given by nl1 . They can be interpreted as automatically generated features.
We allow the CNN to create multiple feature maps per layer so that each map can focus on
different characteristics of the input, for example, edges and corners in image data.
There are mainly three types of layers, i.e., kinds of functions φl , in CNN.
Convolutional layers If layer l is a convolutional layer, there is a collection of associated
l−1
l
weights or filters W l ∈ Rn1 ×n1 ×f ×f . The number of filters nl1 per input channel and the filter
size f ∈ N are hyperparameters. Both quantities can in principle vary across convolutional
layers, but we consider only constant numbers of filters and filter sizes for simplicity, i.e., we
do not let f or nl1 =: nF depend on l. The output of layer l is


nl−1
f X
f
1
X
X

l
= σl 
Zk,i,j


r=1 p=1 q=1



l
l−1
Wk,r,p,q
Zr,i+p−1,j+q−1
+ blk 


(4.7)

for k = 1, . . . , nl1 , i = 1, . . . , nl2 , j = 1, . . . , nl3 , where bl ∈ RnF is a bias vector and σ l : R → R
an activation function. For convolutional layers, we always use relu activations, see (4.2).
Equation (4.7) can be interpreted in the following way: For every output channel k = 1, . . . , nl1 ,
we calculate a sliding dot product of the filter


l
Wk,r,p,q



r=1,...,nF , p,q=1,...,f

with the output Z l−1 of the previous layer to obtain the k-th feature map of layer l. We use
different filters for each output channel k, but the filter weights are shared per feature map.
In this way, the CNN is enabled to detect the same features at different locations of the
input data (see LeCun et al., 1989), and this also saves many parameters in comparison to a
fully connected approach where different weights are trained for every possible connection.








l−1
:
Equation (4.7) imposes relationships between the tuples nl2 , nl3 and nl−1
2 , n3

− f + 1 and nl3 = nl−1
− f + 1.
nl2 = nl−1
2
3

(4.8)

This means that a convolutional layer reduces the second and third dimension of its input
by f − 1. It could be prevented by padding the outputs of the convolutional layers, i.e.,
appending zero values at the edges such that nl2 = nl−1
and nl3 = nl−1
2
3 , but we refrain from
doing so as we do not consider it necessary here.
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Pooling layers Pooling layers usually directly follow after convolutional layers. They are
used for downsampling, i.e., for dimension reduction of feature maps. This makes sense
since the creation of multiple feature maps based on the same data point introduces some
redundancy. It is reduced by the pooling operation, whose aim is to extract the most
dominant output signals of the convolutional layer. Similarly to convolutional filters, pooling
”filters” are slided over the feature maps. They calculate a real-valued function (instead of a
dot product) on each section of the feature map. The most popular choices are max pooling
and average pooling,

l
Zk,i,j
=


l−1

Zk,p,q
max



p=(i−1)nP +1,...,i·nP ,

q=(j−1)n +1,...,j·n
P




1


 (nP )2

(max pooling),

P

(4.9)

j·n
PP

i·n
PP

p=(i−1)nP +1 q=(j−1)nP +1

l−1
Zk,p,q

(average pooling),

for k = 1, . . . , nl1 . Here, nP is the pooling size which determines how many units in a feature
map are pooled into a single number. For example, if we perform max pooling with nP = 2,
this amounts to calculating a sliding maximum over groups of 22 = 4 units. Equation (4.9)
fixes the dimensions of the output:
nl1

=

l
nl−1
1 , n2

=

$ l−1 %
n
2

nP

and

nl3

=

$ l−1 %
n
3

nP

,

(4.10)

where ⌊z⌋ := max{r ∈ N : r ≤ z}.
Dense (fully connected) layers FFNN consist exclusively of dense layers, see Section 4.1.1.
We can interpret the convolutional and pooling layers of a CNN as sophisticated feature
extractors, from which the resulting features are passed on to a shallow FFNN which learns
how to translate these features into mortality rate predictions. As dense layers expect
ordinary vectors as input, the first step for training a dense layer l whose predecessor l − 1 is
a convolutional or pooling layer consists in flattening, i.e., stacking all components of Z l−1
l−1
into the first dimension so that we can interpret it as a column vector Z l−1 ∈ Rn where
nl−1 := nl−1
· nl−1
· nl−1
1
2
3 . The output of the dense layer is obtained via




Z l = σ l W l Z l−1 + bl ,
l

l−1

(4.11)

l

where W l ∈ Rn ×n is a weight matrix, bl ∈ Rn a bias vector and the activation function
σ l : R → R is applied element-wise, see (4.1). Additionally to the activation functions
introduced in (4.2), we also try
softplus(z) := log (exp (z) + 1) .

(4.12)

As we do not consider architectures where convolutional or pooling layers follow dense layers,
l
we can again interpret Z l as a column vector in Rn . Note that at least the last layer (l = L)
in our CNN must be a dense layer because we need a column vector in RAout with predictions
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of age-specific death rates in the following year as output. This output is obtained by
composition of all layers evaluated on the input, see (4.3).
Figure 4.3 shows a schematic illustration of a CNN with four layers (convolutional, pooling,
hidden dense and output dense layer), including the shapes of input and output data.

Figure 4.3: Schematic illustration of a CNN with L = 4 and input size (n01 , n02 , n03 ) =
(1, 101, 10), consisting of a convolutional layer of size (n11 , n12 , n13 ) = (10, 99, 8),
a pooling layer of size (n21 , n22 , n23 ) = (10, 49, 4), a dense layer of size n3 = 50
and a final dense output layer of size n4 = 30. In particular, we have f = 3,
nF = 10, nP = 2. Figure produced with the tool by LeNail (2019).

Hyperparameters There are several hyperparameters we need to decide on before we can
train a CNN. To identify a good combination of hyperparameters we use 3-fold cross-validation,
see Section 4.1.2. We have evaluated over 8500 combinations of the hyperparameters listed
in Table 4.9 (Appendix 4.A), which also gives a short explanation of their relevance and
possible values. Based on this, we use the following hyperparameter values for our numerical
experiments. As noted in Table 4.9, the optimizer (Adam), the learning rate (0.001) and
the type of scaling of the inputs (standardization) have already been fixed before the crossvalidation. We set the batch size to 100, the number of epochs to 500 and use MAE loss.
It has been found that the model performs better in predicting log-transformed than raw
death rates directly. With respect to the NN architecture, we start with a convolutional
layer with nF = 10 filters of size f = 3, followed by an average pooling layer of size nP = 2,
repeat these two layers a second time, after which we insert a dense layer with 50 neurons
and id activation and, finally, the dense output layer with 30 neurons and id activation.
This coincides with the architecture in Figure 4.3 except for the missing repetition of the
displayed convolutional and pooling layer. No batch normalization is used.
Once we have fixed the hyperparameters, we train a bagging ensemble of NE = 1000 CNN
and use their average output as a prediction for the vector of death rates in the year following
the forecast jump-off year, see Section 4.1.2. Again, we use ordinary bootstrapping which
does not explicitly account for dependence structures in the covariates. However, as can
be seen from (4.6) the input data for our CNN are Ain × τ -sized blocks of mortality rates.
In this sense, the bootstrapping procedure preserves the age-time dependence structure.

86

4.2 Prediction Uncertainty
The dependence between populations is ignored here because we have empirically found the
model to perform better when the population does not explicitly enter as a feature. Forecasts
for multiple years ahead are obtained analogously as with RNN, i.e., by recursive one-year
predictions.
LC interpretation We can interpret our CNN in terms of an LC-type modeling approach
along the lines of Perla et al. (2021). Taking into account our hyperparameter choices (linear
activation for the output layer), for fixed x ∈ Xout , t ∈ T , i ∈ P the model reads
log mix,t = bx + h(Wx,j )j=1,...,d , Zti i,


where Zti ∈ Rd is a nonlinear function of mix̃,t̃



x̃∈Xin , t̃=t−τ,...,t−1

(4.13)

.

In this sense, our model generalizes the CAE model considered by Wen et al. (2021),
log mix,t = αx +

d
X

βxj κi,j
t ,

(4.14)

j=1

where both the base mortality level αx (corresponding to the CNN bias term bx ) and the
age effects βx1 , . . . , βxd (corresponding to a row in the CNN weight matrix W ) are assumed to
be identical over all considered populations. However, we use a sequence of convolutional,
pooling and dense layers, which can capture complex, nonlinear interaction effects across
the age and time dimension of the death rates, to create a powerful generalization Zti of the
i,d
period effects κi,1
t , . . . , κt .

4.2

Prediction Uncertainty

For stochastic mortality models, we can quantify uncertainty in death rate forecasts by
calculating prediction intervals as detailed in Section 2.4.3. Our aim is to obtain prediction
intervals for NN models as well.
We assume the process generating logarithmic death rates is given by
y(z) = f (z) + ε(z),

(4.15)

where ε(z) is zero-mean noise, f is the true, unobservable input-output relationship and
y(z) := log mix,t is the noisy observation of f (z). We consider logarithmic death rates here in
order to make the normal assumption we are going to use later more appropriate. The input
z depends on the modeling framework, for example, we have z := (x, t, i) with age x, year
t and population i for FFNN, while we use previous death rate observations as inputs for
RNN and CNN as well, see Sections 4.1.3 and 4.1.4.
NN aim to learn an estimator fˆ(z) of the true value f (z) based on some training data,
which typically do not contain z. The natural question arises how well fˆ(z) predicts the
actual target value, the realization of the random variable y(z). Under the assumption that
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f (z) − fˆ(z) and ε(z) are uncorrelated, this is addressed by the well-known bias-variance
decomposition
E



2 

y(z) − fˆ(z)

2

= bias fˆ(z)


+ Var fˆ(z) + Var (ε(z)) ,




(4.16)

where bias fˆ(z) := E fˆ(z) − f (z). We call σ 2 (z) := Var fˆ(z) model uncertainty or
epistemic uncertainty and σε2 (z) := Var (ε(z)) noise variance or aleatoric uncertainty (Kendall
and Gal, 2017). Note that (4.16) implies
that model
uncertainty and noise variance sum up


2
ˆ
to the total variance s (z) := Var y(z) − f (z) .












In the following, we provide a brief literature survey on uncertainty quantification in NN.

4.2.1 Literature Review
Heskes (1997) proposes a bootstrapping approach to obtain prediction intervals for FFNN.
It begins by training a bagging ensemble of NN as in (4.4), i.e., for each m = 1, . . . , NE an
NN fˆm is trained on a bootstrapped sample of the training data, and the ensemble estimator
is obtained by averaging, i.e.,
NE
1 X
fˆ(z) :=
fˆm (z).
(4.17)
NE m=1
From this, assuming bias fˆm (z) ≈ 0 for all m = 1, . . . , NE , model uncertainty σ 2 (z) is
estimated by the ensemble variance




NE 
2
X
1
σ̂ (z) :=
fˆm (z) − fˆ(z) .
NE − 1 m=1
2

(4.18)

This mainly accounts for variance arising from the randomness in the initialization and
calibration of the NN (by considering an ensemble of multiple such networks) and for the
uncertainty of the model parameters with respect to the training data (by bootstrapping).
For quantifying the noise variance, one can now fit another NN estimator σ̂ε2 to the floored
residuals

+
2
r2 (ξ) := y(ξ) − fˆ(ξ) − σ̂ 2 (ξ)
(4.19)

via maximum likelihood, i.e., minimizing

N


1X
r2 (ξj )
ℓ :=
log σ̂ε2 (ξj ) + 2
2 j=1
σ̂ε (ξj )

!

(4.20)

in the parameters of the NN σ̂ε2 , for which the exponential function is chosen as the output
layer activation to ensure that variance estimates are positive. The training data ξ1 , . . . , ξN
for the noise variance network are the same as the training data the original NN is trained
on. Heskes (1997) notes that this might lead to underestimation of the noise variance
and proposes a method to account for it by calculating fˆ (ξj ), j ∈ {1, . . . N } only based
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on estimators fˆm for which ξj is not part of the m-th bootstrap training set (out-of-bag).
However, this is problematic when NE is small so that in some cases ξj is used for training
all the estimators fˆm .
Finally, once model uncertainty and noise variance have been estimated, one sets ŝ2 (z) :=
σ̂ 2 (z) + σ̂ε2 (z), and prediction interval bounds are obtained under a normal assumption (see
Carney et al., 1999) by
1+a
ŝ(z).
ŷ lower|upper (z) := fˆ(z) ± Φ−1
2




(4.21)

Tibshirani (1996) compares the approach of Heskes (1997), which he refers to as bootstrapping
pairs, to the so-called delta (Hwang and Ding, 1997) and sandwich methods, which are
analytical techniques based on Taylor expansion. He finds bootstrapping to be superior,
partly because it seems to better capture the variability due to the choice of starting values
in the NN optimization algorithm.
Nix and Weigend (1994) propose mean-variance estimation, where the noise variance σε2 (z) is
not learned by an entirely new model but by the same NN that is also making the prediction
for the mean value f (z). For this purpose, an additional output node has to be added to
the network a priori. Lakshminarayanan et al. (2016) introduce a similar approach using
NN ensembles. Assuming an underlying heteroskedastic Gaussian distribution, each NN
2
m = 1, . . . , NE in the ensemble outputs mean and variance estimates fˆm (z) and σ̂m
(z), from
which the total variance is estimated as
ŝ2 (z) =

NE
NE
1 X
1 X
2
fˆ2 (z) − fˆ2 (z).
σ̂m
(z) +
NE m=1
NE m=1 m

(4.22)

In particular, each model is trained on all available data. Lakshminarayanan et al. (2016) do
not make use of bootstrapping because it deteriorates performance in their setup.
Khosravi et al. (2011a) provide a systematic comparison of approaches for calculating prediction intervals. They consider the delta method, bootstrapping, mean-variance estimation
and a Bayesian method. In an empirical study with several prediction problems, they
find that the technically and computationally more involved delta and Bayesian methods
perform best in terms of quality of the resulting prediction intervals, although the delta
method tends to be unreliable in specific cases, perhaps due to its noise homoskedasticity
assumption. Mean-variance estimation, while coming with the lowest online computational
load, leads to the worst quality of prediction intervals due to the target variance not being
estimated precisely enough. Bootstrapping, which Khosravi et al. (2011a) refer to as the
most commonly used technique and ”a stable method”, achieves the largest variability in
prediction interval width, which shows it is able to appropriately respond to differing levels of
uncertainty in the data, an important quality for mortality forecasting applications. However,
they also criticize the method for assuming zero bias of all the bootstrapped NN, which can
lead to inaccurate estimates of model uncertainty and, thus, to prediction intervals which
are too narrow.
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Since the contribution of Khosravi et al. (2011b), in which they propose the LUBE (lower
upper bound estimation) method, loss-function-based approaches for uncertainty quantification have gained popularity. They train an NN to directly learn the lower and upper bounds
of prediction intervals, minimizing a cost function related to prediction interval quality as
measured by PICP and MPIW, see Section 2.4.4. This approach bears similarities to quantile
regression, a technique which has also been applied to the LC model to forecast quantiles of
mortality rates (Santolino, 2020). In a study with several practical prediction tasks, Khosravi
et al. (2011b) find LUBE to produce reliable prediction intervals under comparably low
computational requirements. Pearce et al. (2018) propose an improved version of LUBE,
which addresses some of its shortcomings, including the non-applicability of gradient descent
optimization and the fact that its loss function is minimized by prediction intervals with
zero width.
Another influential stream of research in uncertainty quantification for NN is based on
the Bayesian paradigm. In so-called Bayesian NN, prior distributions for the weights are
assumed from which estimates of posterior distributions and thereby quantifications of
prediction uncertainty are obtained. However, Bayesian NN are quite demanding with
respect to computational resources. In an attempt to circumvent this, Gal and Ghahramani
(2016) show that the use of the common NN regularization technique dropout (Srivastava
et al., 2014) at evaluation time can be interpreted as approximately performing Bayesian
inference. Based on this, they obtain uncertainty estimates for NN in a computationally
cheap way by using Monte Carlo dropout: for a given input, they perform multiple stochastic
forward passes through the network, each time with different neurons dropped out, and
use the average of the resulting outputs as the prediction and their sample variance for the
uncertainty estimation of the network.

4.2.2 Our Approach
We rule out most of the methods in Section 4.2.1 because they would require substantial
structural changes to the NN introduced in Section 4.1, such as the insertion of dropout
layers for Monte Carlo dropout, changing the loss function for LUBE or a significant increase
of the output dimension for mean-variance estimation. We prefer not to change these
hyperparameters because it might decrease the forecasting performance.
Instead, we follow the bagging approach of Heskes (1997), for which no change of our existing
model structure is necessary. More precisely, we estimate model uncertainty for the FFNN
and for one-step forecasts of the RNN and CNN by the empirical variance of the bootstrap
ensemble fˆ1 , . . . , fˆNE as in (4.18).
As stated in Sections 4.1.3 and 4.1.4, we perform recursive one-step predictions to obtain
multi-step forecasts for RNN and CNN. Directly applying the one-step formula (4.18),
a natural way to estimate model uncertainty σh2 in a recursive h-step forecast for fixed
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h ∈ {1, 2, . . . } would be via


σ̂hE

2



2

NE
NE
X
1
1 X
fˆm (zh ) −
fˆp (zh ) .
:=
NE − 1 m=1
NE p=1

(4.23)

The input of the one-step forecast, z1 ∈ RAin ×τ , consists entirely of data available at the
beginning of the forecasting period. For h ≥ 2, we drop the first column of zh−1 , denote the
resulting matrix by −1 zh−1 ∈ RAin ×(τ −1) and then set zh := −1 zh−1 , fˆ(zh−1 ) ∈ RAin ×τ . This
means the input zh for the h-step forecast depends on the previous forecasts fˆ(z1 ), . . . , fˆ(zh−1 ),
which are themselves subject to uncertainty. Therefore, it would be plausible for model
uncertainty σh2 to increase with h, also mirroring the subjective belief that mortality rates
further in the future should
generally be more uncertain. However, this is not necessarily
 2
achieved by the estimator σ̂hE .

Therefore, we consider the following heuristic modification of (4.23):


σ̂hP

2



2

NE
NE
X
1 X
1
fˆm (zh,m ) −
fˆp (zh,p ) .
:=
NE − 1 m=1
NE p=1

(4.24)

The input of the one-step forecast, z1,m := z1 , is the same for all m = 1, . . . , NE . For h ≥ 2,
using analogous notation as above, we set zh,m := −1 zh−1,m , fˆm (zh−1,m ) . This means that
we recursively supply to each ensemble member only its own past forecasts instead of the
averaged forecasts of all ensemble members, which we normally use as the forecast of our
entire model and which also appears in (4.23). We will see in our numerical studies in
 2
Section 4.3.3 that this approach indeed works and σ̂hP tends to increase with h. Therefore,


we use σ̂hP

2

to estimate model uncertainty.

We estimate noise variance σε2 via an FFNN with exponential output activation which is
fit to the floored residuals (4.19) of all available training data by minimizing (4.20). Apart
from that, we use the same hyperparameters for the FFNN predicting σε2 as for the FFNN
forecasting the mortality rates themselves (see Section 4.1.1). We have also experimented
with RNN and CNN for noise variance prediction but found them to be less numerically
stable and yield less plausible uncertainty estimates than an FFNN.
Finally, by (4.21) we obtain lower and upper bounds for the logarithmic death rates, which
are easily transformed to yield prediction intervals for the death rates themselves.

4.3

Empirical Results

We present an evaluation of our three NN models and the Poisson LC model trained on
10 (LC10) or 20 (LC20) years of historical data. One might argue that these calibration
periods are too short for a fair comparison considering that the NN models are trained on
the complete history available in the HMD. However, the LC model does not necessarily
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benefit from more training data because the longer the calibration period, the higher the
risk that the assumptions underlying the LC model — namely, the linear development of the
period effects and that age effects remain constant over time — are violated, see Section 2.1.1.
In fact, we will see that the LC10 model achieves slightly lower out-of-sample errors than
the LC20 model, and we have found that it even achieves slightly superior out-of-sample
performance compared to an LC model calibrated on 30 years of data. Therefore, and in
order to have as many populations as possible available for performance evaluation, we
restrict ourselves to a maximum calibration period of 20 years for the LC model. As an
additional classical benchmark model, we consider the ACF model, using 20 years of data
for calibration and allocating countries to regions as proposed by Richman and Wüthrich
(2021, Appendix A).
We include in the evaluation all populations for which there are data available for every
year between 1987 and 2016 (so that we can train and evaluate the LC20 model), i.e., the
male and the female populations of Australia, Austria, Belarus, Canada, Czechia, Denmark,
East Germany, England and Wales, Estonia, France, Hungary, Iceland, Israel, Japan, Latvia,
Lithuania, Netherlands, Northern Ireland, Poland, Scotland, Slovakia, Slovenia, Spain,
Sweden, Switzerland, USA and West Germany. Note that we train the NN models on
almost9 all available data, which means that, in contrast to the LC models10 , they are trained
on more populations than the ones listed here. Due to slightly different data requirements
(RNN and CNN need a few years of historical mortality rates as an input for each prediction,
FFNN does not), there are also small differences between the training data used for the
RNN/CNN and the FFNN. The reason why we use all available data, which includes mortality
rates of the 18th and 19th century in some extreme cases, is that NN, in particular those
with more complicated architectures, generally need many training data.
We produce forecasts m̂ix,t with each model for all populations i = 1, . . . , 54, ages x =
60, . . . , 89 and years t = 1997, . . . , 2006 to calculate in-sample errors and years t =
2007, . . . , 2016 to calculate out-of-sample errors by comparing the forecasts with the ground
truth mix,t . The years for in-sample evaluation are chosen as the intersection of the training
sets of all models, which equals the training set of the LC10 model. We calculate the
error measures MSE, MAE, MdAPE and Dev as defined in Section 2.4.4. The MAE and
particularly the MSE penalize errors more when the target death rate is higher. They are
strongly influenced by errors in forecasting high-age mortality because mix,t usually increases
with age. To prevent this, weighted versions of these measures could be considered, see
Appendix 4.A. Alternatively, evaluations could focus on the MdAPE as a relative measure,
which we do throughout this section. We furthermore include mean Poisson deviance (Dev)
as an error measure, which assigns more weight to errors for larger populations or age groups
i
as it depends on the death counts Dx,t
.

9

For example, we use the data on the populations of Scotland, Northern Ireland and England and Wales
separately and exclude the data on the UK population as a whole.
10
For the LC models, training on populations for which no evaluation is performed would not make sense
since the LC models are trained separately on each population.
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4.3.1 Goodness of Fit
Table 4.1 contains in-sample error measures. The LC10 model achieves the highest goodness
of fit, which is no surprise since it is evaluated exactly on the years it was calibrated on,
while all the other models were trained on more data. Intuitively, they cannot be expected
to fit as well on subsets of their training data as a model that was trained specifically on
that subset, but they might be able to generalize better. In fact, while a reasonable fit to
historical data is of course a desirable property of any mortality model, our focus lies on
producing accurate forecasts. We will see in the following subsection that the good in-sample
performance of the LC models contrasts with their weaker predictive performance, indicating
some degree of overfitting for these models.
Table 4.1: Goodness-of-fit measures for 54 populations, ages 60 to 89, years 1997 to 2006
(models trained on years up to 2006). The best value in each column is marked
in bold.
MSE×105

MAE×103

MdAPE[%]

Dev

LC10

1.9

2.0

2.0

1.8

LC20

2.3

2.3

2.4

2.4

ACF

2.1

2.2

2.4

2.3

FFNN

2.8

3.0

4.3

11.7

RNN

6.0

4.5

6.0

19.1

CNN

3.7

3.4

4.3

12.3

Model

In order to check whether our CNN is an appropriate model despite its comparably high
in-sample errors, we consider a log-linear global surrogate model. The basic idea lies in
fitting a simple, interpretable model to the fitted values of a complex model in order to
better understand what the complex model is doing by interpreting the simple model. More
precisely, we calibrate a linear model to the fitted logarithmic death rates of the CNN
using age, sex and country as categorical regressors and year as a numerical regressor. The
resulting coefficients are displayed in Figure 4.4. They suggest that the network has learned
an overall plausible internal representation of the training data.
We observe, as expected, a log-linear pattern for the age dependence of mortality forecasts,
a decrease of predicted mortality rates with time, a tendency to predict higher death rates
for males than for females and country-specific adjustments with respect to the reference
country (Australia) which look mostly sensible. Some countries with long mortality history,
which have experienced relatively high mortality rates in earlier times, such as France, Italy
or Switzerland are assigned somewhat high country-specific coefficients compared to their
current mortality levels. Of course, this is not problematic for forecasts with the CNN
because it only receives current mortality levels as input and no other information on the
country. However, it shows that the insights obtained from a surrogate model depend on the
data it is calibrated on – for example, one could calibrate another surrogate model only on a
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Figure 4.4: Coefficients of a log-linear global surrogate model for the CNN
subset of CNN predictions for years after 1970 or 1980 to get an impression of the behavior
of the CNN on more recent data.
We have checked how well the global surrogate model works by calculating its coefficient of
determination, which is R2 = 0.9698. This shows that a simple regression model describes
the logarithmic predictions of the CNN quite well and the insights obtained from Figure 4.4
should therefore be reasonably reliable. With respect to out-of-sample forecasts of actual
death rates, however, we have found the surrogate model to perform very poorly. This is
not surprising due to its limited model structure. We emphasize that surrogate models are
not meant to describe the data and their future evolution but to make the global in-sample
behavior of black-box models more interpretable. In this regard, it is also important to
observe that the surrogate model is trained on different input features (age, country, sex,
year) than the CNN (matrices of death rates) for better interpretability.

4.3.2 Forecasting Performance
Table 4.2 contains out-of-sample error measures. The ACF and LC models achieve low
Poisson deviances. FFNN and CNN have larger Poisson deviances because their forecasting
performance is suboptimal for the USA and Japan, respectively, which are very populous
countries and therefore heavily influence this measure. Except for Poisson deviance, both
LC models and the RNN perform similarly and noticeably worse than the FFNN (except for
the MdAPE) and the CNN. The rather high errors of the RNN model might be explained
by the fact that, compared to our FFNN and CNN models, the LSTM is hardest to train as
it takes a lot of computational resources, which is why we can only build a small ensemble
consisting of NE = 10 models with relatively few neurons per model. The ACF model yields
better results than the LC model but is still outperformed by the CNN. The FFNN achieves
good performance with respect to absolute measures such as MSE and MAE but has a rather
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high MdAPE, which will be investigated in Figure 4.5 below. The CNN minimizes MAE
and MdAPE.
To get a better impression of the performance for different populations, we have additionally
evaluated the percentage of populations for which each model achieves a lower MSE (MdAPE)
than LC10. Here, the CNN performs best as it produces lower MSE (MdAPE) than LC10
for 43 (41) out of 54 populations, which corresponds to 79.6% (75.9%).
Table 4.2: Out-of-sample error measures for 54 populations, ages 60 to 89, years 2007 to
2016 (models trained on years up to 2006). The best value in each column is
marked in bold.
Model

MSE×105

MAE×103

MdAPE[%]

Dev

% of pop. with lower
MSE than LC10

% of pop. with lower
MdAPE than LC10

LC10

4.9

3.7

5.7

19.5

0.0

0.0

LC20

5.5

4.0

5.8

21.9

51.9

50.0

ACF

3.4

3.3

5.5

19.7

61.1

61.1

FFNN

2.6

3.0

5.9

32.5

64.8

53.7

RNN

5.9

4.2

6.1

22.9

46.3

46.3

CNN

2.9

3.0

4.9

30.7

79.6

75.9

Figure 4.5 shows the MdAPE of 10-year CNN forecasts by age, year and population compared
to FFNN, RNN, ACF and LC20. This is a more detailed evaluation of the corresponding
column in Table 4.2, which can, for example, help us understand why the FFNN has
comparably high MdAPE in spite of having the lowest MSE. We display the MdAPE because
it is a relative error measure, which is especially useful to meaningfully compare performance
at different ages.
All models tend to yield lower MdAPE for higher ages (75 and above). In particular, the
FFNN produces quite large MdAPE for younger ages and seems to be more recommendable
for ages above 80. In the time dimension, there is an unsurprising increase of errors with the
length of the forecasting period, which is more pronounced for the RNN and less pronounced
for the FFNN and CNN. Looking at the population-wise errors, none of the models performs
best for all populations. For the female populations of Spain, France and especially Japan,
the MdAPE of the CNN model is noticeably larger than that of the other models. For many
of the remaining populations, however, the CNN performs better than or at least similarly
to the other models.
To better understand the forecast errors of the CNN, we plot its forecasts for some ages
and compare them to the ground truth and the LC20 benchmark model in Figure 4.6. For
English and Welsh females, we see that the CNN model performs very well, especially in
the first years. The plot for Japanese females shows why the MdAPE of the CNN model is
so high for this population: the death rate forecasts increase over time at all ages, which
is neither plausible nor in accordance with the real development. Curiously, for most ages
even the prediction for the first out-of-sample year is too high. This wrong prediction is
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(a) MdAPE by age

(b) MdAPE by year

(c) MdAPE by population (country and sex)

Figure 4.5: MdAPE by age, year and population of CNN (red circles), FFNN (brown
squares), RNN (blue inverted triangles), ACF (green diamonds) and LC20
(magenta triangles)
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then used as an input for the second out-of-sample year forecast and so on, possibly leading
to a propagation of errors. This observation illustrates the need for an evaluation of the
forecasts of any mortality model, but of course especially of black-box models, with respect
to biological reasonableness (Cairns et al., 2006b).

(a) England and Wales, females

(b) Japan, females

Figure 4.6: CNN (red, long dash) and LC20 (magenta, dash) forecasts and ground truth
(black, solid) from 2007 to 2016 for ages 60, 65, 71, 77, 83, 89
A potential reason for this behavior might be the fact that mortality rates of Japanese
females are very low. Therefore, the CNN receives input matrices with death rates which
are smaller than most of, or for some ages even all, the death rates it was trained on. In
other words, it has to extrapolate in the sense of making a prediction for an input which lies
on the boundary or even outside of the range of the training data. Other types of NN are
structurally better suited to deal with this issue, either by learning a decreasing dependence
on the year (FFNN) or by extrapolating an observed falling trend (RNN), whereas caution
has to be taken when applying a CNN for the prediction of populations with very low
mortality rates. If one is interested in forecasting mortality in such populations, the training
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data should possibly be adjusted to include further low-mortality populations so that more
data in the mortality range of interest are shown to the NN during training.

4.3.3 Prediction Uncertainty
We have calculated prediction intervals for the ACF and LC models as described in Section 2.4.3 and for the FFNN, RNN and CNN models as described in Section 4.2.2 with target
coverage probability a = 95%. In Table 4.3, we show an evaluation of their performance
according to PICP and MPIW as defined in (2.51) and (2.52).
Table 4.3: Prediction interval (a = 0.95) quality measures over 54 populations, ages 60 to
89, years 2007 to 2016 (models trained on years up to 2006)
Model

PICP[%]

MPIW

LC10

74.0

0.012

LC20

74.3

0.011

ACF

77.2

0.010

FFNN

97.0

0.017

RNN

86.0

0.015

CNN

98.0

0.019

Obviously, the prediction intervals for LC, ACF and RNN ignore some uncertainty as their
realized coverage probabilities are significantly smaller than 95%. Both FFNN (97.0%) and
CNN (98.0%) fulfill the requirement that PICP ≥ 0.95. As a look at the MPIW shows, this
comes at the cost of a higher prediction interval width, where the prediction intervals of the
FFNN are slightly more informative (narrow) compared to the CNN on average.
We provide some details regarding the dependence of the PICP on age, year and population
in Figure 4.7. The ACF and LC20 models are very unreliable at the boundaries of the
considered age range, while the NN approaches are more stable across ages. There is also
a dependence on the length of the forecasting horizon. The LC20 model improves from a
PICP of around 60% in the first year to around 75% in the last year, while the RNN gets less
reliable with increasing forecasting horizon. Both FFNN and CNN have high PICPs over the
whole forecasting horizon. However, the reliability of the FFNN slightly decreases over time.
Finally, the PICP also varies by population, and the mortality rates of some populations are
very hard to anticipate for the ACF, LC20 and RNN models. For some male populations
(Belarus, Estonia, Latvia, Lithuania), the CNN is outperformed by the FFNN, but apart
from that its prediction intervals are remarkably reliable.
In contrast to the PICP, the MPIW of the NN models is entirely determined by their central
forecasts and variance estimates, as can be seen from definitions (2.52) and (4.21). Therefore,
it is equally informative to directly consider estimated variances instead of MPIW. We
separately show model uncertainty σ̂ 2 , noise variance σ̂ε2 and total variance ŝ2 by age, year
and population in Figure 4.8. For all three models, we observe a decrease both in model
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(a) PICP by age

(b) PICP by year

(c) PICP by population (country and sex)

Figure 4.7: PICP by age, year and population of CNN (red circles), FFNN (brown squares),
RNN (blue inverted triangles) ACF (green diamonds) and LC20 (magenta
triangles) for a = 0.95
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uncertainty and noise variance with age. On the other hand, there is an increase with the
length of the forecasting horizon, which is particularly strong for the model uncertainty
of the CNN. This indicates that the estimation method for multi-step prediction intervals
outlined in Section 4.2.2 leads to an increase of estimated uncertainty in long-term forecasts,
as required. For the FFNN, total variance is also increasing, but the slope is rather modest.
The dependence of the variances on the population is dominated by some populations with
high estimated noise variance, very notably Iceland but also Estonia, Northern Ireland and
Slovenia. The noise variances of some populations are estimated quite differently by the three
models. For example, compared to the other two models, the FFNN seems to overestimate
the noise variance of Danish, Scottish and US females and the CNN seems to overestimate
the noise variance of Japanese females. This is interesting considering the failure of the CNN
to accurately forecast mortality rates of this population, see Section 4.3.2.
In fact, the availability of prediction intervals somewhat ameliorates this failure as we see in
Figure 4.9(a). Even though the central forecast of the CNN for Japanese females is incorrect,
all the observations lie within the prediction intervals. In particular, when relying on the
lower bound we would never have overestimated the true death rates.
Figure 4.9(b) shows the forecasts of the CNN and the LC20 model for English and Welsh
females (see also Figure 4.6) with the prediction intervals included. We observe that the
CNN intervals are considerably wider than the LC intervals. One should keep in mind the
results in Table 4.3 and Figure 4.7, which show that the LC prediction intervals are often
too narrow — compared to this, prediction intervals which are sometimes too wide, i.e., too
conservative, would be preferable in many applications.

4.3.4 Robustness Check
To check the robustness of our forecasting performance results with respect to different
training data and a larger test set, we have trained the models on the years up to 1996
and evaluated them on the 20-year time period 1997 to 2016. In doing so, we use some
out-of-sample information at training time for this particular evaluation because the optimal
hyperparameters for the NN models were chosen based on data containing the years 1997 to
2006. However, as this holds true for all three NN models, at least a fair comparison between
them should be possible.
The resulting out-of-sample error measures are shown in Table 4.4. We find that the RNN
still performs worst, whereas the CNN is the best model with respect to all error measures
except for the Poisson deviance (Dev). This indicates that the performance of the CNN could
become clearly superior when longer forecasting horizons are considered. As in Table 4.2, its
high deviance is mostly driven by Japanese females, and it would equal 49.5 when excluding
this population. The second-best model is the FFNN, followed by ACF and LC20.
Table 4.5 displays the performance of the different models in forecasting the whole age range
2–98. The youngest and oldest ages 0, 1, 99 and 100 are excluded for technical reasons.11
11

The RNN needs additional age columns on each side of the target age and these are not available for the
youngest and oldest ages.
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(a) Variances by age

(b) Variances by year

(c) Variances by population (country and sex)

Figure 4.8: Estimated variances by age, year and population for the forecasts of CNN (red
circles), FFNN (brown squares) and RNN (blue inverted triangles)
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(a) Japan, females

(b) England and Wales, males

Figure 4.9: CNN (red, long dash) and LC20 (magenta, dash) forecasts along with prediction
intervals (a = 0.95; dot for CNN, in (b) also dot and dash for LC20) and ground
truth (black, solid) from 2007 to 2016 for ages 60, 65, 71, 77, 83, 89

Table 4.4: Robustness check. Out-of-sample error measures for 50 populations, ages 60 to
89, years 1997 to 2016 (models trained on years up to 1996). The best value in
each column, where applicable, is marked in bold.
MSE×105

MAE×103

MdAPE[%]

LC20

18.9

7.8

11.1

ACF

14.9

7.4

FFNN

14.4

RNN
CNN

Model
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Dev

PICP[%]

MPIW

69.0

67.6

0.024

11.0

64.3

57.8

0.016

6.9

10.6

59.5

85.0

0.027

21.2

8.8

12.4

83.6

60.3

0.020

9.1

5.7

8.2

94.7

92.5

0.030
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Furthermore, we exclude Iceland from the evaluation because there are calibration issues
with the LC model for this country.
Table 4.5: Robustness check. Out-of-sample error measures for 52 populations, ages 2 to
98, years 2007 to 2016 (models trained on years up to 2006). In case of the
RNN, the female populations of Northern Ireland, Slovenia and Scotland were
not included in the evaluation due to numerical instabilities. The best value in
each column, where applicable, is marked in bold.
MSE×104

MAE×103

MdAPE[%]

LC10

2.4

4.0

10.1

LC20

1.8

4.1

ACF

1.8

FFNN

Model

Dev

PICP[%]

MPIW

12.3

50.9

0.0079

10.3

16.5

50.1

0.0064

4.3

11.6

17.2

57.2

0.0087

1.3

3.1

11.3

34.1

96.4

≫1

RNN

1.4

3.6

9.5

13.2

45.3

≫1

CNN

1.2

3.0

8.8

17.4

97.2

0.2662

The results are broadly similar to those of Tables 4.2 and 4.4. CNN and FFNN yield similar
MSE and MAE as well as a PICP above 95%. The MdAPE is clearly minimized by the CNN.
The MPIW of FFNN and RNN are heavily inflated by a few populations with overestimated
noise variance. The MPIW of CNN is significantly larger than those of LC and ACF, which
also indicates some inflation, but more stable compared to FFNN and RNN. Therefore,
even though FFNN achieves a PICP closer to the target coverage probability of 95%, CNN
prediction intervals would be preferable.

4.3.5 Long-Term Forecasts and Annuity Values
In actuarial applications such as the pricing of annuities, it is often necessary to make longterm forecasts of mortality rates, which extend multiple decades into the future. Therefore,
mortality models should produce plausible outputs even for longer forecasting horizons. It is
especially important to check this for RNN and CNN because recursive forecasting sometimes
does not work well in the long run (Ben Taieb and Atiya, 2016).
Figure 4.10 shows the development of age-specific mortality forecasts for the male and female
populations of England and Wales by the three NN models, the LC model, which is trained
on 30 years of data (LC30), and the ACF model over a 1-year, 10-year, 20-year and 30-year
horizon. For the 1-year and the 10-year forecasts, which correspond to the years 2007 and
2016, we also provide the ground truth, i.e., the realized death rates during these years. We
consider LC30 here because, according to an often-used rule of thumb, the training horizon
for an LC model should be at least as long as the forecasting horizon (Janssen and Kunst,
2007).
All models predict an approximately linear dependence of log death rates on age even in
the far future and, with the exception of the RNN, age-specific improvements which tend
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(a) England and Wales, males

(b) England and Wales, females

Figure 4.10: Log death rate forecasts for England and Wales by different mortality models
and, where available, ground truth for the years 2007 (red, solid), 2016 (lime
green, dash), 2026 (blue, dot) and 2036 (violet, long dash; including prediction
intervals)
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to decrease over age. This is in line with the demographic literature (Li et al., 2013). The
FFNN forecasts substantial mortality improvements at all ages, which might turn out to be
somewhat optimistic judging from the real development between 2007 and 2016. The CNN
and the LC model forecast stronger improvements for males than for females. In particular,
the improvements for females between 2016 and 2036 implied by the CNN are quite small.
While ACF, LC and particularly RNN model yield narrowing intervals for higher ages, FFNN
and CNN prediction interval widths are approximately constant over the considered age
range. The notable differences between the forecasts of the models indicate the existence of
a non-negligible amount of model risk.
This model risk can to some degree be quantified numerically by calculating implied present
values of annuities as described in Section 2.4.4. Figure 4.11 displays population-specific
1
annuity values ai60:30 (2007) according to the different models with discount factor v = 1.009
.
We observe large differences between populations, which are expected due to the differing
levels of mortality, but for some populations also noticeable differences between models —
to provide some numbers for a prominent example, for a Lithuanian male the FFNN model
leads to an annuity value of 15.4, while the annuity values implied by LC30 (13.3), RNN
(13.3), ACF (13.6) and CNN (14.1) are significantly lower.

Figure 4.11: Population-specific values of a 30-year annuity for a life aged x = 60 at the
start of year t = 2007 according to CNN (red circles), FFNN (brown squares),
RNN (blue inverted triangles) and LC30 (green diamonds). Discount factor
1
v = 1.009
.
For the female and male populations of West Germany, we additionally compare the annuity
values predicted by the models to those implied by the second-order annuity life table
DAV2004R provided by the German Association of Actuaries (DAV, 2018), see Table 4.6. To
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get an impression of the uncertainty in the central forecasts, we provide the annuity values
obtained from both the central death rate estimates and the 95% prediction interval bounds.
We find that DAV2004R leads to significantly more conservative reserves for both sexes than
the central estimates of our considered mortality models, while the annuity value upper
bounds resulting from the prediction intervals are closer to the values implied by the life
table. Again, there are also non-negligible differences in the values implied by our models
which range from 21.3 to 22.3 (central estimates) or 20.0 to 23.0 (prediction intervals) for
females and from 19.2 to 19.7 (central estimates) or 17.6 to 21.0 (prediction intervals) for
males. In practical pricing or reserving applications, it is therefore recommendable to consult
multiple models (or life tables) and compare the resulting projections, annuity values and
their lower and, more importantly, upper bounds with careful actuarial judgement.
Table 4.6: Values of a 30-year annuity for a female or male life aged x = 60 at the start of
year t = 2007 in West Germany according to the 95% prediction intervals and
central estimates of different models and the DAV2004R life table
Model

4.4

LC30

ACF

CNN

FFNN

RNN

2004R

Annuity value (F)

lower bound
central estimate
upper bound

21.1
21.7
22.3

21.3
21.8
22.2

20.0
21.3
22.3

21.3
22.1
22.8

21.4
22.3
23.0

—
23.0
—

Annuity value (M)

lower bound
central estimate
upper bound

18.5
19.2
19.8

18.7
19.3
19.9

17.6
19.5
21.0

18.7
19.7
20.6

18.4
19.2
20.0

—
21.2
—

Conclusion

We have proposed a CNN architecture along with suitable hyperparameter values for mortality
forecasting and compared it to other NN as well as the ACF and LC models. While its
goodness of fit is lower than that of the LC model because it is calibrated on a much
larger training data set, it outperforms the ACF, LC and RNN models in an out-of-sample
evaluation with respect to all considered error measures except for Poisson deviance, which
heavily depends on population size. An FFNN achieves lower out-of-sample quadratic errors
than our CNN, but with respect to relative errors the CNN outperforms the FFNN as well.
Checking the robustness of our results on a longer forecasting horizon (20 years), we confirm
the convincing performance of our CNN.
There is no single model which performs best for all ages, years or populations. For example,
the FFNN produces quite high relative errors at lower ages and seems more suitable for ages
above 80 and the RNN achieves very low errors for short-term forecasts (1 to 2 years) but
higher errors over the whole 10-year forecasting period. A look at population-specific errors
illustrates the need for a careful investigation whether a model works well for a population
of interest. For example, we observe unrealistic forecasts of the CNN for a few populations
with low mortality rates so that we recommend either not to use this model for populations
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which lie at the boundary of the training data distribution or to extend the training data
accordingly.
Generally, NN models have the limitation of being conceptually more complex and less
interpretable than, for example, the LC model. Before basing any decisions on a black-box
model, we strongly advise for preliminary studies similar to those in Section 4.3 to ensure
that the forecasts are biologically reasonable. Looking at a global surrogate model and at
long-term forecasts produced by the CNN, we gain confidence that this is the case for many
of the populations we consider. Based on our results, we believe that black-box models can
be (at least) a helpful addition to classical approaches such as the LC model or deterministic
life tables in demographic and actuarial modeling. This is supported by the results we obtain
on prediction uncertainty. Our CNN model yields reliable prediction intervals as well as a
plausible, increasing development of model uncertainty with the length of the forecasting
horizon.
A further potential limitation is that NN models are computationally expensive. Training our
models takes approximately 3 to 4 days12 , with an additional 3 days for the noise variance
FFNN if prediction uncertainty is to be quantified. As re-training a model is only necessary
when new mortality data are available, which can be expected to occur with yearly rather
than weekly frequency, and obtaining forecasts from an already trained model is achieved
very quickly, this does not impede the practical applicability of these models.
There are several ways to improve or extend the considered models:
• One could try gated recurrent unit networks (Cho et al., 2014) instead of LSTM and
temporal convolutional networks (Bai et al., 2018) instead of ordinary CNN.
• The rather weak overall performance of the RNN could have potentially been improved by
training it to forecast all intermediate outputs as well, see Perla et al. (2021) for details
on such a sequence-to-sequence approach.
• Also similarly to Perla et al. (2021), combinations of model architectures could be considered, for example, by connecting the outputs of an FFNN and a CNN to a further
dense layer and in this sense training an FFNN-CNN ensemble. This is an application of
stacking (Wolpert, 1992) with the dense layer as meta learner. Obviously, other choices
for the meta learner, including the commonly used linear model, would be possible as well.
Averaging multiple different models in this way could also reduce model risk. Stacking has
already been successfully applied for stochastic mortality models by Barigou et al. (2021)
and Kessy et al. (2021).
• For the CNN, we have only used one input channel. It would be possible to supply the
population information via multiple channels, but then we would have very few training
data points in total. A compromise might be to use different channels for the two sexes
and the differences of their death rates, see Meier and Wüthrich (2020).
• We have trained both RNN and CNN to make one-step forecasts and then obtained
multi-step forecasts by recursion. Although this is a standard approach in time series

12

on a machine with 28 CPU cores, 2.6 GHz per core and 192 GB RAM.
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forecasting, there are other strategies which are worth investigating, see Ben Taieb and
Atiya (2016) and the references therein.
• There are more sophisticated methods to get explanations of forecasts. A well-known
technique, which is based on the game-theoretical concept of Shapley values, is called
SHAP (Lundberg and Lee, 2017). Given a particular forecast, it assigns a score to each
feature depending on how this feature contributed to the forecast. However, we refrain
from applying it here as the CNN has a very high number of features and this would come
with an overlarge computational burden. In order to easily apply SHAP to our CNN, it
would be necessary to create generalized features summarizing several death rates into
larger “patches”, which are called superpixels when the inputs are actual images. We leave
the conceptualization and implementation of this idea in mortality rate forecasting for
future work.
• For estimating prediction uncertainty, we make two assumptions, namely that the noise
ε(z) in (4.15) follows a normal distribution and that the out-of-sample bias of the NN
estimators equals zero. The convincing results in Section 4.3.3 justify these assumptions
ex post. Nevertheless, the quality of the uncertainty estimates if they are violated and
possible remedies should be investigated.

Appendix 4.A

Hyperparameters of the Neural Networks

Tables 4.7 to 4.9 give an overview of hyperparameters for the NN described in Section 4.1
and the values we have tried during the cross-validation procedures for hyperparameter
selection. For some models, we have considered variants of the MSE and MAE loss functions
with age-specific weights (WMSE and WMAE), where we have used as weights for each age
x the ratio of the average death rate at the lowest age x1 to the average death rate at age x
(calculated on the training set). As death rates typically increase with age, this results in
higher weights for lower ages and aims to counterbalance the increasing influence of death
rates at higher ages on model calibration.
Table 4.7: Considered hyperparameter values of feed-forward neural networks (FFNN)
hyperparameter

explanation

optimizer

numerical optimization algorithm to train the FFNN
(variant of stochastic gradient descent)

learning rate
batch size
loss function
number of epochs
early stopping
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step size of the gradient descent optimizer
to achieve faster convergence, the training data is not
inserted all at once but in batches of this size
metric to optimize during training
number of times the training data are consecutively put
into the optimization algorithm
whether to abort training when there is no loss function
decrease after 2 consecutive epochs

values
Adam (Kingma and
Ba, 2014), rmsprop
(Tieleman and Hinton, 2012)
0.001, 0.01, 0.1
32, 128
(W)MSE, MAE
50, 100, 300
with, without
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transformation of
outputs
scaling of numerical
inputs
embed age
age embedding size
sex embedding size
country embedding
size
activation for dense
layers
activation for
output layer
architecture

skip connection
dropout probability

batch normalization

transformation to apply to the target death rates

logarithm, none

NN require inputs to be in a similar order of magnitude
(LeCun et al., 1998)
whether to embed age or treat it as a numerical variable
dimension of age embedding space
dimension of sex embedding space

standardization, minmax, none
embed, do not embed
2, 3, 5, 7, 10
2, 3, 5

dimension of country embedding space

2, 3, 5, 7, 10

see (4.2)

relu, tanh

activation of last layer; id for log death rates, relu or
sigmoid for raw death rates

id, relu, sigmoid

number of hidden layers and number of neurons per
hidden layer (e.g., (16) ∗ 3 means 3 hidden layers with
16 neurons each)

(16), (32), (64), (128),
(16, 8), (16)∗2, (32)∗2,
(64)∗2, (16)∗3, (32)∗3,
(64) ∗ 3, (128) ∗ 5

whether to add a skip connection from the input to the
last hidden layer (see Richman and Wüthrich, 2021)
regularization technique, randomly set weights to 0
during training with specified probability, applied after
every hidden layer (Srivastava et al., 2014)
regularization technique to prevent internal covariate
shift, applied after every hidden layer
(Ioffe and Szegedy, 2015)

with, without
0 (i.e., no dropout),
0.05
with, without

Table 4.8: Considered hyperparameter values of recurrent neural networks (RNN)
hyperparameter
optimizer
learning rate
batch size
loss function
number of epochs
early stopping
transformation of
outputs
scaling of numerical
inputs
number of
neighboring ages AP
age embedding size
sex embedding size
country embedding
size
activation for LSTM

explanation
numerical optimization algorithm to train the RNN
(variant of stochastic gradient descent)
step size of the gradient descent optimizer
to achieve faster convergence, the training data is not
inserted all at once but in batches of this size
metric to optimize during training
number of times the training data are consecutively put
into the optimization algorithm
whether to abort training when there is no loss function
decrease after 2 consecutive epochs

values
Adam (Kingma and
Ba, 2014)
0.001, 0.01

transformation to apply to the target death rates

logarithm, none

NN require inputs to be in a similar order of magnitude
(see LeCun et al., 1998)
number of neighboring ages to add on each side of the
target age, see (4.5)
dimension of age embedding space
dimension of sex embedding space

standardization,
min-max

3, 5, 10
2

dimension of country embedding space

3, 5

activation function used in LSTM layers

relu, tanh

10, 20, 40
MSE, MAE
100, 250, 500
with, without

0, 1, 2
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activation for
output layer

activation of last layer; id for log death rates, sigmoid
for raw death rates

id, sigmoid

architecture

number of LSTM layers and number of neurons per
LSTM layer

(5), (10), (20), (5, 5),
(10, 10), (20, 20),
(5, 5, 5)

Table 4.9: Considered hyperparameter values of convolutional neural networks (CNN)
hyperparameter
optimizer
learning rate
batch size
loss function
number of epochs
transformation of
outputs
scaling of numerical
inputs
architecture
number of filters nF
size of filters f
type of pooling
pooling size nP
activation for dense
layers
size of dense layers
batch normalization
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explanation
numerical optimization algorithm to train the CNN
(variant of stochastic gradient descent)
step size of the gradient descent optimizer
to achieve faster convergence, the training data is not
inserted all at once but in batches of this size
metric to optimize during training
number of times the training data are consecutively put
into the optimization algorithm

values
Adam (Kingma and
Ba, 2014)
0.001

transformation to apply to the target death rates

logarithm, none

NN require inputs to be in a similar order of magnitude
(LeCun et al., 1998)
what layers to use and in what order; c = convolutional,
p = pooling, d = dense; the final output layer has to be
a dense layer and is therefore not explicitly mentioned
number of convolutional filters
third and fourth dimension of the filters
see (4.9)
determines how many units are pooled
see (4.11); id for log death rates, softplus or sigmoid for
raw death rates
number of neurons per hidden dense layer
regularization technique to prevent internal covariate
shift, applied after every convolutional layer
(Ioffe and Szegedy, 2015)

50, 100
(W)MSE, (W)MAE
100, 200, 300, 400,
500

standardization
cp, cpd, cpdd, ccp,
ccpd, cpcp, cpcpd
5, 10, 20
2, 3
max, average
2
id, softplus sigmoid
5, 10, 25, 50, 100
with, without

5

COVID-19-Type Mortality Shocks:
Impact and Model Adjustments
It’s going to disappear. One day, it’s like a miracle, it
will disappear.
Donald J. Trump on SARS-CoV-2, 23 February 2020

This chapter is based on Schnürch et al. (2022) and Schnürch et al. (2021b).
SARS-CoV-2 is not the first virus to cause a pandemic, and it certainly will not be the last.
A study by Woolhouse and Gaunt (2007) finds that over 6% of all known human pathogens
were first reported in humans after 1980, and many of them were globally spreading viruses.
Globalization, population growth and other factors have increased the likelihood for the
occurrence of epidemics and pandemics (Engel and Ziegler, 2020).
A severe pandemic is just one of several low-probability, high-impact events which may lead
to a sudden increase in mortality rates, a so-called mortality shock. Therefore, mortality
modelers must address the question whether allowing for mortality shocks is necessary in
their models. Specific applications which are heavily influenced by mortality shocks include
the pricing of mortality catastrophe bonds as well as risk management and reserving decisions
in life insurance companies. Even though there are other factors contributing to increasing
life insurance liabilities such as temporary decreases on the stock markets and very low
interest rates (Blake and Cairns, 2021), the impact of COVID-19 on mortality might be
non-negligible in several countries.
An empirical study on US life insurance data by the Individual Life COVID-19 Project
Work Group (2021) finds that life insurance claim counts have increased by 4.6% for females
and 5.5% for males in the first half of 2020. The appearance of excess claims differs by age
and heavily by geographical region. In particular, the New York/New Jersey region “had
a terrible April”: all-cause life claim counts were 230% of the previous five years’ average.
Continuous Mortality Investigation (2020) present empirical evidence for weekly excess
mortality of up to 144% in England and Wales along with some recommendations on whether
and how to include 2020 data in the mortality modeling and forecasting process. They
particularly mention the necessity to adjust stochastic mortality models but do not provide
a deeper analysis. Aburto et al. (2021) find that period life expectancies in the UK have
dropped by around 1 year compared to 2019. This amounts to a regression to 2010 levels.
In this chapter, we investigate whether COVID-19 had a notable impact on mortality rates in
different European countries. We find that the influence of COVID-19 is clearly recognizable
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both in weekly and yearly data according to different measures such as excess death ratios and
age-standardized death rates. COVID-19 has caused a (temporary) setback of the mortality
development in the considered countries by up to 15 years. In terms of improvement rates,
2020 is among the ten worst years for all countries in our data set, which dates back to as
far as 1900 in many cases. Therefore, it stands to reason that COVID-19 might have to be
taken into account in mortality models and for valuations, reserving decisions or solvency
capital calculations derived from such models.
Accounting for mortality shocks is in fact required from life insurers by Solvency II regulations,
according to which the available mortality risk capital must be sufficient to cover for losses
resulting from an instantaneous permanent increase of mortality rates by 15% (European
Union, 2020). While it seems unlikely that COVID-19 will cause such an extreme long-term
change of mortality rates, it is plausible that even transitory mortality jumps of this size can
have substantial financial consequences. By now, regulators have reacted to the COVID-19
pandemic explicitly: for example, EIOPA (2021) carries out a stress test exercise in the
insurance industry to assess its ability to cope with various consequences of the COVID-19
pandemic. Besides the economic implications, an assumed 10% increase in death probabilities
is part of the stress test specification.
In order to quantify the impact of the 2020 mortality shock on mortality models, we compare
the parameters, forecasts and implied annuity and life insurance values of an LC model
calibrated on real data including COVID-19 deaths to a counterfactual scenario in which
2020 mortality continues to develop according to the 2019 trend. As expected, we find
that forecasts based on the real data drift away from forecasts based on the hypothetical
situation without COVID-19 as the forecasting horizon increases. Consequently, annuity
values decrease by up to 9% and term assurance values grow by up to 29% in the numerical
example we consider. This is due to the fact that we use 2020 as the forecast jump-off
year, whose mortality strongly influences the LC forecasts under the usual RWD forecasting
method. However, with another numerical example we show that a shock at any time point
in the calibration data set of an LC model has a significant impact on the uncertainty
related to its forecasts. To check whether our findings pertain for other mortality models,
we consider the CBD model as a robustness check. We obtain qualitatively similar results.
Additionally, we provide a theoretical analysis regarding the influence of a mortality shock
during the calibration period on the parameters and forecasts of the LC model. To facilitate
understanding of our results, we make an assumption on the shape of this shock. In the
demographic literature, evidence has been found that the age dependence of COVID-19related mortality is similar across a broad range of countries and often resembles the age
dependence of all-cause mortality (Goldstein and Lee, 2020). There is some variation in
COVID-19 mortality age patterns between countries, which is likely due to country-specific
factors such as health care standards, but Sasson (2021) empirically confirms that COVID-19
mortality in many countries increases approximately log-linear with age between ages 25
and 84. Therefore, we will base our theoretical analysis on the assumption that COVID-19
(approximately) induces a log-parallel shift of death rates, i.e., it makes mortality rates
increase by an age-independent multiplicative factor (see also Milevsky, 2020).
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5.1 Data
Having demonstrated that a mortality shock can be problematic for mortality models, one
way of addressing this is to suitably adapt the data by outlier adjustment methods. However,
depending on the application, it might be questionable to remove genuine observations of
extreme mortality from the data. Under the Solvency II framework, for example, solvency
capital requirements are calculated as a value-at-risk, for which a realistic evaluation of tail
behavior is vital. Moreover, since the COVID-19 pandemic is by now expected to influence
mortality data of at least two years (2020 and 2021), exclusion of extreme data would lead
to quite a lot of recent information not entering model calibration.
Therefore, it could be more reasonable to not change the data but to change the model by
deviating from the normal distribution assumption which is usually made for the LC period
effect increments. This can be done in a generic way, switching to another distribution
family with heavier upper tail. Here, we propose and investigate the lognormal distribution.
Alternatively, it is possible to explicitly model the occurrence of extreme mortality events,
for which we present three approaches (“shock models”) from the literature: a mixture
distribution based on the peaks-over-threshold method, a discrete jump diffusion and a
regime switching model. They have different theoretical properties and all of them can be
useful for describing historical data, but empirically we find the mixture distribution to be
most appropriate with respect to several criteria.
We proceed as follows: In Section 5.1, different data sources used in our study along with
some necessary preprocessing steps are described. This is followed by an explanation of the
methods used for analyzing mortality data and models as well as theoretical considerations
regarding the impact of a mortality jump during the model calibration period in Section 5.2.
The results of an empirical analysis based on these methods to quantify the impact of the
COVID-19 pandemic are given in Section 5.3. In Section 5.4, we present several approaches
from the literature regarding the adjustment of mortality data or models to account for
(the possibility of) mortality shocks. For the shock models, we describe a new, adjusted
calibration procedure. In Section 5.5, we show empirical results on the normal distribution
assumption and evaluations of the models with respect to goodness of fit and forecasting
performance in a backtest and under different future scenarios. Section 5.6 concludes and
lists open questions as well as possible model extensions.

5.1

Data

We consider mortality data depending on age x ∈ {x1 , . . . , xA }, which is grouped in 5-year
intervals starting from age 35 so that x1 = 35, x2 = 40, . . . , xA = 90, where xA corresponds
to the open-ended age group 90 and above. Note that we denote the age groups by their lower
bound for notational simplicity. Data are organized both on a yearly and on a weekly scale,
i
i
where mix,t,w , Dx,t,w
and Ex,t,w
with w ∈ {1, . . . , 52} denote weekly death rates, death counts
and exposures. We restrict our analysis to Austria (1947–2020), Belgium, France, Germany
(1956–2020, aggregating West and East Germany before 1990), Italy, Poland (1958–2020),
Spain (1908–2020), Sweden and Switzerland. Where not stated differently, data are available
for the period 1900–2020.

113

5 COVID-19-Type Mortality Shocks: Impact and Model Adjustments
Our data sources are the Human Mortality Database (2021) and Short Term Mortality
Fluctuations (2021, STMF). They provide historical yearly and recent weekly mortality
data, respectively, of several countries in a unified format. There can be some delay in the
reporting of fully accurate vital statistics, which means the most recent STMF data should
be considered preliminary. However, as a consequence of the increased public interest in
mortality data during the COVID-19 pandemic, many statistical offices have made significant
efforts to provide high-quality data in a more timely manner. We expect the effects of future
data updates to be negligible for our conclusions.
Before using the STMF data in our analysis, we apply some preprocessing steps. We
aggregate death counts and exposures where necessary to obtain the 5-year age groups as
described above. In the STMF data for Sweden, there are some deaths for which age or
week of occurrence are unknown. We redistribute deaths at unknown ages according to the
observed distribution of deaths at known ages, and we also redistribute deaths in unknown
weeks according to the observed distribution of deaths in known weeks within each year. For
details on this standard approach, we refer to the HMD methods protocol (Wilmoth et al.,
2021, Section 4.1).
Furthermore, STMF data are available on a weekly scale, but for some purposes we need
recent yearly mortality data. For such purposes, we group the weekly death counts by
age, population and year and aggregate them to obtain yearly death counts. These yearly
death counts are then appended to the HMD data where the most recent years (2018–2020,
2019–2020 or only 2020) are not available yet. We expect this to give a fairly accurate
impression on how recent trends compare to historical observations.
Finally, to calculate death rates from death counts we also need the corresponding exposure,
which is not available in the STMF data we use. As exposures are notoriously hard to
estimate, we refrain from sophisticated methods and perform a simple age- and populationspecific linear extrapolation of the last 5 known exposures from the HMD (similarly to
Leavitt, 2021). This will not be completely accurate but should be sufficient to get a good
Ei

x,t
i
qualitative understanding of the recent mortality developments. Setting Ex,t,w
:= 52
for all
the weeks w = 1, . . . , 52 in a year t ≤ 2020 allows us to calculate weekly death rates.

5.2

Measuring the Impact of Mortality Shocks

5.2.1 Mortality Statistics
To quantify the impact of COVID-19 on mortality, we calculate several measures derived
from the raw death counts or death rates. A term which has often been used in the context
of the pandemic is excess mortality, relating to the question by how much mortality deviates
from previous expectations. We prefer to investigate all-cause excess mortality as opposed to
directly analyzing data on COVID-19-related deaths because these might give an incomplete
account for multiple reasons (such as cause of death misclassifications and collateral effects
of the pandemic on other causes of death, see Aburto et al. 2021; Institute for Health Metrics
and Evaluation 2021 for further details).
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There are several ways to measure excess mortality (Aron and Muellbauer, 2020). We will
look at weekly excess death ratios, defined by
i
:=
rx,t,w

i
i
Dx,t,w
− D̂x,t,w
i
D̂x,t,w

,

(5.1)

i
where D̂x,t,w
denotes our expectation under “normal” circumstances for the death counts in
week w of year t ∈ T . An often used approach is to define this as the average of the NP
previous years (Destatis, 2021; Eurostat, 2021), i.e.,

i
:=
D̂x,t,w

NP
1 X
Di
,
NP l=1 x,t−l,w

(5.2)

where we set NP := 4. This average does not necessarily coincide with our expectations,
as one might rather expect mortality to decrease over time and as it does not take into
account changes in population size and structure, but we deem (5.2) sufficient to get a
qualitative impression. More sophisticated approaches include the ones by Leavitt (2021),
who additionally relies on a linear trend function, Vanella et al. (2021), who use an approach
based on the LC model, and Aburto et al. (2021), who consider generalized additive and
generalized linear models based on the negative binomial or Poisson distribution to define
i
baseline mortality D̂x,t,w
.
We also look at mortality rates averaged over ages. However, in order to make meaningful
comparisons over different populations with potentially quite different age structures, we
apply a standardization procedure yielding age-standardized death rates
miS,t :=

xA
X

ωx mix,t ,

(5.3)

x=x1

where the weights ωx ∈ [0, 1] are defined by
ES
ωx := xPA x .
ExS

(5.4)

x=x1

Here, ExS denotes exposures of a synthetic population, in this case the European Standard
Population (European Commission and Eurostat, 2013). This makes age-standardized death
rates independent of the underlying age structure and therefore facilitates comparability
over populations (Keyfitz and Caswell, 2005, Chapter 4.1).
To achieve comparability over time as well, a standard approach is to consider changes in
mortality rates instead of the mortality rates themselves. We implement this by calculating
annual improvement rates
mi
− mix,t
i
:= x,t−1i
,
(5.5)
Ix,t
mx,t−1
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which are positive if mortality decreases from t − 1 to t and negative if it increases. We again
perform age standardization via
i
IS,t

:=

xA
X

i
ωx Ix,t

(5.6)

x=x1

with the weights as in (5.4).13

5.2.2 Mortality Forecasts and Insurance Contracts
We mainly focus our analysis on the LC model in order to evaluate the influence of COVID-19
on mortality modeling. Of course, this model has some limitations, for example, it does not
take into account cohort effects, which are certainly relevant for some of the populations
we consider. The following evaluation in Section 5.3 could easily be repeated for the LC
model with cohort effects (Renshaw and Haberman, 2006) or, in fact, any other stochastic
mortality model. We do not expect that this would change our main qualitative conclusions,
which will be confirmed by a robustness check with the CBD model in Section 5.3.5.
In order to quantify the impact of COVID-19 on mortality forecasts, we calibrate the LC
model on different data sets. To facilitate the theoretical investigations in Section 5.2.3, we
P A
βx = 1 and κt1 = 0. The choice of
impose in this chapter the identifiability constraints xx=x
1
identifiability constraints has by definition no influence on the fitted mortality rates, and it
is always possible to transform parameters obeying these constraints to parameters obeying
any other set of identifiability constraints, and vice versa. It could have an influence on point
and distribution forecasts, which we avoid by using location and scale invariant forecasting
techniques (such as an ARIMA model with intercept), see Nielsen and Nielsen (2014) as well
as Hunt and Blake (2020) for details.
In particular, we use an RWD as in (2.40) to obtain point forecasts and Equation (2.45) to
obtain prediction intervals. We do not include parameter uncertainty in these intervals to
allow for easier comparability to the models which will be introduced in Section 5.4. With
increasing forecasting horizon, the influence of parameter uncertainty on total prediction
uncertainty grows (Kleinow and Richards, 2016) and so, depending on the application, it
should be taken into account as well.
An overview of the different models we analyze is given in Table 5.1. We will present two
comparative analyses, the first of which is between
• real 20 (data from 1991 to 2020, where 2020 data are observed mortality rates), and

• LC 20 (data from 1991 to 2020, where 2020 data are the central forecasts of an auxiliary
LC model trained on the years 1991 to 2019).

In this case, using the notation from Section 5.1, we have T = {1991, . . . , 2020} and Y = 30
for all populations. Analyzing these two models, we get an impression of the behavior of a
13

i
Alternatively, it would also make sense to define IS,t
as the improvement rate of age-standardized mortality
i
rates miS,t , i.e., IS,t
:=

miS,t−1 −miS,t
.
miS,t−1

This would take improvements at younger ages (with lower mortality

rates) not into account as strongly as (5.6) does. However, it would not materially change the conclusions
drawn in Section 5.3 about how mortality improvements in 2020 rank compared to other years.
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Table 5.1: Overview of the different LC models we use and their calibration periods
Model name

Calibration period

Comments

LC aux

1991–2019 (real data)

auxiliary LC model, used to obtain central
forecasts for 2020 and 2021

real 20

1991–2020 (real data)

—

LC 20

1991–2019 (real data) and 2020 (central
forecasts of LC aux)

the forecasts of LC aux and LC 20 are identical for 2021 and beyond, see Proposition 5.8

real 20/LC 21

1992–2020 (real data) and 2021 (central
forecasts of LC aux)

calibration starts in 1992 so that we have a
30-year calibration period

LC 20/21

1992–2019 (real data) and 2020/2021
(central forecasts of LC aux)

—

model including COVID-19 mortality compared to a model trained in a world where 2020
mortality behaves exactly as the LC model would have expected in 2019. This illustrates
the consequences of a mortality shock in the jump-off year of the forecast: COVID-19
has influenced mortality in 2020 and we calibrate our mortality model on data up to and
including 2020 and make forecasts from this year on. It is clear from the forecasting method,
see (2.41), that mortality in the last year tY has a decisive impact on point forecasts.
If mortality returned to normal levels in a future year t > 2020, central forecasts based on
data including t would not be influenced much by the mortality jump in 2020. However,
whether the jump is present or not would certainly make a difference for the prediction
intervals because it increases the estimated volatility of the period effect time series. In order
to study these two effects with a numerical example, we will make a second comparison of
two LC models calibrated on slightly different data sets:
• real 20/LC 21 (data from 1992 to 2021, where 2020 data are observed mortality rates
and 2021 data are the central forecasts of an auxiliary LC model trained on the years
1991 to 2019), and
• LC 20/21 (data from 1992 to 2021, where both 2020 and 2021 rates are obtained from
the auxiliary LC model).
In this case, using the notation from Section 5.1, we have T = {1992, . . . , 2021} and Y = 30
for all populations. The aim is to compare the real development including COVID-19 and
an assumed subsequent return to the expected levels as of 2019 on the one hand with a
world where COVID-19 did not occur and death rates consistently behave according to the
LC model on the other hand. Note that we do not claim that 2021 mortality is going to
return to LC levels. We just consider it as a scenario to illustrate how the LC forecasts are
influenced by a mortality shock which happens within the calibration period but not in the
jump-off year. We expect the obtained results to be qualitatively similar to the situation
where a return to normal levels only occurs some time after 2021.
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5.2.3 Impact of a Mortality Shift on Parameters and Forecasts
We close this section with a theoretical analysis of the question how a mortality shock
influences parameters and forecasts of an LC model. Generally, being able to estimate by
how much a mortality model changes in response to the arrival of new calibration data is
highly relevant in applications. For instance, under the Solvency II framework, solvency
capital requirements are calculated as the 1-year value-at-risk of the basic own funds of an
insurance company. When estimating the distribution of own funds in one year’s time, the
fact that new mortality data will become available during this year has to be taken into
account for valuing mortality-related liabilities. New data would lead to a recalibration of
the applied mortality model with the risk of a subsequent significant change in its forecasts
and, therefore, the valuation of liabilities. This has been termed recalibration risk and
demonstrated to be material for the LC model (Cairns, 2013).
Here, we exemplarily focus on the special case that mortality rates at all ages increase
by a common multiplicative factor, which is equivalent to a parallel shift of logarithmic
mortality rates (”log-parallel shift”). As detailed in the introduction of this chapter, this has
been observed to approximately be the case for the COVID-19 mortality shock in several
populations between ages 25 to 89. Furthermore, it is also the scenario used in the Solvency
II standard formula for mortality risk quantification.
In the following, we suppress the dependence of the model parameters on the population
i for better readability. We write mB
x,t for the baseline mortality within a population. We
assume mx,t = mB
for
all
x
∈
X
and
t < tY , whereas baseline mortality is not observed
x,t
during the extreme event which we assume takes place in the final year tY and increases
B
mortality by c · mB
x,tY for some c > 0, so that mx,tY = (1 + c)mx,tY . This implies
mx,tY − mB
x,tY
= c,
B
mx,tY

(5.7)

so that c is the age-independent excess mortality ratio with respect to baseline mortality. As
explained above, we assume c to be independent of age, which makes the following analysis
easier to grasp but is not strictly necessary, see Remark 5.6 below.
We consider an LC model for the observed rates,
log mx,t = αx + βx κt + εx,t ,

(5.8)

and an LC model for the baseline rates,
B
B B
B
log mB
x,t = αx + βx κt + εx,t .

(5.9)

We write ∆εx,t := εx,t − εB
x,t and assume that c is small enough to imply
∆εx,t ≈ 0 for all x ∈ X , t ∈ T .

(5.10)

A more explicit formulation of (5.10) is that the exceedance probability P (|∆εx,t | > δ) is
2
required to be low for some small δ > 0, which is achieved if the variance σ∆ε
is sufficiently

118

5.2 Measuring the Impact of Mortality Shocks
close to 0 by Chebyshev’s inequality. In this sense, assumption (5.10) and the following
results could be made more precise, but we refrain from doing so for clarity of exposition.
Proposition 5.1 (Parameter changes induced by a log-parallel shift). Under the identifiability constraints
xA
X

βx = 1 and κt1 = 0

(5.11)

x=x1

and assumption (5.10), we get the following relationships between the parameters of the LC
models (5.8) and (5.9):
αx ≈ αxB ,
βx ≈
κt ≈

βxB ,
κB
t +

(5.12)
(5.13)
A log (1 + c) ✶t=tY ,

(5.14)

where ≈ denotes equality between both sides up to (terms of) ∆εx,t .
Proof. We calculate
B
αx = log mx,t1 − βx κt1 − εx,t1 = log mB
x,t1 − εx,t1 = αx − ∆εx,t1 ,

which shows (5.12),
κt =
=

xA
X

x=x1
xA
X
x=x1

βx κt =

xA
X

x=x1



(log mx,t − αx − εx,t )

B
log mB
x,t + log (1 + c) ✶t=tY − αx + ∆εx,t1 − εx,t

= κB
t + A log (1 + c) ✶t=tY +

xA
X

x=x1



(∆εx,t1 − ∆εx,t ) ,

which shows (5.14), and
log mx,t∗ − αx − εx,t∗
κt∗
B
log m ∗ − αxB + ∆εx,t1 − εx,t∗
= B x,t
P A
(∆εx,t1 − ∆εx,t∗ )
κt∗ + xx=x
1
B B
βx κt∗ + ∆εx,t1 − ∆εx,t∗
βxB κB
t∗
,
≈
= B PxA
B
∗
κt∗ + x=x1 (∆εx,t1 − ∆εx,t )
κt∗

βx =

where t∗ 6∈ {t1 , tY } is chosen such that κt∗ 6= 0 and κB
t∗ 6= 0, which shows (5.13).
Proposition 5.1 confirms the intuition that a mortality shock in a particular year t should
mainly lead to a significant change (an increase) of the period effect κt belonging to that
year. The details of the result depend on the choice of identifiability constraints, but it is

119

5 COVID-19-Type Mortality Shocks: Impact and Model Adjustments
easily transferred to other constraints and its qualitative statement holds for all constraints
which are usually applied in the literature.
As the parameters of a model determine its forecasts, we can analyze these as well.
Corollary 5.2 (Forecast changes induced by a log-parallel shift). Under the conditions of
Proposition 5.1 and using the RWD forecasting approach, we get the following relationship
between the h-step central forecasts of the LC models (5.8) and (5.9):
m̂x,tY +h ≈

m̂B
x,tY +h

β̂xB

· exp

h
· A log (1 + c) 1 +
Y −1

!!

.

(5.15)

Proof. The assumption that the period effect follows an RWD means that Equation (2.40)
holds for κ̂t and, suitably adjusting the notation, for κ̂B
t . The maximum likelihood estimator
for the drift µ is
µ̂ :=

κ̂B + A log (1 + c) − κ̂B
A
κ̂tY − κ̂t1
t1
≈ tY
= µ̂B +
log (1 + c) ,
Y −1
Y −1
Y −1

(5.16)

where we have used Equation (5.14) from Proposition 5.1. Combined with Equations (5.12)
and (5.13), this implies for the central forecast as defined in (2.43)




m̂x,tY +h = exp α̂x + β̂x (κ̂tY + hµ̂)






A
log (1 + c)
Y
−
1
!!



B
≈ exp α̂xB + β̂xB κ̂B
tY + A log (1 + c) + h µ̂ +
B
= m̂B
x,tY +h · exp β̂x · A log (1 + c) 1 +

h
Y −1

.

Remark 5.3 (Interpretation of Corollary 5.2). Corollary 5.2 shows the influence of different
parameters on the LC forecasts when a shock occurs in the jump-off year. A higher age
effect β̂xB leads to an increased sensitivity of the model death rate to temporal mortality
development and, thus, to a larger increase in response to a shock. Unsurprisingly, the ratio
of m̂x,tY +h and m̂B
x,tY +h also increases with the excess death ratio c, the number of available
ages A and the length of the forecasting horizon h. On the other hand, the influence of
a shock on the forecast can be diminished by increasing the number Y of training years.
However, even with a very long history of training
 data mortality forecasts will increase
approximately by a factor of exp β̂xB · A log (1 + c) as a result of the shock in the jump-off
year.
To give a numerical example, the 1-step forecast at age group x = 60 with age effect
β̂xB = 0.075 increases by 9.3% (compared to the situation without shock) if there are A = 12
age groups, Y = 30 years of training data and a c = 10% shock occurs in the jump-off year
tY . Ceteris paribus, the increase in the 20-step forecast is 15.6%. Increasing Y by using
more training data still leads to a growth of the forecast death rate by at least 9.0% (in the
limit Y → ∞).
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Remark 5.4 (Generalization to prediction intervals and present values). Corollary 5.2 can
be generalized to describe the shock-induced change of the RWD variance estimator (2.42).
This would allow us to make statements about the change in uncertainty related to the
point forecasts (2.43). Similarly, building on Corollary 5.2, the impact of a mortality shock
on annuity and life insurance values as defined in (2.49) and (2.50) can be quantified. We
refrain from deriving explicit formulae because these would be rather complex and give little
additional insight.
Remark 5.5 (Generalization to other shock times). So far, we have assumed that a mortality
shock occurs at time tY , i.e., the jump-off year of the mortality forecasts. Of course, the
situation where a mortality shock occurs sometime between t1 and tY is of interest as well.
Proposition 5.1, Corollary 5.2 and Remark 5.4 are easily generalized to a mortality jump
occurring at any time t ∈ {t2 , . . . , tY −1 }.

In particular, if the shock occurs at t < tY , RWD forecasts as in Corollary 5.2 should change
very little compared to the situation without a jump because they depend mainly on the drift
µ̂, which is determined by the marginal period effects κ̂t1 and κ̂tY . However, the uncertainty
in the forecasts, which additionally depends on the variance of the RWD, would increase.
Both these effects were observed by Lee and Carter (1992) when calibrating their model on
data including the 1918 pandemic.

Remark 5.6 (Generalization to non-parallel shifts). Despite the empirical evidence that
COVID-19 might have caused an approximate log-parallel shift of the death rates, this is
obviously not the case for every extreme mortality event. For example, the Spanish flu lead
to overproportionate mortality increases at middle ages, mostly sparing the youngest and
oldest. The above results can be generalized in this direction as well by allowing c in (5.7) to
depend on age x, replacing c with cx and repeating the calculations performed in the proofs.
As a further illustration, we provide the analogue of Proposition 5.1 for a variant of the CBD
model,
(1)
(2)
log mx,t = κt + (x − x̄)κt + εx,t ,
(5.17)
where x̄ :=

xA
1 P
A x=x
1

x and εx,t ∼ N (0, σ 2 ) i.i.d.

Proposition 5.7 (Parameter changes of the CBD model induced by a log parallel shift).
For a CBD model (5.17) of observed mortality mx,t and another CBD model of baseline
mortality mB
x,t and given an assumption similar to (5.10), it holds that
(1)

(1),B

κt ≈ κt
(2)
κt

≈

+ log (1 + c) ✶t=tY ,

(2),B
κt .

(5.18)
(5.19)

Proof. We calculate
(1)

(1)

(2)

κt = κt + (x̄ − x̄)κt
= log mx̄,t − εx̄,t

= log mB
x̄,t + log (1 + c) ✶t=tY − εx̄,t
(1),B

= κt

+ log (1 + c) ✶t=tY − ∆εx̄,t ,
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and
(2)

log mx1 ,t − εx1 ,t − log mx̄,t + εx̄,t
x1 − x̄
B
log mx1 ,t − εx1 ,t − log mB
x̄,t + εx̄,t
=
x1 − x̄
∆εx̄,t − ∆εx1 ,t
(2),B
+
.
= κt
x1 − x̄

κt =

5.3

Empirical Results: Impact of the COVID-19
Pandemic

5.3.1 Mortality Development in 2020
Figure 5.1 shows weekly age-standardized death rates miS,t,w during the years 2019 and 2020.
Dramatic increases are visible in some countries at the time when COVID-19 was emerging
in Europe and in the winter months at the end of 2020.

Figure 5.1: Weekly, country-specific age-standardized death rates miS,t,w as defined in (5.3)
for the years 2019 and 2020
In order to quantify exactly how dramatic these increases were, we compare the development
i
of 2020 to the average of the 4 preceding years by calculating excess death ratios rx,2020,w
,
which are displayed in Figure 5.2. For a better overview, we only show some of the age groups.
Furthermore, we focus on the total populations, although men have a significantly higher risk
of dying from a COVID-19 infection than women (Jin et al., 2020). Excess mortality is clearly
visible at higher ages for all populations, with Belgium, Italy and Spain hit particularly hard
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by the first wave in late March and April 2020. The impact of COVID-19 on mortality in
our selection of countries seems to be smallest in Germany, although we observe an increase
at higher ages near the end of 2020.
Figure 5.3 shows the same picture based on weekly accumulated actual and baseline mortality.
For ages 70 and above, we observe more or less pronounced cumulative excess mortality
in every country at the end of 2020. We refer to Islam et al. (2021) for a more detailed
i
evaluation of excess mortality in 29 countries, where the baseline mortality D̂x,t,w
in (5.1)
is calculated based on an overdispersed Poisson regression model accounting for seasonal
variation and temporal trends.
For mortality modeling applications such as demographic projections or many actuarial
calculations, the development on a yearly scale is of greater importance than weekly fluctuations. We only have one complete year of data influenced by COVID-19 at the moment
and it is not clear for how much longer the pandemic will continue to have a strong impact
on mortality. However, 2020 marks a notable increase in the age-standardized yearly death
rates miS,t of some populations such as Italy, Spain and Poland compared to the previous
slightly but steadily decreasing trend. Looking at age-specific rates at higher ages, we have
found that the increase of mortality can be even more substantial.
One could say that COVID-19 sets back all of these countries in their mortality development
by several years. For example, the age-standardized death rates of the Polish male and
Spanish female populations in 2020 are at a similar level as in 2009, making them, at least
temporarily, lose 11 years of mortality development. The smallest “loss” of development in
this sense was suffered by German females, who had higher age-standardized death rates in
2015 than in 2020.14 As an illustration, the mortality development of these three countries
over the last 15 years is depicted in Figure 5.4.

14

The largest “loss” of mortality development (15 years) was suffered by Italian females and the total Italian
population.
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i
Figure 5.2: Weekly, country-specific excess death ratios rx,2020,w
as defined in (5.1) for the
year 2020 and age groups 40–44, 50–54, 60–64, 70–74, 80–84 and 90+. Values
above the zero line (blue, dash) indicate excess mortality.
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i
Figure 5.3: Cumulative country-specific excess death ratios w
w̃=1 rx,2020,w̃ for the year 2020
and age groups 40–44, 50–54, 60–64, 70–74, 80–84 and 90+. Values above the
zero line (blue, dash) indicate excess mortality.

P
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Figure 5.4: Yearly German, Polish and Spanish age-standardized death rates miS,t as defined
in (5.3) between 2006 and 2020 for females (red, solid), males (green, dash)
and the total population (blue, long dash)
i
For a comparison in the time dimension, we look at age-standardized improvement rates IS,t
.
Table 5.2 lists the ten worst years in terms of mortality development for the total populations.
We see that for all countries 2020 is among the ten years with the lowest age-standardized
improvement rate. Considering only males, 2020 is among the worst ten years for all the
countries as well, whereas it is not among the worst 10 years for Swedish and French females.

Table 5.2: Country-specific list of the ten years with the lowest age-standardized improvei
ment rates IS,t
as defined in (5.6). Years are sorted ascendingly by improvement
rate so that the worst year is listed first. 2020 is marked in bold.
Country
Austria
Belgium
France
Germany
Italy
Poland
Spain
Sweden
Switzerland

Available years
1947–2020
1900–2020
1900–2020
1956–2020
1900–2020
1958–2020
1908–2020
1900–2020
1900–2020

Worst mortality development years (descending)
1965, 1949, 1969, 2009, 2020, 1962, 1967, 2015, 1983,
1944, 1940, 1929, 2020, 1911, 1960, 1919, 1922, 1935,
1940, 1914, 1944, 1918, 1929, 1949, 1907, 2020, 1962,
2020, 1968, 2015, 1960, 1957, 1975, 1969, 1978, 1990,
1918, 1943, 2020, 1915, 1911, 1956, 1908, 1917, 1931,
2020, 1980, 1969, 1991, 1971, 1975, 1984, 1985, 1967,
1918, 1941, 2020, 1936, 1946, 1938, 1937, 1969, 1909,
1918, 1927, 1922, 1915, 1931, 2020, 1944, 1904, 1960,
1918, 1944, 1924, 2020, 1929, 1935, 1927, 1905, 1917,

1956
1939
1905
2018
1929
1959
1931
1929
1903

Note that the length of the considered time period differs due to limited data availability for
some countries. For populations with a long available history of mortality data, we often see
that the 1918 pandemic had a larger impact, but apart from that 2020 improvement rates in
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the considered age range are mostly comparably low to those in years of war or years with
other pandemics (such as the 1968–70 Hong Kong flu).

5.3.2 Mortality Shock in the Jump-Off Year
We compare the model trained on real data from 1991 to 2020 (real 20 in Table 5.1) to the
model trained on real data from 1991 to 2019 and a 2020 best estimate (LC 20 in Table 5.1).
Looking at the model parameters in Figure 5.5, we find, as predicted by Proposition 5.1,
that the age-dependent parameters αx and βx of both models differ only very slightly. The
same holds for the period effects κt for t < 2020. However, for the model which takes the
real development of 2020 into account we observe an upward jump in the period effect κ2020
for most populations.

Figure 5.5: Country-specific LC model parameters for males, comparing an LC model
trained on real data up to 2020 (blue triangle) and an LC model trained on
real data up to 2019 and 2020 best estimates (red circle)
These differences in calibrated parameters have implications on forecast death rates, in
particular because 2020 is the last year in the calibration period so that it is used as the

127

5 COVID-19-Type Mortality Shocks: Impact and Model Adjustments
jump-off year for forecasts. This means that it strongly influences the fitted drift of the
random walk in (2.40). Unsurprisingly, taking COVID-19 into account leads to higher
forecasts. Due to the LC projection methodology, these forecasts drift away from the
forecasts by the model which ignores COVID-19 with increasing forecasting horizon.
We quantify this effect by considering present values of a 30-year annuity for a life aged 65
and a 30-year life insurance contract for a life aged 35 at the beginning of 2021 in Figure 5.6,
see Section 2.4.4 for the present value formulae. Only results for males are shown as the
described effects are visible more easily for them, but the picture is qualitatively similar for
the female and total populations. Looking at the values based on central forecasts, there are
significant differences between countries, with France, Germany and Sweden experiencing
the smallest changes in annuity and life insurance policy values. At the other extreme,
annuity values for Polish males drop by 9% due to the inclusion of COVID-19, and the
value of life insurance policies for Italian males increases by 29%.15 Furthermore, we observe
that the COVID-19 mortality jump has led to an increase in prediction uncertainty and
a corresponding widening of interval forecasts. For the annuity, this is most pronounced
for Spanish females with an increase in interval width by a factor of 2.01. For the term
assurance, Italian males experience the strongest increase in interval width (factor 2.26).

5.3.3 Mortality Shock before the Jump-Off Year
We compare the model trained on real data from 1992 to 2020 and a best estimate for 2021
(real 20/LC 21 model in Table 5.1) to the model trained on real data from 1992 to 2019 and
2020/2021 best estimates (LC 20/21 model in Table 5.1). As mentioned in Section 5.2.2,
best estimates are obtained from an auxiliary LC model calibrated only on data up to 2019
(LC aux in Table 5.1).
As expected, these two models produce very similar point forecasts, which usually differ by
at most 5%. However, there are material differences between the variance estimates of the
associated random walks. They are up to 6.1 times higher for the LC model calibrated on
the real 2020 data, which of course results in substantially wider prediction intervals.
This is also evident from Figure 5.7, where we display annuity and life insurance policy
values and their intervals. While the point forecasts are always on a very similar level, the
intervals can be much wider when we use the real death rates observed in 2020 instead of the
LC central forecast. In the most extreme case (Spanish females), the intervals widen by a
factor of 2.47 for annuities and 2.49 for term assurance. This illustrates that an appropriate
way of adjusting for mortality shocks in modeling is highly relevant for applications in which
extreme events play a role, for example, in risk management.
It is important to note that our observations regarding the widening of prediction intervals do
not depend on the exact timing of the observed mortality jump. In particular, the mortality
changes induced by COVID-19 will continue to influence uncertainty estimations of the LC
model for a long time, unless the model is adjusted in some way. For example, if we were to
15

The opposite directions of these changes are due to the fact that annuity values have a decreasing
dependence and life insurance values an increasing dependence on death rates.
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(a) Annuity values a65:30 (2021)

(b) Life insurance values A35:30 (2021)

Figure 5.6: Country-specific annuity and life insurance values for males, comparing an LC
model trained on real data up to 2020 (blue triangle) and an LC model trained
on real data up to 2019 and 2020 best estimates (red circle). Discount factor
1
v = 1.005
.
wait for ten years and recalibrate the model on data from 2002 to 2031 (assuming a “normal”
mortality development between 2021 and 2031), our findings would not change much because
the highly volatile years from 2019 to 2021 would still be part of the training data set.
It must further be emphasized that we have assumed that mortality will return to “normal”
(LC) levels in 2021 for illustrative purposes in the above calculations. It is possible and, in
view of the situation in many countries during the first months of 2021, rather probable that
this will not be the case. As an alternative scenario, we have considered the more pessimistic
possibility that death rates do not change at all from 2020 to 2021. In this case, the results
of comparing an LC model calibrated on these data to a model trained on LC best estimates
for 2020 and 2021 are very similar to those obtained in Section 5.3.2: different point forecasts
are produced because the death rates used for calibration differ in the jump-off year, and
prediction intervals of the model calibrated on the data including COVID-19 mortality can
be substantially wider because the training data contain the mortality shock in 2020.
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(a) Annuity values a65:30 (2022)

(b) Life insurance values A35:30 (2022)

Figure 5.7: Country-specific annuity and life insurance values for males, comparing an LC
model trained on real data up to 2020 and 2021 best estimates (blue triangle)
and an LC model trained on real data up to 2019 and 2020/2021 best estimates
1
(red circle). Discount factor v = 1.005
.

5.3.4 Robustness Check: Using a Different Calibration Method
Throughout this chapter, we calibrate the LC model by SVD. To check the robustness of
our results with respect to the calibration method, we have reiterated the above evaluations
when calibrating the LC model by Poisson MLE instead.
The model parameters, which are shown in Figure 5.16 (Appendix 5.B), are similar to the
ones obtained by SVD. For some populations, such as Polish, Italian and Spanish males,
κ2020 shows a slightly stronger increase as a result of the COVID-19 mortality shock. This
also leads to somewhat more pronounced changes in annuity and term assurance values. A
comparison of the models real 20 to LC 20 (jump-off year 2020, see Table 5.1) is displayed
in Figure 5.17. Annuity values decrease by up to 11% and interval widths increase by a
factor of up to 2.11 (Polish males), whereas term assurance values increase by up to 44%
(Italian males) and interval widths by a factor of up to 2.83 (Polish males). With 2021 as the
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jump-off year and under the assumption of a return to normal (LC best estimate) mortality
levels in 2021, the COVID-19 mortality shock has very little influence on point forecasts,
see Figure 5.18. However, interval widths strongly increase, by a factor of up to 2.92 for
annuities and up to 3.03 for life insurance (Polish males).
Empirically, the two calibration methods lead to qualitatively similar findings, with COVID19 having even larger impact under Poisson MLE calibration. Our conclusions are robust
with respect to the calibration method.

5.3.5 Robustness Check: The Cairns-Blake-Dowd Model
To further check the robustness of the results in Sections 5.3.2 and 5.3.3, we have repeated
(1)
(2)
our analysis for the CBD model (5.17). The model parameters κt and κt are calibrated
by linear regression (for every t, regress log mx,t on x − x̄), and forecasts are obtained via a
two-dimensional random walk with drift (Villegas et al., 2018). Due to the more stringent
parametric shape of the CBD model, we have restricted the analysis to the age range
x1 = 60, x2 = 65, . . . , x7 = 90+.
Regarding the model parameters displayed, which are in Figure 5.19 (Appendix 5.B), we see
(1)
an increase in κ2020 when using the real 2020 death rates instead of their best estimates for
model calibration, which is expected due to the interpretation of this parameter (general
mortality level). In a few populations (e.g., Polish males and Swiss males), we also observe a
(2)
slight increase in κ2020 , which indicates that COVID-19 has not led to a perfect parallel shift
over the whole age range in these populations, hitting older age groups slightly harder (see
Proposition 5.7). With 2020 as the jump-off year, annuity values drop by up to 13% and
interval widths increase by a factor of up to 1.88 (Polish males) as a result of the COVID-19
mortality shock, see Figure 5.20. With 2021 as the jump-off year and under the assumption
of a return to normal (CBD best estimate) mortality levels in 2021, annuity values do not
change, but interval widths increase by a factor of up to 2.76 (Polish males), see Figure 5.21.
Summarizing, the results based on the CBD model are qualitatively similar to the ones
obtained for the LC model. This illustrates some robustness of our findings to the choice of
model.

5.4

Adjusting Models for Mortality Shocks

The findings of the preceding sections show that a mortality shock such as the one induced by
the COVID-19 pandemic can strongly influence mortality models and the resulting valuation
of insurance products. This leads to the question what measures should be taken for years
like 2020 in the modeling process. Forecasts of future mortality rates in the LC model are
obtained by choosing a suitable model for the estimated period effects (κ̂t )t∈T , usually for
their first differences ∆κ̂t := κ̂t − κ̂t−1 , see Section 2.4.1. The choice of such a time series
model depends on its compatibility with observed data but also on the expectations and
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preferences of the modeler. In the following, we present several possibilities for this choice.
An overview is given in Table 5.3.
Table 5.3: Overview of the different modeling approaches for κ̂t
Model name
(abbreviation)

Short description

Treatment of shocks

rwd

random walk with drift

does not ignore shocks but also does not explicitly
allow for them

auto.arima

general ARIMA model

does not ignore shocks but also does not explicitly
allow for them

best estimate

replace values in shock year by
best estimate

completely ignores shock in all model parameters

intervention

introduce dummy for shock year

shock year effect is captured by a separate parameter

lognormal

assume lognormal distribution of
period effect increments

implicit modeling: lognormal distribution has heavier
upper tail than the usual normal distribution

pot

peaks-over-threshold model

shocks are explicitly modeled using a generalized
Pareto distribution

jump

model with transitory, normally
distributed jumps

shocks are explicitly modeled as jumps with Bernoulli
occurrence and normal severity

rs

binary regime switching model

shocks are explicitly modeled as regime changes

5.4.1 Forecasting the Period Effect with an ARIMA Model
The simplest and most often used approach is to model (κ̂t )t∈T as an RWD, i.e.,


∆κ̂t = et with et ∼ N µ, σ 2



i.i.d.,

(5.20)

see also (2.40) and model real 20 from Section 5.2.2. Although the RWD has been demonstrated to work quite well in the literature (Lee and Carter, 1992; Tuljapurkar et al., 2000),
it has a few drawbacks, for example, its strong dependence on κ̂tY , the period effect in the
forecast jump-off year.
A natural idea is to replace the RWD by a general ARIMA model, which potentially places
less weight on the last period effect and also yields a better fit. ARIMA models have
three hyperparameters, autoregressive order p, order of integration d and moving average
order q, which we choose by the auto.arima algorithm: for each population, we consider all
ARIMA(p, d, q) process specifications with p ≤ 5, d ≤ 1 and q ≤ 5 and select the one which
strikes the best balance between low calibration error and parsimony. We refer to Hyndman
and Khandakar (2008, Section 3) for a detailed description of the algorithm as well as the
R implementation we use.
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5.4.2 Dealing with Mortality Shocks in an ARIMA Setting
One way of addressing the occurrence of mortality shocks is to exclude them from the
calibration, so that the model is only trained on “normal” data. It should therefore only
be used to make forecasts conditional on the assumption that no major mortality shocks
will occur in the future or if the possibility of such shocks is not relevant for the considered
application.
Replacing by a best estimate Excluding the COVID-19 mortality shock can, for example,
be achieved by removing COVID-19-related deaths from the data as far as possible by making
use of the log-parallel shift assumption as proposed in Cairns et al. (2020) or by subtracting
all excess deaths as proposed in Continuous Mortality Investigation (2020). Similarly, one
can replace the observations in these years by best estimates as in the model LC 20 from
Section 5.2.2.
Intervention model Alternatively, one can apply an intervention model to the period effect
time series, as Lee and Carter (1992) have done to diminish the influence of the 1918 Spanish
flu. This means that a binary dummy is added to the RWD model (5.20), yielding
∆κ̂t = ϕ✶t=tout + et ,

(5.21)

where tout := argmaxt=t2 ,...,tY ∆κ̂t is the year with the largest (upward) mortality shock. For
the calibration period t ∈ {1991, . . . , 2020}, we usually get tout = 2020 so that the parameter
ϕ absorbs the mortality shock induced by the COVID-19 pandemic.
Li and Chan (2005, 2007) propose a more systematic approach applying established techniques from time series outlier analysis to (κ̂t )t∈T . They specify four different types of
outliers, for example, additive outliers which only affect the series at one point in time, and
use t-statistics on the empirical residuals of the assumed time series model to identify them.
Finally, they adjust the period effect time series for the detected outliers and recalibrate
the time series model. More general intervention models are available as well (Box and
Tiao, 1975). However, we restrict our attention to the best estimate replacement and the
simple intervention model (5.21) as we deem these sufficient to illustrate the consequences of
excluding mortality shocks from the model calibration.
Obviously, outlier adjustment does not allow for modeling the further occurrence of pandemics, even though it is quite probable that they will be a recurring problem in the future
(Taubenberger and Morens, 2010; Jonas, 2013; Dodds, 2019; Engel and Ziegler, 2020). As Li
and Chan (2007) and Chen and Cox (2009) note, ignoring mortality shocks in a model might
lead to an underestimation of forecast uncertainty and might therefore, for example, not
be applicable for calculating solvency capital requirements or for pricing mortality-linked
securities. Another way of dealing with mortality shocks is to include them in the calibration
data and adapt the model accordingly. More precisely, we adjust the distribution assumption.
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Lognormal distribution A natural idea is to simply replace the normal distribution N (0, σ 2 )
in (5.20) by some asymmetric, unimodal distribution with heavier upper tail. There are
several distributions with this property in the literature. We choose the lognormal distribution,
which is known to be suitable for a lot of applications in finance such as modeling stock
prices or interest rates.
As the lognormal distribution is only supported on the positive real line and ∆κ̂t is usually
negative for many t, some data transformation is necessary. We apply
∆κ̂t 7→ ∆κ̂t +

min ∆κ̂t̃ + λ for t = t2 , . . . , tY

t̃=t2 ,...,tY

(5.22)

with λ > 0. The approach is equivalent to a Box-Cox transformation (Box and Cox, 1964)
with non-zero shift parameter

min ∆κ̂t̃ + λ. We calibrate λ along with the two parame-

t̃=t2 ,...,tY

ters of the lognormal distribution by MLE. With the calibrated model, we perform Monte
Carlo simulation and apply the inverse of (5.22) to obtain period effect increment forecasts,
which are then converted into death rate forecasts.
Of course, it is also possible to change the distribution assumption so as to explicitly
account for mortality shocks. We consider three methods from the literature, which are
all based on the idea that there are two different underlying states governing mortality, a
normal state and a shock state. This idea is implemented more or less directly.
Peaks-over-threshold Extreme value theory seeks to model events which occur seldom
but can have a large impact if they occur. Chen and Cummins (2010) propose to apply the
peaks-over-threshold (POT) method from extreme value theory to the first differenced period
effect ∆κ̂t , assuming that it follows a two-component mixture distribution. More precisely, a
threshold u ∈ R is specified below which ∆κ̂t is modeled by a normal distribution, whereas
it is modeled by a generalized Pareto distribution (GPD) above this threshold. We denote
this by


∆κ̂t | ∆κ̂t < u ∼ N µ, σ 2 ,
(5.23)
∆κ̂t | ∆κ̂t ≥ u ∼ G (ξ, ζ) ,
where G (ξ, ζ) is a GPD with shape parameter ξ ∈ R and scaling parameter ζ > 0. The
period effect follows an RWD during normal times, but the model allows for the fact that
shocks can occur and lead to non-normal behavior by approximating the upper tail of the
distribution with a GPD. This is justified by the Pickands-Balkema-de Haan theorem from
extreme value theory (Balkema and de Haan, 1974; Pickands, 1975), which states that, under
certain conditions, the excess value of a random variable over some threshold converges in
distribution to a GPD as the threshold grows. Similar mixture models have been successfully
applied both on synthetic (Mendes and Lopes, 2004) and on real data (stock index returns,
Behrens et al., 2004).
A critical aspect of this method is the choice of the threshold u, which should not be too
large so that the GPD parameters are calibrated on sufficiently many observations, but
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it should also not be too small so that only a minor share of the observations falls in the
non-normal part of the distribution. A lot of procedures to estimate the threshold have been
proposed in the literature (Scarrott and MacDonald, 2012).
Here, we follow Mendes and Lopes (2004) as well as Chen and Cummins (2010) and calculate
the profile likelihood
Lp (u) = sup L (µ, σ, ξ, ζ; u) ,
(5.24)
µ,σ,ξ,ζ

where L denotes the likelihood function of model (5.23). We try all values
u ∈ {q85 (∆κ̂t ) , q86 (∆κ̂t ) , . . . , q95 (∆κ̂t )},
where qz (∆κ̂t ) denotes the empirical z% quantile of ∆κ̂t , and we choose u to maximize
Lp (u). Then, we calibrate the parameters µ, σ, ξ and ζ conditionally on the fixed u by
penalized MLE. The likelihood is penalized as proposed by Coles and Dixon (1999) in order
to stabilize the calibration.16 We refer to Chen and Cummins (2010) and Section 5.4.3 below
for further details on the calibration algorithm. Chen and Cummins (2010) also describe
how to generate paths from their model, which we use to obtain point and interval death
rate forecasts by Monte Carlo simulation.
Jump model Another possibility to account for shocks is to allow for transitory mortality
jumps. Several applications of jumps have been investigated in the literature both on
discrete-time and continuous-time mortality models, see Regis and Jevtić (2022) for a recent
overview, which also includes multi-population models. Here, we follow Chen and Cox (2009),
who propose
∆κ̂t = et + Yt Nt − Yt−1 Nt−1 ,
(5.25)
where et ∼ N (µ, σ 2 ) i.i.d., the jump severities Yt follow i.i.d. N (m, s2 ) distributions and Nt
are i.i.d. Bernoulli random variables with jump probability p ∈ (0, 1), i.e., Nt = 1 means
there is a jump in mortality at time t and Nt = 0 means there is none. Independence
is assumed between et , Yt and Nt . It is easy to see that κ̂t follows an RWD as long as
there is no jump and that it returns to this RWD after a jump has taken place, unless
Nt = Nt−1 = 1. This latter case corresponds to two consecutive jumps
√ or one longer-lasting
√
jump and by (5.25) leads to an increase in volatility of ∆κ̂t from σ 2 + s2 to σ 2 + 2s2 .

Although it is possible for longer-lasting shocks to occur under the jump model, its conceptual
idea is to model transitory shock events which only influence mortality for one time period
(one year). In particular, we refrain from modeling a serial correlation of Nt , i.e., a non-trivial
dependence structure of shock occurrence over time.
In contrast to the POT model, we do not only consider the possibility of upward jumps here,
as we allow m ≤ 0. However, we expect that m > 0 for most populations because transitory
mortality jumps usually move in an upward direction, whereas mortality improvements often
play out over a longer time period. The model is calibrated by conditional MLE as described
16

We use the R implementation provided in the POT package (Ribatet and Dutang, 2019) for maximizing
the penalized likelihood.
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by Chen and Cox (2009). Monte Carlo simulation for point and interval forecasts is again
straightforward to perform.
Deng et al. (2012) note that the implicit symmetry assumption of the normal distribution
might not be suitable for mortality modeling because upward jumps (mortality deterioration) typically have lower frequency but higher severity than downward jumps (mortality
improvement). Inspired by the option pricing model of Kou and Wang (2004), they propose
to account for this by using a double exponential distribution. For simplicity, we will keep
the normal distribution assumption for the jump severity here.
Regime switching We consider the regime switching (RS) approach proposed by Milidonis
et al. (2011). Its basic assumption is that the distribution of ∆κ̂t is governed by an
unobservable binary Markov process ρt with values in {1, 2}. We expect that there will be
one regime corresponding to normal mortality development and another regime corresponding
to short periods of shock events. This would be in line with the findings of Lemoine (2015)
on French data, who detect a high-volatility regime after the Second World War and a
low-volatility regime on more recent data.
We initialize parameters before model calibration in such a way that state 1 should correspond
to the normal regime and state 2 should correspond to the shock regime with higher drift or
significantly higher volatility of ∆κ̂t .17 More precisely, we assume
∆κ̂t =


e1
t
e2
t

∼ N (µ, σ 2 ) , i.i.d. if ρt = 1,
∼ N (m, s2 ) , i.i.d. if ρt = 2,

(5.26)

where e1t and e2t are independent. Transition between the two regimes is described by the
right stochastic matrix
!
p11 p12
,
(5.27)
p21 p22
where pjk := P (ρt+1 = k | ρt = j). Note that this implies p12 = 1 − p11 and p22 = 1 − p21 .
Again, the model is calibrated by MLE as detailed in Milidonis et al. (2011) and forecasts
are obtained via Monte Carlo simulation. The model is in principle easily generalized to
more than two regimes, and it contains the ordinary LC model as the special case with only
one regime.
The advantage of RS models consists in their precise description of structural changes in the
underlying time series, including the possibility for serial correlation in the occurrence of
“shock years”. For instance, it is easy to model an extreme event potentially with increasing
influence on volatility for several years by moving into a high-volatility regime for this
duration. The obtained classification of historical mortality observations into two regimes
also facilitates interpretation. For example, on 1901–2005 US data, Milidonis et al. (2011)
find a high-volatility regime containing the years around the Spanish flu and a low-volatility
regime containing most other years.
17

Of course, this cannot be guaranteed, for example, when no larger shocks have occurred in a population,
but we have found that it usually works well in practice.
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5.4.3 A Modified Shock Model Calibration Procedure
Chen and Cummins (2010), Chen and Cox (2009) and Milidonis et al. (2011) all propose to
calibrate their models on a long observation period of mortality data. On the one hand, this
makes sense since the models have to see sufficiently many data to get a good understanding
of how extreme observations look like. On the other hand, the parameters αx , βx , µ and
σ are assumed to be constant over time. Such an assumption of time invariance over long
calibration windows has been proven wrong for many populations in the literature, see the
discussion in Section 2.1.1.
Therefore, we propose to use a reduced calibration data set to ensure that the assumptions
of the LC model are met. More precisely, we calibrate the LC and RWD parameters αx , βx ,
µ and σ on a shorter time period than the “shock parameters” θ, where θ = (z, ξ, ζ) for the
POT model, θ = (m, s, p) for the jump model and θ = (m, s, p11 , p21 ) for the RS model. We
modify the calibration for the POT, jump and RS approaches introduced in Section 5.4.2 as
follows:
1. Calibrate an LC model on all available training data, e.g., on all the years from 1900
to 2020 to obtain parameters αxlong , βxlong and κlong
.
t
from step 1 to
2. Calibrate a POT/jump/RS model on the estimated period effects κ̂long
t
long
obtain θ
(shock parameters).
3. Calibrate another LC model on a reduced training data set with t ∈ T red , e.g., only on
the years from 1991 to 2020 to obtain parameters αx , βx and κt .
4. Choose µ and σ such that they maximize the profile likelihood (defined analogously as
in (5.24)) for the observations ∆κ̂t , t ∈ T red , with fixed θ = θlong .18

The procedure yields a shock model with LC parameters αx , βx , κt and period effect time
series parameters µ, σ, θlong . This can be interpreted as a model on T red which incorporates
the shock parameters θlong as prior knowledge. They are calibrated on the whole available
data set in the preliminary step 2, whereas all remaining parameters are calibrated on a
shorter data set (steps 3 and 4) to ensure that the assumptions underlying the LC model are
not violated. In our empirical studies, we use the last 30 years of data to calibrate the LC
parameters as well as the drift and volatility of the estimated period effects.

5.5

Empirical Results: Evaluation of Model Adjustments

5.5.1 Checking the Normal Distribution Assumption
Some of the models introduced in Section 5.4.2 deviate from the normal distribution assumption for the period effect increments ∆κ̂t . To evaluate whether this is justified as
a consequence of the 2020 mortality shock, we compare their empirical distribution to
18

For the POT model, the threshold u is calculated on the reduced data set T red as well by setting it to the
z% quantile of the observations (∆κ̂t )t∈T red . This ensures that z% of the observations to which µ and σ
are calibrated are below the threshold u.
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the normal distribution with quantile-quantile plots in Figure 5.8. It is evident that the
normal distribution assumption is broadly justified for the years up to 2019, but the point
corresponding to 2020 is clearly visible as an outlier for several populations. Certainly, based
on this observation, one could argue for using an outlier adjustment method to exclude
these data. However, this is questionable since one cannot rule out the possibility of future
pandemics or other shock events occurring.

Figure 5.8: Quantile-quantile plots comparing the empirical distribution of
∆κ̂1992 , . . . , ∆κ̂2019 (black circles) and ∆κ̂2020 (red square) to a normal
distribution
We apply the Shapiro-Wilk test (Shapiro and Wilk, 1965) to check whether the observed
period effect increments have been generated from a normal distribution.19 Table 5.4
compares its p-values when calibrating the LC model on years up to 2019 and on years up to
2020. Unsurprisingly, they generally decrease, indicating a tendency to reject the normality
assumption when 2020 is included in the calibration period.
Table 5.4: p-values of Shapiro-Wilk normality tests for all populations and jump-off years
2019 (models calibrated on 1990–2019) and 2020 (models calibrated on 1991–
2020)

19

Population

2019

2020

Population

2019

2020

Population

2019

2020

Austria F
Austria M
Austria T
Belgium F
Belgium M
Belgium T
France F
France M
France T

0.624
0.186
0.497
0.280
0.084
0.191
0.004
0.044
0.013

0.768
0.025
0.128
0.000
0.000
0.000
0.030
0.001
0.004

Germany F
Germany M
Germany T
Italy F
Italy M
Italy T
Poland F
Poland M
Poland T

0.414
0.622
0.552
0.187
0.322
0.218
0.402
0.686
0.708

0.346
0.004
0.020
0.007
0.000
0.000
0.000
0.000
0.000

Spain F
Spain M
Spain T
Sweden F
Sweden M
Sweden T
Switzerland F
Switzerland M
Switzerland T

0.828
0.612
0.286
0.685
0.201
0.818
0.891
0.295
0.113

0.000
0.000
0.000
0.585
0.008
0.011
0.389
0.042
0.029

Other statistical tests could be applied as well. For instance, Lemoine (2015) proves that ∆κ̂t exhibits
non-Gaussian properties on French data by applying the Jarque-Bera test.
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We have performed multiple (54) statistical tests here, which means some adjustment
procedure has to be applied to the p-values shown in Table 5.4 in order to keep the familywise error rate below a desired significance level. Using the Bonferroni-Holm correction
(Holm, 1979) we find that normality of the period effect increments is never rejected at a 5%
significance level for models calibrated on 1990–2019 data, whereas it is rejected for 12 out
of 27 populations for models calibrated on 1991–2020 data. These are the male, female and
total populations of Belgium, Poland and Spain as well as French males, Italian males and
the total Italian population.

5.5.2 Evaluating our Shock Model Calibration Procedure
We evaluate the adjusted calibration procedure we have proposed in Section 5.4.3 via a
backtest. For this, we calibrate
1. all the parameters on all available data up to 2010 (“long”),
2. only the shock parameters on all available data up to 2010 and the remaining LC
parameters on the years 1981 to 2010 as described in Section 5.4.3 (“short”).
Then, we use both models to produce 1- to 10-year point forecasts m̂ix,t for the years
t = 2011, . . . , 2020. These are compared to the ground truth mix,t by calculating the
MdAPE(t) := medianx∈X ,i∈P

m̂ix,t − mix,t
mix,t

· 100%,

(5.28)

see also Section 2.4.4.
As we observe from Figure 5.9, MdAPEs are clearly lower when a shorter time period is used
for calibrating the LC model parameters and the normal mortality drift µ and volatility σ.
The shock year 2020 is an exception, indicating that calibrating these parameters over an
extensively long time horizon has made them overly pessimistic. Indeed, we find that using
a smaller calibration period often significantly reduces µ or σ.
As reliable point forecasts are the most important requirement for a mortality model, we
conclude that the proposed adjustment to the calibration is highly recommendable. We will
use it throughout this section.

5.5.3 Model Parameters
Figure 5.10 shows the period effect increments and probability of being in the normal state
of the RS model. This probability is mostly close to one in all nine countries from 1975 to
2020. In 2020, a change of regime is experienced by six of them.
We expect the additional parameters introduced by the POT, jump and RS models to have
a stabilizing effect on µ and σ, the drift and volatility of the period effect increments when
mortality rates are normal. Figure 5.11 shows µ and σ of the shock models, comparing
them to the RWD over two different calibration periods. When including the year 2020
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Figure 5.9: Yearly MdAPE between 2011 and 2020 for shock models with αx , βx , µ, σ
calibrated on data between 1981 and 2010 (blue triangles) or all available data
(red circles)

Figure 5.10: Estimated period effect increments ∆κ̂t (red, solid; left axis) and probability
P (ρt = 1) of the “normal” state in the RS model (blue, dash; right axis)
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in the calibration data set, µ and σ under the RWD clearly increase for all the countries.
Considering the other models, these parameters are indeed less influenced by the extreme
behavior of 2020 and there are only a few larger changes. For example, the volatility for
Switzerland under the RS model increases. This is not surprising since the mortality shock
in this country has not been large enough to lead to a regime change (see Figure 5.10), so
that the observation of 2020 is used to calibrate µ and σ, increasing both.

Figure 5.11: Model parameters µ and σ calibrated on the years 1990 to 2019 or 1991
to 2020 of the jump, peaks-over-threshold (pot), regime switching (rs) and
random walk with drift (rwd) models

5.5.4 Goodness of Fit
As all our models are calibrated via MLE, a natural way of comparing their goodness of fit
consists in comparing their likelihoods. To account for the different numbers of parameters
we consider the BIC, see Section 2.3.2. This penalizes the likelihood, giving preference to
more parsimonious models. The likelihood and the number of observations are calculated on
the 30 years of data on which the LC parameters and the period effect drift and volatility
are calibrated. For the shock models, we are actually using more information in the model
by the calibration procedure described in Section 5.4.3. We account for this by including the
shock parameters θ in the total number of free parameters. This means we fully penalize for
the increased model complexity, although these parameters are fixed in a first calibration
step and the remaining parameters are calibrated conditional on θ. Admittedly, this is a
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somewhat non-standard application of the BIC, but the results can nevertheless be assumed
to give a good indication as to the balance of goodness of fit and parsimony achieved by the
models.
The BIC values of our models per country are displayed in Figure 5.12. The RWD mostly
does not fit well, regardless of whether an underlying normal or lognormal distribution is
assumed. In some cases, using a more general ARIMA model leads to better performance,
but apart from Austria and Switzerland this is not optimal, either. The intervention model
approach achieves low BIC values but is conceptually questionable due to its model structure,
which does not allow for the future occurrence of non-normal mortality shocks. The shock
models are more heavily penalized due to their higher number of parameters. The RS and
jump models achieve only in a few cases a decrease in BIC compared to the RWD. The POT
model has low BIC for all countries, which shows that the POT-based model adjustment
improves the goodness of fit even after accounting for the increased model complexity.

Figure 5.12: BIC for models calibrated on data from 1991 to 2020. The black dashed line
is at the level of the best-fitting model.

142

5.5 Empirical Results: Evaluation of Model Adjustments

5.5.5 Backtest
In Section 5.5.2, we have already performed a backtest to determine the calibration method
for the POT, jump and RS models, and we have found that the approach proposed in
Section 5.4.3 leads to better point forecasts. Here, using this new calibration method, we
do another backtest to evaluate how the different models listed in Table 5.3 would have
performed in the past.20 Analogously as in Section 5.5.2, we calibrate the models on data
from 1981 to 2010 (except for the shock parameters, which are also calibrated on all available
data before 1981) and evaluate them on 2011 to 2020.
In Figure 5.13, we display the point forecast errors measured by MdAPE as defined in (5.28).
We observe an increase over time, which is plausible as mortality rates further in the future
are harder to predict, with a peak in the shock year 2020. Differences between the models
are negligible.

(a) Point forecast errors

(b) Interval forecast errors

Figure 5.13: Point and interval forecast performance measures from 2011 to 2020 (models
calibrated on data from 1981 to 2010)

20

We exclude the best estimate approach from the backtest because it only makes sense under the condition
that we know if and when there is a shock in the data, which is generally not the case for the data we
calibrate our models on for this backtest.
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The situation is different for interval forecasts as measured by the PICP (see Section 2.4.4)
based on 95% prediction intervals, which are calculated by Monte Carlo simulation or explicit
formulae, if available. It seems that the RWD as well as the more general ARIMA model
and the intervention model underestimate the uncertainty in their forecasts, in particular for
the shock year 2020. Assuming a lognormal instead of a normal distribution does not lead
to significant changes of the PICP. The jump model has the highest PICP initially, which
then decreases over time. This is due to its model structure and will be discussed further
in Section 5.5.6. The POT model and particularly the RS approach outperform the other
methods for longer forecasting horizons. However, for the RS model this comes at the cost
of very wide prediction intervals in some cases so that its intervals are more reliable but less
informative.
The PICP is well below 95% for all models and time points. This is due to the fact that
we ignore some sources of uncertainty in our consideration. For example, the prediction
intervals could be extended to include parameter uncertainty via a bootstrapping approach
(Koissi et al., 2006).
As a robustness check, we have repeated the above evaluation for 99.5% prediction intervals
and have found that the results are qualitatively similar.

5.5.6 Life Insurance and Annuity Values
The mortality forecasts of our models can be summarized and we can obtain a better
understanding of model risk by calculating life insurance and annuity values as described
in Section 2.4.4. Figure 5.14 shows life insurance values implied by the different models.
Allowing for a more general ARIMA process (auto.arima) than the RWD does not significantly
change the life insurance value forecasts, but it leads to more narrow prediction intervals for
some countries (e.g., Belgium). Modeling the period effect with a lognormal distribution
leads to almost identical point forecasts as the RWD, whereas the prediction intervals have
a tendency to be slightly narrower. The intervention and best estimate approaches are more
optimistic than the RWD and, thus, life insurance value point forecasts are lower in all
countries. Their prediction intervals are more narrow because they ignore some extreme
observations.
The jump model is slightly more optimistic than the RWD and often has narrower interval
forecasts (e.g., Germany). A look at the parameters indicates that it separates the period
effect increment distribution into two components: a normal component with low drift µ and
low volatility σ and a shock component with higher, usually positive drift m and volatility
s > 0. The influence of the shock component for long-term forecasts is small compared to
the influence of the normal component because the jumps are modeled as transitory, so they
do not have a lasting impact. Therefore, the reduction in normal volatility σ compared to
an ordinary RWD model can lead to lower prediction uncertainty.
The RWD, POT and RS point forecasts are broadly similar and there is no countryindependent tendency regarding their order. The prediction intervals of these models are
similar in some cases. For a few countries (e.g., Italy), the RS prediction intervals are
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Figure 5.14: Country-specific life insurance values A35:30 (2021) based on point and interval
death rate forecasts, comparing different time series forecasting methods.
1
Discount factor v = 1.005
.
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substantially wider than the RWD intervals, which is due to the high estimated volatility
(e.g., 1.7) in the shock regime combined with the non-negligible probability of transitioning
into this regime (e.g., 4.9%). It is clearly visible that POT and RS put higher emphasis
on (upward) mortality shocks because the prediction intervals are often asymmetric with a
wider upper part. The above conclusions are mostly analogous for annuity values, which are
shown in Figure 5.23 (Appendix 5.D).

5.5.7 Model Performance under Different Future Scenarios
It would be useful to get some impression of the future forecasting accuracy of the different
models. This is complicated by the fact that the occurrence of mortality shocks and the
further course of the COVID-19 pandemic are very hard to predict. While most scientists
believe that a transition to an endemic phase is the most likely trajectory and a worldwide
elimination of the virus is considered almost impossible (Scudellari, 2020; Phillips, 2021), it
is unclear how long such a transition will take and how severe the disease will continue to be.
Telenti et al. (2021) describe three future scenarios: (i) ongoing high levels of infection and
severe disease due to the inability to gain rapid control over COVID-19, (ii) transition to an
endemic seasonal disease similar to influenza, which has a yearly global death toll between
approximately 250000 and 500000, (iii) transition to an endemic disease similar to other
existing human coronavirus infections with significantly lower impact on population health
and mortality. This last state could, however, take decades to reach or may not occur at
all. They further note that the probability of occurrence is hard to quantify for any of these
scenarios due to material gaps in current scientific knowledge.
Another aspect influencing the assessment of future mortality development is the possibility
that SARS-CoV-2 might reoccur years after the alleged end of the COVID-19 pandemic,
for instance by spilling back from animal reservoirs into the human population (Phillips,
2021). Brüssow (2021) points out that COVID-19 displays clinical similarities to the 1889
Russian flu pandemic, which lasted for several years and then possibly reappeared around ten
years later. As a related alternative, a new mortality shock might arise, for example, in the
form of another pandemic caused by a different pathogen such as MERS-CoV: “the risk for
MERS-CoV evolving into a more transmissible virus should not be underestimated” (Telenti
et al., 2021). It is impossible to predict the exact time, but it is highly likely that further
pandemics will emerge: “the question is not if, but when” (World Health Organization,
2021).
With these considerations in mind, we define five exemplary 30-year scenarios of future
mortality with a focus on the development of COVID-19 and the occurrence of new mortality
shocks. Detailed definitions of these scenarios are provided in Appendix 5.C. Generally,
two of them are relatively optimistic (second wave in 2021 and normality afterwards; only
short-term mortality impairments), while the others are more pessimistic (occurrence of
another pandemic in 2034; occurrence of another pandemic in 2048; persistent consequences
of the COVID-19 pandemic). Our scenarios for the future impact of COVID-19 on mortality
are inspired by the ones considered by Continuous Mortality Investigation (2020). For the
scenarios including the occurrence of a further pandemic, we have chosen the years 2034 and
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2048 arbitrarily for illustrative purposes. Zhou and Li (2021) show how to include expert
opinions about disease transmission and infection fatality rates on the short term and about
the reoccurrence of a COVID-alike pandemic on the longer term in the definition of mortality
scenarios.
In order to get a better impression of each model’s forecasting behavior, we evaluate its
average and worst-case performance over our five scenarios. Figure 5.15 shows the results of
this evaluation. The models usually achieve their worst performance in the most pessimistic

Figure 5.15: Point and interval forecast errors over different future mortality scenarios,
average (red circles) and worst case (blue squares). Model calibrated on data
from 1991 to 2020.
scenario, which assumes a persisting interruption of mortality improvements. The best
estimate and intervention models are the least robust with respect to this scenario and have
the highest worst-case MdAPE and lowest worst-case PICP. The remaining models have
similar point forecasts and, therefore, similar average and worst-case performances. However,
the prediction intervals of the POT and the RS model are more robust with respect to their
worst-case errors compared to the RWD.
With a scenario-based approach, model choice can be grounded upon the beliefs of the modeler
by assigning subjective probabilities to each of the scenarios, calculating a correspondingly
weighted average of the error measures under each scenario and choosing the model which
minimizes this weighted average. Of course, this requires sufficient information to estimate
occurrence probabilities, which will only be obtained over time.
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5.6

Conclusion

We have provided a descriptive analysis of mortality shocks due to COVID-19 in different
populations along with a comparison to historical observations. These shocks can have a
substantial impact on mortality forecasts and present values of life insurance products. More
precisely, our analysis illustrates that a significant impact of a mortality shock on LC point
forecasts obtained under the usual random walk assumption is only visible when the shock
occurs in the forecast jump-off year. However, we have further observed that prediction
uncertainty can increase dramatically whenever a mortality shock appears in the calibration
period.
In a second step, we have demonstrated that simply switching to a different distribution such
as the lognormal without structurally modeling mortality shocks does not sufficiently address
the issue. General outlier adjustment methods such as an intervention model improve the
fit and allow to keep the normal distribution assumption, but they have poorer backtest
performance as regards prediction uncertainty quantification (Section 5.5.5), and both their
point and interval forecasts would be significantly inferior in an adverse mortality scenario
(Section 5.5.7).
We therefore recommend to not exclude the death rates of 2020 from the training data of the
LC model nor to use an intervention model, unless mortality shocks are not deemed relevant
for the application. Otherwise, the mixture model approach based on the POT method looks
most appropriate in our empirical investigations. It yields a better fit as well as more stable
and reliable interval forecasts than the RWD. While being conceptually intriguing, the RS
approach has rather high BIC values and yields very wide prediction intervals. The jump
model leads to more narrow prediction intervals, which indicates that it in fact works as
intended (see Section 5.5.6). However, its PICP decreases over time in the backtest and its
goodness of fit is suboptimal for most populations.
In any case, if using one of the three shock models, we have demonstrated in Section 5.5.2
that it is clearly beneficial to calibrate the time series parameters relating to the shock events
on a larger data set than the LC and the normal time series parameters (µ, σ) instead of
calibrating all the parameters on the same large data set as proposed in the literature so far.
Although our quantitative results come with the caveat that official data are still subject
to change, for example, due to delayed or erroneous reporting, we are confident that our
qualitative conclusions are valid. Nevertheless, it would be interesting to repeat the analysis
as more recent data become available. Looking at the first months of 2021, the hypothetical
scenario of a very quick return to normal mortality levels which we consider in Section 5.3.3
is unrealistic in many countries. This means that our main conclusions and recommendations
for 2020 might turn out to be applicable to 2021 as well.
Many questions still remain open, in particular regarding the future development of COVID19-related mortality:
• SARS-CoV-2 is generally expected to become endemic (Phillips, 2021). However, the
recent uptake in vaccinations is believed to substantially reduce COVID-19-related
mortality (Andrews et al., 2021; Moore et al., 2021; Ng and Reid, 2021). Given these
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and other influence factors such as ongoing non-pharmaceutical interventions, which
pattern of COVID-19 deaths will we observe in the future?
• Will COVID-19 cause new cohort effects, for example, selection effects because primarily
the healthier individuals might survive whereas the more frail might perish (Cairns
et al., 2020)? It would be interesting to repeat our analysis with a model including
cohort effects to see whether COVID-19 leads to changes in the cohort parameters and,
if yes, which cohorts are influenced the most.
• Will there be amplifying or weakening interaction effects between COVID-19 and
Influenza?
While these questions are impossible to answer definitively, they give rise to several possible
scenarios such as the ones introduced in Section 5.5.7, which could be further investigated in
future research.
The most important question for mortality modelers right now is of course how 2020 – and
possibly also 2021 – mortality data should be treated in the modeling process. There are
several directions for extension of the shock model approaches we have presented:
• In some countries, the COVID-19 pandemic might have affected old-age mortality more
than young-age mortality. Such a behavior cannot be reflected in the model approaches
we have considered, as they only account for shocks which follow the same age pattern as
general mortality improvements. One could address this by introducing shock-specific age
effect parameters (Liu and Li, 2015). However, this complicates calibration, among other
reasons due to sparsity of data on mortality shock events. An alternative is to incorporate
expert opinions, which could not only relate to age patterns of COVID-19 mortality but
also to its future development and the occurrence of new pandemics (Zhou and Li, 2021).
• At the moment of writing, COVID-19 is expected to significantly affect mortality in 2021
as well, thus inducing a longer-lasting mortality shock. Such an effect is explicitly modeled
only by the RS model, where it corresponds to a longer-lasting stay in the shock regime.
It could be incorporated in the jump model as well by modeling a serial correlation in
the Bernoulli process governing the occurrence of jumps or even in the jump severities.
Again, this would not be easy to calibrate. A simpler alternative is to reformat the data
in two-year instead of one-year time intervals. This trivially allows to explicitly model
shocks of up to two years. However, modeling in two-year intervals is somewhat unusual
and reduces the available data by half.
• Instead of ordinary prediction intervals, we could consider highest-density regions as
proposed by Hyndman (1995) to better account for multimodality of the jump and RS
models. These regions can consist of several intervals, one for each mode, and therefore
yield a more informative distributional prediction for future mortality rates.
• We have focused on the LC model, but the presented approaches are in principle applicable
for other stochastic mortality models as well. It would be particularly interesting to
consider models with more than one factor, which could require some multi-dimensional
generalization of the approaches from Section 5.4.2.
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• We have modeled all populations in isolation. One could instead consider a multipopulation approach where all countries or groups of similar countries share the same
shock parameters. Analogous ideas have been investigated in the literature for other
parameters of stochastic mortality models (see Chapter 3; Li and Lee, 2005; Kleinow,
2015), and a first proposal in this direction has been made by Zhou et al. (2013). However,
in contrast to “normal” mortality, it is not implausible that the effects of mortality shocks
can be strongly country-specific (e.g., German mortality in 2020 has been less affected
by COVID-19 than in several neighboring countries). In fact, we have compared the
model parameters obtained over the considered populations, and they are usually quite
different. Given that for some of the parameters such as the RS probability p12 , even
small differences can lead to large effects, we have refrained from implementing such an
approach.

Appendix 5.A

Recalibration Consistency of the LC Model

The following proposition shows that the LC model is consistent under recalibration.
Proposition 5.8 (Recalibration consistency). Consider an LC model calibrated to mx,t ,
x ∈ X and t ∈ {t1 , . . . , tY −1 }, and denote its one-step forecasts by m̂x,tY .

Consider another LC model calibrated to mnew
x,t , x ∈ X and t ∈ T = {t1 , . . . , tY }, where
new
mnew
:=
m
for
t
∈
{t
,
.
.
.
,
t
}
and
m
x,t
1
Y −1
x,t
x,tY := m̂x,tY .

These two models yield the same fitted values αx + βx κt for all x ∈ X and t ∈ T and so can
only differ in the choice of identifiability constraints. In particular, using a scale and location
invariant forecasting method in the sense of Hunt and Blake (2020), their forecasts beyond
tY also exactly coincide.
Proof. This follows from a more general result in the setting of learning an estimator
by empirical risk minimization. Given some training data set (o1 , y1 ), . . . , (on , yn ) with
observations o1 , . . . , on and ground truths y1 , . . . , yn , the empirical risk of an estimator h is
defined as
n
1X
R̂n (h) :=
L (yj , h(oj ))
(5.29)
n j=1
for some real-valued loss function L. Denoting a minimizer of (5.29) by hmin and assuming
that another data point (on+1 , hmin (on+1 )) is added to the training data set, the adjusted
empirical risk




n


1 X
R̂n+1 (h) =
L (yj , h(oj )) + L hmin (on+1 ), h(on+1 ) 
n + 1 j=1

(5.30)

is clearly still minimized by hmin , i.e., the model does not change (up to identifiability issues).
It is easy to see that calibrating an LC model amounts to minimizing (5.29) with a suitable
loss function, for example, quadratic loss under formulation (2.1), and the claim follows.
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While the fit stays unchanged, the uncertainty estimates (2.45) resulting from the two models
described in Proposition 5.8 would differ.

Appendix 5.B

Additional Figures for Section 5.3

We refer to Section 5.3 for a more detailed description of the information which can be
obtained from Figures 5.16 to 5.21.

Figure 5.16: Country-specific LC model parameters for males, comparing an LC model
trained on real data up to 2020 (blue triangle) and an LC model trained
on real data up to 2019 and 2020 best estimates (red circle), calibrated by
Poisson MLE
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(a) Annuity values a65:30 (2021)

(b) Life insurance values A35:30 (2021)

Figure 5.17: Country-specific annuity and life insurance values for males, comparing an
LC model trained on real data up to 2020 (blue triangle) and an LC model
trained on real data up to 2019 and 2020 best estimates (red circle), calibrated
1
by Poisson MLE. Discount factor v = 1.005
.
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(a) Annuity values a65:30 (2022)

(b) Life insurance values A35:30 (2022)

Figure 5.18: Country-specific annuity and life insurance values for males, comparing an
LC model trained on real data up to 2020 and 2021 best estimates (blue
triangle) and an LC model trained on real data up to 2019 and 2020/2021 best
1
estimates (red circle), calibrated by Poisson MLE. Discount factor v = 1.005
.

153

5 COVID-19-Type Mortality Shocks: Impact and Model Adjustments

Figure 5.19: Country-specific CBD model parameters for males, comparing a CBD model
trained on real data up to 2020 (blue triangle) and a CBD model trained on
real data up to 2019 and 2020 best estimates (red circle)

Figure 5.20: Country-specific annuity values a65:30 (2021) for males, comparing a CBD
model trained on real data up to 2020 (blue triangle) and a CBD model
trained on real data up to 2019 and 2020 best estimates (red circle). Discount
1
factor v = 1.005
.
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5.B Additional Figures for Section 5.3

Figure 5.21: Country-specific annuity values a65:30 (2022) for males, comparing a CBD
model trained on real data up to 2020 and 2021 best estimates (blue triangle)
and a CBD model trained on real data up to 2019 and 2020/2021 best estimates
1
(red circle). Discount factor v = 1.005
.
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Appendix 5.C

Defining Scenarios of Future Mortality

We define a 30-year mortality scenario by specifying improvement rates Ix,t :=
for x ∈ X and t = 2021, . . . , 2050. We consider five scenarios:

mx,t−1 −mx,t
mx,t−1

• Second wave in 2021 and normality afterwards:

1
,
1 − Ix,2020
for t = 2023, . . . , 2050.

Ix,2021 = 0, Ix,2022 = 1 −
Ix,t = Ix,t−31

(5.31)

In particular, we have mx,2022 = mx,2019 and “normality” means that we observe exactly
the same sequence of improvement rates between 2023 and 2050 as between 1982 and
2019.
• Short-term impairments:
Ix,1990 − Ix,2020 − 0.04
,
1 − Ix,2020
= Ix,1990+h − 0.01(4 − h) for h = 1, 2, 3,
= Ix,t−31 for t = 2025, . . . , 2050.

Ix,2021 =
Ix,2021+h
Ix,t

(5.32)

In particular, we have mx,2021 = (1.04 − Ix,1990 )mx,2019 .

• Second wave in 2021 and normality afterwards until another pandemic inducing a larger
shock than COVID-19 (with identical age structure) emerges in 2034:
1
,
1 − Ix,2020
for t = 2023, . . . , 2033,

Ix,2021 = 0, Ix,2022 = 1 −
Ix,t = Ix,t−31
Ix,2034
Ix,t

1
= (2Ix,2020 ) , Ix,2035 = 0, Ix,2036 = 1 −
,
1 − Ix,2034
= Ix,t−31 for t = 2037, . . . , 2050.
−

(5.33)

In particular, we have mx,2022 = mx,2019 and mx,2036 = mx,2033 .
• Second wave in 2021 and normality afterwards until another pandemic inducing a larger
shock than COVID-19 (with identical age structure) emerges in 2048:
1
,
1 − Ix,2020
for t = 2023, . . . , 2047.

Ix,2021 = 0, Ix,2022 = 1 −
Ix,t = Ix,t−31

Ix,2048 = (2Ix,2020 )− , Ix,2049 = 0, Ix,2050 = 1 −

(5.34)
1
.
1 − Ix,2048

In particular, we have mx,2022 = mx,2019 and mx,2050 = mx,2047 .
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• Persistent reduction in improvement rates, leading to zero average improvement between
2022 and 2050,
Ix,1990 − Ix,2020 − g
,
Ix,2021 =
1 − Ix,2020
(5.35)
Ix,t = Ix,t−31 − g for t = 2022, . . . , 2050,
where g :=

1
29

P2019

t=1991 Ix,t .

In particular, we have mx,2021 = (1 + g − Ix,1990 )mx,2019 .

Note that we do not make a statement about the probabilities of any of these scenarios
becoming reality. The development of mortality rates under the five scenarios is shown in
Figure 5.22 for chosen countries and age groups.

Figure 5.22: Development of mortality rates for the German, Polish and Spanish populations in the age groups 50–54, 70–74 and 90+ between 2021 and 2050 under
the five scenarios defined above
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Appendix 5.D

Annuity Values

We refer to Section 5.5.6 for a more detailed description of the information which can be
obtained from Figure 5.23.

Figure 5.23: Country-specific annuity values a65:30 (2021) based on point and interval death
rate forecasts, comparing different time series forecasting methods. Discount
1
factor: v = 1.005
.
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Outlook
Future: that period of time in which our affairs
prosper, our friends are true and our happiness is
assured.
Ambrose Bierce, The Devil’s Dictionary, 1911

We have proposed new approaches to multi-population mortality modeling by use of machine
learning techniques. Clustering methods allow for a natural, interpretable extension of
the CAE model and potentially other multi-population mortality models as pointed out in
Section 3.3, where some ideas for further research are sketched as well. In particular, deeper
investigations of our fuzzy clustering model as well as devoting more attention to the period
effect forecasting method are particularly interesting topics.
The application of NN to mortality modeling has seen an uprise of interest from academics
and practitioners alike in the past few years. While our results indicate that NN can increase
the accuracy of mortality forecasts, the lack of easy interpretability of these models is still a
critical shortcoming. We include prediction uncertainty in the NN evaluation as an important
component for better practical applicability. We have described some further open questions
and extension possibilities in Section 4.4.
The COVID-19 pandemic will continue to pose a major challenge for society in general and
mortality modeling in particular, with some of its consequences possibly only fully playing
out in the years to come. Along with the risk of the occurrence of similar pandemics in the
future, this induces the need for taking mortality shocks into account in the modeling process
in many applications. Directions for further research have been presented in Section 5.6.
On a somewhat related note (Rodó et al., 2021), a topic which we have not touched upon
and which is almost certain to have a decisive impact on future mortality around the world
is climate change. It will be an important challenge to address its direct and indirect
consequences in mortality modeling as well as in quantifying and pricing both mortality and
longevity risk.
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