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Foreword
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If everyone is moving forward
together, then success takes care

of itself”

Dear Readers,

2021 was an exciting year for ICNAP: despite the COVID-19-
related challenges, the community managed to hold its ground
with its 24 partners from the industry. Now it is taking big
steps towards 30 partners.

At ICNAP, we are convinced that only a strong cooperation
between research partners, producing companies, and digital
enablers can meet the challenges of today. Even more, this is
relevant when regarding the interdisciplinary topic of Networ-
ked, Adaptive Production. ICNAP is the ideal platform for net-
working and collaboration within this area. A great response
from industry confirms this view.

Particularly noteworthy are the five ICNAP studies that were
conducted in 2021. When deciding on the topics of these stu-
dies, we rely on the competencies and necessities of our indus-
trial partners: all topics are exclusively determined by a voting
process including all community members. This ensures the

Henry Ford

industrial relevance of the ICNAP research topics. After a short
introduction, this report presents the results of those studies,
realized in a collaborative effort within the ICNAP community.

With this report we hope to bring ICNAP a little closer to you.
More information can be found at www.icnap.de. If you have
any questions, please do not hesitate to contact me and our
team.

Aachen, April 2022

Prof./Dr.-Ing. Thomas Bergs MBA
Speaker of the ICNAP Steering Board
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Introduction to ICNAP

Networked, adaptive production

“What does Industrie 4.0 mean for my production systems and
what do | have to do to make my company fit for the future?”
This is a question we frequently hear from manufacturers in
Germany or anywhere else in the world. There is no simple,
one-size-fits-all answer. It seems safe to expect, however, that
increasing levels of digitalization in manufacturing environ-
ments and big data analytics will shape today’s manufacturing
processes, subjecting these processes to radical changes which
will make them leaner, sharper, and more efficient.

ICNAP-Community key facts

A growing international community with partnersie
production technology, digital enablers, and'researe
Members work together to lever-age the potentialofic
talization. Community offerings include network'meeting
joint studies, discussion in working groups, corporative
hackathon, and more.

ICNAP Research Partner

Fraunhofer Institute for Production Technology IPT
Fraunhofer Institute for Laser Technology ILT
Fraunhofer Institute for Molecular Biology and
Applied Ecology IME

Laboratory for Machine Tools and Production
Engineering (WZL) of RWTH Aachen University

Based on this demand, the three Aachen-based Fraunhofer
Institutes and other experts from industry and research have
established the “International Center for Networked Adaptive
Production” (ICNAP) to find out which new approaches in
information technology can lead the way towards Industrie 4.0
and which requirements must be met. We are convinced that
only by joining forces between manufacturing industry, digi-
talization enablers, and research, the potentials of Industrie 4.0
can truly be exploited. Hence, ICNAP it set up as a platform
and community for collaborative R&D, to realize the visions
behind “Networked, Adaptive Production”.

ICNAP works with seven topic fields, covering the realization
of “Networked, Adaptive Production”.

Sensor systems and data acquisition

How is the relevant data along the entire process chain
collected?

Data acquisition is the first step on the way to networked,
adaptive production. It is vital to establish which data can be
recorded directly in the control unit of the production machi-
ne concerned and which can only be obtained via additional
sensors. When additional sensors are required to measure
parameters such as e.g., temperature, speed, or pressure, these
must be integrated robustly and reliably within the manufactu-
ring process.

Interfaces and connectivity

How do the key players and systems communicate during
the production process?

When the production data is reliably recorded, a suitable com-
munication protocol such as MQTT or OPC-UA is selected, and
the decision is made as to whether communication should be
via wired or wireless connection. The ICNAP partners scrutinize
the data transfer requirements in terms of data throughput
and latency for the production process in hand and can already
issue recommendations at this point.
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Fig. 1: ICNAP topic fields

Data synchronization and middleware

How are raw data (time-)synchronized and enriched with
information?

Once communication has been decided and established within
the production process, it is essential to determine how to
standardize procedures for filing data from various sources
simultaneously and at various recording frequencies. The
quality of the different sources and the required level of data
accuracy are also defined at this point to facilitate accurate
comparison and evaluation of analysis results within the net-
worked production environment.

Data modeling and data analytics

How are the relevant data selected and what methods
are used to obtain information from the data?

To provide even better support to staff working in manufac-
turing companies — from production planners through quality
managers to machine operators — whenever decisions they
have to make, it is vital to define which process chain data is
relevant to them specifically. This is achieved by modelling the
actual process digitally based on the obtained data. Informati-
on can be generated from the data underpinning the structure
of process knowledge using suitable data analytics methods

in the form of machine learning algorithms or correlation
analyses.

Data Modelling &
Data Analytics

Data-Driven
Business Models

Digital Twin in
Production Life Cycles

Cloud Systems &
[T-Architecture

Digital twin in the product life cycle

How is information and know-how at different stages
in the product life cycle brought together digitally and
visualized?

Before the recorded information and the acquired know-

how along the entire value chain can be stored and used, the
relevant data must be connected together and set in relation
to one another. The outcome is a digital image of the actual
process which can be used to visualize the data in a goal-
oriented and user-friendly form. Recommendations for action
and feedback strategy for production can be derived from the
knowledge obtained about the process.

Cloud systems and IT architecture

How is the most suitable infrastructure selected and how
are existing systems connected?

An efficient IT architecture is vital to the successful integration
of digital tools in production. To this end, ICNAP tests mat-
ching databases and cloud systems for in-company or cross-
company networks, taking account of current safety standards,
norms and regulations.



Data-driven business models

How are data-driven business models developed and
integrated within the traditional product and services
portfolio?

Not only does networked, adaptive production improve pro-
duction by making additional knowledge available, but it also
opens the possibility of completely new forms of economic
value added via extended or com-pletely new physical proces-
ses and products. Digital and data-based business models
can be developed, classified, and evaluated even for digital
services e.g., machining-as-a-service or power-by-the-hour.

Phase Il

Phase | @

Each year, new topics are chosen and realized by the commu-
nity in collaborative studies. The studies are divided into three
phases: a pilot study, a detailed study and the application and
business cases. The goal is to develop a hands-on demonst-
ration of the applicable technologies and methods within the
ICNAP community, either on the ICNAP shop floor or at one or
more of the member companies. The studies can be cross-
topic covering one or more ICNAP topic fields. This report is a
summary of the key results from the five studies conducted in
2021.

Report
Phase llI @ Compilation

PILOT STUDY
Generation of an overview
of the status-quo of the study
topic and technologies as well as
relevant trends.

Fig. 2: Three phases of an ICNAP study

DETAILED STUDY

Detailed market and technology
studies for selected topics; Pre-
assessment of technological
feasibilities.

APPLICATION & BUSINESS CASES

For at least one use case, the
selected technologies are applied
and implemented in a pilot project
on the ICNAP shop floor.
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Introduction

In recent years, the business to consumer (B2C) and business
to business (B2B) sectors have undergone a fundamental
transformation, in which products, processes and organizati-
ons become increasingly connected via a growing amount of
generated data and digital technologies. The car industry, for
example, uses generated data to (a) generate revenue through,
e.g., individual offerings and personalization of the vehicle,

(b) reduce costs through, e.g., better tailoring of products/
services provided and (c) increase the safety and security by
reducing the time for intervention [1]. The industrial sector,
through its dependency on manufacturing machinery, is also
generating a massive amount of data. Initially driven to impro-
ve internal efficiencies and processes, companies started to
interconnect these data, resulting in the possibility to improve
external activities such as up- (e.g., supplier) and downstream
(e.g., consumers) activities. Nowadays, manufacturing compa-
nies have the possibility to use the generated data over diffe-
rent stakeholders and the product lifecycle with improvement
potential in e.g., development, manufacturing, services and/or
end-of-life activities.

With the availability of data, organizations need to reflect
and analyze the current value offer to customers. Besides the
possibility to offer and improve customized products and/

or services, companies need an underlying concept to exploit
industrial data in form of a data-driven business model. Every
company needs to effectively and efficiently be able to create
the willingness to pay as well as to realize and capture value

added to find their specific sweet spot. For manufacturing
companies, the journey towards a data-driven business model
starts with their physical product and domain-specific know-
ledge. However, as the way to establish data-driven business
model is not always linear, and there is no general recipe for
success, the journey from a physical product to a data-driven
business model may be different between companies. Hence,
companies may experience different hurdles on their journey.

This study aims to facilitate the journey by answering the
question how companies along a value chain can monetize the
insights derived from industrial data. To do so, the underly-
ing procedure covering the identification of roles along the
value chain, the value of machine sensor data and monetiza-
tion opportunities will be presented alongside the respective
outcomes.



Data-driven ecosystem

Analysis and development of a data-driven ecosystem in
the manufacturing environment

In a data-driven ecosystem, the independent actors of a value
chain join forces to develop more innovative solutions and
generate new revenue streams based on data. Hence, data-
driven ecosystems change how businesses collaborate and
compete and have the potential to generate significant value.
McKinsey & Company describes winners of digital strategies as
those who think in terms of value ecosystems. Therefore almost
one third of the total global sales will come from ecosystems by
2025, forming an integrated network economy [2, 3].

In this study, a major focus is put on the development of

a data-driven ecosystem in manufacturing to illustrate the
previous mentioned dependencies. In joint workshops with the
community members, roles within their ecosystem were identi-
fied to highlight value creating positions through the provision
of physical goods, data, and services. The derived ecosystem is
illustrated in Fig. 1, consisting of eight roles, such as the data
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analyzer/domain expert, digital platform provider, system inte-
grator, industrial services provider, tier supplier, machine manu-
facturer, cloud and storage provider and the Original Equip-
ment Manufacturer (OEM). The end user as the ninth role is
the customer of the OEM. As illustrated in Fig. 1, the provision
of physical goods is highlighted in blue, while data and service
streams are indicated in orange. Even though the roles are
separated from each other, companies can hold several roles,
e.g., digital platform provider and system integrator. Hence,
the ecosystem and roles should not be understood as a static
model but more as a structured illustration of important roles
and their value contribution within a respective ecosystem. The
structured illustration forms the basis for reflecting the current
position within an ecosystem to derive and target a new
strategic position with additional products and/ or services,
increasing the value contribution to and, thus, the dependency
on the respective customer.
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Industrial Services
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Utility potentials in a data-driven ecosystem

Modern technology enables companies to collect large
amounts of production data during the process. Against this
background to derive suitable utility potentials for this study,
the data of vibration sensors to capture process information of
a milling process for chip removal was recorded and analyzed.
The potential of the analyzed vibration sensor data not only
helps to develop obvious use cases for a single role accessing
the data but holds the potential to generate beneficial insight
for further stakeholders i.e., roles, in the data-driven ecosys-
tems. With respect to the vibration data generated in the mil-
ling process, the analyzed data could be used by raw material
manufacturers as a source for new designs by milling machine
manufacturers to improve the machine performance during
operation, by lubricant manufacturers to improve the quality
and lifetime of the respective lubricants or by cutting tool
manufacturers for data-driven material studies. The benefits
for the different stakeholders also indicate that the analysis of
the sensor data is highly dependent on the ability to generate,
analyze as well as understand the essential and valuable infor-
mation of the data for data-driven services around a physical
product.

The utility potential describes the value added through data
processing, analysis, and interpretation in combination with

a physical value creation. Hence, it consists of three levels: (a)
infrastructure, (b) data processing and (c) monetization. The
infrastructure level covers a suitable data processing infrastruc-
ture for data analysis, visualization, and recommendations. In
the second level, data processing, new information is genera-
ted to exploit data-driven services based on the collected and
processed data. The monetization level as the third dimension
describes the monetization potential of the industrial data in
an ecosystem, which at the moment is often realized by the
OEM. However, the fundamental value to monetize the collec-
ted and processed data is created through the cooperation of
multiple roles within a data-driven ecosystem.

In summary, utility potentials offer various benefits such as
new insights around specific products for the different roles of
the data-driven ecosystem to monetize industrial data.



Development and evaluation of strategies
for the monetization of industrial data in a

case study

Introduction to the case study

To exemplify the presented utility potential, a case study analy-
zing an identified utility potential along the core elements of a
business model is created.

The aim of the following case study is to conduct a holistic
utility potential analysis within a specific ecosystem to identify
the main beneficiaries and consequences for established roles
without a major value creation contribution. Based on these
insights, the first recommendations to benefit from data-driven
ecosystems are derived.

With the case study, three major challenges of the study part-
ners are to be addressed: (a) a limited understanding of the
monetary value of industrial data, (b) an unclear value creation
contribution of the different roles in the ecosystem and (c)
hard to justify payments and rewards. For a holistic analysis

of the utility potential, the guiding framework of a business
model — unique selling point (USP), value creation contribution
and monetization model — is applied.

Unique Selling Point

R

1101

Value
Creation

Monetization
Model

Each of the three pillars in Fig. 2 aims to answer specific ques-
tions to the utility potentials to be exploited by the data-driven
ecosystem. Regarding the USP, there are three main questions
to be addressed and analyzed in the holistic utility potential
analysis:

1. What problem of the end-customer is solved by the utility
potential?

2. How is the USP generated?

3. Who “owns” the USP?

The value creation targets two main questions:

1. Who is delivering the value and what is “our” value
creation contribution effort?
2. What value is created for the end customer?

With respect to the monetization model, the questions to be
analyzed are threefold:

1. How is the added value monetized?

2. Which role realizes monetary benefits?

3. How is the distribution of the monetary benefit in the
data-driven ecosystem?

In order to conduct a holistic utility potential analysis, suitable
utility potentials are defined here.



Definition of feasible utility potentials

As described, utility potential is derived from the data founda-
tion covering process, product and environmental data, and
the necessary information. Following the presented approach,
vibration sensors were installed on a milling machine to captu-
re, store, and analyze process information, i.e. vibration data to
create the data foundation and deliver necessary information.
Based on the latter, different possibilities were derived and
raised.

In more detail, three utility potentials were identified in colla-
boration with the study partners. Fig. 3 highlights the iden-
tified utility potentials overall equipment effectiveness (OEE)
improvement, quality assurance effort, and lubricant and tool
cost savings.

Lubricant and
Tool Cost Savings

o[

The OEE improvement focuses on the reduction of downtime
and waste parts as well as on the increase of the machine
performance through the generation and analysis of industrial
data. In general, the OEE is described by three elements:

OEE Improvement Quality Assurance

Effort

e
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® Availability that aims to reduce unplanned downtimes
and ensure production output. Using process data, spare
parts can e.g. be ordered proactively and are available when
needed.

®  Quality that focuses on the adjustment of process parame-
ters to reduce the number of waste parts.

m Performance evaluating the current and target per-
formance, which can be optimized by data-driven
optimizations.

With an increased availability, quality, and performance,
the OEE increases as well, with the potential to achieve a
higher output and hence potentially increased revenue and
profitability.

The quality assurance effort as the second identified utility
potential describes the time spent assuring the desired product
quality of the organization. Hence, the generation, analysis
and interpretation of process data can provide insights to the
product quality in real-time. Based on this information, physical
measurement efforts can be set flexible.

Lubricant and tool cost savings as the third identified utility
potential target the improvement of the lubricant and tool
wear that may affect the quality of the workpiece. A dedicated
data generation, analysis and interpretation have the potential
to deliver insights to the condition of the lubricant and tool.
Hence, tool and lubricant change intervals can be planned
more efficiently.

These identified utility potentials form the basis for a survey
within the study that aims to evaluate (a) the contribution of
each role to the realization of the identified utility potentials
and (b) the identification of the individual value added of the
different roles. The survey results are attached in the appendix
and serve as an input for the holistic utility potential analysis.



OEE improvement

For the study partners, the OEE improvement is the most
attractive utility potential as it holds the greatest potential
for different stakeholders of the ecosystem. Thus, the utility
potential “OEE improvement” is analyzed along the three
constituent parts of a business model USP, value creation and
monetization model (see Fig. 2). For the subsequent analysis,
the ecosystem blueprint illustrated in Fig. 1 is used as a refe-
rence model.

Unique selling point

As detailed, the USP focuses on the customer’s problem that

is solved by the company. Furthermore, it is analyzed who
“owns" the USP in a data-driven ecosystem. As exemplified,
three roles can directly generate USPs due to data-driven OEE
improvements such as the OEM, machine manufacturer, and tier
supplier, which can be classified to the role category physical
contributor.

As for the generated USPs, the utility potential OEE improve-
ment leads to reduced maintenance cost as well as to an increa-
sed productivity and output for the OEM. This again may be
beneficial for the machine manufacturer and supplier. While the
machine manufacturer can use the data for OEE improvements
for customized services e.g. to increase the customer loyalty, the
supplier can benefit from OEE improvements by selling more
and/or optimized spare parts such as lubricants and tools. The
digital platform provider and data analyzer are grouped to loT-
software provider, which may also benefit from OEE improve-
ments as the analysis of process data can lead to an increase in
the number of analytical services provided to the customers.

In summary, the main beneficiaries of OEE improvement activi-
ties are physical contributors with the OEM as the main benefi-
ciary of data-driven OEE improvement efforts. The OEE impro-
vement is supported by real-time data analysis and insights,
resulting in a greater need for suitable analytics services. With
respect to the industrial services provider, system integrator, and
cloud and storage provider, no beneficial USP is identified.
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Value creation

The value creation evaluates how value is created but also analy-
zes the individual value contribution efforts of the different roles
in the ecosystem.

Fig. 4 illustrates the aggregated results of the industry survey.
As it is demonstrated, the OEM, industrial services provider and
machine manufacturer have the highest value creation con-
tribution efforts for OEE improvement with 27 % (OEM) and

18 % (industrial services provider and machine manufacturer).
With reference to the orchestration experts, the digital platform
provider has a value creation contribution of 13 % followed by
the system integrator with 11.5 %. According to the survey, the
tier supplier (6.5 %), data analyzer (5 %), and cloud and storage
provider (1 %) seem to have the least value creation contribution
efforts to improve the OEE.

In summary, the physical contributors have higher value creation
contribution efforts with overall 63 % followed by the orchest-
ration experts with 24.5 %. The role categories “data specialist”
and “cyber-physical enabler” tend to have a low value creation
contribution to the utility potential OEE improvement.

Monetization model

The analysis of the monetization model aims to evaluate which
role brings monetary benefits due to OEE improvement activities
and how the monetary benefits are distributed within the data-
driven ecosystem.

Based on the conducted study and performed workshops with
the ICNAP community, the OEM and loT-software provider (digi-
tal platform provider and data analyzer) might expect financial
benefits from OEE improvement activities, while the machine
manufacturer, system integrator, and industrial services provider
tend to have no major financial benefits compared to their high
value creation contribution efforts and generated USPs (see Fig. 4).

The greatest share of the monetary benefit is raised by the OEM
that can reduce production and maintenance costs, increase the
factory output, and potentially generate more revenue through
a greater OEE. As the machine manufacturer and tier supplier
support the OEM to improve the OEE e.g. with spare parts,
lubricants or analyzed machine data and recommendations, a
certain amount of the raised monetary benefit is shared with
both roles. The tier supplier, however, only receives payments for
its core products like tools and lubricants. Besides their low value
creation contribution efforts and potentially greater output (see
Fig. 4), tier suppliers may not necessarily have a huge leverage as
they marginally increase their traditional business. The machine
manufacturer raises the monetary benefits through data-driven
analysis, which may however be a capability acquired from a
third party. Hence, the machine manufacturer has to share its
financial benefits with e.g. the loT-software provider as the
latter has a significant leverage over the machine manufacturer
and OEM in terms of data analytics and data-driven recommen-
dations for OEE improvements.

In summary, the OEM is the major beneficiary of the financial
benefits raised by data-driven OEE improvement. loT-soft-

ware providers, consisting of the digital platform provider and
data analyzer, have a significant lever to gain financial benefits
as they have the key capabilities for data-driven OEE impro-
vements. The tier supplier may not raise significant financial
benefits but might still experience advantages. With respect to
cloud and storage providers, they may not necessarily generate
huge monetary benefits but also do not have significant USPs or
high value contributions.



Opportunities for strategic positioning

The analysis along the three constituent elements of a business
model for OEE improvement activities shows that there is a
significant gap between the generated USPs, value creation
efforts and financial benefits raised by the different roles of the
data-driven ecosystem. For certain roles, new strategic positions
within the ecosystem are necessary in order to monetize and/ or
benefit from industrial data — changing what USP is gained, how
value is created and how revenue is generated from products
and services provided.

Table 1 provides a brief overview of the key elements from the
analysis. Besides generating insights, the analysis aims to create
a sound understanding to the activities of the individual roles
and forms the basis to help expand to a potentially more power-
ful strategic position.

Based on the insight gained in the holistic utility potential ana-
lysis, different strategic positions to increase the value creation
contribution and the leverages to monetize industrial data will
be investigated.

Key takeaway

USP Physical contributors — especially the OEM — are the main beneficiaries of the OEE improvement
Value Creation Physical contributors tend to have higher value creation efforts for OEE improvement

Monetization Model Current value chain ecosystems show a gap between generated financial benefits and value creation efforts

Strategies for the monetization of

industrial data

The present chapter assesses the question how manufacturing
companies can increase their value creation contribution to
derive and leverage monetization strategies using industrial
data. In order to achieve a leveraging effect, potential strategic
positions are derived, analyzed and compared to the current
position of a specific role. A distinction is made between rele-
vant and possible strategic positions. Relevant strategic posi-
tions exemplify which other roles shall be covered to increase
the value creation contribution taking into consideration the
required capabilities and fit to the existing product portfolio of
an organization. In the following the strategic positions of the
four roles are presented in detail.

Fig. 5 exemplifies the current position as well as the relevant
strategic and possible strategic positions of a machine manu-
facturer. To increase the value creation contribution, a machine
manufacturer can expand its product and/or service offering to
cover the roles of the system integrator and industrial services
provider as well. Besides the relevant strategic roles, a machine
manufacturer could also cover the roles of the digital platform
provider and data analyzer (loT-software provider) to analyze
machine data to improve services and machine performance,
and thus, increase the customer loyalty.
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Fig. 5: Strategic positioning of a machine manufacturer to monetize industrial data

The relevant strategic position for an industrial services
provider may be the role of the system integrator to provide
technical solutions and implementations as well (see Fig. 6).
Through the additional services, the industrial services provider
could beneficially exploit the extensive market and interface
knowledge about the integration of data and processes. Possi-
ble strategic positions may be the roles of the digital platform
provider and data analyzer as industrial services provider often
have a good prerequisite for offering digital platforms, harmo-
nizing all data and collaborating with various partners.

The cloud and storage provider tends to have very low value
creation contribution efforts in all three utility potentials.
However, cloud and storage provider also do not generate
USPs or have significant monetary benefits. Thus, the next

Digital Platform
Provider

loT-Software Provider

Data Analyzer

. Current Position . Relevant strategic position . Possible strategic position

suitable step for a cloud and storage provider may be to
increase the dependency of their customers to benefit from
the monetization opportunities resulting from industrial data. It
may be beneficial for cloud and storage providers to also cover
the roles of the digital platform provider and data analyzer as
illustrated in Fig. 7. Especially the digital value added, holds a
huge leverage with the provision of the backbone infrastructu-
re to operate digital platforms.

In summary, a cloud and storage provider could expand its
offering from cloud solutions to loT-software and hardware
solutions, increasing the dependency of the customers with a
value creation contribution of 19 % (relevant strategic positi-
ons) and 30.5 % (all strategic positions), respectively.

Industrial Services Provider

18 %

Fig. 6: Strategic positioning of an industrial services provider to monetize industrial data
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Data-driven business models

loT-Software Provider

. Current Position . Relevant strategic position . Possible strategic position

Digital Platform
Provider

System Integrator

11.5%

1%
7

Data Analyzer

=
N

Cloud and Storage
Provider

Fig. 7: Strategic positioning of a cloud and storage provider to monetize industrial data

Fig. 8 illustrates the strategic positioning of a digital platform
provider. As pictured, the digital platform provider could use
its situation of connecting different machines and/or processes
with each other to offer suitable data analytics tools. A possib-
le strategic position for the digital platform provider may be to
also cover the role of the industrial services provider.

loT-Software Provider

. Current Position . Relevant strategic position . Possible strategic position

Digital Platform
Provider

Data Analyzer

In summary, digital platform provider could aim at offering
data analytics tools as well as industrial services that could
help customers improve the production processes and reduce
costs, increasing their value creation contribution from 13 %
to 18 % (relevant strategic positions) and 36 % (all strategic
positions), respectively.

Industrial Services Provider

18 %

Fig. 8: Strategic positioning of a digital platform provider to monetize industrial data
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Summary and outlook

The availability of data, the need for customized products, and
possibility for data-driven improvements, e.g. in production
and/or for products and services, increases the importance of
having the capabilities to monetize industrial data. Against this
background, emerging data-driven ecosystems fundamentally
change what value is created for the customer, and how this
value is created among different involved players. To address
and analyze how companies can realize and implement data-
driven ecosystems as well as develop suitable data-driven
business models, a sound understanding of the ecosystem and
the respective roles is needed.

The conducted study “Monetizing Industrial Data” answers
the question how companies along a value chain can monetize
the insights derived from industrial data and helps to establish
an in-depth understanding of monetization opportunities.
Initially, the importance of data-driven business models was
highlighted. Moreover, a data-driven ecosystem and associa-
ted utility potentials were introduced and analyzed regarding
their monetization potentials along three constituent parts of a
business model. To derive and evaluate potential monetization
strategies based on industry assessment, a survey to the value
creation efforts of individual ecosystem roles was conducted
with the partners of the ICNAP community.

The results of the analyses in this study clearly show that there
is a significant gap between the generated USPs, value creati-
on efforts and financial benefits raised by the different roles of
a data-driven ecosystem. Hence, for certain roles new strategic
positions within the ecosystem are necessary to monetize and/
or benefit from industrial data.

This study aims to support companies in their assessment and
reflection of their role in the value chain and/ or ecosystem to
derive a new strategic positioning in a structured and trans-
parent way. Through new strategic positions, companies may
be able to increase their value creation contribution to a final
product. Hence, they may be able to increase their negotiating
power to the customers, which might result in greater financial
benefits due to the effective exploitation of industrial data and
utility potentials.

The industry survey to evaluate the value creation contribution
efforts of individual roles regarding the three identified utility
potentials OEE improvement, quality assurance efforts and
lubricants and tool cost savings is continued. A comprehensi-
ve industry survey forms the basis to (a) assess the individual
value creation contribution efforts of each role and (b) develop
a holistic blueprint of a data-driven ecosystem to derive new
strategic positionings based on profound industry survey data.
Consequently, companies may in the long-term be able to con-
tinuously reflect and increase their influence in the ecosystem.
Additionally, companies could continuously adjust and custo-
mize their offering based on their ecosystem role, which could
potentially lead to a higher customer loyalty and profitability.
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Introduction

Manufacturing challenges are growing. Consumers want
individual and high-quality products that are sustainable and

environmentally friendly but still are produced with high speed.

Companies must reduce the time-to-market, enhance flexibili-
ty, increase quality, and at the same time be energy efficient in
manufacturing and fulfill high security levels: Challenges that
can be faced with the support of digitalization, with strong
and reliable infrastructures, that can harness the huge amount
of data to use it for automation and control. Therefore one
.(...) cornerstone for this digitalization journey is closed-loop
manufacturing” [4].

The vision for automation in Industry 4.0 requires closed-loop
architectures to create feedback generated from the gathered
data. Instantaneous dynamic reactions on process changes
enhance product quality and process stability and lower costs
concerning downtime and post processing. Therefore, a highly
reliable and fast communication technology is needed for
closed-loop architectures. 5G, the new mobile communica-
tion standard, promises high reliability and ultra-low latency
to enable real-time process control. Theoretically, 5G should

provide latencies down to Tms and reliability up to 99,999% [5].
But up to now, the 5G performance in real production scena-
rios has yet not been proven. Thus, this study will focus and
investigate into 5G closed-loop architectures in real manufac
turing environments.

In this report 5G closed-loop requirements and use cases are
discussed, a representative 5G closed-loop architecture is
elaborated and first results of the 5G performance in a closed-
loop on the shopfloor are presented.



5@G closed-loop requirements & user cases

5G closed-loop use cases

To understand the requirements and needed reference archi-
tecture for closed-loop manufacturing, different use cases
must be considered. In general, closed-loop applications are all
kinds of applications where a data-driven reaction is needed.

5G closed-loops are of special interest for requirements as

mobility and time-critical reactions (low latency). First, the

following use cases of ICNAP community were discussed in
Table 1:

Application Controlled Parameter Action Monitored Parameter
1 | BLISK production/ drilling | Spindle feed few ms Vibration of BLISK
process
Cutter-Pump Condition Cutting of metal chips from 1 sec Triaxial Vibrations (RMS Velocity in X-Y-Z)
Monitoring CNC machining and FFTs
Casing machining Feed rate, cutting speed, po- <10 ms Vibrations, force on clamping points, pres-
operations tentially others sure (of hydraulic fixtures)
2 | Quality Control in Additive | Process quality,Powder mix, secs Quality of powder, part through image ana-
Manufacturing recipe lysis
3 | Reduce computing power | Product quality > 50 ms Example: FFT, Vision, ...
at station
Product configuration / Product characteristics > 1 sec Quality measurements on specific product
tuning characteristics
4 | AGV's Create smarter AGV's e.g. environment monitoring, Quality check
of product
Robot gripper Gripper actions, movement Typical auto- | Sensor / actor on the gripper
mation cycles
(8-32 ms)

The discussed use cases can be categorized into four
classes:

undesired situation occurs. The focus here is to moni-
tor crucial process parameters to realize an autonomous

control of the process. Wired sensor systems are cumber-

1. Real-time process monitoring and control with
wireless sensors

2. Quality check in real-time for process control

3. Cloud, high performance server, external
computation power

4. Flexibility & mobility

some and sometimes it is even not possible to place them
close enough to the process. 5G provides fast, reliable, and
wireless data transfer and therefore is one key element of
realizing modern closed-loop applications.

Category 2 introduces the concept of having inline quality

checks where the information can directly influence the

The first category includes use cases that need wireless
sensor systems to be placed very close to the process

or into a system as machines or machine parts and that
need a very fast reaction time to directly intervene if any

process chain. Doing so, errors in a process chain can be
easier located and the product can be checked at different
production levels.




Category 3 addresses the need for more powerful servers and
more processing power in terms of digitalization in industry.
Cloud architectures, virtualization, or edge cloud systems are
gaining more and more interest. Communication technologies
that easily connect between cloud and shopfloor must be
reliable and sometimes even real-time capable.

Category 4 looks at the mobility need of industry. Here, com-
munication technologies for mobile systems as AGVs or mobile
robots are required to provide a secure and reliable, real-time
control option.

Requirements for 5G closed-loop architecture

What are the most important requirements for communication
in 5G closed-loop architectures? In the ICNAP Community
different requirements in production for closed-loop manufac-
turing as security, reliability, data throughput, latency aspects,
mobility, and flexibility were discussed. In a spider diagram
each group defined the importance of the given aspects,
where close to the center means less importance and the
largest circle means a very high importance. All three groups
agree on reliability as a very important aspect. If data is not
transmitted reliably (e.g., gets lost on the way) in a closed-
loop, then also the control of the process is not reliable. In
theory, 5G offers data transmission with 99,999% reliability.

Security 5 Reliability

Datarate Latency

Flexibility Mobility

Security also is one aspect that the companies pointed out
as most important. For all other aspects (data rate, latency,
flexibility and mobility) the ICNAP companies opinions spread
between high and low importance, which can be interpreted
the following way:

Security and reliability are important for every kind of clo-
sed-loop setup. Without those two aspects a closed loop in
manufacturing cannot be realized. Data must be transmitted
reliably and securely. Depending on the specific use case for
a closed-loop, latency, mobility, data rate or flexibility are also
important. But those aspects strongly rely on the specific use
case and its requirements.

In general, there are several requirements that can be faced by
a 5G closed-loop setup:

= Wireless sensor

— Close to process

— Installed on moving parts

— Plug and play solution (being very flexible, temporary use)

Real-time capability

Reliable and secure data transfer

High mobility (long connection range, wireless)

Diverse QoS (slicing capability)

Connection to cloud systems

— Quick remote access to sensor data

— Usage of external computation power

— Fleet management (for companies with multiple produc
tion sites)



The BLISK — use case

One very concrete example for which a 5G closed-loop is
needed can be shown in the BLISK-use case. A BLISK (blade
integrated disk) is a turbine part for aviation and is produced
out of one metal block in a 5-axis milling process. The whole
system including the workpiece is rotating and moving during
the production process. Due to the fact that the blades of the
BLISK get very thin at a certain point of the milling process, the
use to start vibrating in their own resonance frequency which
then leads to chatter marks on the surface. To avoid it, the

vibration of the blades should be monitored during the pro-
cess, and spindle feed or speed must be adapted accordingly.
The requirements for a closed-loop to handle this are secure,
reliable and fast data transfer. Furthermore, there is the need
for wireless communication since no wired sensor can be fixed
on the workpiece during the process. The solution is a 5G
closed-loop with a wireless vibration sensor on the workpiece.




5G closed-loop architecture

Overview

For a 5G closed-loop architecture, four to six components can

be defined. The basic architecture needs the four components:

= (wireless) sensor platform: gathering data close to the
process

m 5@ transceiver: collecting sensor data and transferring it to
the 5G access site

m process control unit: controlling/ steering the machine
according to the control loops input

= industrial machine (tool): executing the production process

The basic loop goes from wireless sensor platform in the
machine via the 5G transceiver via Ethernet or direct 5G

1 ) Wireless Sensor Platform Ethernet
5 | Industrial Machine
[%])
>
2
=
©
a
4 | Process control unit
Hardware-based
5G

closed-loop control
CANopen

3 | Cloud, Edge-

connection to the control unit and from there back into the
machine. This basic variant of a 5G closed-loop can be exten-
ded with two more components:

m industrial cloud: data storage, processing and analytics
= external cloud: simulations, DT, Optimization Models,
Big data analysis, historical data storage, Al

Here, the data pipeline in the loop goes from sensor platform
via 5G transceiver via Ethernet to the cloud and from there via
5G back to the control unit and to the machine. The external
cloud is not directly included in the loop but can also feed back
information from outside into the loop.
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Test plan and performance measurements

For an extensive test plan a lot of different criteria can be
included, as for example tests on different layers of the pro-
tocol stacks, different devices, different device configurations,

different protocols, different situations like stress simulation,
different segments in the loop can be investigated and even
more. Such a test plan could look like the following:

Criteria Segment Situation Add-on
IP Layer: Latency, Jitter, Packet Loss 1-5/1-6 St, Si PF
Application Layer: Latency, Jitter, Packet Loss | E2E 1-5/1-6 St, Si, R PFP
Edge cloud performance 4 St

Connectivity 1-2,1-3,4-5

where St = Stress (Load generator), Si = Simulation of packet
loss, P = different sensor platforms or 5G transceivers,

F = different configurations of platform, P = different proto-
cols, R = raw data vs. preprocessing

Segments are here defined as following: 1-sensor platform,
2-5G transceiver, 3-5G Core, 4-Cloud, 5-control unit, 6-indus-
trial machine.

5G performance test plan and

The test architecture is chosen as a D2D (Device to Device)
communication from the sensor platform to a Linux Laptop.
The whole communication goes via 5G. Therefore, the sensor
platform and the Linux Laptop are each connected to a WNC
Router. As already mentioned no other components are

5G Core/
Basestation

WNC

Rasberry Pi 3 H WNC ’

- Router

The tests and testplan for this year’s study focus on the basic
architecture of a closed-loop setup (component 1,2,4 and 5)
and take the end-to-end parameter into account. With this
setup the communication part is highlighted and not mixed
with further components for which each is adding again laten-
cy and possible other effects.

methods

included inbetween, since the measurements shall give an
impression of the pure communication path via 5G without
further components adding latency or other effects. Fig. 3 is
presenting the setup for the 5G performance tests.

Hawkeye
Management




The test architecture is chosen as a D2D (Device to Device)
communication from the sensor platform to a Linux Laptop.
The whole communication goes via 5G. Therefore, the sensor
platform (Raspberry Pi 3) and the Linux Laptop are each con-
nected to a WNC Router. As already mentioned no other com-
ponents are included inbetween, since the measurements shall
give an impression of the pure communication path via 5G
without further components adding latency or other effects.

For the validation of the 5G performance in a closed-loop
(or D2D) scenario the following criteria were investigated:

= |atency (ms)
m Jitter (ms)
= Reliability (%) and Loss (%)

Therefore, three different test methods are used:

Hawkeye test software from Keysight technologies

Hawkeye is an active network monitoring platform that uses
active endpoints in the communication path. The endpoints
can be installed on Linux systems and can be physical, virtual
or cloud-based. With node-to-nodes tests synthetic traffic

can be sent from one endpoint to another, measuring latency,
jitter, throughput and more. The distributed endpoints are
managed by the Hawkeye management which is installed on
the Linux laptop for our 5G performance measurements. One
endpoint is installed in the Raspberry Pi. There are several test-
options in Hawkeye that can easily be selected by the web-
based GUI. Also, the test results can directly be visualized in
the Hawkeye management providing graphs, mean values, and
data sheets in csv format.

Latency & Jitter

Ping  Hawkeye UDP Thrp.

Ping Hawkeye UDP Thrp.

Hawkeye was used here with the so called “Network KPI bidi-
rectional” test for one-way latency and jitter. This test creates
synthetic traffic of 50 TCP packets/s with a packets size of
100kbps. The tests did always run for 300s.

Important: Due to one-way testing a time synchronization of
the devices must be ensured. This was done with ntp.

Ping-test

A "Ping” tests the network connection (the routing in the
network) operating on the IP layer of the protocol stack. No
specific software is needed. A Ping is the time difference of a
data package being sent to a receiver and the answer package
which is instantaneously sent back to the sender. So, it always
defines a round trip time (RTT). Packet size (here 50B) and
duration of the test (here 300s) can be defined. The Ping-test
was always running in parallel to the Hawkeye Network KPI
bidirectional test. The Ping values were stored in a csv file
(each 1s).

iPerf3 test

iPerf3 is a tool for active measurements of the maximum
achievable bandwidth, the loss and further parameters in IP
networks. It is based on a server-client architecture. It can
either be carried out with UDP or TCP packages. It can be run
for a specific time (-t option) and a specific amount of data
can be transferred (-n/-k option). For the 5G performance test
we choose 1000kbps, 100bytes and 3 min test duration. The
iPerf3 tests were done for UDP reliability measurements.

Reliability

iperf3 iperf3




Performance results and interpretation

NSA results

The NSA tests were executed on the 7th of October 2021.
Hawkeye and Ping tests were done in parallel to avoid an initial
peak for the routing time. This has been seen in several earlier
tests and can be avoided due to a continuous connection or at
least no longer breaks in between the measurements (<2min).
Otherwise, the device loses the routing and needs some initial
connection time at the beginning as can be seen in Fig. 5.

Hawkeye and Ping tests were performed to investigate latency
and jitter. Table 3 shows the results of ten Hawkeye and Ping
tests, displaying the average, min. and max. values for latency
and the average for jitter in milliseconds. For Hawkeye both

directions of communication are tested: from the Raspberry

Pi to the Laptop and the way round from laptop to Raspberry
Pi. The RTT value of the Ping test was always divided by two
for comparison. The overall average value for latency is around
11ms for the Ping test and around 12ms for Hawkeye. For

the Ping, latency values are within the range from 7,09ms —
20,43ms. For Hawkeye the values are within the range from
7ms — 19ms. Therefore, the jitter for the Ping test is slightly
higher (1,944ms) than for the Hawkeye test (1,11ms and
1,28ms).

In Fig. 6 one of the Hawkeye tests is shown as example. There
are no outstanding values. The latency values are smoothly
around their average values. Fig. 7 presents the latency values
from Table 3, comparing the Hawkeye and Ping average
values. The Ping test seems to be more stable around the

Latency
average.
40,
=4 To also test UDP packages in a 5G D2D communication anot-
her Hawkeye test was done, the so called “UDP Throughput
Z 3 with delay and jitter”. The package size was 100bytes and the
?g traffic 1000kbps. Also a ping test with UDP packages was per-
% 25 formed. The results can be found in Table 4 and are visualized
in Fig. 8.
24 "l
15
0 50 100 150 200 250 300
Time (s)
Ping (ms) Hawkeye (ms, from->to) Hawkeye (ms, to->from)
Avg. Min. Max. Avg.
[Testnr. |Latency Latency Latency Avg. Jitter |Avg. Latency |Min. Latency |[Max. Latency |Avg. Jitter [Latency Min. Latency |Max. Latency |Avg. Jitter
1 11,1 7,66 18,7 1,88 11,61 7 16 1 11,69 7 16 1,23
2 10,95, 7,47 17,32 1,81 11,73 7 17 1,02 11,73 8 15, 1,15
3 11,01 7,76 16,68 1,84 11,75 3 16 0,98 11,71 7 16 1,14
4 11,15 7,09 20,43 2,07, 12,05 8 16 1,38 12,11 8 18 1,07,
5 11,16 7,36) 17,31 2,04 11,8 6 15 1,37 12,18 7 17 1,09
6| 10,97, 7,27 17,2 1,87 11,75 3 16 1,31 11,95, 8 18 1,06
7 11,08 7,52 19,21 1,91 12,03 7 15 1,33 11,74 8 19 1,11
8| 11,17 7,46 19,91 2,04 12,09 7 16 1,36) 12,33 8 16 1,09
9 11,22 7,41 17,8 2,02 12,14 7 17 1,47 11,79 8 17 1,08
10j 11,06 7,43 18,19 1,96 12,06 5 17 1,57 11,67 8 16 1,08
Avg. 11,087 7,443 18,275 1,944 11,901 7 16,1 1,279 11,89 7,7 16,8 1,11
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UDP Throughput with delay and jitter (1000 kbps and 100 bytes)
Ping (ms) Hawkeye (ms, from->to)
Avg. La- Min. La- Max. Avg. Jitter | Avg. La- Min. La- Max. La- Avg. Jitter | Lost
Testnr. tency tency Latency tency tency tency
1 13,45 9,10 20,87 2,06 14,20 11 20 0,76 0
2 13,42 7,63 19,86 2,04 14,39 7 18 0,77 0
3 13,24 8,59 20,55 2,01 14,35 11 18 0,74 0
4 13,35 8,25 19,15 1,96 14,38 8 19 0,74 0
Avg. 13,37 8,39 20,11 2,02 14,33 9,25 18,75 0,75 0,00

Table 4: UDP throughput tests from Hawkeye and UDP ping tests for latency and jitter values
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Fig. 6: Hawkeye test for latency. There are no eye-catching values. The latency is smoothly around the average value.

One-way latency D2D in 5G NSA
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Fig. 7: Comparison of the latency results of Hawkeye and ping measurements.
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One-way Latency (UDP Throughput Ping)
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Fig. 8: UDP tests for latency in Hawkeye and with Ping

To investigate the reliability of the D2D communication in the
NSA network, iPerf3 test were made. Table 5 shows the values
of the ten iPerf3 measurements:

The overall average is at 99,997 % for the NSA network. This
is already very close to the theoretical expected reliability value
of 5G, which is at 99,999%. The reliability value ranges from
99,9953 % t0 99,9987%. There is no huge drop in reliability
and the values are stable (Fig. 9).

4,5 5

One-way Latency (UDP Throughput Hawkey f->t)

—— Min. Latency

Avg. Latency Max. Latency

Latency (ms)

0 1 2 3 4 5
Test number

1000 kbps and 100 bytes
Testnr. Loss (%) Reliability (%)

Sender | Receiver Receiver 5G Theory
1 0 0,0027 99,9973 99,999
2 0 0,0013 99,9987 99,999
3 0 0,0027 99,9973 99,999
4 0 0,004 99,996 99,999
5 0 0,0027 99,9973 99,999
6 0 0,0027 99,9973 99,999
7 0 0,0013 99,9987 99,999
8 0 0,0047 99,9953 99,999
9 0 0,0013 99,9987 99,999
10 0 0,004 99,996 99,999
Average 0,00274 99,99726

Table 5: iPerf3 measurements for the D2D NSA communication

Reliability D2D in 5G NSA

Experimental

99,9995

Theoretical Reliability

99,999
99,9985
99,998
99,9975
99,997
99,9965
99,996
99,9955
99,995

Reliability (%)

F
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4 5

6 7 10

Testnumber

ig. 9: Reliability of the NSA network compared to the theoretical 5G reliability value of 99,999%. Tests were done with iPerf3



Summary and outlook

Due to many upcoming manufacturing challenges like shorter-
time-to-market times, high quality and sustainability require-
ments on products and automation and digitalization aspects
in processes, closed-loops in manufacturing are becoming a
cornerstone for industry. In combination with 5G technology,
high reliable and flexible data-driven and adaptive production
with closed-loops might be possible.

In the frame of this study “5G for closed-loop manufactu-
ring”, different aspects of 5G closed-loops in manufacturing
were discussed. Within the first workshops a classification of
manufacturing use cases for 5G closed-loop systems has been
investigated. The following four categories were defined:

1. Real-time process monitoring and control with wireless
sensors

2. Quality check in real-time for process control

3. Cloud, high performance server, external computation
power

4. Flexibility and mobility

With regard to the requirements for closed-loops, two major
criteria were identified: security and reliability. Other require-
ments like mobility, latency, data rate or flexibility are strongly
depending on the specific use case.

The most basic setup for a closed-loop architecture exists out
of four components: the data acquisition tool, which is the
sensor platform, the 5G transceiver for wireless data transmis-
sion, the control unit and the industrial machine. The commu-
nication goes directly from data acquisition tool to the control
unit in form of a D2D communication via the 5G network.
Plenty of tests could be performed in such an architecture,
ranging from different layers, different devices over different

situations (simulations, stress etc..). In this study it was focused
and investigated on latency, jitter and reliability of 5G in such
a D2D communication, using different test methods. Ping and

Hawkeye tests were performed for latency and jitter. iPerf3
test were done to investigate into reliability. At Fraunhofer

IPT the 5G non standalone architecture was tested. The final
results of the networks tests in the basic closed-loop setup can

be seen in Table 6.

Characteristic | Test method NSA

Latency (ms) Ping 11,087
Hawkeye (f-t/t-f) 11,901/ 11,89
UDP Ping 13,37
UDP Hawkeye 14,33

Jitter (ms) Ping 1,944
Hawkeye (f-t/t-f) 1,279/1,11
UDP Ping 2,02
UDP Hawkeye 0,75

Reliability (%) iPerf3 99,9972

Almost in all characteristics, the NSA gets pretty good values.
This shows that NSA networks are already in a very stable
and established phase. Still, Ericsson and Fraunhofer IPT are
continuously investigating in the network’s optimization for

industrial usage.

5G closed-loops will play a huge role in industrial production
in future and so testing and investigation into this area must
go on.
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Introduction

With the increasing availability of powerful smart devices, new
optimization potential has increased in industrial production

in recent years. Modern smart devices have high computing
capacities in a small form factor and are equipped with an
ever-increasing number of sensors that enable them to interact
increasingly with the actual world. Nowadays, commercially
available smartphones or tablets can be used for a variety of
application scenarios, including in industrial production. One of
these application scenarios is the usage of Extended Reality in
production which offers significant potential to optimize exis-
ting processes and reduce many different types of costs. The
term Extended Reality summarizes the three terms Augmented
(AR), Mixed (MR) and Virtual Reality (VR) and is abbreviated
with XR in the report at hand. The three terms AR, MR and VR
can also be summarized under the term “Immersive Techno-
logies”. [7-10]

Although the usage of XR in production offers an enormous
potential for optimization, it is currently not yet widely used

in industry. The adoption of the technology is hampered by
its complexity, unclear benefits that can be achieved and a
lack of knowledge on possible use. Furthermore, companies
are lacking a clear process that specifies how to create and
implement XR applications in production. The motivation to
conduct a research study in the scope of the ICNAP can be
derived from the described circumstances: While the potential
which the adoption of XR in production offers is known in the
scientific community, adoption in industry is hampered by a
variety of constraints that need to be overcome to realize the
technology’s true potential. Therefore, a study was conducted
in ICNAP with the aim of creating a guidebook for the use of
XR in production. Over the course of the study, a five-step
roadmap was structured to offer the guidebook and lead users
through the entire process of implementing XR in production.

The guidebook provides theoretical knowledge about Exten-
ded Reality as well as best practices and use cases to address a
broad audience of interested ICNAP community members ans-
wering the research question “How to benefit from Extended
Reality in production?”

The following chapters are structed as follows: First, a brief
introduction to provide fundamental knowledge on the matter.
Second, the roadmap derived in the study is presented. The
following chapters are structured according to the roadmap'’s
structure and briefly describe each phase of the roadmap.
Finally, a conclusion is given with a summary of the conducted
study and a discussion of possible next steps to be taken.



Introduction to extended reality

In modern production facilities designed after the idea of a
networked, adaptive production, the integration of human
workers will always be highly relevant. Even with ever-increa-
sing automation and digitalization, a lot of steps in manufac-
turing are still conducted manually. Additionally, increasing
data availability and digitalization of production processes will
change the field of activity of human workers. Therefore inno-
vative technologies are required to integrate human workers
into networked, adaptive production facilities and connect
them with the virtual world. Augmented, Mixed and Virtual
Reality are technologies which enable a seamless integration of
human workers into the digitalized production. Fig. 1 explains
the terms and points out the differences between them.

The term AR is used when digital information (e.g., work inst-
ructions or data visualizations) are displayed within the user’s
field of vision. The communication between human and device
is unilateral, so that information can only be streamed from
the device to the user. In this way, the real world that the user
perceives, is augmented with additional information.

When real and virtual world are interconnected through a
bidirectional communication, the term MR is used. MR allows
users to interact with virtual elements that are displayed into
their field of vision. Thus, the difference between AR and MR
is that information is not only streamed from the device to the
user, but also feedback from the user to the device is possible.

In contrast to AR and MR, VR does not include interaction
with the real world. In VR, the environment (e.g. a production
facility) is completely modelled digitally and users exclusively
interact with the digital environment.

For this report, the abbreviation XR is used to describe all three
technologies described above. Over the course of the study, it
became apparent that the involved ICNAP parties prioritize the
use of AR and MR in production. Therefore, the focus of the
study was on the implementation and usage of AR and MR in
production. The main characteristic AR and MR share is that
they enable the precise provision of information to humans in
production. This is an improvement on the traditional method by
which information is provided in production (e.g. paper based).

Extended Reality (XR)

REAL
WORLD

Augmented Reality (AR)

Real world with digital information
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between device and user

Real world remains central to
the experience, enhanced by
virtual details

Mixed Reality (MR)

360
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Virtual Reality (VR)

[~

360

Reality and virtuality are inter-
connected, bilateral communication
between device and user

2

Interaction with and
manipulation of both the
physical and virtual environment

Completely digital environment

Fully enclosed, synthetic
experience without connection
to the real world



Holistic guidebook

Approach for creation of the guidebook

In order to enable production companies to make use of XR
applications a guidebook was created. The guidebook provides
guidance for the introduction of XR in all phases of industrial
production starting with the development phase and ending
with the production phase. The overall objective of the guide-
book is to provide answers to the research question “How to
benefit from XR in production?” For the creation of the gui-
debook, a stepwise approach was used. First, theoretical desk
research of the current state of the art was conducted to set
up a first draft of the guidebook. Afterwards the guidebook
draft was iteratively improved based on feedback from industry
application partners generated through practical workshops.
The main result of the study is a roadmap which structures the
content of the guidebook. This roadmap is pictured in Fig. 2.

The pictured roadmap models the entire process for the
implementation of XR applications in production, starting with
the analysis phase in which the identification of use cases and
objectives are conducted. Second, the design phase starts

Analysis

Use Case
Identification

Objective
Defintion

Rough Design Detailed

Design

Design

Development

Software Connectivity

containing the two intermediate steps of rough design and
detailed design. In this phase basic conceptual tasks are con-
ducted which are required to fulfill the desired use cases and
identified objective. Third, the development phase starts. In
this phase hardware, software, connectivity, and user experien-
ce requirements are considered and possible solutions approa-
ches are provided. In the fourth phase, the verification phase,
testing and solution verification as well as revision are carried
out to perform a first validation of the XR application. Finally,
the XR applications are put into operation in the operations
phase. Maintenance of software and hardware is also conduc
ted in this phase. At this point it is important to mention that
the derived roadmap can be used for both XR applications that
are bought by the companies that use them (for instance from
a solution developer) as well as solutions that are developed by
the companies that use them (for instance through an in-house
development department). The remainder of chapter four will
contain a closer look at each individual phase.

Operations

Application &
Maintenance

Revision
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Testing & Solution Validation

Verification




Analysis phase

Use case identification

The analysis phase starts with the identification of an XR use
case that is to be implemented. Use case identification consists
of four intermediate steps:

Preliminary use case identification
Management check

Stakeholder and feasibility check
Results and action plan

AWN

A step-by-step processing of these steps enables companies to
clearly identify XR use cases and thereby ensures a successful
implementation of the identified use cases.

Obijective definition

After the use case identification is finished, the more detailed
objective definition is carried out. Similar to the use case iden-
tification, four steps are performed:

Business objective

XR strategy

Assessment of economic benefits
Leadership commitment

PWN-=

A variety of methods can be employed to carry out the descri-
bed steps. As an example a business model description was
conducted using the Business Model Canvas (BMC) to demon-
strate how use case identification and objective definition

can be done. For this purpose, the BMC was applied to the
development of an AR/MR assistance solution for employees.

Design phase

The next chapter is divided into two sub-chapters with the first
one dealing with rough and the second with detailed design.
In the rough design phase, a first conceptual design of the XR
application is developed while the detailed design phase puts
the focus on the individual components of an XR application

Development phase

Hardware

For the selection of suitable hardware, research and assess-
ment of available hardware was conducted. Fact sheets cover-
ing 23 smart devices (smart glasses, smart phones and tablets)
were incorporated as a part of the guidebook to provide inte-
rested companies with a first reference point. The fact sheets
contain basic information on each device (e.g. information on
individual performance related components like processors,
weight, battery life and approximate price). This offers users
an introduction to the selection of hardware systems for the
implementation of XR applications.

Software

Next to the hardware overview, the guidebook also contains
a detailed overview of existing software systems that can be
used to either create or implement XR applications. Over the
course of the study, 20 fact sheets for different software solu-
tions were created and included in the guidebook.

Connectivity

The guidebook also covers specifications of necessary inter-
faces and connectivity requirements for dedicated XR appli-
cations. Next to the basic overview, wireless networking and
position determination standards are described and compared
to each other, enabling users to assess which standard suits
their own application scenario best.

User experience

Besides the technical facts, the guidebook also takes human
factors into consideration. In this sub-chapter, human and
health factors are covered. For aspects related to user expe-
rience, reference is made to ISO 9241 focusing on ergonomics
of human system interaction. Since health factors also play a
decisive role for the usage of XR in production, research was
conducted to summarize identified influences of usage of
smart devices on human workers in production.



Verification phase

The verification phase consists of testing and solution valida-
tion as well as revision of the developed application. In this
way, full functionality according to the previously determined
requirements is ensured.

Operations

Application

During the creation of the study, a variety of different use
cases were examined and discussed with industry partners. In
online workshops, five use cases were selected for in-detail
consideration through a voting session. The selected use cases
were assigned to individual phases of production (starting from

the design and planning phase to logistics). For each of the five
use cases, a fact sheet describing key facts, initial situations in
traditional manufacturing environments, business challenges
and solutions as well as application examples were created and
discussed with industry partners. Additionally, hardware and
software requirements as well as possible realization pipelines
and low, mid, and high solution possibilities were developed.
Since the detailed look at the use cases is supposed to provide
inspiration to the industry partners, the descriptions are as
generic as possible to cover a wide spectrum and as specific

as necessary to provide precise enough information. In this
way, users can employ them as a point of reference for own
developments.

Maintenance

In the final chapter, best practices for maintenance of both
hardware and software are described, providing companies
with information on how to ensure the functionality of their
solutions during daily usage.

Summary and outlook

This provides a brief overview of the holistic guidebook created
in the ICNAP Study “Extended reality applied for production
line industrialization”.

The guidebook is structured according to a roadmap which
was also developed over the course of the study. The roadmap
consists of five phases (analysis, design, development, verifi-
cation, and operations) and was iteratively verified by ICNAP
industry partners during the study. Each phase of the roadmap
is briefly described in the report. However, the authors of this
study advise to use the holistic guidebook for the creation and
implementation of XR applications in production.

Through the intense contact with industry partners for the
creation of the study, it became clear that one of the most
important bottlenecks for a broad use of XR in production is
the creation of XR content. Interested companies must create

the content which is then displayed in either AR, MR or VR.
Currently, this is an enormous obstacle since the creation of
XR content requires a high investment of time and money
which negatively influence the economic performance of XR
applications in production. Therefore, further research and
development are required to decrease the required effort for
the creation of XR applications. One method to realize this
objective, for example, is the creation of a pipeline which
might contribute to the automation of the development of XR
applications. One decisive element of such a pipeline would be
standardization approaches regarding data needed to create
the XR application. Therefore, focus on data standardization
possibilities is probably the most important point on which
research and development should be done.
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Introduction

Artificial Intelligence (Al) is expected to contribute up to

$ 15.7 trillion to the global economy by 2030 [11]. Applied

to the production context, Al and Machine Learning (ML) as

a subdomain have the potential to improve manufacturing
through multiple different applications [12]. However, studies
and surveys from practice show that a high percentage — more
than 95 % — of ML and Al projects fail [13]. An alternative
source indicates that 87 % of data science projects never make
it into production [14]. One major reason for this is that many
solutions are never being deployed. There are multiple last-mile
delivery problems occurring during the deployment of Al and
ML. Enterprises are discovering that it is easier to build Al than
it is to integrate it into existing processes [15]. In case of unsuc-
cessful deployments, companies waste a substantial amount of
resources as working hours of data scientists. Nonetheless, in
order to make use of a developed ML model it must be deploy-
ed to production. The goal of deployment is understood as
making a resulting model available in a specific environment in
order to make the results usable where they are needed. This
very step of deploying ML models into the running production
process proves to be enormously difficult due to numerous
technological but also organizational challenges. From a
technological point of view, a main challenge consists in the
constantly changing landscape of software tools for data and
Al applications. Organizational barriers for deployment include
the coordination between different roles and missing support
by business leaders.

The goal of the study “Deployment of ML and Al solutions in
the manufacturing environment” was to create a guideline for
a successful deployment of ML solutions in order to generate
added value in production.

In this report, a guideline was developed which supports com-
panies during the complex deployment process of ML models.
The guideline presents the relevant decisions and steps for
bringing an ML model into production. Broken down into five
components, the guideline covers all aspects of deployment
from collaboration between different roles identified during
the study to practical methods and software tools. The rele-
vance and usefulness of the contents of the five components
was demonstrated by an exemplary deployment based on an
existing ML model which was trained on a publicly available
data set from collaboration between different roles identified
during the study to the monitoring and retraining of models.
The ML model predicting the quality of products in the
manufacturing was wrapped into a web application to let the
end user interact with the model and retrieve the predictions,
monitor its behavior and retrain the model if necessary.



Deployment guideline

The deployment guideline consists of five components which
support the process of deploying Al and ML solutions into
manufacturing environments (Fig. 1). Beginning with the
competence analysis, the guideline describes the decisions and
actions that are necessary for the deployment design, the pro-
duction and testing, monitoring, and retraining. Indicated by
the arrows in the figure, there is a clear order for the execution
with a cyclical relationship existing between the three last
components.

A competence analysis is executed to identify the relevant
expertise for the deployment process followed by the deploy-
ment design which aims to define the system architecture.
Based on this, an application around the ML model is deve-
loped and tested in the productionizing & testing phase. The
developed application is then monitored in operation in order
to detect the need for retraining.

'

Competence
Analysis

Deployment Design

Productionizing &
Testing

In the following chapters, all five components are explained in
detail. On the one hand, relevant decisions and tasks including
considerations for the decision making and execution are pro-
vided from a methodological perspective. Thereby, underlying
concepts and relevant methods are introduced which make

up the generic character of the guideline and allow a transfe-
rability to a wide range of areas of application. In interactive
workshops with the study’s participants, the methodology was
validated with feedback being integrated into the development
of the guideline.

Monitoring Retraining



Component |: Competence analysis

By means of the competence analysis the following question
must be answered: What competencies need to be in place
within the organization to be able to successfully perform a
deployment of Al and ML solutions? Three types of expertise
are involved in the deployment: Process, data science, and
DevOps competence. Process experts need to provide their
knowledge about the production process and its relevance for
the business. Data scientists are responsible for building the
model, whereas DevOps experts are responsible for developing
software and operate it in the IT infrastructure. Data science
and DevOps can be analyzed in a combined way leading to
eight relevant dimensions (Fig. 2).

Roles

Strategy

As a result of a workshop, the introduced dimensions were
rated by participants on their importance. Data science tools,
methodology and scalability were identified as most important
factors for the study. This result was taken into account in the
development of the methodology over the course of the study.
Furthermore, the most relevant criteria for the community

for selecting a use case were determined. A suitable use case
needs to be transferable to other use cases, needs to pursuit
profit maximization as its goal and requires the availability of
resources.

Data science and DevOps competence can be measured in
form of a maturity model, which captures the status quo and
goal for each dimension for a specific company. This begins
by asking what strategy, roles, methodology, data awareness,
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data access, scalability, asset management, tools often look
like in companies and how all these aspects should look like.
The comparison of the actual with the goal state of data
science in an enterprise form the basis for the derivation of
measure to gain maturity in this area.

For the process competence, a business process analysis repre-
sents an efficient way to determine how an ML model can
create the highest value in actual use. Based on the defined
goal of deployment — making a resulting model available in

a specific environment in order to make the results usable
where they are needed — the goal of the competence analysis
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is to understand the underlying business process in terms of
clarifying what decision is being made and why, establishing
roles and responsibilities and identifying the constraints within
which the decision will be made.

When it comes to the collaboration aspect, many companies
suffer from the silo effect. This describes the effect that work
is often performed in isolation. Process experts, data scientists,
development experts and operations experts tend to have their
individual, department-wide goals fixed so that a collaboration
on topics outside of the regular scope is difficult. Enabling this
collaboration is a key challenge for successful deployment as
deployment relies on alignment between all involved roles to
deliver the best effect for the company. [16]



Component Il: Deployment design

In the deployment design the following question is answered:
How can the deployment system for integrating ML solutions
into the production environment be designed? As the goal of
the deployment design, requirements towards the ML deploy-
ment system architecture are determined. For this purpose,
five relevant parameters were identified and arranged in
conjunction with the respective options in a morphological
box (Fig. 3). By choosing one value for each parameter, existing
deployment architectures can be replicated, and new ones can
be created through the combination of options.

Based on the needs and restrictions of the specific use case, a
decision for each parameter must be made. Each option comes
with its own characteristics, advantages, and disadvantages.
Decision owners need to consider the different perspectives
described in the competence analysis.

Prediction Approach
How are predictions made?

Consuming Application
How are predictions consumed?

Model Serving
How are models served?

Learning Method
How are models updated?

Hosting Solution
How is the system hosted?

6%

Prediction approach

The design of the ML system is primarily impacted by the
necessity of real time capability. Predictions by batch are pre-
calculated based on a batch of input data with no real time
input possible [17]. Therefore computing can be spread out
according to available capacity [18]. Real time predictions are
triggered by a request or the appearance of a new data point.
Thus the availability of the service must be ensured during
peak loads including the planning of a failover system. Moni-
toring and debugging activities are more complex and time
critical resulting in higher cost [19]. The decision for or against
a prediction approach depends mainly on the maximum wai-
ting time in production. If no real time predictions are needed,
a batch system should be considered as it generates less com-
plexity and requires less maintenance effort. Another factor to
keep in mind is the latency of the calculation of predictions as
slow algorithms are not capable of making predictions in (near)
real time.

By batch
In real time

(ON©)

Web app (accessible via browser)
Native app (installed on device)

(ON©)

Embedded (into consuming application)
Separate (from consuming application)

(ON©)]

Offline
Online

(ON©)

On-premises
Cloud

(ON©)



Consuming application

For the end user of the predictions, the look and feel of web
apps and native apps might be very similar, but the choice has
a great impact on the system architecture. Web apps have the
advantage of being accessible from multiple different types

of devices via a browser. Through a network, predictions are
made available for users in different locations. In contrast,
native apps must be installed onto every device, but are opti-
mized for the specific platform and can run without network
connection. Limiting factors for native apps are the required
computing power and the higher development and operation
effort in comparison with web apps. These have the disadvan-
tage of not being able to access a device’s built-in features as
they are developed for cross-platform operation. The decision
regarding the consuming application mainly depends on the
type and variety of the used devices in production. [20, 21]

Model serving

One key parameter for the architecture is the degree of inte-
gration between the calculation and the consumption of the
predictions. If the ML model is embedded into the consuming
application, the predictions are calculated and consumed
within one single application [22, 23]. If the model is served
separately, the prediction results need to be delivered to the
consuming application. A common option for the prediction
result delivery is via a shared database. In case of wrapping the
model in a web service, predictions are commonly delivered via
a REST API which works according to a request-response prin-
ciple [24, 25]. In a streaming scenario, the model is deployed
separately but a continuous data stream is published to which
the consuming service can subscribe [26]. Relevant considerati-
ons for the decision regarding an embedded or separate model
serving include the required serving latency and scalability [27].
Calling an external service can increase waiting time. Howe-
ver, deploying additional ML models to production is easier

if models are served separately and the development and
operation of the services is decoupled. A further crucial aspect
is the induced complexity. Streaming model serving requires a
complex system set-up and is only recommended for situations
in which a streaming calculation of predictions in real time is
necessary.

Learning method

The learning method is a relevant parameter for the architec-
tural design as it defines if the ability of continuously training
a deployed model must be given. Online learning implies that
all new data points are fed to the model for updating purposes
before outputting a prediction. If the model is learning offline,
the training process can be treated separately from the predic-
tion process. Offline training reduces the required complexity
of the ML system. In contrast, online learning models are
updated as soon as new data is available and therefore require
uninterrupted monitoring of the performance which makes
the system more complex to handle. The selection of offline
or online learning can be regarded as an input from a previous
phase in the ML life cycle. [17, 28]

Hosting solution

As a final parameter of the deployment design, on-premises
and cloud hosting are available for selection. The set-up of

a deployment architecture is influenced by the way how the
responsibility of managing the whole system is distributed
between the organization itself and a cloud provider. Selecting
an adequate hosting solution depends on the circumstances in
a company. On-premises hosting requires sufficient knowled-
ge and resources to operate own servers and networks. The
more responsibility is given to external providers, the less effort
inside the company to manage hardware and software is invol-
ved. A trade-off between ease of use, cost, potential depen-
dency from an external supplier and data privacy is required.
The security of sensitive production data must be a top priority
for a company and is considered a crucial concern regarding
cloud solutions. [29]



Component llI: Productionizing and testing

The guideline component of production and testing provides
answers to the following question: Which implementation tasks
are necessary in order to make the ML solution available in the
production environment? After the design of the target ML
deployment system, the ML model is to be put into production.
Productionizing can be understood as a series of implementati-
on tasks to bring the prediction pipeline from the research into
the production environment with testing being a crucial aspect
for the successful productionizing process. A research environ-
ment is characterized by being separate from customer-facing
software, by being able to be taken offline to run and by not
focusing on scalability, reproducibility, and infrastructure plan-
ning. Production environments on the other hand are live and
accessible for the customer so that they cannot be taken offline
and experiments are difficult to run. Scalability, reproducibility,
and infrastructure planning represent key factors.

Developing an application around an ML model to allow the
access of the functionality which the model provides is unders-
tood as productionizing and testing. Therefore, the process

is similar to regular software development (Fig. 4). Nonethe-
less, in the case of ML the process is more complex than for
traditional software. In addition to dynamic changes of the
code, there are two more dimension of changes which are
data and the model itself [22]. Code changes include changes
in business needs, bug fixes and configuration issues. More
complexity comes into play through algorithms, training, and
experiments for the ML model. For the data dimension, the
scheme and volume of data may change over time such as the

sampling.
<>
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Develop

Plan

Define application
requirements

Create application based on
requirements
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In the following, the phases are explained with focus on the
ML-specific aspects. Generally valid aspects for all kinds of
software development processes are not treated in detail in
this report.

Plan

The required ML functionalities ranging from only outputting
predictions of a model to training new model versions need

to be defined exactly. It is also necessary to specify where and
how the data is preprocessed, either within the application or
before. In case of multiple ML models, there exist different rela-
tionships between models. Duplicate models perform the same
task and are suitable if the response time of one algorithm is
long so that a request can be distributed between the identical
models. Specialized models are multiple models with diffe-

rent areas of application, e.g., one for each product. In case

of stacked models, multiple models with different algorithms
are combined to form a more powerful predictive model. For
cascaded models, the traffic is routed to an alternative model if
a baseline model produces a prediction with low confidence or
a baseline model makes a first prediction and based on this first
prediction forwards the task to a specialized model (refine-
ment). Lastly, there are competing models with the allocation
of data traffic across several competing models. [22]

Release

Test

Define and execute tests on Roll out application to users

the application

)

Automate

Execute steps in an automated manner



Develop

In the develop phase, the code for the application is written.
To enable the required ML functionality the code that was
used for initially building the model must be transferred into a
runnable application. In this context, procedural programming
means that data preparation steps are implemented as sepa-
rate functions with no pre-defined structure and difficulties to
debug. As an advantage of this strategy, a lot of the original
modelling code can be reused. Alternatively, all preprocessing
steps and the model are brought into a pipeline structure
which is more time consuming to build but more efficient to
maintain. For ML applications, not only the code is tracked via
a source code management system, but also the model and
data require tracking. Data used for training a model must

be tracked and linked to the respective model version. Data
preprocessing steps as part of the data or the model require
tracking as well. The overall goal is to ensure reproducibility
of results. The key aspect of productionizing is the selection
of the ML model serialization format. This means to create a
model object that can be versioned, stored and retrieved to
make a prediction. Depending on the application different file
formats apply. Not only the model format is to be determined
but also the way the whole application is run. Packaging and
running the application in a Docker container ensures the cor-
rect execution of the app independently from the underlying
infrastructure and helps with operational issues such as load
balancing.

Test

Tests are responsible to ensure a high model quality and the
reproducibility between the research and production environ-
ment. In testing, there are the three dimensions (code, model,
data) and three levels (unit tests, integration tests and end-to-
end tests). Unit tests operate on atomic pieces of the codebase
and can be run quickly during development. Integration tests
are longer-running tests that observe higher-level behaviors
that leverage multiple components in the codebase. End-to-
end tests (E2E tests) replicate real user scenarios so that the
system can be validated.

Release

The application is rolled out to the users in the release phase.
Different strategies exist to replace Version A which is live in
production with new version B which is ready to be released
[25]. The basic recreate strategy describes that version A is ter-
minated and version B is rolled out. A ramped up release (also
known as rolling-update or incremental) describes that version
B is slowly rolled out replacing version A across instances. In

a blue/green release, version B is released alongside version

A and then all the traffic is switched to version B. A canary
release is characterized by version B being released to a subset
of users before proceeding to a full rollout. A/B testing is used
not for software release but to test features of the application
where version B is released to a subset of users under specific
condition. Lastly, a shadow release consists of the set up that
version B receives real-world traffic alongside version A but
does not impact the response before the traffic is switched
completely to version B [30, 31]. A complex roll-out strategy
increases the complexity but allows a safer deployment.

Automation

To increase speed and reliability of the process, the phases can
be automated in the sense of continuous integration and conti-
nuous delivery. Following the original definition by Jez Humble
and Dave Farley “Continuous Delivery is the ability to get
changes of all types — including new features, configuration
changes, bug fixes, and experiments — into production, or into
the hands of users, safely and quickly in a sustainable way".



Component IV: Monitoring

By means of the monitoring component, the guideline covers
the following question: How can the ML solution be monitored
in the production environment? Once in production, the ML
model application is to be monitored. Monitoring is needed

as every model deteriorates over time. Depending on the
specific application, the speed of the decay may vary. There are
several possible reasons for the decay. Data drifts describe the
phenomenon that distributions of input data (sensor data) or
output data (predicted quality) change. If the model loses per-
formance due to a change in the relationship between model
inputs and outputs, it is referred to as concept drift. Data drift
and concept drift can occur when comparing training and ser-
ving or when comparing two post-release moments in time.

Similar to the productionizing & testing, there is operational
monitoring focusing on the dimension code and ML-specific
monitoring focusing on the dimensions model and data. At
this point, the ML-focused monitoring is prioritized. The moni-
toring is divided into three levels which are built on top of each
other in form of a pyramid (Fig. 5).

Analyze

How to improve the system?

What is the system doing?

Understand

First, the system is to be understood by means of the three
pillars of observability: metrics, logs, traces [32]. Metrics are a
numeric representation of data measured over intervals of time.
The selection of metrics highly depends on the underlying ML
task. In case of binary classification for predicting a class out

of two available classes, common metrics include accuracy,
precision, recall and F1-score [33, 34]. For ML monitoring, the
same metrics as for the evaluation in the model building phase
are used. For operational monitoring, further technical metrics
come into application such as CPU and memory usage. The
second pillar is an event log which is an immutable, timestam-
ped record of discrete events that happened over time. Logging
the prediction input data is necessary to reproduce predictions
at a later moment in time and compare with a newer model
version. Furthermore, events such as requests and access by
users are registered for the operations monitoring. Traces
represent the third and last pillar of observability. A trace is a
representation of a series of causally related distributed events

= Root cause analysis

Monitor = Dashboards
Is the system working? = Alerts
= Metrics
Understand « Logs

= Traces



that encode the end-to-end request flow through a distribu-
ted system. It allows to capture the flow of requests through
the whole system to identify involved services in handling

the prediction request and to calculate latency times for each
request. Traces can be visualized in flow diagrams and are espe-
cially helpful in microservice architectures with many services
involved in making a prediction. Going one step further of
observability leads to explainability. In many cases an ML model
is a black box. Through the ability to explain and interpret the
model’s behavior aspects such as certification can be enabled.
Human-interpretable insights can mainly be achieved through
model coefficients. However, explainability does not work with
all types of algorithms, especially neural networks.

Monitor

The monitoring itself can be realized in form of dashboards
and alerts [35]. Dashboards give a high-level overview of a
system'’s state. In production environments dashboards allow
the top management to gain an overview of the current status
of the ML model performance in the production processes.
They can be integrated into existing programs or as a separate
service. Nonetheless, the concrete realization of dashboards
depends on the kind of architecture chosen in deployment
design and the existing infrastructure in a company. Alerts on
the other hand are nothing else than notifications of critical
conditions which based on pre-defined thresholds allow the
initiation of remedies. Defining suitable thresholds in form of
warning limits and intervention limits is a key aspect so that
the correct alerts are triggered. Dashboards and alerts can

be used both for operational and ML monitoring. Alerts are
directly addressed to the responsible entity which depends on
the origin of the alert.

Analyze

Once a problem is detected, a root cause analysis is needed to
identify the nature of the problem. If a problem occurs with
the hardware, the problem is fixed by the person responsible.
In production environments, operational problems include
broken sensors or machine failures. Maintaining the hardware
does not fall into the responsibility of the person conducting
the analysis, so that the problem is forwarded to the responsi-
ble entity. If the problem does not concern the hardware, it is
to be determined in the analysis whether the underlying prob-
lem is ML-specific. In case of issues of regular software, such as
bugs or low system performance, a step back to productioni-
zing & testing is made. If the problem is not of technical nature
but caused by the decrease of the ML model’s performance,
the last step of the methodology, the retraining, is realized.

For a root cause analysis, all available information in form of
metrics, logs and traces are used. Technical problems or ope-
rational performance issues are identified through error logs.
Standardized logging messages facilitate the analysis. As this
topic is also very relevant for traditional software, approaches
for automation and efficient execution of debugging are not
covered in detail at this point. Regarding the ML models, the
two described causes for ML model decay, data drift and con-
cept drift, need to be analyzed using logged data from real-life
production. Statistical testing allows to identify data drift and
outliers. Similarly, sophisticated methods can be applied for the
detection of concept drifts. [36]



Component V: Retraining

Retraining as the fifth and last guideline component aims to
answer the following question: Which retraining methods are
suitable for ML solutions in the production environment? As

a remedy to the unavoidable degradation of model perfor-
mance over time, models need to be retrained. Only through
retraining, a constantly high model quality can be achieved
[37]. Fig. 6 illustrates the relevant decisions made regarding the
retraining. These interconnected decisions refer to the trigger,
extent, and execution of retraining.

Trigger

We must determine when the retraining is triggered. Mainly,
there are two main approaches. The periodic option is that
the moment of retraining complies with a fixed schedule.
This periodic retraining is used for recurring events or strong
seasonal influences. Alternatively, the retraining is triggered
on demand based on pre-defined criteria. Retraining might be
triggered when alerts generated during monitoring in case a
warning limit or intervention limit is reached. Further options
include triggering the retraining before a prediction is made
for every new data point (online learning models) or even
based on a predictive ML model for predicting the optimum
retraining execution time. Furthermore, individual criteria for
triggering retraining (e.g. change in data engineering steps)
can be defined. [38]

b

Execution
How is the retraining executed?

= Manual
= Automated

Extent

Regarding the extent, retraining in the narrower and retraining
in the broader sense need to be distinguished. Retraining in
the narrower sense means that a model pipeline is retrained

on a new set of training data without making any changes to
the model itself. The pipeline containing data preparation steps
and the ML algorithm with its hyperparameters stays the same.
In the special case of online learning models, the algorithm is
trained with each new data point which does not require any
changes to the pipeline. However, depending on the identified
root cause, feeding the latest data into the existing model may
not be sufficient to achieve the desired performance. In this
case, redesign as retraining in the broader sense comes into
play. A whole new model pipeline is created including changes
to features, selected algorithm or hyperparameters. To ensure
that the new model is improved with respect to the detected
data drift or concept drift, the performance evaluation with the
same performance metrics as in modeling is crucial. [36, 38]

Execution

For executing the retraining there are two contrary approa-
ches. Automated retraining is executed in an automated
manner with no human intervention necessary. It can be
connected with alerts from monitoring to ingest automatically

Trigger
When is the retraining triggered?

= Periodic
On demand

Extent
How extensive is the retraining?

= Retraining on new data
= Redesign of pipeline



new data. For realizing changes to the model pipeline, the
automated approach is limited by the availability and maturity
of AutoML solutions. AutoML libraries aim to build the whole
pipeline from data preparation to hyperparameter tuning
automatically without supervision [39, 40]. Also, an automated
connection between retraining and monitoring can increase
the speed of model updates. Currently available AutoML tools
are not yet mature and performant enough to fulfill the task
satisfactorily in comparison to a manual model development.
In the manual case, activities for retraining models are execu-
ted manually by, e.g., a data scientist. This approach allows a
high level of freedom and customization for re modeling and is
suitable especially if the modeling was also executed manually.

As indicated before, the trigger, extent and execution of
retraining cannot be treated as separate decisions as they are
strongly interlinked. For example, an automated retraining on
new data works well when triggered by an alert from moni-
toring. Alternatively, a manual redesign of the pipeline after a
periodic schedule may be the best option for a given situation.

Summary and outlook

This report provides a guideline for the successful deployment
of ML and Al solutions in manufacturing environments. For this
purpose, the deployment is broken down into the five compo-
nents competence analysis, deployment design, productioni-
zing & testing, monitoring, and retraining. Relevant decisions
and tasks for each component are described in detail.

The study results presented in this report should encourage
companies to deploy their own ML models. Possible next steps
would be to identify suitable use cases in the organization

for applying the developed guideline. These include already

trained models which are ready to be deployed but also ML
projects which are currently in the modeling phase. In the
latter case, it makes sense to discuss the upcoming deployment
already during the development in order to detect possible
misalignments between research and production environment
and react at an early stage. Due to the generic character of the
methodology, suitable applications are not necessarily from
predictive quality applications but can originate from various
areas within manufacturing.
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Introduction

New technologies in terms of digital infrastructures are intro-
duced in the scope of Industrie 4.0 into the manufacturing
industry. The way manufacturing processes are developed,
executed, and handled has changed very dynamically in

recent years and the innovations are continuing. One of the
core technologies currently being intensively developed and
discussed are cloud systems. Either public or private clouds, but
also hybrid systems found their way into the manufacturing
environment. One of the greatest advantages of cloud systems
is the massive computing power they offer. The computing
resources needed in the automation industry were very low
until the past years. With new approaches for optimizing the
manufacturing processes using artificial intelligence, machine
learning or image processing algorithms, the need for higher
computing power has risen. Current deployments focus on
vendor specific, decentralized high performance edge systems
PCs, used for specific applications. Due to the specific confi-
guration and setup, these edge systems PCs can only be used
for one type of application. When the devices are not used,
the computation resources remain unused and cannot be
reallocated for other applications. Vendor specific hardware
systems are used widely in the automation industry resulting
in overcrowded machine and control cabinets. With the poor
availability of hardware in the past months and years, the
future shows the need on reducing hardware on the shopfloor.

This could be achieved by the virtualization of key applications
and deploying them dynamically per need. With the hardware
independent implementation of such applications and services,
they are no longer bound to run on dedicated systems. The
applications and services can be reallocated and deployed on
systems like cloud, edge cloud or on-premise systems which
have enough computing power and support the requirements
of the applications and services.

The ICNAP study “Virtualization for hardware independent
deployment of industrial applications” has the purpose to
make a first step in this direction and investigate the use of
cloud, edge cloud and on-premise devices for real time appli-
cations. The focus is the virtualization of the applications with
a spotlight on the hardware independent deployment. Since

industrial applications have specific requirements regarding

the reliability, latency and safety, the virtualized applications
need to be designed accordingly. Virtualized components and
microservices are commonly used in the IT space, however the
requirements for IT applications are highly different. In sense
of reliability and latency virtualized systems are facing the grea-
test challenges. The main goal of this study is to investigate
and implement a real time capable virtualized system.

This ICNAP study followed three phasis in development. First a
comprehensive analysis of technologies used for virtualization
as well as a market analysis on existing real time virtualiza-
tion technologies has been done. In parallel the use-cases for
deploying such real time virtualization systems were investi-
gated together with the ICNAP partners. In a second step the
implementation of a real time virtualization system according
to a selected use-case took place. Lastly the performance of
the implemented solution is measured and put in contrast with
the results of industrial real time solutions. This report divides
the three phases of the study in corresponding chapters and
gives an overview to the topic but can also be used as a guide-
line to try and test the implementation.

The research done on the status quo for real time virtualiza-
tion and the best practices in implementing them is summed
up. Further the first results of the performance measurements
done in test environments is included in this report and valida-
ted with common industrial solutions in the market.



State of the art

Virtualization technologies

Virtualization is a commonly used term and technology in the
IT industry. However, virtualization is not widely used in indus-
trial environments, so a definition can be given as follows:
Virtualization abstracts applications, guest operating systems
(guest) or data stores. The virtualized system is therefore inde-
pendent of the underlying hardware and software. Remaining
the identical behavior to non-virtual systems the same tasks
can be covered with virtualized systems. To achieve this, an
additional layer, called abstraction or virtualization layer, is
placed between the hardware and the virtualized system. This
layer contains a technology which emulates the hardware and
software objects. The resources of the underlaying system are
fully controlled, managed and distributed by this layer. In Fig. 1
the model of a traditional server architecture and a virtualized
server architecture can be seen. In a traditional server architec-
ture an operating system is located on top of the hardware.
The operating system provides the access to the hardware
resources for the overlaying applications. In virtualized server
architectures the virtualization layer is responsible for assigning
the hardware resources. [41]

Speaking about virtualization two main technologies need to
be differentiated: virtual machines (VM) and container. Not
only in the architecture but also in the way of deployment and
usage of these two technologies are different.

Virtual machines offer an isolated environment emulating a
computer system with access to physical hardware resources.
That means each VM emulates the hardware but also has

a separated access to the system hardware resources. The

APPLICATION

access to the hardware is granted through the hypervisor. An
important terminology in virtualization are host and guest
systems. The hardware infrastructure and native operating
system running on it is called host system. The VM deployed
on top of the host machine is called guest. A further import-
ant characteristic is that each VM has it's own kernel, guest
operating system, binaries and libraries. The operating system
deployed on a VM is therefore independent from the host OS.
An architecture for VMs can be seen in Fig. 2. As even the
kernel is emulated and separated for each virtual machine, a
Linux guest can be deployed for example on a Windows host
and vice versa. Several OS can be deployed in parallel on one
system without a change of the host systems kernel. In return,
VMs need more ressources and the size of VMs is in the range
of gigabytes. This leads to a slow start-up of a VM, where it
takes up minutes. The opportunity to run multiple VMs on one
host system is there, but this will highly affect the performance
of each VM and also the host system. [42]

With virtualization multiple systems can run on a single physi-
cal device. The applications are hardware independent and can
be deployed on a large set of device types. Therefore, the used
ressources can be distributed more efficiently and workload of
devices can be split up. Virtualized applications can be orches-
trated easier, as the running software is independent from the
hardware nodes. Another benefit of virtualization is the easy
scalability. Virtualized systems can be scaled and adapted per
need and a reallocation of the systems can be done without
any additional overhead. The decision on which virtualization
technnology is most suitable is highly depending on the appli-
cation and the use case. For this study the main focus is on
VMs, as the configuration in the sense of real time applications
is easier and already in use for VMs.

OPERATING SYSTEM

HARDWARE RESOURCES

Traditional computing architecture

HARDWARE RESOURCES

Virtualized computing architecture
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Real time virtual machines
and hypervisor

A hypervisor is a software which is used to create and run
virtual machines. The hypervisor isolates the host operating
system and resources, reallocates and shares these resources to
the virtual machines. The resources could be disk space, CPU
cores, RAM and network interfaces. There are basically two
main types of hypervisors. The architecture of these two types
is schematically shown in Fig. 3.

App 2

App 1

Hardware Resources

Hypervisors from type 1, also called “bare metal hypervisor”,
are running directly on the host hardware. The resources for
the VMs are scheduled directly. With these types of hypervi-
sors, the performance of the VMs can be higher, as there is a
direct access to the hardware. For real time applications the
type 1 hypervisors are more suitable.

Type 2 hypervisors, also called “hosted hypervisor”, are run-
ning on top of the host operating system. The hypervisor itself
is an additional software layer and is emulating the hardware
resources assigned to it. VMs running on top of these hypervi-
sors have a lower performance. Type 2 hypervisors are in most
cases linked to a type 1 hypervisor and offering an user inter-
face to manage the VMs. [43]

As there are a lot of different hypervisors from different ven-
dors on the market, a market analysis of existing hypervisors
was done. For this study the important KPIs are the type, the
pricing, and the real-time support. The hypervisor needs to be
from type 1, because the configuration of a type 2 hypervisor
would be limited and the performance of the VMs would be
much lower. The pricing should be open source, to be able to
test the hypervisor freely without any economic restrictions.
Of course, the hypervisor should also support real time. That
means in most cases, that the configurability of the hypervisor
is given and extended to directly assign CPU time or other
resources to the VMs. Regarding the mentioned criteria only
two hypervisors are fulfilling them. These are the hypervisors
KVM and RT-XEN.

App 1 App 2

Host Operating System

Hardware Resources

TYPE-1 HYPERVISOR

TYPE-2 HYPERVISOR



Implementation

Architecture of a machine tool use-case

Virtualization on a cloud system

In a first approach the deployment of the virtualized control
unit on a factory cloud was investigated (Fig. 4). The virtual
machine containing the application is deployed on the factory
cloud. The application is a data monitoring and control appli-
cation for milling machines. For this use-case the application is
running on top of a real time operating system QNX. The QNX
image is virtualized and is running inside a virtual machine. As
the factory cloud at IPT is running Linux distributions, we could
use the hypervisors KVM and RT-XEN. In the end, we decided
for KVM, as it’s already integrated into the Linux kernel. Addi-
tionally, a visualization for the monitoring data is located on
another on-premise device to give the operator more insights
into the process. The factory cloud then needs a real time com-
munication into the shopfloor. This could be granted via TSN

000000

(Time Sensitive Networking). As currently, most of the machine
equipment is not able to communicate via TSN, a gateway

is needed to forward the data to the control of the milling
machine. There are several opportunities to get this connec
tion. For example, via connecting to the HMI (Human Machine
Interface) or directly connecting to the PLC (Programmable
Logic Controller) of the machine. In this case we decided on a
connection via the S7-protocol to ensure the lowest latencies.
The sensor and control data are then received by the PLC of
the machine and this data can be read by the gateway. In this
architectural approach the most crucial thing is the commu-
nication part from the cloud system to the machine. Here the
needed low latencies for a monitoring and control application
needs to be ensured.

Digital twin
@Database

Data processing
@Virtual machines

Milling process

Real time VM

*  KVM as real time hypervisor

Sensor data

QNX image as guest OS

Data processing for monitoring

and control S7 protocol .
TSN .
NC
PLC
Gateway

Milling machine

Virtualization on an industrial PC

In a second approach the architecture for a virtualized system
near the machine was investigated. The virtual machine from
the first approach could also be deployed inside an Industrial
PC or another on local device, inside or near the machine.
The core benefit from this would be that the communica-
tion from the cloud to the shopfloor can be left out. As the

Factory cloud

Visualization

device hosting the virtualization is located close to the milling
machine a direct communication via e.g. the S7-protocol can
be established. Instead of an extra hardware device for the
gateway, a second VM could be set up to act as an gateway,
translates and forwards the data from the real time VM to the
machine PLC and vice versa. Accordingly to the first approach
an external visualization module can be set up on an on pre-
mise device. Here it could be an option to directly connect it



to the Industrial PC or to integrate it into the factory network
and remotely have access to the visualization. The difference
on existing hardware solutions which are also integrated into
the machine control cabinet would be, that the Industrial PC

Real time VM

¢ KVM as real time
hypervisor
QNX image as guest OS
Data processing for

000000
1 I

Milling process

monitoring
Sensor data
and control
S7 protocol
Gateway VM
NC
PLC

Edge PC

Milling machine

The test environment

In the scope of this study the defined architectures cannot be
implemented as a whole. because of dependencies to other
technologies, for example the TSN communication or the
coupling of the virtualized system with the machine PLC. This
study only did an early investigation if virtualized systems can
deliver similar latencies to native real time systems. Before
deploying all configurations of the hypervisor to the factory
cloud, they were tested, and benchmarks of the configurations
were made on a test environment.

The device to deploy the virtual machines is the on-premise

PC Lenovo ThinkCentre M600 Tiny. This PC is equipped with

the CPU Intel Pentium J3710. Choosing the right CPU is crucial
for implementing virtualization. The CPU needs to support the
virtualization. For Intel processors the Intel Virtualization Techno-
logy (VT-x) and for AMD processors the AMD Virtualization
(AMD-V) needs to be supported. The chosen CPU is supporting
VT-x and is therefore suitable. The Intel Pentium J3710 has 4
cores and 4 threads and is running on 1,60 GHz base frequency.
The benchmark of this CPU is according to www.cpubenchmark.
net at 1442 (Benchmark of Intel Pentium J3710. Comparable
CPUs are Intel Core i3-2100 or AMD Athlon 5350.

For the host operating system the newest Ubuntu version
Ubuntu 20.04 was used. Lower Ubuntu versions or other Linux

can host several virtualized applications from different vendors.
This has the benefit of reducing the extra deployed hardware
devices in the machine control cabinet.

Visualization

distributions could also be used, but the support for KVM
needs to be checked first.

From the two virtualization technologies, virtual machines are
chosen for implementation. For virtual machines the process
of assigning hardware resources is much more accessible than
for container. As containerized applications are separated with
an additional software layer, the methods are more complex to
implement and decrease the dynamics of a container.

KVM was selected as the hypervisor for virtualization. Not only
that KVM is already integrated into the Linux kernel, it also has
a better documentation [44]. The configuration of KVM can

be done easily through the Linux terminal and does not require
additional software. On top of KVM the virtualization API libvirt
[45] is used to enable the management of the virtual machines.
Additionally, the software virt-manager [46] is installed on the
host to create an user API to manage the virtual machines.

In the scope of this study and for the selected machine tool
use-case, the guest operating system has to be QNX. QNXis
a commercial Unix-based real time operating system, which
hosts the monitoring and control application for the use-
case. QNX is natively designed and developed for embed-
ded systems mostly running on processors with ARM type



architecture. The devices are installed inside the machine
control cabinet and are directly connected to the PLC of the
machine. One of the goals in this study is to virtualize and

deploy the QNX image in a virtual machine. The processor type
of the host system is a x86-type architecture and will show the
hardware independent virtualization of the image.

CPU pinning and configuration for KVM

What is CPU pinning?

Today most CPUs contain multiple cores. Earlier, each CPU had
only one core. With the rising demand for computation power
multiple cores were integrated into one CPU. The correct label
for CPUs containing more than one core is multicore processor.
Each of the cores is capable on computing one task at a time.

As for virtual machines the hardware is emulated, also the CPU
cores are emulated and called virtual CPU (vCPU). The hypervisor
then ensures that each vCPU is assigned computing time. For this
the capacity of the physical CPU cores is dynamically reallocated.
The concept of CPU pinning describes the configuration of the

Host system (without cpu pinning)

CPU pinning strategy for test environment

There are several strategies on CPU pinning and deployment
of the VMs. VMs can directly be pinned with all vCPUs to one
CPU. Or to raise the performance each vCPU can be pinned to
a single physical CPU. In the test environment we followed the
second approach to maximize the performance of our applica-
tion. The schematic overview of the CPU pinning is shown in
Fig. 7. In total, three VMs are deployed on the Lenovo Think-
Centre M600 Tiny. Two of them (VM1 and VM2) are defined
as non-real time VMs. All VMs contain two vCPUs. In the case
of the non-real time VMs the vCPUs of both VMs are pinned

hypervisor to statically pin a vCPU to a physical CPU. With that
the tasks of the vCPU of the specified VM are prioritized in the
physical CPU core and a more deterministic computation of the
tasks is ensured. In Fig. 6 the concept of CPU pinning is described
in short. On the left side the vCPUs of VM1 and VM2 are not
pinned. The physical cores of the host CPU are used randomly
without any prioritization. On the right the VMs are shown with
pinned CPUs. The vCPU1 of the real time VM are pinned to the
CPU core 1, the vCPU2 of the real time VM is pinned to the CPU
core 2 and the non-real time VM is using the CPU cores 3 and 4
randomly. With this kind of pinning of the CPUs the execution
priority of the tasks of the real time VM is enhanced.

Host system (with cpu pinning)

to the CPU cores 3 and 4 of the host CPU. For the real time
VM the two vCPUs are pinned separately. The vCPU1 is pinned
to the CPU core 1 of the host and vCPU2 is pinned to the CPU
core 2 of the host CPU. With this pinning strategy it is simula-
ted that more VMs are running on single system but not all of
them are scheduled for real time applications. During the tests
the pinning on different CPUs was investigated. The results

of the variation of pinned CPUs showed that there are minor
differences in which cores are pinned. Even if these enhan-
cements are not quite noticeable it would be important for
future projects. The measurements for this study were done on
the CPU cores with the best results.



Lenovo ThinkCentre M600 Tiny

Summary and outlook

In the scope of the study “Virtualization for hardware inde-
pendent deployment of industrial applications” the possibilities
and boundaries of virtualization for an implementation of real
time applications were investigated. With virtualization the
industrial applications can be deployed dynamically on diffe-
rent hardware systems. The advantages of different hardware
systems, like computing power, memory and disk space can be
used by need.

The most crucial point in virtualization is the latency added
on top, by abstracting the software layer. There are different
methods to lower the latency of these systems. In this study
the configuration of the hypervisor for virtual machines was
implemented and tested. By configuring the hypervisor, the
assigned hardware resources like the execution orders in the
processor can be optimized. With this process called CPU
pinning we were able to lower the latency of a virtualized
system by ~74%. By mapping these results on an edge cloud
a maximum latency of ~723ps could be achieved. This value
is for sure not close to native real time systems. As most

of the native real time systems are used for hard real time
applications like motion control, it is understandable that the
latency needs to be in a very low ps range. But there are a lot
of applications which are not necessarily running below the
1ms latency range. For this type of applications, an edge cloud
system can be used and integrated into the process.

To investigate the feasibility of the use of cloud systems in the
field further studies need to be carried out. Especially not only
performance tests of a single VM but of the whole system
need to be done. Considering the whole system there are
requirements of other modules that need to be covered.

Starting with the communication from and to the real time vir-
tualized system. The communication also needs to support real
time in order to deliver the expected data at time. Further, the
end devices, that means on the one site the device which hosts
the virtual system, as well as the end device on the shopfloor,
for example a gateway need to support the real time commu-
nication protocol. As cloud systems natively run in IT networks
and don’t support fieldbus systems, an approach could be

to use TSN for the real time communication. In that case the
gateway on the shopfloor also needs to support TSN.

Mentioning the gateway, which is not included in current field
systems, this also needs to be implemented and connected to
the machine or other field devices. The gateway itself must be
designed to pass the data also in real time to the field system.

If these requirements could be met, a virtualization of indus-
trial applications is possible and can be integrated into the
shopfloor. But to underline it, the use of virtualization is highly
use-case dependent and needs to be investigated separately
for each use-case.
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