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Abstract
In most optimization problems relevant for industrial applications, decision-makers require
an overview on multiple criteria to assess the quality of a solution. For example, in supply
chain optimization one needs to consider the minimization of costs as well as the avoidance
of risks regarding supply safety. Additional goals include measures for sustainability, quality,
and customer satisfaction. Since these criteria cannot be all simultaneously fulfilled with their
optimal value, compromise solutions are needed. The core task of a multicriteria optimization
algorithm is the computation of this set of best compromises, called Pareto frontier. Supply
chains are modeled as mixed-integer problems because they contain both discrete decisions
such as a choice of suppliers, as well as continuous decisions in form of supply amounts. These
models can be based on time-expanded networks with vertices and edges.
Since the Pareto frontier can have infinite cardinality in general, practical applications require an approximation with a finite representation system. These representation systems can
then be used by decision-makers to explore the Pareto frontier and make an informed choice.
In order to be efficient, approximation algorithms should use representation systems that are
as small as possible while maintaining the required precision.
This thesis develops methods to compute such a succinct approximation effectively. The
proposed algorithms enable the approximation of Pareto frontiers corresponding to mixedinteger problems with two to five criteria, including supply chain models.
In the first part of the thesis, a new approximation algorithm is developed for bicriteria
mixed-integer problems with convex constraints and objectives. In each step, the proposed
method adds to the approximation an infinite number of solutions. These sets of solutions,
called patches, share an assignment to the discrete variables. The search for a patch is formulated as a single-criteria mixed-integer problem. As an approximation quality measure, the
difference volume between the approximation and the true Pareto frontier is used. We show
that the number of iterations of the algorithm is only by a logarithmic factor larger than the
theoretical minimum given by the number of patches required for an approximation with the
achieved quality. This implies a near-optimal convergence. Furthermore, we use numerical
experiments and comparisons to other algorithms in the literature to show that our algorithm
has a competitive running time in practice.
In the second part, we consider the ε-indicator, which is widely used as a quality measure
for the approximation of Pareto frontiers. It measures the distance between the approximation
and the true Pareto frontier. Despite the popularity of the ε-indicator, no exact computation
scheme for it is available in several important cases. This thesis addresses this gap by developing
a new algorithm for computing the ε-indicator of an important type of approximations while the
true Pareto frontier is only implicitly known. The considered approximations, which consist
of a union of polyhedra, are generated by many multicriteria algorithms for mixed-integer
programs. By reformulating the computation of the ε-indicator as an optimization problem,
its value can be computed significantly faster than the approximation itself. Based on this
characterization of the ε-indicator, a new algorithm is developed for the approximation of
multicriteria problems which have an arbitrary number of criteria. This algorithm outputs in
each iteration the precise value of the ε-indicator for the current approximation which enables
precise control of the approximation quality by the user. The core part of obtaining the
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algorithm is an analysis of the geometric structure of the set dominated by an approximation.
In addition to a theoretical analysis, we perform numerical experiments to show that our
algorithm performs well on practically relevant problems, in particular with more than three
criteria.
In the third part, we discuss how to apply robust multicriteria optimization to problems
arising from supply chain management. With the proposed modeling approach, both robust
and multicriteria aspects can be considered simultaneously. Various examples of models are
used to show how the resilience of supply chains and uncertain objectives can be integrated into
an implementation. The algorithms of the first two parts of this thesis effectively approximate
the corresponding Pareto frontiers which further illustrates their practical relevance.
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Zusammenfassung
In praktisch relevanten Optimierungsaufgaben gibt es meistens mehr als ein Kriterium, um
die Güte einer Lösung zu bewerten. So ist beispielsweise bei Lieferketten nicht nur die Minimierung der Kosten relevant, sondern auch die Senkung der Risiken bezüglich der Versorgungssicherheit. Weitere Ziele können hinzukommen; unter anderem Nachhaltigkeitsaspekte
wie CO2 -Emissionen. Da diese Kriterien nicht alle gleichzeitig den bestmöglichen Wert erreichen können, müssen Kompromisslösungen gefunden werden. Aufgabenstellung der multikriteriellen Optimierung ist, die Menge der Lösungen mit optimalen Kompromissen, der sogenannten Pareto-Front, zu ermitteln. Da in Lieferketten diskrete Entscheidungen, wie die Auswahl
von Zulieferern, auf kontinuierliche Variablen in Form von Liefermengen treffen, handelt es sich
um gemischt-ganzzahlige Probleme. Modelliert werden können Lieferketten mit einem zeitexpandierten Netzwerk bestehend aus Knoten und Kanten.
Da die Pareto-Front eine unendliche Kardinalität haben kann, sind Approximationen der
implizit gegebenen Pareto-Front mit endlichen Repräsentantensystemen nötig für die praktische Bearbeitung multikriterieller Aufgaben. Diese Repräsentanten können dann Entscheidern
für die Auswahl einer Lösung zur Verfügung gestellt werden. Ein Ziel der Algorithmen ist, die
Anzahl notwendiger Repräsentanten, z. B. für eine stückweise lineare Darstellung, möglichst
gering zu halten.
Die vorliegende Arbeit entwickelt verschiedene Methoden, um solch eine Approximation
effizient zu berechnen. Die beschriebenen Algorithmen ermöglichen die Anwendung auf höherdimensionale Probleme mit etwa 2 bis 5 Kriterien, wie auch die eingangs beschriebene
Optimierung von Lieferketten.
Im ersten Teil der Arbeit wird ein neues Approximationsverfahren für bikriterielle gemischtganzzahlige Probleme mit konvexen Bedingungen und Zielfunktionen entwickelt. Dieses baut
darauf, in jedem Schritt implizit eine unendliche Menge von Lösungen mit geteilter Belegung
der diskreten Variablen, einem sogenannten Patch, zur Approximation hinzuzufügen. Das Finden eines solchen Patches wird als einkriterielles gemischt-ganzzahliges Problem formuliert.
Zur Analyse der Approximationsqualität wird das Differenzvolumen zwischen der Approximation und der wahren Pareto-Front herangezogen. Ein nahezu optimales Konvergenzresultat
wird mittels eines Vergleiches zur inhärenten Komplexität der Instanz gezeigt, nämlich der
Anzahl an Patches, die eine Approximation zur Erreichung einer gewissen Qualität mindestens
benötigt. Es wird bewiesen, dass der Algorithmus nur um einen logarithmischen Faktor mehr
Berechnungsschritte und Patches benötigt als durch dieses theoretische Minimum gegeben ist,
um die äquivalente Approximationsqualität zu erreichen. Zudem wird mittels numerischer Experimente und Vergleiche zu bestehenden Algorithmen aus der Literatur illustriert, dass der
Algorithmus auch praktisch eine konkurrenzfähige Laufzeit hat.
Der zweite Teil der Arbeit beschäftigt sich mit einem Qualitätsmaß für die Approximation
von Pareto-Fronten, dem ε-Indikator. Trotz dessen großer Verbreitung ist ein exaktes Berechnungsverfahren für viele relevante Fälle bisher in der Literatur nicht vorhanden. Die Arbeit
begegnet dieser Lücke mit der Entwicklung eines neuen Algorithmus, welcher den ε-Indikator
für Approximationen bestehend aus Polyedern berechnet, während die wahre Pareto-Front nur
implizit bekannt ist. Erreicht wird dies mittels einer Reformulierung des ε-Indikators als Optimierungsproblem, wodurch die Berechnung der Approximationsqualität signifikant schneller als
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die Erzeugung der Approximation wird. Aufbauend auf der Charakterisierung des ε-Indikators
wird ein weiterer Algorithmus entwickelt, der Approximationen für Probleme mit beliebig vielen Kriterien und beliebiger Struktur ermöglicht. Charakteristisches Merkmal dieses Algorithmus ist, dass in jeder Iteration der exakte Wert des ε-Indikators der aktuellen Approximation
angegeben wird. Dies ermöglicht eine präzise Steuerung der Approximationsqualität, die auch
bei einem frühzeitigen Abbruch des Algorithmus garantiert werden kann. Das Verfahren beruht auf einer Analyse der geometrischen Struktur der von einer Approximation dominierten
Menge. Mittels eines numerischen Vergleiches zu anderen Algorithmen wird nachgewiesen, dass
der Algorithmus auch für praktisch relevante Probleme effektiv ist, insbesondere bei mehr als
drei Kriterien.
Im dritten Teil der Arbeit wird die Anwendung von robuster multikriterieller Optimierung
am Anwendungsbeispiel der Lieferketten beschrieben. Dafür werden Modellierungsansätze beschrieben, die robuste und multikriterielle Aspekte kombinieren. Für diese in der Literatur
bisher oft nur in der Theorie beschriebenen Konzepte werden die konkrete Umsetzung sowie
die Relevanz für praktische Fragestellungen diskutiert. Anhand zahlreicher Beispiele, in denen
Unsicherheiten und Risiken in Lieferketten auf mehrere Kriterien treffen, wird die Implementierung und Interpretation dieser Konzepte erläutert. Zur Approximation der entstehenden
Pareto-Fronten werden die in dieser Arbeit entwickelten Verfahren eingesetzt, womit die Praxistauglichkeit der beschriebenen Methodik demonstriert wird.

vi

Contents
1 Motivation and summary
1.1
Optimizing supply chains via patches . . . . . . . . . . . . . . . . . . . . . .
1.2
Precisely controlled approximation of Pareto frontiers . . . . . . . . . . . . .
1.3
Summary of the chapters . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2 Concepts of multicriteria optimization
2.1
Basics of multicriteria optimization . . . . . . . .
2.1.1 Problem types . . . . . . . . . . . . . . . .
2.1.2 The need for approximation . . . . . . . .
2.2
Literature review . . . . . . . . . . . . . . . . . .
2.2.1 Approximation quality . . . . . . . . . . .
2.2.2 Algorithms for multicriteria optimization .
2.2.3 Relationship to other mathematical areas .
2.3
Challenges in multicriteria optimization addressed

1
1
4
7

.
.
.
.
.
.
.
.

9
11
13
13
15
15
17
20
21

3 Adaptive Patch Approximation Algorithm for Bicriteria Convex Mixed Integer
problems
3.1
Motivation and concepts . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.1.1 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.1.2 Motivation and goals for our algorithm . . . . . . . . . . . . . . . . .
3.1.3 Results and organization of this chapter . . . . . . . . . . . . . . . . .
3.2
The complexity of approximating Pareto frontiers with patches . . . . . . . .
3.2.1 Bicriteria convex mixed-integer problems . . . . . . . . . . . . . . . .
3.2.2 Patches . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.2.3 Measures of approximation quality . . . . . . . . . . . . . . . . . . .
3.2.4 Patch complexity . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.3
The Adaptive Patch Approximation Algorithm . . . . . . . . . . . . . . . . .
3.3.1 The iterative improvement approach . . . . . . . . . . . . . . . . . . .
3.3.2 Ingredients for the analysis: lower envelopes and Pareto frontiers . . .
3.3.3 Convergence bound . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.4
Efficiently computing segment patches . . . . . . . . . . . . . . . . . . . . .
3.4.1 Finding good segment patches by maximizing improvement . . . . . .
3.4.2 Establishing optimality of the algorithm . . . . . . . . . . . . . . . .
3.5
Numerical evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.5.1 Computational configuration . . . . . . . . . . . . . . . . . . . . . . .
3.5.2 A convex-quadratic problem . . . . . . . . . . . . . . . . . . . . . . .
3.5.3 A nonlinear convex problem . . . . . . . . . . . . . . . . . . . . . . .
3.5.4 Computational results on linear mixed-integer problems . . . . . . . .
3.5.5 Behavior on pure integer programs . . . . . . . . . . . . . . . . . . .
3.6
Conclusion and future work . . . . . . . . . . . . . . . . . . . . . . . . . . .

23
23
25
26
26
27
27
28
30
31
32
32
34
36
38
40
43
48
48
49
50
50
54
55

Appendices
A 3.1 Proof of Proposition 3.3.5 . . . . . . . . . . . . . . . . . . . . . . . . . . . .

57
57

. . . . . . . .
. . . . . . . .
. . . . . . . .
. . . . . . . .
. . . . . . . .
. . . . . . . .
. . . . . . . .
by this thesis

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

vii

Contents
A
A
A
A
A
A

3.2
3.3
3.4
3.5
3.6
3.7

Construction of linear inequalities to approximate the
Convex-quadratic benchmark problem . . . . . . . .
Nonlinear convex benchmark problem . . . . . . . . .
Benchmark problem of Mavrotas and Diakoulaki . . .
Capacitated facility location problem . . . . . . . . .
Biobjective Assignment problem . . . . . . . . . . . .

logarithm
. . . . . .
. . . . . .
. . . . . .
. . . . . .
. . . . . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

58
60
61
61
62
62

4 Precise control of approximation quality for multicriteria problems
4.1
Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.1.1 Literature Review . . . . . . . . . . . . . . . . . . . . . . . .
4.1.2 Results of this chapter . . . . . . . . . . . . . . . . . . . . .
4.1.3 Notation . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.2
The ε-indicator, an approximation quality measure . . . . . . . . .
4.2.1 Defining the ε-indicator . . . . . . . . . . . . . . . . . . . . .
4.2.2 Complexity of computing the ε-indicator . . . . . . . . . . .
4.3
Algorithms to compute the ε-indicator . . . . . . . . . . . . . . . .
4.3.1 Reformulation to an optimization problem . . . . . . . . . .
4.3.2 Decomposing the model . . . . . . . . . . . . . . . . . . . .
4.3.3 Segment-wise method . . . . . . . . . . . . . . . . . . . . . .
4.3.4 Full reformulation method . . . . . . . . . . . . . . . . . . .
4.4
Special cases in computing the ε-indicator . . . . . . . . . . . . . .
4.4.1 The bicriteria case . . . . . . . . . . . . . . . . . . . . . . .
4.4.2 The case of a finite set of points . . . . . . . . . . . . . . . .
4.5
A point-based algorithm for Pareto frontier approximation . . . . .
4.6
Numerical experiments . . . . . . . . . . . . . . . . . . . . . . . . .
4.6.1 Configuration . . . . . . . . . . . . . . . . . . . . . . . . . .
4.6.2 Benchmark problem . . . . . . . . . . . . . . . . . . . . . . .
4.6.3 Evaluating the dependence on the number of segments . . .
4.6.4 Measuring quality of existing approximations . . . . . . . . .
4.6.5 Performance of the Pareto frontier approximation algorithm
4.6.6 Comparison between the proposed algorithms . . . . . . . .
4.7
Conclusion and outlook . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

63
63
64
66
66
66
66
68
72
72
75
76
76
77
77
80
83
84
84
84
85
85
86
88
89

5 Robust multicriteria optimization of supply chains
5.1
Challenges in optimizing supply chains . . . . . . . . . . .
5.1.1 Related work . . . . . . . . . . . . . . . . . . . . .
5.1.2 Organization of the chapter . . . . . . . . . . . . .
5.2
Modeling resilience in supply chains . . . . . . . . . . . . .
5.2.1 Scenario-based modeling of uncertainties . . . . . .
5.2.2 A three-stage model for resilience . . . . . . . . . .
5.3
Multicriteria robustness concepts applied to supply chains
5.3.1 Worst-case robustness . . . . . . . . . . . . . . . . .
5.3.2 Multicriteria regret . . . . . . . . . . . . . . . . . .
5.3.3 CVaR objectives . . . . . . . . . . . . . . . . . . . .
5.3.4 Objective-wise combination of models . . . . . . . .
5.4
A flexible supply chain modeling framework . . . . . . . .
5.4.1 Classification scheme . . . . . . . . . . . . . . . . .
5.4.2 General model . . . . . . . . . . . . . . . . . . . . .
5.4.3 Creating a corresponding MIP-formulation . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

91
91
93
97
97
98
98
101
101
101
102
103
103
103
104
105

viii

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

Contents
5.5

5.6

5.7

Model components . . . . . . . . . . . . . . . . . . . .
5.5.1 Nominal constraints . . . . . . . . . . . . . . . .
5.5.2 Mitigation constraints . . . . . . . . . . . . . . .
5.5.3 Objective functions . . . . . . . . . . . . . . . .
5.5.4 Incorporating sustainability . . . . . . . . . . .
Examples of applications . . . . . . . . . . . . . . . . .
5.6.1 Generation of example data . . . . . . . . . . .
5.6.2 Software tool for comprehensive analysis . . . .
5.6.3 Pareto frontiers of example problems . . . . . .
5.6.4 Case studies for robust multicriteria applications
5.6.5 Running time benchmarks . . . . . . . . . . . .
Conclusion . . . . . . . . . . . . . . . . . . . . . . . . .
5.7.1 Outlook on the robust multicriteria approach . .

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

106
106
107
109
111
111
111
112
114
118
120
121
122

6 Conclusion and future work
123
6.1
Obtained results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 123
6.2
Further research questions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124
Bibliography

127

7 Additional information
137
7.1
List of publications by the author . . . . . . . . . . . . . . . . . . . . . . . . 137
7.2
Curriculum Vitae . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 138
7.3
Wissenschaftlicher und beruflicher Werdegang . . . . . . . . . . . . . . . . . 138

ix

List of symbols and abbreviations
Symbols
R

set of real numbers

R

extended real number line R ∪ {−∞, +∞}

N = {0, 1, 2, . . . }

set of natural numbers

K∈N
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Motivation and summary

1.1

Optimizing supply chains via patches

Real-world optimization problems are in most cases inherently multi-criteria: decision-makers
have to find a balance between multiple goals. This is especially the case in our application area
of supply chains where a trade-off between the conflicting goals of reducing costs and ensuring
robustness against various risks has to be found. Apart from the modeling challenges of such
multicriteria robust optimization problems, which are discussed in chapter 5, the mixed-integer
nature of supply chain problems poses significant algorithmic challenges.
Supply chain problems typically contain both continuous and discrete decision variables.
Continuous variables correspond to amounts of material sent through the supply chain network.
Important choices in a supply chain, such as a selection of suppliers, facility location decisions,
or choices of transportation modes, can only be represented with discrete variables, which are
typically modeled as binary or integer variables. These discrete variables are essential to supply
chain optimization since, for example, organizational constraints force companies to limit the
distinct number of suppliers, products, and materials used in a supply chain plan.
Supply chain problems are thus inherently mixed-integer problems with significant portions
of both types of variables. Hence, two supply chain designs cannot be naively convex combined.
This effect can already be seen in simple cases: For example, in a supply chain planning problem that requires choosing exactly one supplier, convex combinations of individual solutions
fulfilling this requirement are not guaranteed to fulfill it too, as illustrated in Figure 1.1. At
the same time, the continuous variables still provide significant opportunities to influence all
objectives even when the discrete variables are fixed.

s1

d1

s2
Suppliers

d2
Shipping lanes

Demand
sites

+

s1

d1

s2
Suppliers

d2
Shipping lanes

Demand
sites

convex combination:
s1
s2

d1
d2

Figure 1.1: Illustration of two supply chain plans and their convex combination. Note that the
convex combination uses more suppliers than the individual solutions, possibly
violating a limit on this number.
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Fortunately, most natural objective functions and constraints in supply chain optimization
are convex. Thus, we can assume from now on that all constraints and objective functions
of our multicriteria mixed-integer problem are convex and that the optimization direction for
each objective is minimization. Due to the discrete variables, the set of feasible solutions,
as well as the Pareto frontiers, are, however, still highly nonconvex. This fact makes the
multicriteria optimization of the problem challenging, already in the typically studied special
case of mixed-integer linear programs. In contrast to the approximation of convex continuous
multicriteria optimization problems, our case of convex mixed-integer problems is significantly
more complex.
However, with a closer look, we can still make use of the convexity present in the problem
formulation. The key observation we make use of, is the fact that convex combinations of
solutions that share the assignment to the discrete variables are feasible. By convexity of
the objective functions, also the image point of a combined solution is in each component
not larger than the convex combination of the individual image points. Hence, by convex
combining two individual solutions we can already create an infinite amount of feasible points
in objective space as illustrated in Figure 1.2. Such patches have been already studied in the
literature (Serna Hernández 2011; Teichert et al. 2011); however, we present the first approach
to systematically search for optimal patches.
f2

(f1 (c1 , d), f2 (c1 , d))
s

(f1 (c2 , d), f2 (c2 , d))
f1

Figure 1.2: Illustration of the patch s formed in objective space by convex combinations of two
individual solutions in decision space. The two solutions (c1 , d) and (c2 , d) have
different values of the continuous variables c1 and c2 but share the assignment d
to the discrete variables. Each convex combination y = (λc1 + (1 − λ)c2 , d) is a
feasible solution due to the convexity of the constraints.
Patch-based algorithms available in the literature (for instance Belotti, Soylu, and Wiecek
(2016), Serna Hernández (2011)) are all following these steps: In the first stage, assignments to
discrete variables are fixed. Then, corresponding patches are computed separately. Afterward,
it is checked which parts of the patches are nondominated. This often leads to situations where
patches are computed that do not contribute much to the Pareto frontier, making the whole
method computationally inefficient.
One of the main contributions of this thesis is to develop an algorithm that directly searches
for patches that provide maximal improvements to the approximation quality. We will show
that our approach guarantees that the number of considered subproblems is close to the minimum possible. This adaptive patch approximation algorithm can be applied to bicriteria mixedinteger problems with objective functions and constraints that are convex in the continuous
variables.
We base the analysis of convergence on a variant of the hypervolume: the difference volume.
The difference volume measures the difference of the hypervolume obtained by the current
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approximation to the hypervolume of the full Pareto frontier. The goal of our algorithm is to
decrease this difference volume as fast as possible, by adding more and more patches to the
approximation. The algorithm searches for segment patches generated by a combination of
two solutions with a shared assignment to the discrete variables. In our case, we can assume
without loss of generality (see subsection 3.2.1) that the objective functions are linear. Then
we can create segment patches by convex combining two solutions. Segment patches are line
segments in objective space consisting only of feasible solutions. This collection of segment
patches creates a piecewise linear approximation that converges to the full Pareto frontier.
The subproblem that our algorithm needs to solve is the computation of a new segment
patch which provides an approximately maximal improvement to the difference volume. We
show that it is sufficient to restrict the search to regions covered by the previous iteration.
Thus, the improvement in each region can be represented as the area of a trapezoid illustrated
in Figure 1.3. This allows us to represent the subproblem of finding a segment patch as a
single-criteria mixed-integer problem with a bilinear objective in terms of the original objective
values and only twice as many variables and constraints as the original bicriteria problem. This
problem can also be linearized.
f2
h1

w

h2
f1

Figure 1.3: Illustration of the improvement in difference volume of a segment patch, represented by the gray area. The dashed heights h1 and h2 in blue, as well as the
width w of the trapezoid in red, correspond to the bilinear term we use for optimization. The dotted vertical lines represent the boundary of the considered
region, separating it from other segments in the current approximation.
Important for the construction is the fact that the approximation of the maximal possible
improvement by a constant factor is already sufficient for achieving an asymptotically optimal
convergence. By using the fact that the approximation only changes locally in each iteration,
we can reduce the number of segment patches that we need to optimize to a constant number
per iteration. Thus, the number of subproblems solved is linear in the number of segment
patches that are later added to the approximation.
Combining results from computational geometry and techniques for approximation algorithms we show our first main result: The number of segment patches computed by the algorithm until reaching a given difference volume of ε is bounded by
( (
)
)
const. NδSvol (ε/2) α 2NδSvol (ε/2) + 1 ln(1/ε)
where NδSvol (ε/2) is the minimal number of segment patches needed by any approximation to
obtain a difference volume of ε/2 and α the quasi-constant extremely slow-growing inverse
Ackermann function. Thus, the convergence obtained by the algorithm is essentially asymptotically optimal up to the logarithmic factor since NδSvol (ε) many segment patches are needed
by any possible method. Additionally, the approximation generated by the algorithm yields
a succinct representation system in the following sense: The number of segment patches used
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to represent the Pareto frontier has an almost minimal cardinality to reach the obtained approximation quality. Thus, the approximation provided by the algorithm is easy to analyze
for a decision-maker. Also, subsequent steps such as navigation over the approximation and
visualization are made as simple as possible while still achieving the desired approximation
quality.
Our results are related to an analysis by Vassilvitskii and Yannakakis (2005) for problems
with two or three criteria. They computed approximations based on individual points. Since
the number of segment patches needed for an approximation, however, grows significantly
slower than the number of required points in most situations, as illustrated in Figure 1.4, our
statement is significantly stronger for mixed-integer problems. In the case of a linear segment,
the number of required patches can be constant while the number of required points grows
with a rate of Θ(1/ε) to achieve a difference volume of ε.

f2

f2

f1
(a) points

f1
(b) segment patches

Figure 1.4: Comparison of the number of needed points (a) versus the number of needed
segment patches (b) for the approximation of a parabolic part of a Pareto frontier.
Although both approximations obtain an equivalent approximation quality in
terms of difference volume (shaded in gray) and ε-indicator value, approximation
(a) requires 6 points while only two segment patches are needed
√in (b). In general,
to reach a difference volume of ε only on the order of O(1/ ε) many segment
patches are needed for Pareto frontiers of this type, while the number of required
points grows as O(1/ε).
Apart from this tight convergence result, numerical comparisons on benchmarks to other
algorithms for bicriteria mixed-integer problems show that the algorithm has a competitive
performance in practice. We apply this algorithm extensively for the computation of various Pareto frontiers relating to supply chain problems in chapter 5, showing that with this
method Pareto frontiers of large-scale supply chain problems with thousands of variables can
be computed efficiently.

1.2

Precisely controlled approximation of Pareto frontiers

Since for many multicriteria problems an exact computation of the Pareto frontier is computationally infeasible, approximation algorithms are used. Although these algorithms can often
guarantee that they converge to the true Pareto frontier, they are often not able to give a precise value for their current approximation quality. Although some upper bounds on this quality
might be inferred, the upper bound is significantly worse than the true approximation quality
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value. Additionally, the comparison of the practical performance of different algorithms is
complicated if there is no precise information available on the obtained approximation quality.
To address this issue, we develop a method to precisely compute the quality of a given
approximation when the full Pareto frontier is not known. We measure the quality with
the widely used ε-indicator. The ε-indicator measures the maximal distance in improvement
direction between the Pareto frontier and the approximation, see Figure 1.5. The value of the
ε-indicator yields the guarantee that there is no feasible point in objective space being by an
absolute value of ε better than any point in the approximation with respect to every objective.
Unfortunately, in more complex cases, a precise value for the ε-indicator could not be provided. This is also the case for the piecewise linear approximation generated by the adaptive
patch approximation algorithm described above.
f2

εd (Z, A)
A
Z

f1

Figure 1.5: Illustration of the ε-indicator value measuring the distance between the true
Pareto frontier Z and approximation A.
But we establish in chapter 4 a method that is able to compute the ε-indicator of any approximation which can be represented as a union of (lower-dimensional) polyhedra. This also
includes the piecewise linear situation as a special case. While we show that its computation
is NP-hard for the case of an unlimited number of criteria, the proposed algorithm can compute the ε-indicator effectively for a fixed number of criteria. The algorithm is based on a
reformulation of the ε-indicator value as the solution of a single-criteria optimization problem
with a structure very similar to the original multicriteria problem. This enables an effective
computation which can also make use of commercial solvers in the case of mixed-integer problems. Numerical examples on complex approximations generated by different multicriteria
optimization algorithms show that with this method the ε-indicator of an approximation can
be computed faster than the time needed for the approximation. Hence, the method allows
most multicriteria optimization algorithms to be transformed into a version that can provide
an accurate value for the approximation quality in each iteration. This allows users to precisely
control the approximation process by deciding when to stop an algorithm and use the resulting
approximation confidently.
Although the method described above allows for the computation of the obtained ε-indicator
value for approximations provided by existing algorithms, this leaves open the question, how
an approximation with a small ε-indicator value can be computed effectively. For this, we
designed an algorithm that is guaranteed to reduce the ε-indicator in each iteration (when
no ties occur) by always adding a new point to the approximation which was responsible
for the current ε-indicator value. No assumptions on the convexity or other structure of the
problem are necessary. The algorithm is based on the construction of special corner points
in the boundary of the set dominated by the approximation which allows us to reduce the
computation to a finite set of reference points. The proof of this is based on the reformulation
of the ε-indicator value. For each of the corner points, we search for points with maximal
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distance in the improvement direction as illustrated in Figure 1.6. Then we add the new point
to the approximation. This step can be repeated, lowering the ε-indicator in each iteration
until the desired approximation quality is obtained.
f2

new
point

ε
A
f1

Figure 1.6: Illustration of the search for a new point that achieves the maximal ε-indicator
value. The filled squares represent the points in the existing approximation.
Corner points, which are used by the algorithm as reference points, are drawn as
circles.
As a byproduct of searching for the points of maximal distance, we also obtain the exact
current value of the ε-indicator in each iteration. Thus, as the major second result of the thesis,
we obtain an algorithm which allows for the precise control of the approximation quality by the
user and supports activating an arbitrary stopping criterion at any iteration while maintaining
a clear guarantee of the achieved ε-indicator value. This guarantee can easily be presented
to the decision-maker as illustrated in Figure 1.7. Since the subproblems to be solved only
require one additional linear constraint and one single variable for each criterion while otherwise
maintaining the formulation of the original multicriteria problem, the algorithm is applicable
to every type of multicriteria problem without large efficiency losses. The only limitation of the
algorithm is the faster-growing number of corner points when the number of criteria becomes
larger, i.e., 5 or more.
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Figure 1.7: An upper bound on the ε-indicator value guarantees that no points exist farther
away from the approximation points (marked as squares) in the improvement
direction. Additional attainable objective vectors must all be contained in the
gray area. Thus, decision-makers can be sure that every decision they take based
on the approximation is not too far away from an optimal compromise.
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1.3 Summary of the chapters
Experiments with various benchmarks show that our algorithm obtains a stable convergence
in practice and has a competitive running time compared to other algorithms. We also perform
a comparison to the adaptive patch approximation algorithm, describing the relative advantages and disadvantages of both methods that depend significantly on the structure of the
considered problems.

1.3

Summary of the chapters

In chapter 2, we give an introduction to multicriteria optimization and review applications,
existing algorithms, and corresponding challenges addressed by this thesis.
The following chapters are each based on one publication respectively, sharing the common
theme of advancing the applicability of multicriteria optimization on real-world problems. Each
chapter is sufficiently self-contained to allow the expert reader to study them separately. There
are, however, various relations between the topics which we highlight with references to the
appropriate sections. Various concepts and notations are also shared between the chapters to
ensure coherence, but the relevant definitions are recalled in each of the chapters.
Chapter 3 develops our adaptive patch approximation algorithm for bicriteria convex mixedinteger problems. We formulate the new approach of directly searching for a set of solutions
via patches in a practical algorithm. For an instance-specific convergence analysis of this
algorithm, we introduce the segment patch complexity which describes the theoretical minimum
of patches needed to obtain a given approximation quality. As a quality measure, we use a
variant of the hypervolume. We show that our method requires a number of iterations that
is asymptotically equal to the theoretical lower bound provided by the patch complexity, up
to logarithmic factors. Finally, we demonstrate that its approach of adding full segments
instead of individual points to the Pareto frontier is also efficient in practice with numerical
comparisons on several benchmark problems to other algorithms. The chapter is an adapted
version of a paper by the author (Diessel 2021a).
Chapter 4 deals with the control of the approximation quality of multicriteria problems with
arbitrary many criteria. We develop a characterization of the ε-indicator which enables its
efficient computation also in complex cases, e.g. approximations given as unions of polyhedra.
The second main contribution of the chapter is an algorithm for general multicriteria optimization which aims to improve the ε-indicator value in each iteration. The algorithm also
provides the exact value of the ε-indicator of the current approximation, which allows users to
perform an early stopping with a precise guarantee of the obtained approximation quality. It
is based on a new representation of Pareto frontiers and structural insights on the ε-indicator.
Numerical results on various MIP problems and comparisons to other algorithms show the
competitiveness of the method with other algorithms in the literature. An earlier version can
be found in a preprint by the author (Diessel 2021b)
In chapter 5, we propose models for the robust multicriteria optimization of supply chains,
taking into account costs, risks, and other objectives such as sustainability. We describe the
practical application of various concepts of robust multicriteria optimization to this application
area. With various examples and benchmarks, we illustrate the effects, advantages, and disadvantages of the different alternative concepts. For the approximation of the corresponding
Pareto frontiers we use the algorithms developed in the preceding chapters, further showing
their practical applicability to large-scale problems. This provides a significant extension of
the model described in a preprint by the author (Diessel and Ackermann 2020).
Finally, in chapter 6 we give a summary of the results obtained in the thesis and provide an
outlook on open questions and future work.
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Concepts of multicriteria optimization

The challenge of multicriteria optimization Multicriteria optimization deals with the systematic study of finding optimal trade-offs between multiple objectives. The need for multicriteria optimization arises in all applications where multiple criteria are given without clear
priorities between them. Instead of finding an optimal solution that obtains the best possible
value for one of the criteria, a good compromise between all the criteria needs to be found. The
main difference to the classical single-criterion optimization framework is the non-uniqueness
of desired solutions. Instead, the goal is to find a whole set of solutions, the Pareto frontier
of efficient solutions. Since this set can become infinitely large it is clear that we can only
obtain approximations of this set in practice. Although these approximations cannot capture
the Pareto frontier exactly, the approximation should still represent the entirety of the Pareto
frontier as accurately as possible. This thesis deals with the question: How can we compute
good approximations of the Pareto frontier effectively? To answer this question, we address
the following points:
• measures of the approximation quality of Pareto frontiers,
• algorithms for effective approximation of Pareto frontiers,
• analysis of the efficiency of these algorithms,
• practical applications of multicriteria optimization methods, especially regarding multicriteria robust optimization of supply chains.
To make progress towards these goals we provide algorithms for different types of problems and
develop new techniques for their theoretical analysis. Our focus is on algorithms with provable
approximation guarantees and convergence properties, which still perform well enough in realworld problems. In this way, we aim to enrich the set of practically used algorithms (which
are often heuristics) with precisely analyzed new methods.
Since conflicting objectives arise upon closer inspection in almost all practical applications,
multicriteria optimization is relevant in many areas. Classical single-criteria optimization can
be seen as a simplification of multicriteria optimization provided that the relationship of the
objectives fulfills some simple form: Either in the case that one of the objectives is significantly
more important than all others or that a weighting of the objectives can be agreed upon by all
decision-makers.
Overview on applications The main application area discussed in this thesis will be supply
chain optimization. In a supply chain, various conflicting goals arise: the costs of operation
and investment costs have to be considered as well as the supply risk. Further goals considered
by decision-makers include the quality of materials and sustainability factors, for example,
greenhouse gas emissions. A decision-maker has to find a good compromise between these
goals. Even if the optimal solution with respect to a single objective can be calculated easily,
the most suitable trade-off is often difficult to find. For example, minimizing the supply costs is
simply achieved by ordering only from the cheapest supplier. However, finding optimal tradeoffs between costs and risk is substantially more difficult for decision-makers, since multiple
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aspects have to be considered simultaneously. Multicriteria modeling and optimization provide
the basis for these decisions. A consistent model of all important objectives and constraints
in combination with a systematic multicriteria optimization method ensures that all relevant
options are identified. We present such a framework integrating supply chains with robust and
multicriteria aspects in chapter 5. In addition to the challenge posed by multiple objectives,
supply chain optimization has to deal with uncertainty. For example, the development of
material costs in the future is not fully known. Hence, techniques of robust optimization need
to be integrated into the multicriteria framework. In the chapter, we discuss several possible
approaches to multicriteria robust optimization and their use for supply chain optimization.
Multicriteria optimization has been applied to supply chains already in several studies. For
example, Prasanna Venkatesan and Goh (2016) consider a bicriteria supplier selection problem
with costs and risk as objectives, modeled as a mixed-integer linear program. The authors,
however, only provide a heuristic for performing the corresponding optimization problem. A
model for supply chain design with the objectives costs and risk is also given by Azaron et al.
(2008). The corresponding mixed-integer stochastic problem is then solved with goal programming techniques. Also, the related subject of facility location problems has been addressed
intensively with multicriteria methods, Farahani, SteadieSeifi, and Asgari (2010) provide a
survey. Note that the majority of the works described in this survey use heuristic methods
for solving the developed multicriteria models, although the models can be mostly written as
generic (nonlinear) multicriteria problems which would allow, in principle, the application of
generic multicriteria optimization algorithms. The limited use of generic algorithms on this
problem type despite the large research interest in multicriteria models in the last decade
shows that general multicriteria optimization algorithms require further improvements of their
practical applicability. This thesis aims in this research direction by developing algorithms
with improved efficiency and easily controllable approximation quality. In chapter 5 we show
that these new algorithms enable the efficient multicriteria optimization of various types of
supply chain models also with three or more objectives.
But multicriteria optimization is not limited to economical tasks. The subject also arises in
medical applications where treatments have to be designed while considering the impact on
multiple aspects of the patient’s health. Especially in radiotherapy the advantages of a multicriteria approach to decision making have been established. When designing a radiotherapy
plan, the radiation doses on the desired target tumor cannot be kept sufficiently high without
important organs absorbing some of the energy. These negatives effects cannot be completely
averted but the distribution of the doses to the organs can be controlled by choosing suitable
plans. After optimal trade-offs of destroying the tumor while sparing the different organs have
been computed, doctors can choose the compromise which provides the best outcome for the
patient regarding their individual characteristics (Craft et al. 2006). The corresponding software which allows for intuitive navigation in the space of optimal trade-offs has been shown
to lead to better attainment of the clinically desired goal as well as to a significant reduction
of required time for planning (Thieke et al. 2007). A unique property of this problem type is
the typically high number of objectives (up to a dozen) and the large problem dimension due
to the voxel-based physical modeling.
A further important application area that we want to briefly discuss is engineering. Multicriteria tasks arise when potentially conflicting characteristics of a system need to be taken
into account. For example, a high efficiency might only be reached with large investment costs.
Marler and Arora (2004) provide a survey of the use of multicriteria optimization in engineering. The sub-field of chemical engineering can also benefit from multicriteria optimization, see
Bhaskar, Gupta, and Ray (2000) for a general overview. As an example for a concrete problem,
Bortz et al. (2014) discuss the multicriteria optimization of a chemical plant regarding energy
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efficiency and purity of the outputs. These models typically exhibit strong nonlinearities which
have to be taken into account when developing suitable algorithms.
A typical challenge of engineering applications is that the model is not available in an analytical form but can only be evaluated via a simulation. This implies often large computational
cost per optimization step. The option of using surrogate-based optimization techniques brings
further difficulties (Allmendinger et al. 2017). Thus, efficient multicriteria optimization algorithms that require a number of evaluations as small as possible are critical in this area.

2.1

Basics of multicriteria optimization

In this section, we give a short introduction to the basic concepts of multicriteria optimization used in the further chapters. We focus on the notions necessary for our later discussions,
whereas notation and terminology required for specific algorithms is discussed in the corresponding chapters. For a comprehensive introduction to the whole breadth of the following
concepts, we refer the reader to the textbook by Ehrgott (2005).
Multicriteria optimization has a long history even though many research questions remain
open. For a historical account of the developed history until the first part of the twentieth century, see the survey by Stadler (1979). At the beginning of the 1970s, multicriteria
optimization became established as an independent field (Roy 1971).
As in classical optimization problems, a set of feasible decision vectors X ⊆ Rn × Zℓ is
given implicitly. The embedding space Rn × Zℓ is called decision space. It is characterized by the numbers of continuous decision variables n ∈ N and the number of integral
variables ℓ ∈ N. Typically the set X is described by finitely many constraint functions
h1 , . . . , hm : Rn × Zℓ → R. This allows us to represent the feasible set X as a subset of the
decision space as
{
}
X = x ∈ Rn × Zℓ | hi (x) ≤ 0 for all i = 1, . . . , m .
A classification of the different types of problems depending on the shape of the constraint
functions hi and the other parameters n and ℓ is given in the following subsection 2.1.1. For
now, we assume that X is represented in a way allowing algorithms an effective optimization
over this set.
A problem with K ∈ N criteria consists of objective functions f1 , . . . , fK : Rn × Zℓ → R. We
call RK the objective space. To each feasible decision vector x ∈ X corresponds the attainable
objective vector f (x) ∈ RK , given by
f (x) := (f1 (x), . . . , fK (x))T .
The attainable set Z := f (X) ⊆ RK in objective space is then given by the images of all feasible
decision vectors. Not all points in this set Z correspond to optimal compromises. It contains
also points with worse values than a possible alternative solution, with regard to every objective
function. The task of multicriteria optimization is now to filter out these dominated solutions,
returning only the solutions which represent acceptable trade-offs between the objectives.
The main ingredient of a multicriteria optimization task is the corresponding dominance
relation. We call an attainable objective vector z ∈ Z (weakly) dominated, if there exists
a point z ′ ∈ Z \ {z} which is componentwise smaller than z, i.e., fulfills zi′ ≤ zi for all
i ∈ {1, . . . , K}. This form of the definition corresponds to a minimization with respect to
all objective functions, which we use as a convention throughout the thesis. Note that a
maximization with respect to one of the objectives can be converted easily into a minimization
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by taking the negative value. To generalize, one can consider a point z dominated by a different
point z ′ if it fulfills the relation z ∈ z ′ + RK
≥0 with the ordering cone
K
RK
≥0 := {y ∈ R | yi ≥ 0 for all i = 1, . . . , K}.

In the literature, also other types of dominance are discussed with alternative ordering cones
or a distinction between weak and strict dominance. From the viewpoint of multicriteria
optimization, only the following points in Z are interesting: the points which are nondominated,
i.e., not dominated by any other point in Z.
Our goal can now be summarized as follows: Determine the set of nondominated points of
Z, written as N (Z). Implicitly, the corresponding decision values should also be determined,
i.e., some preimage x ∈ X to a point z = f (x) ∈ N (Z). As a shorthand, we denote this
problem by
min z s.t. z ∈ Z.
We call the resulting set N (Z) also the Pareto frontier. An illustration of an exemplary Pareto
frontier is given in Figure 2.1. Note that the set N (Z) is not always connected and might be
unbounded.

f2

f1
Figure 2.1: Example for a Pareto frontier corresponding to a (mixed-integer) bicriteria optimization problem. This example illustrates several features typical for Pareto
frontiers of mixed-integer problems: linear or convex parts with an overall nonconvex structure.

As the set of nondominated solutions is typically infinite with a complex structure, it needs
to be approximated or described implicitly. Our goal is thus to find an inner approximation
K
K
A ⊆ Z + RK
≥0 with the property that A + R≥0 and Z + R≥0 are as close as possible to each
other. For this, we use a distance measure between these two sets. There is a large number
of possible distance measures available in the literature which we survey in subsection 2.2.1.
We use mainly two measures: the difference volume which corresponds to the volume of the
relative complement and the ε-indicator which corresponds to a Hausdorff distance of the sets
with respect to the ℓ∞ -metric. In order to enable a general analysis, we slightly adapt these
measures in order to guarantee that their value is always bounded and invariant with respect
to the scaling of the objectives. Precise definitions are given in the chapters 3 and 4. A detailed
description of our approach to multicriteria optimization as an approximation problem and its
differences to the classical approach is given in subsection 2.1.2.

12

2.1 Basics of multicriteria optimization

2.1.1

Problem types

Depending on the properties of the objective functions f1 , . . . , fK and the constraint functions
h1 , . . . , hm describing the set of feasible decision vectors we classify the multicriteria problems
into various (partially overlapping) types:
• When the constraint functions hi and the objective functions fj are (affinely) linear, we
have a linear multicriteria problem.
• We call a multicriteria problem convex, when all constraint functions hi and objective
functions fj are convex.
• A problem with ℓ > 0 and n = 0, i.e., with only integer decision variables, is called a
pure integer problem.
• When a problem contains both integer and continuous variables it is called a mixedinteger multicriteria problem.
Typically, these problems inherit the difficulties associated with the corresponding singlecriteria problems. For example, multicriteria linear integer problems are in general NP-hard
like their single-criteria counterpart. However, also problems with known efficient algorithms
for the single-criteria case, like standard linear programs, can become difficult to solve in the
multicriteria case. This is due to the fact that there is an exponential increase of various
parameters with respect to the number of criteria. Thus, the difficulty increases drastically
from the case of three or four criteria up to a dozen or more criteria.
Note that linear or convex constraints and objective functions do not imply that the corresponding set in decision space X or the set Z of attainable objective vectors is convex. For
example, in multicriteria mixed-integer convex problems, the set Z might be nonconvex, even
though all relevant functions are convex. The convexity of the constraints and objective functions, however, still yields a significantly useful structure as we show in chapter 3. Using this
special structure enables a better convergence of the algorithm. In chapter 4 we develop an
algorithm that is applicable to all types of multicriteria problems with unlimited numbers of
criteria, whose convergence is slightly slower.

2.1.2

The need for approximation

In this section, we explain why a consideration of multicriteria optimization problems as approximation problems is essential to create algorithms that are useful in practice.
Most introductions to multicriteria optimization, for example the textbook by Ehrgott
(2005), give much emphasis on the various types of dominance and the goal to find individual points which are nondominated. The basic algorithms are then typically analyzed with
respect to the following two properties:
1. All points computed by the algorithm are nondominated.
2. For every point in the Pareto frontier there exists a suitable choice of parameters such
that the algorithm will output this point.
Although these two properties are desirable, they are not sufficient to make an algorithm for
multicriteria optimization useful in practice. Several classical algorithms fulfill the properties 1
and 2 in some form, for example the weighted sum method or the ε-constraint method. The
reason for their practical applicability is, however, not the guarantee of properties 1 and 2.
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We illustrate this statement by constructing a simple algorithm that fulfills the properties
1 and 2 but is at the same time of no practical use. The algorithm works as follows: Given a
vector x ∈ RK , it returns the lexicographic minimum of the set Z ∩ (x − RK
≥0 ), provided the
set is nonempty. It can be clearly seen this algorithm fulfills the property 1 since it returns the
lexicographic minimum of the intersection of the attainable set with a cone in the improvement
direction. Property 2 follows from the fact that we can just choose the desired nondominated
point z ∈ Z as the parameter x. The nondominance then guarantees that the point is identical
to the corresponding lexicographic minimum, thus the algorithm outputs the desired point.
Even though this algorithm is easy to implement and fulfills properties 1 and 2 it is useless
for computing an approximation of the whole Pareto frontier. The reason for this is, that the
whole Pareto frontier can only be obtained when it is already sufficiently well known in order
to choose meaningful values for the parameter vector x. Otherwise, the lexicographic minimum
will only provide an already known point.
As the above example shows, further properties are needed in order to guarantee that the
Pareto frontier is captured appropriately. Our approach when constructing algorithms directly
aims to approximate the whole dominated set Z + RK
≥0 by a set A. We then show bounds
of the difference between Z and A guaranteed by the algorithm. Using various measures for
this difference, we can subsequently prove convergence of the algorithm. Our focus thus is the
approximate coverage of the whole Pareto frontier by a set of points, not just the nondominance
of individual points. Clearly, only approximations of the Pareto frontier are possible due to
its possibly infinite size and complex structure. This is the reason that proper approximation
quality measures are key to designing practically useful multicriteria optimization algorithms.
The philosophy of our approach hence is to place the computation and guarantees of the
approximation quality measure at the heart of the algorithm, adding further steps as necessary
to enable a quick convergence.
Although many algorithms are designed with the goal to enumerate or implicitly describe the
whole Pareto frontier exactly and might achieve this goal in theory, it is impossible in practice to
fully complete this task. For example, already in the simple case of linear problems, the number
of extreme nondominated points grows with an exponential rate w.r.t. the number of criteria
(Küfer 1998). Hence, with practical bounds on the number of iterations, the theoretical promise
of a full description of the Pareto frontier cannot be reached. This creates the risk that parts of
the Pareto frontier are not captured at all when the algorithm is stopped, even without a rough
approximation. We thus design our algorithms to provide provable performance guarantees
also in the case that they are stopped earlier during the run. This significantly improves the
flexibility when using the algorithms, especially since running times for specific numbers of
optimization steps for the subproblems are in general difficult to estimate.
Creating approximations with only as many points as necessary also simplifies the analysis
of the results for decision-makers. Additionally, subsequent tasks like navigation over the
resulting set become computationally more efficient.
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2.2

Literature review

2.2.1

Approximation quality

A large list of measures for the approximation quality of Pareto frontiers can be found in
the literature. Zitzler, Thiele, et al. (2003) provide an extensive survey of different quality
measures. Most of these measures are tied to specific use cases or only consider a specific
aspect of the approximation. Faulkenberg and Wiecek (2010) describe in their survey three
broad classes of aspects that measures can consider (Sayın (2000) uses a similar categorization):
• the cardinality of the approximation set,
• the coverage of the nondominated set by the approximation,
• the spacing of the approximation set.
The scientific discussion has, however, not reached a consensus on the best approximation
quality measure, which hinders the comparability of numerical results from different algorithms.
Since the cardinality of the approximation set and the spacing do not alone ensure a good
approximation, we focus on measures regarding the coverage.
In this thesis we base our analysis mainly on two approximation quality measures: the εindicator and a variant of the hypervolume which both provide a comprehensive view of the
coverage over the entire Pareto frontier. Additionally, both measures are used in multiple
studies which provides better options for comparisons.
f2
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Figure 2.2: Illustration showing the difference between the ε-indicator (drawn with label ε in
red) and the coverage error (with label c in blue) for an approximation, given by
the points marked with squares, of the true Pareto frontier indicated by circles.
The coverage error is significantly larger than the ε-indicator in the shown situation since the ε-indicator only considers distance in the direction of improvement,
while the coverage error considers the distance in both directions.
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The ε-indicator is used in variations by many authors. It measures the Hausdorff distance
(with underlying ℓ∞ -metric) between the attainable set Z + RK
≥0 and a corresponding approxK
imation A + R≥0 . Using the related concept of ε-efficient points and ε-approximate Pareto
frontiers, the ε-indicator is already discussed by Loridan (1984) and Papadimitriou and Yannakakis (2000). Although the ε-indicator is often used in theoretical discussions, the efficient
computation of this measure for some types of approximations of Pareto frontiers, for example
piecewise linear approximations, is not sufficiently addressed in the literature. A related approximation quality measure is introduced as the coverage error by Sayın (2000). The coverage
error differs in some important details from the ε-indicator which significantly affects its value
and computation: Instead of considering the distance of attainable points to the set dominated
by the approximation, the coverage error considers the distance to the closest point contained
in the approximation set itself. Formally, the coverage error is defined as supz∈Z inf y∈A ℓ∞ (z, y).
This leads to a much larger value of the coverage error than the corresponding ε-indicator value
in some situations as illustrated in Figure 2.2. In fact, as this illustration shows, there can be
an arbitrarily large factor between the ε-indicator and the coverage error. The discrepancy is
due to the fact that the ε-indicator considers only deviations in the improvement directions,
while the coverage error considers the difference in all directions. This shows that the concepts in chapter 4 on the ε-indicator and corresponding approximation algorithms have to be
developed independently of previous work on the coverage error by Sayın (2000) and Sayın
(2003).
Sayın (2000) provides some ideas for computing the related but fundamentally different coverage error. In chapter 4 we develop an algorithm that computes the ε-indicator effectively for
arbitrary approximations consisting of polyhedra. Our corresponding algorithm for multicriteria optimization is fundamentally based on this measure: In each iteration, we add the point
with the largest distance that is responsible for the current ε-indicator to the approximation.
The algorithm is also able to precisely output the obtained approximation quality value in each
iteration.
Another measure we will use extensively in the thesis is the hypervolume. It measures the
volume dominated by the approximation A + RK
≥0 restricted to a relevant region to ensure it
is finite. A large hypervolume corresponds to a good coverage of the attainable set Z + RK
≥0
K
since the inclusion A + RK
⊆
Z
+
R
always
holds
by
definition
of
the
approximation
A.
The
≥0
≥0
computation of the hypervolume in arbitrary dimensions is computationally hard (#P-hard) as
shown by Guerreiro, Fonseca, and Paquete (2020). However practical methods exist for a fixed
number of criteria, for example the method by Beume (2009). This computational problem is
studied extensively under the name of Klee’s measure problem with various algorithms having a
polynomial running time when the number of criteria is fixed. The fastest generally applicable
algorithm by Chan (2013) has an asymptotic running time of order nK/3 up to polylogarithmic
factors for n points in the approximation and K criteria. Various algorithms are based on
adding points iteratively based on their contribution to the hypervolume. Auger et al. (2012)
provide an overview of this class of algorithms. Especially in evolutionary optimization these
algorithms are studied, for example by Bader and Zitzler (2011) and Kuhn et al. (2016).
The algorithm we develop in chapter 3 is also based on a variant of the hypervolume. This
algorithm, however, does not only add points but full line segments to the approximation which
significantly changes the computational structure of the hypervolume.
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2.2.2

Algorithms for multicriteria optimization

Algorithms for multicriteria optimization have been developed intensively for around 50 years,
starting from relatively simple cases, like linear programs (Philip 1972; Yu and Zeleny 1975).
Following the progress on single-criteria optimization, multicriteria problems with computationally increasingly demanding structures have been addressed in the decades. However, due
to increased complexity in comparison to the single-criteria counterparts, studied problem
classes are often trailing the development of single-criteria methods. For instance, although
single-criteria convex mixed-integer nonlinear programming (MINLP) solvers are commercially
available for many years and have achieved a significant maturity (Kronqvist et al. 2019), algorithms specialized to the multicriteria counterpart have been developed only very recently
(Santis, Eichfelder, et al. 2020). The lack of algorithms suitable for a problem class often forces
the use of more general algorithms with suboptimal performance. As a step to overcome this
obstacle for successful use of the multicriteria approach in practice, this thesis develops an
algorithm fully using the structure of convex MINLP in chapter 3. In the remainder of this
section, we detail the landscape of multicriteria optimization algorithms in the literature.
The survey by Herzel, Ruzika, and Thielen (2021) provides a good overview of approximation
methods in multicriteria approximation, focusing on the theoretical guarantees provided by
various algorithms. Special consideration is given to algorithms that aim to compute succinct
Pareto frontiers, i.e., Pareto frontiers with a number of points being as small as possible while
fulfilling a certain approximation guarantee.
General algorithmic approaches
The development of multicriteria algorithms can be divided into several streams.
A standard approach is to transform the multicriteria problems into a sequence of singlecriteria problems by performing a scalarization. The weighted sum scalarization is widely used
(Ehrgott 2005). Here, weight parameters w1 , . . . , wK for each criterion are chosen and the
weighted sum of the objective values z1 , . . . , zK given as
K
∑

wi zi

i=1

is minimized. Despite its simplicity, it suffers from the fact that only so-called supported
Pareto points can be found, i.e., Pareto points laying on the boundary of the convex hull of
the attainable set.
To remedy this drawback, other scalarizations have been developed which ensure that each
nondominated point can be found when parameters are suitably chosen. One such example
is the Pascoletti-Serafini scalarization (Pascoletti and Serafini 1984), which (in the standard
setting), given a reference point p and a vector q ≤ 0 in improvement direction, aims to obtain
a maximal distance t ∈ R such that the point p + t · q is attainable. An illustration comparing
the weighted sum scalarization and the method of Pascoletti-Serafini is provided in Figure 2.3.
Also, more recent specialized algorithms can be seen as scalarization methods, for example
the Triangle splitting algorithm by Boland, Charkhgard, and Savelsbergh (2015) or the Onedirection search by A. Fattahi and Turkay (2018) for bicriteria mixed-integer problems.
Although the scalarization methods described above are sufficient in order to generate individual Pareto points, they have to be incorporated into a larger algorithm in order to ensure a
good approximation of the whole Pareto frontier. The ε-constraint method is widely used for
this purpose. Haimes, Lasdon, and Wisme (1971) are among the first to describe this method.
The rudimentary form has since been extended and analyzed extensively, for example by Lau-
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manns, Thiele, and Zitzler (2006) and Mavrotas (2009). In this method, bounds of the form
zi ≤ εi are set on all but one of the objective values z1 , . . . , zK−1 . Then, the single-criteria
problem
min zK
s.t. zi ≤ εi for all i ∈ 1, . . . , K − 1
is solved to obtain a point guaranteed to be weakly-nondominated. The parameters ε ∈ RK−1
are then chosen as a suitable discretization of the relevant set in the objective space.
∑K
i=1

f2

wi zi = C

f2
obtained point
p
p+t·q

f1
(a) Weighted sum

f1
(b) Pascoletti-Serafini

Figure 2.3: Illustrations of the two scalarization methods: weighted sum and the method of
Pascoletti-Serafini. The black curve represents the true Pareto frontier which is
approximated with these methods.
Another widespread approach is the use of evolutionary methods. Evolutionary algorithms
are based on creating populations of solutions. The best among these solutions are then iteratively mutated or combined, using various types of heuristics. These algorithms lack any
guarantee on the optimality of the computed solutions. Due to their heuristic nature, algorithms can be, however, quickly adapted to new problems. This is a reason for their popularity
in engineering applications, which often require the inclusion of non-analytical models through
simulations. See the survey by Zhou et al. (2011) for an overview of the field of multicriteria
evolutionary optimization. Within this approach, the algorithms NSGA-II (Deb, Pratap, et al.
2002) and NSGA-III (Deb and Jain 2014) are widely used. Evolutionary algorithms often have
similarities with classical multicriteria optimization methods. For example, Kuhn et al. (2016)
proposes an evolutionary algorithm based on selecting new points with the largest increase of
the hypervolume. Our algorithm in chapter 3 uses a variant of this idea, in contrast, we obtain
clear optimality and convergence properties.
Specialized algorithms
We now survey algorithms specialized to different classes of multicriteria problems, starting
from very restricted cases to larger classes. Although algorithms for more general cases are
available, these specialized algorithms obtain a significantly better performance when solving
the structured problems.
For linear programs, multicriteria variants of the simplex algorithms can be used (Yu and
Zeleny 1975) which can achieve faster convergence by directly computing extreme points of
the Pareto frontier.
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As long as the underlying minimization problem is convex in constraints and objectives and
contains no discrete variables, the set Z +RK
≥0 of all points dominated by an attainable objective
vector is convex. This special structure enables special algorithms like the Sandwiching method
(Burkard, Hamacher, and Rote 1991) which was shown to provide an asymptotically optimal
convergence for bicriteria problems by Rote (1992).
Multicriteria linear integer problems without continuous variables have the property that the
Pareto frontier is countable and in most practical cases also finite. This allows for algorithms
that can enumerate the entire Pareto frontier. Due to the computational hardness of the
underlying single-criteria problems, the efficiency, however, remains important. Such problems
are also called discrete multicriteria problems, especially when they arise from combinatorial
questions such as the assignment or knapsack problem.
Algorithms for this problem type were proposed by Sayın and Kouvelis (2005) and Santis,
Grani, and Palagi (2020) for the bicriteria case, Boland, Charkhgard, and Savelsbergh (2016)
for the tricriteria case, and Özlen and Azizoğlu (2009) as well as Ozlen, Burton, and MacRae
(2014) for the case of arbitrary many objectives. Kirlik and Sayın (2014) describe an algorithm based on the ε-indicator method for discrete problems with arbitrarily many criteria.
Dächert and Klamroth (2015) provide an algorithm for tricriteria problems which obtains an
asymptotically optimal number of iterations to generate the full Pareto frontier.
Multicriteria (linear) mixed-integer problems present an active topic with a large number
of algorithms discussed in the literature. Since we use this problem class extensively for later
numerical comparisons, we give a more detailed description than for the other problem classes.
Two main types of methods can be found for this problem type: branch-and-bound and scalarization.
Branch-and-bound methods typically perform a branching on the integer variables and
fathom clearly dominated nodes. This allows for a tight control of the solution process and
efficiency gains. However, the efficiency of commercial solvers for single-criteria problems is
not reached in most practical applications since good heuristics and effective data structures
are lacking in custom implementations.
Another class of algorithms uses scalarization to create single-objective mixed-integer subproblems which are then solved with standard MIP solvers. Although these solvers might use
branch-and-bound internally, the scalarization-based algorithms do not consider this directly.
The high-level consideration enables a better focus on the approximation of the whole Pareto
frontier.
In the following we describe some algorithms of the two approaches.
Scalarization Perini et al. (2019) describe the boxed-line method for bicriteria linear MIPs.
The Triangle spitting algorithm for this problem class which also aims to generate the
full Pareto frontier is proposed by Boland, Charkhgard, and Savelsbergh (2015).
Branch-and-bound Mavrotas and Diakoulaki (1998) describe a branch-and-bound algorithm
for mixed-0-1-programming and introduce a class of benchmark problems still used in
current works for performance comparisons. Belotti, Soylu, and Wiecek (2016) discuss
various fathoming rules for nodes in the branch-and-bound tree. An improved version of
this algorithm is proposed by Vincent et al. (2013).
The study of algorithms for multicriteria convex mixed-integer problems has only been
started recently: A specialized algorithm was given by Santis, Eichfelder, et al. (2020). CabreraGuerrero et al. (2021) study a similar problem type, however with the restriction that the solution set is represented as the finite union of convex problems. Restrictions of this problem type
are considered in the literature, for example convex quadratic MIPs are studied by Santis and
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Eichfelder (2021). Our algorithm in chapter 3 is applicable to bicriteria problems of this type.
To our knowledge, our algorithm is the first for this type with an almost-optimal convergence
speed.
For the general nonlinear continuous case, there exists a large number of algorithms in the
literature. Eichfelder (2020) provides a recent survey of the last two decades of research in this
area. However, due to the large generality of the considered problems, the analysis of these
algorithms is mostly limited to showing that the obtained points are nondominated, without
guarantees on the approximation of the full Pareto frontiers. A variety of methods have been
studied in this area, for example Fernández and Tóth (2009) use interval branch-and-bound
methods, while Fukuda, Drummond, and Raupp (2019) consider a barrier algorithm.
Succinctness of Pareto frontiers
Most algorithms in multicriteria optimization focus on approximating the Pareto frontier as
well as possible with a large number of points. However, in practice, it is also important that
the representation system for the approximation is not unnecessarily large since this would
complicate the later decision process by a user. There exist a few studies that focus on this
issue.
Vassilvitskii and Yannakakis (2005) describe an algorithm for multicriteria optimization with
two criteria which guarantees that the number of outputted Pareto points is at most three times
as large as the minimal number of points required for any Pareto frontier of the same quality.
A slightly weaker result also holds for optimization with three criteria. With our algorithm
in chapter 3, we provide a similar result for bicriteria convex mixed-integer optimization, in
contrast, our approximation can exist of line segments and not just individual points. Since a
much smaller number of line segments than individual points are needed to obtain the same
approximation quality, our bounds are much lower in practice than those given by Vassilvitskii
and Yannakakis (2005).
The goal of ensuring that the approximation of the Pareto frontier does not contain too
many unnecessary points is also addressed indirectly by Sayın (2000) by requiring that the
computed Pareto points are not too close to each other. However, this requirement does not
guarantee that the number of points is minimal for the achieved approximation quality.

2.2.3

Relationship to other mathematical areas

To situate our work in a broader mathematical context we briefly discuss other areas of mathematics and computer science which are closely related.
After having computed the approximation of a Pareto frontier the computed solutions must
be presented to the user. A typical procedure, especially with a larger number of criteria, is the
use of navigation methods. An example of this is the concept of Pareto-navigation described
by Monz et al. (2008) which allows decision-makers to set limits for some of the criteria. A
real-time system then returns a point in the approximation fulfilling these limits as closely as
possible. This allows for an interactive exploration of the Pareto frontier. Other methods for
the interactive exploration of Pareto frontiers, also without computing an approximation of
the whole Pareto frontier in advance, are surveyed by Allmendinger et al. (2017).
The approximation of the Pareto frontier can be seen as a variation of the task to approximate
a set by a finite subset. For the case of the approximation of a convex body by the convex
hull of a finite set of points, Gruber and Kenderov (1982) showed optimal asymptotic rates
for the convergence with respect to the symmetric difference measure when the approximation
points are chosen optimally. For the convex hull of n points in K dimensions, the bound
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O(1/n2/(K−1) ) on the volume of the symmetric difference was obtained. This gives us a hint
on the behavior of the patch-complexity which we study in chapter 3 since in two dimensions
a convex hull can be constructed by segment patches: In the case of a convex problem with
K =√
2 criteria, this means that a difference volume of ε can be obtained with asymptotically
O(1/ ε) patches. For a more recent survey of further results regarding the approximation of
polytopes, see Bronstein (2008). Böröczky and Reitzner (2004) study the random choice of the
extreme points and show that the obtained convergence rate for the random choice matches
that of an optimal choice.
Typically, in multicriteria optimization, the standard ordering cone RK
≥0 is used to define
dominance of solutions, which makes componentwise larger vectors dominated. As a generalization, one can also use alternative ordering cones which allows to model alternative dominance
relations. The term vector optimization is mostly used for this approach, although some authors also use it synonymously with the concept multicriteria optimization. For an introduction
to this viewpoint, we refer to the survey by Tammer and Göpfert (2002).
A broad generalization of multicriteria optimization is set-valued optimization. Here, one
tries to optimize over a set-valued mapping. Dominance conditions can be extended to arbitrary
sets, allowing to compute an efficient frontier similar to the classical case. However, the
numerical difficulty of these problems is increased, making large-scale practical applications
extremely difficult. Hamel et al. (2015) provide a comprehensive overview of the topic.
Computational geometry is a research area with different roots than optimization, however
many relations to multicriteria optimization exist. Proper management of the points on the
Pareto frontier requires efficient data structures dealing with geometrical structures in high
dimensions. For example, the set of points dominated by a finite set of Pareto points can be
described as an orthogonal polyhedron. Corresponding efficient representations of this special
type of polyhedra have been developed by Bournez, Maler, and Pnueli (1999). A further
related topic is the computation of lower envelopes, which can be seen as the task to compute
the Pareto frontier of an explicitly given set (for example given as a union of polyhedra). In our
convergence analysis in chapter 3 we make use of various deep results regarding the number
of segments in such a lower envelope as given by Hart and Sharir (1986) and Edelsbrunner,
Guibas, and Sharir (1989).

2.3

Challenges in multicriteria optimization addressed by
this thesis

Insufficient use of structure of problem classes
Although several algorithms exist for
special problems (see subsection 2.2.2), algorithms for general-purpose problems do not make
proper use of the structure provided by the problems. For example, for mixed-integer programs,
existing algorithms often do not use the special structure posed by them: the continuous and
integral part. In chapter 3 we develop an algorithm for convex bicriteria mixed-integer problems
(which contain linear mixed-integer problems as a subclass) that make use of the convexity of
constraints and objectives: By outputting line segments, which we call patches, representing a
whole set of solutions instead of single points, we can achieve better performance even if the
overall Pareto frontier is nonconvex.
Instance-specific complexity analysis It is widely known that multicriteria problems can become hard, in particular, a large number of points might be necessary for a good approximation.
But experience from practice shows that a smaller number than this worst-case is sufficient
for practically relevant problems. Often only the pessimistic analysis of the worst-case is done
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for analyzing the performance of approximation algorithms. Comparing the performance of
the algorithm to an instance-specific lower bound provides the ability for more fine-grained
analysis. For the algorithm in chapter 3 we provide such a detailed analysis which allows us
to show that the algorithm is only by a logarithmic factor away from the instance-specific
complexity.
Difficulty to compare approximations generated by different algorithms Although many
approximation quality measures exist (see subsection 2.2.1), existing algorithms for their computation are impractical to use for approximations with a more complex structure. Thus the
need for efficient, widely-applicable algorithms to compute approximation quality arises. The
thesis addresses this in chapter 4 by providing an algorithm for exactly computing the widely
used epsilon-indicator measure. The algorithm is suited for the case that the exact Pareto
frontier is not known.
Robust multicriteria optimization of supply chains In supply chains, multicriteria problems
arise frequently since there are trade-offs with respect to many goals to make. One of the main
tensions is the decision between costs and risks. Thus, both aspects of uncertainty and multiple
objectives need to be integrated into one problem setting. This is the goal of the sub-field of
multicriteria robust optimization. In chapter 5 we describe a framework for the formulation of
robust multicriteria supply chain problems involving risks. For this, we analyze and integrate
various concepts regarding multicriteria robustness. Our scenario-based approach is able to
cover a diverse set of possible risks. Additionally, it incorporates the reaction to realized risks
in the model in form of mitigation actions. This enables a more realistic representation of
the impact of the risks: For example, a supply failure that might have dramatic impact is
often much less severe when proper mitigation options are available. Our models provide the
ability to proactively consider these mitigation actions which results in significantly smaller
costs needed for a similar level of robustness.
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Adaptive Patch Approximation
Algorithm for Bicriteria Convex
Mixed Integer problems

Chapter summary
Pareto frontiers of bicriteria continuous convex problems can be efficiently computed and
optimal theoretical performance bounds have been established. In the case of bicriteria mixedinteger problems the approximation of the Pareto frontier becomes however significantly harder.
In this chapter, we propose a new algorithm for approximating the Pareto frontier of bicriteria mixed-integer programs with convex constraints. Such Pareto frontiers are composed of
patches of solutions with shared assignments for the discrete variables. By adaptively creating
such a patchwork, our algorithm is able to create approximations that converge quickly to the
true Pareto frontier. As a quality measure, we use the difference in hypervolume between the
approximation and the true Pareto frontier. At least a certain number of patches is required
to obtain an approximation with a given quality. This patch complexity gives a lower bound
on the number of required computations. We show that our algorithm performs a number of
optimization steps that is of a similar order as this lower bound. We provide an efficient MIPbased implementation of this algorithm. The efficiency of our algorithm is illustrated with
numerical results showing that our algorithm has a strong theoretical performance guarantee
while being competitive with other state-of-the-art approaches in practice.

3.1

Motivation and concepts

Optimization problems, in practice, naturally have multiple conflicting goals. To identify optimal trade-offs with respect to these goals, multicriteria optimization aims to compute the
corresponding Pareto frontiers. For these applications, the ability to compute efficiently a
good approximation to the Pareto frontier is needed. Some methods for this approximation
are surveyed by Ruzika and Wiecek (2005). A large fraction of models for typical real-world
decision problems are mixed-integer programs that integrate discrete with continuous decision variables. In industrial applications, the number of continuous variables typically clearly
dominates the number of discrete variables. Existing algorithms for bicriteria optimization
of mixed-integer programs are able to compute approximations of the Pareto frontier (Santis,
Eichfelder, et al. 2020; Perini et al. 2019; A. Fattahi and Turkay 2018). Although for many of
these algorithms it is known that their results converge to the true Pareto frontier, state-of-theart methods do not provide specific bounds on the convergence speed. Asymptotically optimal
bounds for the number of optimization steps needed to compute the exact Pareto frontier are
only known for algorithms on pure integer problems in the case of two (Laumanns, Thiele, and
Zitzler 2006) and three criteria (Dächert and Klamroth 2015).
For the simple case without discrete variables, however, approximation algorithms for continuous convex bicriteria problems with strong guarantees on the convergence speed have been
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established (Rote 1992). This bound of O(1/n2 ) on the Hausdorff distance after n optimization steps is asymptotically optimal since any approximation with n segments of a convex
two-dimensional set has an error of Ω(1/n2 ) in the worst-case (Gruber and Kenderov 1982). In
this chapter, we give an analogous result for convex mixed-integer programs, which is, however,
instance-specific. We present an algorithm that only needs a number of optimization steps of
the same order as the number of parts necessary to represent an approximation of the obtained
quality.
We consider bicriteria mixed-integer programs with constraints that are convex in the continuous variables, i.e. each constraint can be represented by an inequality g(c, d) ≤ 0 where
the function g is convex in the continuous variables c ∈ Rk for each fixed choice of the discrete
variables d ∈ Zm . Thus, we can create convex combinations of feasible points with shared
values d for the discrete variables while still maintaining feasibility. This shows that we can
create a segment of attainable vectors in objective space by taking the corresponding objective
vectors as endpoints. We will refer to this as a segment patch in the following. In Figure 3.1,
some segment patches are shown.

f2

f1
Figure 3.1: An illustration of three patches in objective space.

As an approximation quality measure, we use a measure based on the hypervolume (Zitzler
and Thiele 1999). This difference volume measure is given by the volume of the region between
the true Pareto frontier and the approximation. The use of this measure enables an adaptive
choice on the number of patches used in different regions of the Pareto frontier. In areas where
a single patch is already close to the true Pareto frontier, no further patches are needed. This
distinguishes our approach from classical considerations of the approximation quality where
uniform grids on the nondominated set are required which leads to restrictions on the efficiency
(Faulkenberg and Wiecek 2010).
Our algorithm iteratively computes patches that are then added to the approximation. The
computation of the new patch is done adaptively based on the current approximation to ensure
a maximal improvement of the difference volume.
Our convergence analysis is done on a per-instance basis which allows for more fine-grained
results than a global worst-case analysis. We show that the number of optimization steps
required by our algorithm for a bicriteria programming instance is of a similar order as the
number of patches required to represent an approximation to the corresponding Pareto frontier
with the given quality. This theoretical analysis is combined with numerical evaluations on
benchmarks that show that the practical efficiency of our algorithm is competitive with other
state-of-the-art algorithms.
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3.1.1

Related work

A large number of multicriteria optimization methods have been developed. However, the
still large amount of new methods proposed in recent years shows that current algorithmic
techniques are not yet satisfactory in all application areas. We describe here a non-exhaustive
subset of the methods in the literature to illustrate the main research directions.
Our considered problems of bicriteria convex mixed-integer problems form a subset of the
general nonlinear bicriteria case, for which several methods are known (Vassilvitskii and Yannakakis 2005; I. Y. Kim and Weck 2006; Eichfelder 2009). These algorithms are, however,
unable to use the specific structure created by mixed-integer problems. A special case of
convex MIPs are linear MIPs for which there is a larger set of methods available in the literature. Available algorithms for computing Pareto frontiers of bicriteria mixed-integer programs
(Bicriteria MIPs) can be classified into two types:
• Algorithms based on branch-and-bound that perform recursive branching on some variables. Such an algorithm for the convex case is considered by Cacchiani and D’Ambrosio
(2017), while Mavrotas and Diakoulaki (1998), Stidsen, Andersen, and Dammann (2014),
and Belotti, Soylu, and Wiecek (2016) propose algorithms for the linear case.
• Algorithms based on scalarization that generate special scalarized MIPs that are then
solved to optimality to obtain a new point and corresponding information about the
Pareto frontier. The papers by Santis, Eichfelder, et al. (2020) and Cabrera-Guerrero
et al. (2021) discuss the convex case, while Boland, Charkhgard, and Savelsbergh (2015),
A. Fattahi and Turkay (2018), and Perini et al. (2019) focus on the linear case.
Only a small number of algorithms aim to compute approximations for which explicit quality
guarantees were shown. For example, Reuter (1990) provides an algorithm that is guaranteed
to output ε-approximate Pareto frontiers. For most algorithms the approximation quality can
only be controlled indirectly and no analysis of the provided guarantees in terms of widely
used quality measures is available.
Previous approaches using patches. A limited number of works in multicriteria optimization
use the concept of a patch.
The notion of patches in multicriteria optimization is introduced by Serna Hernández (2011)
along with applications to radiotherapy planning. Patches were used for performing a Paretonavigation over the set of solutions of a multicriteria radiotherapy planning problem by Teichert
et al. (2011).
Belotti, Soylu, and Wiecek (2016), present the concept of a slice which is similar to our
concept of a patch. A bicriteria optimization problem is reduced to slice problems. For a fixed
assignment to the discrete variables, a corresponding feasible assignment to the continuous
variables is computed. The assignment to the discrete variables is, however, fixed before, and
not chosen adaptively as in our approach.
Patches are used implicitly by Mavrotas and Diakoulaki (1998). In this approach, after
fixing the discrete variables, extreme Pareto points of the obtained continuous multicriteria
problem are computed. The convex hull of these extreme points, which corresponds to a
patch, is used for checking Pareto-efficiency. A correction to this check of Pareto-efficiency
is provided by Vincent et al. (2013) along with some further improvements of the algorithm.
Boland, Charkhgard, and Savelsbergh (2015) compute a patch implicitly in a line detection
step, however only with fixed objective values.
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3.1.2

Motivation and goals for our algorithm

Deficits of current approaches. All of the discussed algorithms for bicriteria mixed-integer
programs have the following properties in common:
• The algorithms do not provide clear guarantees of the approximation quality provided
by the output in terms of widely used quality measures.
• There is no comprehensive theoretical analysis of the running time of the algorithms as a
function of the approximation quality. The implicit limits on the approximation quality
imposed by the choice of parameters or early stopping are not analyzed.
The characteristics of our approach. In this chapter, we develop an algorithm that is
designed contrarily to the above characteristics. We pose the following goals to achieve with
our method:
• The approximation returned by the algorithm in each step should be an inner approximation, i.e. all points in the approximation should correspond to feasible solutions that
can be directly computed.
• The algorithm should provide an approximation of the Pareto frontier with a clearly
quantified approximation guarantee at every step. In particular, the algorithm can be
stopped at every moment and we still obtain a result with a clear approximation guarantee, i.e. the algorithm should be an anytime algorithm (Zilberstein and Russell 1995).
The approximation quality obtained until each given time limit should be competitive
with every other algorithm that requires a similar amount of time.
• The approximation quality obtained by the algorithm, respectively the needed number of
iterations to reach some given accuracy, should be bounded with respect to some intrinsic
property of the problem we solve. In particular, the performance of the algorithm should
be not too far away from a theoretical optimum that is given by the number of patches
minimally needed to describe an approximation to the Pareto frontier.

3.1.3

Results and organization of this chapter

In section 3.2, we describe the basic concepts of multicriteria optimization and approximation
of Pareto frontiers. We describe the concept of a patch and introduce the difference volume
as our approximation quality measure. This leads to the notion of patch complexity that
measures the complexity for approximating the Pareto frontier inherent to a problem. We
then introduce in section 3.3 the adaptive patch approximation algorithm and establish a
corresponding convergence result based on the patch complexity. The proven upper bound
on the number of iterations is of the same order as the lower bound given by the patch
complexity. In the subsequent section 3.4 we describe how the iterations of the adaptive
patch approximation algorithm can be realized. We provide a mixed-integer programming
formulation for finding an optimal patch with only about twice the number of variables and
constraints of the original mixed-integer program. We show that it is sufficient to solve a
constant number of these mixed-integer programs per iteration.
The developed algorithm is evaluated numerically in section 3.5 using several benchmark
problems from the literature. The results show that the running time of our algorithm is
competitive with other state-of-the-art approaches.
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3.2

The complexity of approximating Pareto frontiers with
patches

3.2.1

Bicriteria convex mixed-integer problems

Our algorithm works with arbitrary bicriteria convex mixed-integer problems. In the following
we characterize this problem class and discuss the corresponding theoretical notions. For
a comprehensive theoretical introduction to the topic of multicriteria optimization, see the
textbook by Ehrgott (2005).
We present here the general case of K ∈ N, K ≥ 2 criteria although our algorithm will focus
later on the case K = 2. A general multicriteria program has the form
min f (x)
s. t. x ∈ X
where X is an arbitrary nonempty set and f is a vector-valued function f : X → RK with
components f (x) = (f1 (x), . . . , fK (x))T . We recall that we assume throughout this thesis that
all objectives should be minimized. Corresponding results also hold for the case of maximization, however some conditions have to be adapted, for example an objective function which is
maximized needs to be concave instead of convex. Our algorithm treats the case of bicriteria
mixed-integer convex programs, i.e. there are K = 2 criteria and the feasible set X in decision
space can be represented in the form
{
}
X = (c, d) ∈ Rk × Zm | gi (c, d) ≤ 0 for each i ∈ I
(3.1)
where the functions gi , i ∈ I are convex w.r.t. c ∈ Rk for each fixed d ∈ Zm . We consider
here the case that each of the component objective functions fi , i = 1, . . . , n is an affine
linear function. Note that when solving minimization tasks, this restriction to linear objective
functions instead of general convex objective functions does not reduce the class of problems
that we can model. A convex objective function can be replaced by a new variable and the
objective function shifted into the constraints. This class of problems also contains the widely
considered class of bicriteria mixed-integer linear programs.
We use the ordering cone RK
≥0 to describe a dominance relation between two multicriteria
(1)
K
objective vectors z ∈ R and z (2) ∈ RK . The solution z (1) is said to dominate z (2) with
(2)
respect to the ordering cone RK
∈ z (1) + (RK
≥0 if z
≥0 \ {0}).
Let Z := f (X) ⊆ RK be the (nonempty) set of all attainable vectors in objective space. The
goal of multicriteria optimization is to compute (representations of) the set of nondominated
objective vectors N (Z). With respect to the ordering cone RK
≥0 this set is defined as
N (Z) := Z \ (Z + (RK
≥0 \ {0})).
The ordering cone RK
≥0 is used to describe the goal of minimization with respect to all objective
functions f1 (x), . . . , fK (x).
The nadir point of Z is given by the vector z N (Z) with components
ziN (Z) := sup{zi | z ∈ N (Z)},

i = 1, . . . , n

representing the maximal trade-off that we can make in each component. The ideal point of Z
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is given by the vector z I (Z) with components
ziI (Z) := inf{zi | z ∈ Z},

i = 1, . . . , n

representing the optimum that can be achieved in each objective function. Figure 3.2 illustrates
a nondominated set with ideal and nadir point.
f2
Z + RK
≥0

ideal point

nadir point

N (Z)
f1

Figure 3.2: Illustration of the ideal point and nadir point in objective space. The thick curve
and the dotted point represent the set of nondominated objective vectors.

3.2.2

Patches

The basis of our algorithm is formed by the concept of a patch. It makes use of the fact that the
variables of a mixed-integer program can be decomposed into continuous and discrete parts.
Let (c1 , d) ∈ X and (c2 , d) ∈ X be two feasible points in decision space which share the
values d for the discrete variables. Then, by the convexity of the constraint functions gi in the
continuous variables it holds that every convex combination of the two points (λc1 +(1−λ)c2 , d)
with λ ∈ [0, 1] fulfills
gi (λc1 + (1 − λ)c2 , d) ≤ λgi (c1 , d) + (1 − λ)g(c2 , d) ≤ 0
and is thus also a feasible point contained in X. The corresponding objective vector can be
written as
f (λc1 + (1 − λ)c2 , d) = λf (c1 , d) + (1 − λ)f (c2 , d)
since we assume f to be affine linear. By varying λ ∈ [0, 1], we obtain a segment of attainable
objective vectors, i.e. a segment patch with endpoints f (c1 , d) and f (c2 , d). By taking convex
2
K
combinations of the two points z 1 ∈ f (c1 , d) + RK
≥0 and z ∈ f (c2 , d) + R≥0 contained in the
upper sets of these points, we can create an alternative segment. All vectors in this segment
are also contained in the upper set Z + RK
≥0 , since for each value λ ∈ [0, 1] the point on
the alternative segment is dominated by the corresponding, attainable point on the original
segment due to the component-wise inequality
λz 1 + (1 − λ)z 2 ≥ λf (c1 , d) + (1 − λ)f (c2 , d).
We formalize the concept of a patch in the following definition.
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Definition 3.2.1 (Segment patch in objective space). Let (c1 , d) ∈ X and (c2 , d) ∈ X be two
(not necessarily distinct) feasible points in decision space with shared values for the discrete
(2)
variables. Let z (1) ∈ f (c1 , d) + RK
∈ f (c2 , d) + RK
≥0 and z
≥0 be two points that are contained
in the upper sets of the corresponding objective vectors. Then, the line segment
{ (1)
}
λz + (1 − λ)z (2) | λ ∈ [0, 1]
between z (1) and z (2) is a segment patch.

The simple representation of a segment patch by two vectors allows for an efficient search
procedure by our algorithm. We use the symbol s to denote such a segment patch. In the case
(1)
of two criteria, we denote the components of the two endpoints z (1) and z (2) by X1 (s) = z1 ,
(2)
(1)
(2)
X2 (s) = z1 and Y1 (s) = z2 , Y2 (s) = z2 . An illustration of a set of segment patches in
objective space is given in Figure 3.3.

f2

Y1 (s)

(f1 (c1 , d), f2 (c1 , d))
s

Y2 (s)

(f1 (c2 , d), f2 (c2 , d))

f1
X1 (s)

X2 (s)

Figure 3.3: Illustration of two segment patches in a two-dimensional objective space. The
patch s corresponds to the discrete assignment d and has endpoints given as
(X1 (s), Y1 (s)) and (X2 (s), Y2 (s)). Another patch in black corresponds to a different discrete assignment. The gray background represents the upper set Z + R2≥0
of attainable objective vectors.

Scaling Assumption. We require the following scaling assumption which is also used by
Stidsen, Andersen, and Dammann (2014). This assumption is mainly used to simplify the
analysis of the algorithm.

Assumption 3.2.2 (Scaling). The nadir point and the ideal point have only finite components
each. The objectives are scaled by an affine transformation such that the ideal point has
coordinates z I = (0, . . . , 0)T and the nadir point is z N = (1, . . . , 1)T .
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3.2.3

Measures of approximation quality

In multicriteria optimization, a large number of measures of the approximation quality exist
(Laszczyk and Myszkowski 2019). For obtaining convergence results the choice of a measure
with good theoretical properties is key.
Difference volume
The difference volume aims to quantify the average error that the approximation has to the
true Pareto frontier. We use this as the basis for both the construction and the analysis of our
algorithm.
Definition 3.2.3 (Difference volume). Let A ⊆ Z be an approximation of the set of attainable
objective vectors Z. Note that by our scaling assumption, it holds Z ⊆ [0, 1]K . The difference
volume δvol (Z, A) of Z and A with respect to the standard ordering cone RK
≥0 is defined as the
K
enclosed volume between the upper sets Z + RK
and
A
+
R
:
≥0
≥0
) (
))
)
K
∩ [0, 1]K
Z + RK
≥0 \ A + R≥0
((
)
)
(
)
A⊆Z
K
K
= vol Z + RK
− vol (A + RK
≥0 ∩ [0, 1]
≥0 ) ∩ [0, 1]

δvol (Z, A) := vol

(((

The difference volume is closely related to the hypervolume-measure (Auger et al. 2012) as it
can be represented as the difference in hypervolume of the approximation and the true Pareto
frontier. Wu and Azarm (2001) define the related hyperarea difference which is equivalent to
the difference volume if a matching scaling is used.
f2

δvol (Z, A)

εd (Z, A)
Z

A

f1
Figure 3.4: Illustration of ε-indicator value and difference volume for an approximation A
(blue line) of the true set of attainable objective vectors Z (the gray shaded
area). The darker shaded area represents the difference volume δvol (Z, A). The
ε-indicator value εd (Z, A) is illustrated with the dotted line.
Integral representation of the difference volume. In our main case of K = 2 criteria the
difference volume can be also represented as an integral. The formulation is based on the
smallest y-coordinate By (x) of points in the upper set of a set B ⊆ R2 with x-coordinate being
at most a given value x, formally defined as
By (x) := min{y ′ | (x, y ′ ) ∈ B + R2≥0 }.
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For the above to be well-defined we assume that x ≥ 0 and (0, 1) ∈ B hold. The difference
volume of an approximation A ⊆ Z with (0, 1) ∈ A can be represented using Fubini’s theorem
as
(((
) (
))
)
δvol (Z, A) = vol
Z + R2≥0 \ A + R2≥0 ∩ [0, 1]2
∫ 1∫ 1
=
1(Z+R2 )\(A+R2 ) (x, y) dx dy
≥0
≥0
(3.3)
0
0
)
∫ 1 (∫ 1
∫ 1
=
1(Z+R2 )\(A+R2 ) (x, y) dy dx =
(Ay (x) − Zy (x)) dx.
0

≥0

0

≥0

0

This formulation leads to an interpretation of the difference volume as the average error of
the approximation: If an upper bound for the first objective is chosen uniformly at random in
[0, 1], taking the point with minimal value in the second objective fulfilling this bound from
the approximation A instead of the exact set Z will lead to a deviation in the second objective.
The expected value of this deviation is equal to δvol (Z, A) due to the scaling assumption 3.2.2.
The ε-indicator
For comparison purposes we also use the ε-indicator (Zitzler, Thiele, et al. 2003). This measure
has been widely used in different forms throughout the literature, sometimes under the notion
ε-approximate Pareto frontier (Loridan 1984; Legriel et al. 2010).
Definition 3.2.4 (ε-indicator). The ε-indicator value εd (Z, A) of an approximation A ⊆ Z is
given as
εd (Z, A) := sup
inf ||z − x||∞ = sup inf ||z − x||∞ ,
x∈A+RK
z∈Z+RK
≥0
≥0

z∈Z x∈A+RK
≥0

K
which is equivalent to the Hausdorff distance for the ℓ∞ -metric of Z + RK
≥0 and A + R≥0 since
K
A + RK
≥0 ⊆ Z + R≥0 .

We use this measure in our numerical analysis to show that our algorithm also obtains a
reasonable convergence with respect to other approximation quality measures. The measure is
computed using the methods described in chapter 4 where also a detailed characterization of
the ε-indicator is provided.

3.2.4

Patch complexity

To describe the inherent complexity of a multicriteria optimization problem, we use the concept
of the patch complexity. This will give us a lower bound for the number of patches required to
obtain an approximation with some given quality. We base the analysis of our algorithm on a
comparison to this instance-specific lower bound.
Definition 3.2.5 (Segment patch complexity). The segment patch complexity of a multicriteria optimization problem with a set of attainable objective vectors Z with respect to the
approximation quality measure q at level ε > 0 is given by the minimal number of patches
that are needed to obtain an approximation A ⊆ Z such that q(Z, A) ≤ ε.
Formally, the segment patch complexity NδSvol (ε) with respect to the difference volume is
given∪as the minimal number n ∈ N of segment patches s1 , . . . , sn such that, for the union
A = ni=1 si , it holds δvol (Z, A) ≤ ε.
Our algorithm finds a set of patches with approximately minimal cardinality such that the
difference volume is bounded by a desired value. The authors of Vassilvitskii and Yannakakis
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(2005) follow the similar goal to find a set of points with minimal cardinality such that an
approximation error to the Pareto frontier is bounded. They give algorithms that compute
point sets that are at most a constant factor away from the optimum, an alternative algorithm
for this is given by Bazgan, Jamain, and Vanderpooten (2015). Our use of patches instead of
just points, however, significantly reduces the required number of parts of the Pareto frontier
to obtain a given approximation quality.

3.3

The Adaptive Patch Approximation Algorithm

We now describe on a high level our Adaptive Patch Approximation Algorithm that combines
patches to an approximate Pareto frontier of a bicriteria mixed-integer program.

3.3.1

The iterative improvement approach

Our method is based on the idea to adaptively improve the current approximation with segment
patches that decrease the difference volume as much as possible. In each iteration, we compute
a segment patch that fulfills the improvement guarantee below, i.e. the addition of the patch
should improve the difference volume of the approximation as much as possible. The resulting
segment patch will then be added to the approximation. The details of how such a segment
patch can be found efficiently will be discussed in section 3.4.
In the following, we denote the y-coordinate of a segment patch s at a given x-coordinate
x ∈ [X1 (s), X2 (s)] by sy (x). We also use the smallest y-coordinate Ay (x) of a point in A
with given x-coordinate defined in (3.2). The analysis of the improvement in difference volume obtained by a segment patch is based on the following measure that is better suited for
optimization.
Definition 3.3.1 (Integrated improvement). For an approximation A and a segment patch
s, the Integrated improvement IA (s) by s w.r.t. the approximation A is given by the volume
between the approximation and the segment
∫

X2 (s)

IA (s) =

(Ay (x) − sy (x)) dx.

X1 (s)

Optimizing with respect to the Integrated improvement will allow us to make progress on
the difference volume due to the following relation.
Proposition 3.3.2 (Impact of Integrated improvement on difference volume). Let A be some
approximation of the set Z to which the segment patch s is added. Then the new difference
volume is bounded by
δvol (Z, A ∪ s) ≤ δvol (Z, A) − IA (s).
Proof. Using the integral representation (3.3) of the difference volume and the simple bound
(A ∪ s)y (x) ≤ sy (x) for x ∈ [X1 (s), X2 (s)], the difference volume of the extended approximation
A ∪ s can be bounded by
δvol (Z, A ∪ s)
∫
∫ X1 (s)
(Ay (x) − Zy (x)) dx +
≤
0
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X2 (s)

X1 (s)

∫

1

(sy (x) − Zy (x)) dx +

(Ay (x) − Zy (x)) dx.
X2 (s)

3.3 The Adaptive Patch Approximation Algorithm
By comparing shared terms with the integral representation (3.3) of δvol (Z, A) we obtain the
bound
δvol (Z, A ∪ s)
∫
≤ δvol (Z, A) −
= δvol (Z, A) −

X2 (s)

X1 (s)
∫ X2 (s)

∫
(Ay (x) − Zy (x)) dx +

X2 (s)

(sy (x) − Zy (x)) dx

X1 (s)

(Ay (x) − sy (x)) dx = δvol (Z, A) − IA (s)

X1 (s)

from which we obtain the claim.

In each iteration, we aim to find a segment patch that provides a large Integrated improvement with respect to the current approximation and thus a large decrease in the difference
volume. Obtaining the segment patch with maximal Integrated improvement is cumbersome.
However, guaranteeing that the Integrated improvement of the segment patch is within some
factor of the maximally possible value is sufficient for obtaining a good convergence. We show
this by analyzing the effect of this guarantee in detail.
Definition 3.3.3 (Integrated improvement guarantee). An algorithm for computing a segment
patch fulfills the Integrated improvement guarantee at level κ > 0 if on each approximation A
it returns a segment patch s such that
IA (s) ≥ κ

sup

s′ segment patch

IA (s′ ),

i.e. the Integrated improvement provided by the new segment patch to the old approximation
should be at least a factor κ times the maximally possible Integrated improvement for a feasible
segment patch.
We now have all prerequisites to formulate our main algorithm, the Adaptive Patch Approximation algorithm 3.3.1. On a high level, the Adaptive Patch Approximation Algorithm
iteratively adds segment patches to the approximation, until a stopping criterion is reached.
The approximation is initialized to contain only the point (0, 1) ∈ Z. This point is guaranteed
to exist by scaling Assumption 3.2.2 since the ideal point (0, 0) and nadir point (1, 1) imply
that the lexicographic minimum with respect to the first objective must have coordinates (0, 1).
Main Algorithm 3.3.1: Adaptive Patch Approximation algorithm
A ← {(0, 1)}
while stopping criterion not reached do
Find a segment patch s fulfilling the Integrated improvement guarantee (for some
constant level κ) to the current approximation A
A←A∪s
In the following sections we establish the efficiency of this algorithm by analyzing its convergence and describing an effective realization. We show that the convergence rate almost
matches the theoretical optimum given by the patch complexity. In section 3.4 we describe
how the Integrated improvement guarantee can be fulfilled using only a constant number of
optimization steps per iteration.
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3.3.2

Ingredients for the analysis: lower envelopes and Pareto frontiers

For our analysis of the convergence rate we use monotone lower envelopes. For a set of segment
patches, the monotone lower envelope corresponds to the relevant, nondominated parts. We
can hence use this as a simple geometric model for the effects of the insertion of a segment
patch into the approximation.

y

y

m

ℓ

x
(a) Lower envelope ℓ

x
(b) Monotone lower envelope m

Figure 3.5: Illustration of the lower envelope ℓ (left) and the monotone lower envelope m
(right) for a set of segments (dashed).
In classical computational geometry, the lower envelope of line segments s1 , . . . , sn with
respect to the x-axis is given as the following curve
ℓ(x) = min{y ∈ R | (x, y) is contained in si for some i ∈ {1, . . . , n}}.
To properly model the set of nondominated points, we use the following modified version of
the lower envelope that ensures monotonicity to match the behavior of Pareto frontiers.
Definition 3.3.4 (Monotone lower envelope). The monotone lower envelope of a set of line
segments s1 , . . . , sn is given as
m(x) = min {y ∈ R | ∃x′ ≤ x s. t. (x′ , y) is contained in si for some i ∈ {1, . . . , n}} .
Figure 3.5 shows an example of the monotone lower envelope. Our approximation quality
measures are invariant under taking the monotone lower envelope since it corresponds to the
addition of the ordering cone RK
≥0 .
Proposition
∪n 3.3.5 (Invariance of measures under monotone lower envelope).
Let A = i=1 si be an approximation consisting of a set of segments s1 , . . . sn . Let A′ denote
the monotone lower envelope of s1 , . . . sn . Then the following equalities hold:
1. N (A) = N (A′ )
2. δvol (Z, A) = δvol (Z, A′ )
3. εd (A) = εd (A′ )
A proof is provided in section A 3.1. The result shows that we can work with the monotone
lower envelope without affecting our guarantees on the approximation quality.
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Complexity of monotone lower envelopes. For our convergence guarantees we need a bound
on the number of segments contained in the monotone lower envelope.
We denote the standard lower envelope complexity, i.e. the maximal number of segments
occurring in the lower envelope of n segments in the plane, by λ(n). The following classic
bound from computational geometry limits this standard lower envelope complexity to an
almost-linear growth.

Lemma 3.3.6 (Tagansky (1996) and Hart and Sharir (1986)). For n ∈ N the standard lower
envelope complexity is bounded by
λ(n) ≤ 2n(ln(n) + 1)
and also by
λ(n) ≤ 52n(α(n) + 1)
where α is the inverse Ackermann function, a very slowly growing function.

As a corollary we obtain the following bound on the maximal number of segments in a
monotone lower envelope which we denote by λ̄(n).

Corollary 3.3.7 (Complexity of monotone lower envelopes). Let a set S of n line segments
be given. Then the monotone lower envelope of these segments consists of at most
λ̄(n) ≤ λ(2n) ≤ min{4n(ln(2n) + 1), 104n(α(2n) + 1)}
many segments.

Proof. We can obtain the monotone lower envelope in the following way: We add for each
segment s ∈ S an additional horizontal segment s′ extending from the right endpoint of s until
the largest x-coordinate in S. Let S ′ be this extended set of segments. Due to the extensions
with the horizontal segments, the lower envelope of S ′ is equal to the monotone lower envelope
of S. The number of segments of the monotone lower envelope of S is thus bounded by the
number of segments in the standard lower envelope of S ′ . Since |S ′ | ≤ 2|S| we thus obtain,
from applying Lemma 3.3.6 on S ′ , the upper bound
λ̄(n) ≤ λ(|S ′ |) ≤ λ(2|S|) ≤ min{4n(ln(2n) + 1), 104n(α(2n) + 1)}
for the number of segments in the monotone lower envelope.

Note that both functions λ(n) and λ̄(n) are monotonically increasing since by adding a small
segment at an appropriate place the number of segments in the lower envelope can always be
increased.
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3.3.3

Convergence bound

Using monotone lower envelopes, we now show that the Adaptive Patch Approximation algorithm 3.3.1 achieves a convergence with respect to the difference volume which is only a small
factor away from the theoretical optimum given by the patch complexity.
Lemma 3.3.8 (Consequence of Improvement guarantee). Let Z be the set of all attainable
objective vectors and A ⊆ Z the current approximation. Suppose that we generate the next
approximation A′ by adding a segment patch fulfilling the Integrated improvement guarantee
with level κ > 0. Then, the new difference volume δvol (Z, A′ ) is bounded by
(
)
κ
(
) .
δvol (Z, A′ ) ≤ δvol (Z, A) 1 −
2λ̄ NδSvol (δvol (Z, A)/2)
Proof. We show the statement by establishing the bound
δvol (Z, A′ ) ≤ δvol (Z, A) − κ

δvol (Z, A) − ε
λ̄(NδSvol (ε))

for all ε > 0.

(3.4)

The claim of the lemma then follows from plugging in ε = δvol (Z, A)/2.
For ε ≥ δvol (Z, A) the bound (3.4) follows immediately, since δvol (Z, A′ ) ≤ δvol (Z, A) holds
due to the monotonicity of the difference volume.
Let some ε < δvol (Z, A) be given. By the definition of the segment patch complexity NδSvol (ε)
there exists a set S ∗ of |S ∗ | = NδSvol (ε) many segment patches such that δvol (Z, S ∗ ) ≤ ε. Let
S ′ be the monotone lower envelope of S ∗ . Proposition 3.3.5 implies δvol (Z, S ′ ) = δvol (Z, S ∗ ).
Because S ′ is a monotone lower envelope, the segments of S ′ cover the whole range [0, 1] on
the x-axis without overlapping. We can thus represent the difference volume δvol (Z, S ∗ ) ≤ ε as
∗

∑

′

δvol (Z, S ) = δvol (Z, S ) =

segment s′ in S ′

∫

X2 (s′ )

X1 (s′ )

( ′
)
sy (x) − Zy (x) dx

using the representation (3.3) by a comparison to the true Pareto frontier given by Z. Using the
same partition of the x-axis given by these segments, we can represent the current difference
volume as
∫ X2 (s′ )
∑
δvol (Z, A) =
(Ay (x) − Zy (x)) dx.
segment s′ in S ′

X1 (s)

By taking the difference of the integrals, we arrive at the inequality
∗

δvol (Z, A) − ε ≤ δvol (Z, A) − δvol (Z, S ) =

∑
segment s′ in S ′

∫

X2 (s′ )

X1 (s′ )

(
)
Ay (x) − s′y (x) dx.

Since ε < δvol (Z, A) holds and because for at least one of the summands a value not smaller
than the average value must occur, there exists a segment s∗ ∈ S ′ that fulfills the inequality
∗

IA (s ) =

∫

X2 (s∗ )

X1 (s∗ )

)
(
1
Ay (x) − s∗y (x) dx ≥ ′ (δvol (Z, A) − ε) .
|S |

Let s be the new segment patch added to the approximation. Since s fulfills the Integrated
improvement guarantee, the improvement obtained by s is at least within a factor κ of that

36

3.3 The Adaptive Patch Approximation Algorithm
obtained by s∗ . Thus, we have
IA (s) ≥ κ IA (s∗ ) ≥

κ
κ
(δvol (Z, A) − ε) ≥
(δvol (Z, A) − ε)
S
′
|S |
λ̄(Nδvol (ε))

where we used the fact that the set S ′ contains at most |S ′ | ≤ λ̄(NδSvol (ε)) many segments. According to Proposition 3.3.2 by adding the segment patch s the difference volume δvol decreases
by at least IA (s). We obtain statement (3.4) by using the bound on IA (s).
We are now able to show the main convergence result of our algorithm: The number of
iterations required to reach a difference volume of ε is close to the theoretical optimum NδSvol (ε).
Theorem 3.3.9 (Convergence of the Adaptive Patch Approximation Algorithm). Let ε ∈ (0, 1)
be an arbitrary bound on the difference volume. Then, the approximation returned by the
Adaptive Patch Approximation algorithm 3.3.1 reaches a difference volume of at most ε after
at most
)
2 ( S
λ̄ Nδvol (ε/2) ln(1/ε)
κ
many iterations.
Proof. Let A0 , A1 , . . . be the sequence of approximations generated by the iterations of the algorithm, where A0 is the start approximation. Let k ∈ N be an index for which δvol (Z, Ak ) > ε/2
holds. Since the patch complexity is a monotonically decreasing function, this implies
NδSvol (δvol (Z, Aℓ )/2) ≤ NδSvol (ε/2)

for all ℓ ∈ {0, . . . , k}.

Lemma 3.3.8 hence yields for each iteration ℓ ∈ {0, . . . , k} the following bound for the improvement
)
(
κ
(
)
δvol (Z, Aℓ+1 ) ≤ δvol (Z, Aℓ ) 1 −
2λ̄ NδSvol (δvol (Z, Aℓ )/2)
(
)
κ
(
) .
≤ δvol (Z, Aℓ ) 1 −
2λ̄ NδSvol (ε/2)
As δvol (Z, A0 ) ≤ 1 by the definition of the difference volume, we obtain the total bound
(
δvol (Z, Ak ) ≤

1−

κ

)k

(
)
2λ̄ NδSvol (ε/2)

.

Thus, to achieve δvol (Z, Ak ) ≤ ε, at most
( (
k ≤ ln(ε) ·

ln 1 −

κ

))−1

(
)
2λ̄ NδSvol (ε/2)

many iterations are needed. By using the inequality ln(1 − x) ≤ −x for x < 1 which implies
(ln(1 − x))−1 ≥ (−x)−1 , we obtain from above
(
k ≤ ln(ε) ·

−

κ

(
)
2λ̄ NδSvol (ε/2)

)−1

(
)
λ̄ NδSvol (ε/2)
= 2 ln(1/ε)
κ

as claimed, where we used ln(ε) < ln(1) = 0.
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3.4

Efficiently computing segment patches

In the preceding section we have shown that the Adaptive Patch Approximation algorithm 3.3.1
achieves a near-optimal convergence with respect to the number of iterations. In this section we
describe how the individual iterations can be implemented. The key task here is to develop an
algorithm that efficiently finds a good segment patch. In particular, we have to ensure that the
improvement guarantee of Definition 3.3.3 is fulfilled without requiring too many optimizations
of the underlying mixed-integer program.
Since we build our approximation A out of segment patches, the approximation can be
described by the monotone lower envelope of the set of segment patches. We partition the
objective space along the axis of the first objective f1 according to these segments in the
monotone lower envelope. In the following, we identify the x-axis with the value of the first
objective function f1 . In this way, vertical regions are created. Figure 3.6 illustrates this
partition of the objective space.
regions induced by segments
of the approximation A
y

A

x

Figure 3.6: Illustration of the partition of objective space into regions induced by the segments
of the approximation.
Our strategy for obtaining good segment patches is based on searching for segment patches
that are fully contained in one of the regions induced by the monotone lower envelope of the
approximation. When searching a segment patch s′ with respect to some segment s, we require
that the bounds on the x-coordinates of the endpoints X1 (s) ≤ X1 (s′ ) ≤ X2 (s′ ) ≤ X2 (s) are
fulfilled. The restriction to such a region ensures that the approximation is linear with respect
to x which enables a simple formulation of the desired optimization goal. We can reuse most
found patches, only for segments that are new in the monotone lower envelope a new patch
needs to be computed. In each iteration, we then add the patch that achieves the maximal
improvement in difference volume among all candidate patches.
The realization of our Adaptive Patch Approximation algorithm can be summarized as
follows in Main algorithm 3.4.1. As a step to ensure approximate optimality in each iteration,
we use algorithm 3.4.2 which is described later.
Number of segment patch computations per iteration. In each iteration of the algorithm,
the monotone lower envelope M of A has to be updated after the insertion of a new segment
patch. However, we show that the number of changed segments in M is at most 4 per iteration.
This follows from the fact that we add only segment patches to the approximation that have
been contained in a region given by a previous segment. Thus, when adding a new segment
patch p inside the region given by the old segment m from the monotone lower envelope, only
two cases can occur which are also illustrated in Figure 3.7.
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Main Algorithm 3.4.1: Realization of the Adaptive Patch Approximation algorithm
A ← {(0, 1)} // the approximation: a set of segment patches
M ← {segment from (0, 1) to (1, 1)} // monotone lower envelope of A
P ← ∅ // list of all candidate patches
while δvol (Z, A) > ε do
foreach new segment m ∈ M of the monotone lower envelope do
Find a segment patch in the region induced by m with maximal Integrated
improvement w.r.t. m (approximately to a factor 1 − β)
Add the segment patch to P
Take the segment patch p∗ ∈ P with maximal difference volume improvement with
respect to A
Re-optimize with respect to the coordinates of this patch p∗ to ensure local optimality
with Algorithm 3.4.2 (using parameter s∗ := p∗ ) and update p∗ if needed
Update the approximation: A ← A ∪ p∗
Update the monotone lower envelope M of A

(a) The new segment patch p is above the right endpoint of the segment m, i.e. has a larger
y-coordinate everywhere. Then, at most 4 new segments can appear in the monotone
lower envelope: A part of p, two parts of m (one the left and one to the right of p) and
a horizontal segment.
(b) The new segment p is (at least partially) below the right endpoint of m. Then, there is
only one part of m and one part of p that might change. Additionally, only the horizontal
segment extending from the right endpoint of p and the segment intersecting this horizontal segment can be created or updated. Thus, at most 4 segments are updated. There
might, however, be segments from the monotone lower envelope that will be completely
removed by the insertion of p.

y

y

m
1

1
m

p

p

2

2

3
3

4

(a) New segment above reference segment

4
x

x
(b) New segment below reference segment

Figure 3.7: A new segment patch p (dotted red) is found w.r.t. the reference segment m.
Two cases can arise when the new patch p is inserted to the old monotone lower
envelope (gray segments). In both cases only four segments are updated or newly
created in the new monotone lower envelope (dashed).
Our discussion shows that at most 4 segments are updated in the monotone lower envelope
per iteration. This results in the following bound on the effort required by algorithm 3.4.1.
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Proposition 3.4.1 (Complexity of the Adaptive Patch Approximation Algorithm). The Adaptive Patch Approximation algorithm 3.4.1 needs to compute at most 4 segment patches per
iteration.
In the remainder of this section, we show the following statement that establishes the effectiveness and efficiency of algorithm 3.4.1.
Theorem 3.4.2. The Adaptive Patch Approximation algorithm 3.4.1 has the following properties for every fixed value of the parameter 0 < β < 1:
1. A segment patch can be found by performing a single-objective optimization of two feasible
points over the original feasibility set X of (3.1) with additional linking constraints. This
single-objective MIP has a linear objective and duplicates the constraints and continuous
variables of (3.1), with an additional constant number of constraints and variables.
2. The patch improvement guarantee is always fulfilled with κ = 18 (1 − β).
To prove this theorem, we perform a detailed analysis of the various steps of the algorithm.

3.4.1

Finding good segment patches by maximizing improvement

In the Adaptive Patch Approximation algorithm, we need to find segment patches with maximal Integrated improvement with respect to the current segments. We now give an efficient
MIP formulation for this task.

Expression for the Integrated improvement. The basis of our formulation is a simple expression for the Integrated improvement w.r.t. a single segment. Assume that the new segment
patch s′ is found inside the region induced by the segment s of the current monotone lower
envelope, i.e. it holds X1 (s) ≤ X1 (s′ ) ≤ X2 (s′ ) ≤ X2 (s). The Integrated improvement Is (s′ )
can then be simplified to
′

∫

X2 (s′ )

Is (s ) =
X1

(s′ )

(sy (x) − s′y (x)) dx

(
)
(X1 (s′ ) + X2 (s′ ))/2 − X1 (s) Y1 (s′ ) + Y2 (s′ )
= (X2 (s′ ) − X1 (s′ )) · Y1 (s) + (Y2 (s) − Y1 (s))
−
X2 (s) − X1 (s)
2

(3.5)

′

by using the linearity of the segments s and s .

Formulation of the MIP. Our implementation of the Adaptive Patch Approximation algorithm 3.3.1 is based on computing, with respect to each segment of the monotone lower
envelope, a segment patch with approximately maximal Integrated improvement. We now
show how such an optimization can be formulated in practice. For this, an approximately optimal solution is sufficient. We will show that we can obtain an approximation with a constant
relative error that can be chosen to be as close to 0 as wanted.
To maximize the Integrated improvement corresponding to the reference segment s, we have
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to solve the following optimization problem.

s. t.

max Is (s∗ )
s∗ is a segment patch in objective space
X2 (s∗ ) ≥ X1 (s∗ )
X1 (s∗ ) ≥ X1 (s)
X2 (s∗ ) ≤ X2 (s)

We use here Definition 3.2.1 of segment patches in objective space. Note that according to this
definition an extension in direction of the ordering cone is allowed and thus horizontal segment
patches can also be considered. The requirement that s∗ is a segment patch can be explicitly
modeled using linear inequalities and variables and constraints from the original mixed-integer
program. By additionally using the expression (3.5) for the Integrated improvement Is (s∗ ) we
arrive at the following formulation (3.6) to compute an optimal segment patch with endpoints
(x1 , y1 ) and (x2 , y2 ).
)
(
x1 /2 + x2 /2 − X1 (s) y1 + y2
max (x2 − x1 ) · Y1 (s) + (Y2 (s) − Y1 (s))
−
X2 (s) − X1 (s)
2
s. t. (c1 , d) ∈ X
(c2 , d) ∈ X
x1 ≥ f1 (c1 , d)
x2 ≥ f1 (c2 , d)
y1 ≥ f2 (c1 , d)
y2 ≥ f2 (c2 , d)
x1 ≥ X1 (s)
x2 ≤ X2 (s)
x1 ≤ x2

(3.6)

(3.7)

The constraints (c1 , d) ∈ X and (c2 , d) ∈ X can be expressed by using the constraints of the
original MIP. This requires at most twice the number of constraints and twice the number of
continuous variables as in the original MIP. Note that every optimal solution fulfills y1 = f2 (c, d)
and y2 = f2 (c, d) since y1 and y2 appear with a negative factor in the objective function.
Linearization of the objective function. The optimization objective in (3.6) is nonlinear.
To maintain the linear structure of the original MIP, we now linearize this objective. Using
the linear substitutions
x = (x2 − x1 )
and
y = Y1 (s) + (Y2 (s) − Y1 (s))

x1 /2 + x2 /2 − X1 (s) y1 + y2
−
X2 (s) − X1 (s)
2

we obtain the following simple bilinear term for Is (s′ ) which is identical to (3.6)
Is (s′ ) = g(x, y) := x · y.
For this function g we perform now an approximate linearization. Note that by definition
x = x2 − x1 ≥ 0 is non-negative. Since the maximal value of Is (s∗ ) is at least 0 we can assume
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y ≥ 0 and include it as a constraint in the problem. We thus only need to approximate the
function g in the non-negative orthant. Due to the scaling of the objective vectors to [0, 1]2 ,
we also know that the x- and y-value can be at most 1. Thus, approximating g in the square
[0, 1]2 is sufficient. We use an approach based on the identity
g(x, y) = x · y = exp(ln(x) + ln(y)).
Since exp is a monotone function, maximizing g is equivalent to maximizing ln(x) + ln(y). For
the logarithm we can give an upper approximation with linear inequalities based on tangents,
since the logarithm is a concave function.

Approximation of the logarithm with linear inequalities. To provide a linearization of
the Integrated improvement obtained by a segment patch, we give an approximation of ln(x)
for values x ∈ [δ0 , 1] larger than some constant threshold δ0 > 0. It is sufficient to restrict
the approximation to this range, because smaller values of x correspond to an Integrated
improvement which is guaranteed to be smaller than available alternatives. Our approach is
based on tangents with an exponentially scaled discretization.
A similar problem of approximating a convex function via a convex piecewise linear approximation was considered by Hsiung, S.-J. Kim, and Boyd (2008). For the function ln(1 + ex ) it
was shown that there is an optimal approximation consisting of tangents at appropriate breakpoints which can be found with an algorithm. We describe here a similar procedure, which
given some prescribed additive accuracy β ′ > 0 finds a concave piecewise linear approximation
of ln(x) with a minimal number of pieces.
Formally, we search a set of k lines described by the slope ai ∈ R and y-intercept bi ∈ R for
i = 1, . . . , k, such that
min ai x + bi − β ′ ≤ ln(x) ≤ min ai x + bi

i=1,...,k

i=1,...,k

for all x ∈ [δ0 , 1].

This form allows us to later transform a maximization of ln(x) + ln(y) into the approximately
equivalent problem

s. t.

max zx + zy
zx ≤ ai x + bi for each i ∈ {1, . . . , k}
zy ≤ ai y + bi for each i ∈ {1, . . . , k},

with a linear structure. The approximation of ln(x) and correspondingly ln(y) within an
additive error of β ′ yields a total relative error for the approximation of x · y of
β = 1 − exp(−2β ′ ) ∈ (0, 1)
as a simple calculation shows. With our construction we will establish the following statement:

Lemma 3.4.3 (Approximation of the logarithm with linear inequalities). Let β ′ > 0 and
δ0 > 0 be given. Then, there exists a set of lines of size
k≤
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which are given by the slopes ai ∈ R and y-intercepts bi ∈ R, i = 1, . . . , k, such that
min ai x + bi − β ′ ≤ ln(x) ≤ min ai x + bi

i=1,...,k

i=1,...,k

for all x ∈ [δ0 , 1].

This lemma implies immediately, by replacing the value bi by bi + β ′ , that we can also obtain
the similar approximation from below
min ai x + bi ≤ ln(x) ≤ min ai x + bi + β ′

i=1,...,k

i=1,...,k

for all x ∈ [δ0 , 1].

The construction is based on the idea that each line of the approximation should be a tangent
to ln(x). Choosing tangents is optimal, since any approximation that is not directly touching
the graph of the logarithm can be improved by shifting and secants are not allowed because
we want to overestimate the function ln(x).
In section A 3.2 the construction is described in detail and a proof of Lemma 3.4.3 is provided.
Figure 3.8 shows the corresponding approximation for the case β ′ = 0.2 and δ0 = 0.022.
β′

0
x0
z1
x1

−2
z2
x2
−4

z3
0

0.2

0.4

0.6

0.8

1

Figure 3.8: Approximation of the logarithm (blue curve) via linear inequalities (dashed lines).
The plot corresponds to the choice β ′ = 0.2. With the tangents through the three
points x0 , x1 , x2 we obtain an upper approximation of ln(x) with an additive error
of at most β ′ = 0.2 for the interval [δ0 , 1] = [z3 , 1] ≈ [0.022, 1] which is attained
at the points z1 , z2 and z3 .

3.4.2

Establishing optimality of the algorithm

We show now that the Adaptive Patch Approximation algorithm 3.4.1 fulfills the Integrated
improvement guarantee with a factor of κ = 18 (1 − β). This result then implies the almostoptimal convergence rate of the algorithm by Theorem 3.3.9. To establish the Integrated
improvement guarantee, we have to show that the segment patch chosen by our algorithm
obtains an Integrated improvement that is at least 18 (1 − β) as large as the maximally possible
Integrated improvement for an arbitrary segment patch. Our proof for this is based on the
decomposition of the Integrated improvement obtained by the optimal segment patch into the
regions given by the monotone lower envelope. We bound the number of regions for which a
positive Integrated improvement occurs.
Notation for segment relations. New segment patches are found by optimizing with respect
to given segments of the monotone lower envelope. The tree-like relations between these seg-
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ments are the basis of our analysis. We denote the parent-segment of a segment patch p by
par(p), which represents the segment m in which region the segment patch p was found by algorithm 3.4.1. The set of parent-segments of an approximation A consists of the parent-segments
of each of the segment patches in A. The children of a segment m are the segments that were
added to the monotone lower envelope by algorithm 3.4.1 as a result of the optimization within
the segment m. The set of children of m is denoted by chldn(m). As shown in the discussion
of Proposition 3.4.1, the number of children of a segment is at most 4.
Local optimality guarantee. Due to the linearization, we obtain only segment patches that
maximize within a factor of (1 − β) the Integrated improvement possible inside a region.
Thus, we cannot directly guarantee exact optimality, which is required for our decomposition
approach. We can use instead the following local guarantee which is simpler to ensure.
Definition 3.4.4 (Local optimality guarantee). Let s∗ be a new segment patch that was
returned by the algorithm and par(s∗ ) its corresponding parent segment. The segment patch
s∗ fulfills the local optimality guarantee if for every other segment patch s′ with range
[X1 (s′ ), X2 (s′ )] = [X1 (par(s∗ )), X2 (par(s∗ ))]
the Integrated improvement is not larger, i.e.
Ipar(s∗ ) (s′ ) ≤ Ipar(s∗ ) (s∗ ).
As the guarantee refers to fixed x-coordinates the Integrated improvement Ipar(s∗ ) (s′ ) becomes linear in the y-coordinates. Thus, the guarantee can be easily provided as a postoptimization step by algorithm 3.4.2.
Algorithm 3.4.2: Ensuring local optimality
Input: a reference segment par(s∗ ) along with a candidate s∗ for the corresponding
optimal segment patch
Output: a segment patch fulfilling the local optimality guarantee
Compute a segment patch s′ with fixed coordinates X1 (s′ ) = X1 (par(s∗ )),
X2 (s′ ) = X2 (par(s∗ )) with minimal Y1 (s′ ) + Y2 (s′ )
if Ipar(s∗ ) (s′ ) ≤ Ipar(s∗ ) (s∗ ) then
return s∗
else
return s′
As a consequence of the local optimality guarantee, we can rule out that a positive Integrated
improvement is possible throughout the whole region of the parent segment. We use here the
extended form I˜s (s′ ) of the Integrated improvement of s′ with respect to a segment s for the
case that s does not cover the whole x-range of s′ . In this situation, the integral is restricted
to the overlapping x-range between the segments as
I˜s (s′ ) :=

∫

min{X2 (s),X2 (s′ )}

max{X1 (s),X1

(s′ )}

(sy (x) − s′y (x)) dx.

In the case that the segment s′ is covered by the reference segment s, i.e. if the condition
X1 (s) ≤ X1 (s′ ) ≤ X2 (s′ ) ≤ X2 (s) holds, this extended Integrated improvement is equivalent
to the original I˜s (s′ ) = Is (s′ ).
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Lemma 3.4.5 (No further improvement over the whole interval). Assume that the local optimality guarantee is fulfilled for s∗ . Then, any new segment patch s′ extending over the whole
x-interval of par(s∗ )
[X1 (s′ ), X2 (s′ )] = [X1 (par(s∗ )), X2 (par(s∗ ))]
does not obtain a positive Integrated improvement over this interval, i.e.
∑
I˜s◦ (s′ ) ≤ 0.
s◦ ∈chldn(par(s∗ ))

Proof. Let s′ be a segment patch fulfilling the assumption. Since s′ extends over the whole
region induced by par(s∗ ), the Integrated improvement of s′ can be decomposed as
∑
∑
I˜s◦ (s′ ) = I˜par(s∗ ) (s′ ) −
I˜par(s∗ ) (s◦ )
s◦ ∈chldn(par(s∗ ))

≤ I˜par(s∗ ) (s∗ ) −

∑

s◦ ∈chldn(par(s∗ ))

I˜par(s∗ ) (s◦ ) ≤ I˜par(s∗ ) (s∗ ) − I˜par(s∗ ) (s∗ ) = 0,

s◦ ∈chldn(par(s∗ ))

where we used the local optimality guarantee for the first inequality and the fact that the
segment s∗ ∈ chldn(par(s∗ )) is a child of par(s∗ ) for the second inequality.
Obtaining the Integrated improvement guarantee. The following decomposition of the
Integrated improvement IA (s′ ) of an arbitrary segment patch shows that the best segment patch
restricted to a region of the approximation obtains at least 81 of that Integrated improvement.
Thus, searching for segment patches inside the individual regions will yield sufficiently good
results.
Lemma 3.4.6 (Separate optimization in each segment is sufficient). Let s′ be an arbitrary
segment patch. Assume that the local optimality guarantee holds for all segment patches created
by the algorithm. Then it holds
{
}
′
′
IA (s ) ≤ max 8 max
Is◦ (s ), 0 ,
◦
s ∈M

i.e. when restricting the optimization to regions of the monotone lower envelope, at least
the Integrated improvement is obtained.

1
8

of

Proof. Consider the set S of parent-segments which regions intersect with that of s′ given as
S = {parent-segment s | [X1 (s), X2 (s)] ∩ [X1 (s′ ), X2 (s′ )] ̸= ∅} .
Note that with respect to the children of all other parent-segments the Integrated improvement
of s′ is 0 by definition, since their intersection is empty. We partition the set S into the subsets
S1 and S2 given as
• S1 := {s ∈ S | [X1 (s), X2 (s)] ⊆ [X1 (s′ ), X2 (s′ )]},
• S2 := S \ S1 .
For parent-segments s ∈ S1 , we can restrict the segment patch s′ to the interval [X1 (s), X2 (s)]
along the x-axis, since this interval is by definition fully contained in the interval corresponding

45

3 Adaptive Patch Approximation Algorithm for Bicriteria Convex Mixed Integer problems
to s′ . By Lemma 3.4.5 it then holds
∑

I˜s◦ (s′ ) ≤ 0.

s◦ ∈chldn(s)

Thus, the contribution of the children of segments in S1 to the whole Integrated improvement
sum is nonpositive. There are at most two elements in S2 since an interval has only two
endpoints and the parent-segments are non-overlapping. These parent-segments have at most
4 children each, corresponding to 8 segments in total. Combining the above observations, we
obtain the following decomposition of the sum of Integrated improvement volumes which leads
to the claim
∑
IA (s′ ) =
I˜s◦ (s′ )
s◦ ∈M

=

∑

∑

I˜s◦ (s′ )

s∈S s◦ ∈chldn(s)

=

∑

∑

I˜s◦ (s′ ) +

s∈S1 s◦ ∈chldn(s)

∑

∑

I˜s◦ (s′ )

s∈S2 s◦ ∈chldn(s)

|
{z
}
|
{z
}
≤0
≤8 elements s◦ in total
{
}
′
˜
≤ max 8 max ◦ max Is◦ (s ), 0
s∈S2 s ∈chldn(s)
{
}
′
˜
≤ max 8 max
Is◦ (s ), 0 .
◦
s ∈M

As we have now shown that optimizing within the regions given by the segments of the
monotone lower envelope is sufficient, we can obtain the Integrated improvement guarantee
with a corresponding constant factor.
Theorem 3.4.7 (Realization of the Integrated improvement guarantee). The Adaptive Patch
Approximation algorithm 3.4.1 fulfills the Integrated improvement guarantee of Definition 3.3.3
with κ = 18 (1−β). Here 1−β is the approximation factor for finding individual segment patches.
Proof. Let A be the current approximation A generated by algorithm 3.4.1 and M the corresponding monotone lower envelope. Let s∗ be an arbitrary segment patch. We have to
show that the optimal segment patch s′ found during the optimization within a region of M
achieves an Integrated improvement IA (s′ ) of at least a fraction κ = 81 (1 − β) of the Integrated
improvement IA (s∗ ) of s∗ , i.e. we aim to show the inequality
1
IA (s′ ) ≥ (1 − β)IA (s∗ ).
8
Since algorithm 3.4.1 ensures for all added segment patches that the local optimality guarantee
is fulfilled, by using algorithm 3.4.2 as a subroutine, we can apply Lemma 3.4.6 which yields
the bound
{
}
∗
∗
˜
IA (s ) ≤ max 8 max
Is◦ (s ), 0 .
◦
s ∈M

In the case that IA (s∗ ) ≤ 0 holds, the inequality IA (s′ ) ≥ 81 (1−β)IA (s∗ ) = 0 is fulfilled since the
segment patch s′ has a non-negative integrated improvement IA (s′ ) ≥ 0. The nonnegativity
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of IA (s′ ) is guaranteed since the segment patch of the last iteration would obtain again an
improvement in the new iteration of 0 and the algorithm choose a segment patch s′ with at
least this integrated improvement. We thus can assume IA (s∗ ) > 0 in the following. By the
inequality above there exists a segment s◦ ∈ M in the monotone lower envelope M which
fulfills
1
I˜s◦ (s∗ ) ≥ IA (s∗ ).
8
Since we perform an approximate optimization of the Integrated improvement, we also compute
a segment patch s with (approximately) maximal Integrated improvement w.r.t. the segment
s◦ of the monotone lower envelope. Since we have an approximation factor of 1 − β for the
individual optimization, it holds
I˜s◦ (s) ≥ (1 − β)I˜s◦ (s∗ ).
Because our algorithms outputs a segment patch s′ with an Integrated improvement of at least
I˜s◦ (s) provided by the alternative patch s, we obtain
1
IA (s′ ) ≥ I˜s◦ (s) ≥ (1 − β)I˜s◦ (s∗ ) ≥ (1 − β)IA (s∗ ).
8
This implies that the Integrated improvement guarantee (Definition 3.3.3) is fulfilled with the
factor κ = 18 (1 − β).
The combination of this guarantee with our previous convergence analysis based on the Integrated improvement guarantee in Theorem 3.3.9 establishes that the Adaptive Patch Approximation algorithm 3.4.1 computes approximations to the Pareto frontier with a convergence
rate that almost matches the theoretical lower bound provided by the patch complexity.
Main theorem 3.4.8 (Performance of the Adaptive Patch Approximation Algorithm). The
number of iterations of the Adaptive Patch Approximation algorithm 3.4.1 for reaching a
difference volume that is less or equal to ε is bounded in terms of the segment patch complexity
NδSvol by
(
)
16
λ̄ NδSvol (ε/2) ln(1/ε).
1−β
The number of single-objective MIP optimizations performed by the algorithm is asymptotically
bounded by the same quantity since per iteration at most 5 single-objective MIPs need to be
solved.
Here 1 − β is a constant factor given by the approximation factor with respect to optimal
Integrated improvement. The function λ̄ denotes the monotone lower envelope complexity, a
function that has an almost linear growth rate.
Using the bounds on the monotone lower envelope complexity from Corollary 3.3.7, we
obtain the alternative upper bounds on the number of iterations
( (
)
) ln(1/ε)
64NδSvol (ε/2) ln 2NδSvol (ε/2) + 1
1−β
and

)
) ln(1/ε)
( (
.
1664NδSvol (ε/2) α 2NδSvol (ε/2) + 1
1−β

Remark 3.4.9 (Near-optimality of the algorithm). Main theorem 3.4.8 shows that the algorithm is asymptotically almost optimal. By the definition of the segment patch complexity
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NδSvol , to reach a difference volume of at most ε any algorithm needs to output at least NδSvol (ε)
many segment patches. The factor in the algorithm is NδSvol (ε/2). Although this value can be
slightly larger than the lower bound NδSvol (ε), it is typically only a small constant factor away
from it.
(
)
The factor λ̄ NδSvol (ε/2) is necessary since our algorithm outputs a set of non-overlapping
segment patches in the end. The smallest possible number of segment patches of an approximation of the Pareto frontier with difference volume at most ε is by definition NδSvol (ε). These
segment patches can, however, be overlapping. To achieve
the) same small difference vol(
ume with non-overlapping segments, in the worst case λ̄ NδSvol (ε) many segments are needed.
Thus, our algorithm cannot be improved in this respect as long as it outputs non-overlapping
segments patches.
The factor ln(1/ε) is coming from the fact that we do a greedy choice in each step that is
only approximately optimal. Due to this property, a reduction of the difference volume by a
constant factor can only be guaranteed after a number of patches proportional to NδSvol (ε) have
been added. Hence, asymptotically at least NδSvol (ε) ln(1/ε) many patches need to be added.

3.5

Numerical evaluation

Our algorithm is applicable to all types of bicriteria convex mixed-integer problems. This
includes also linear and convex-quadratic problems. As there is a larger set of alternative
methods available for the linear case, we perform a detailed comparison of the computational
efficiency with other algorithms for this case in subsection 3.5.4. The literature for the convexquadratic and nonlinear convex case does not yet have a large number of available algorithms.
We thus present the results on small-scale problems, focusing on illustrating the behavior of
our algorithm. In subsection 3.5.2, we discuss a convex-quadratic problem, the subsection 3.5.3
treats a nonlinear problem which is non-quadratic.

3.5.1

Computational configuration

In our implementation of the algorithm, we choose the sequence x0 = 12 , 14 , 18 , . . . as the touching
points of the tangents of the approximation of the logarithm. The corresponding approximation
error β ′ has the value
β ′ = − ln(1/2) − 1 − ln(− ln(1/2)) ≈ 0.05966.
The corresponding relative error for optimizing the product is thus given as
β = 1 − exp(−2β ′ ) ≈ 0.11247.
Our implementation hence fulfills by Theorem 3.4.7 the Integrated improvement guarantee
with κ = 18 (1 − β) ≈ 0.11094.
We implemented the algorithms and appropriate data structures in the programming language F#. For solving the mixed-integer programs formulated by our algorithm, we use Gurobi
version 8.1 (Gurobi Optimization, LLC 2021). We choose the default accuracy settings of
Gurobi. For the nonlinear benchmark problems, we perform an appropriate linearization of
the constraints to allow the use of the mixed-integer linear programming solver Gurobi. This
linearization is possible for small-scale problems due to the convexity of the constraints. We
ensure a difference significantly smaller than 10−3 from the original nonlinear constraint function over the whole domain by using a detailed linearization. The benchmarks were run on a
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personal laptop with an Intel i7-8665U CPU with 1.9 GHz and 16 GB RAM.
To illustrate the convergence of the algorithm, we additionally let the algorithm compute
approximate values for the difference volume and the ε-indicator value in each iteration. For
estimating the difference volume, we use a Monte Carlo approach, based on solving ε-constraint
subproblems at randomly chosen bounds for one of the objectives. For computing the εindicator value, we use the method described in chapter 4. This method allows us to compute
the ε-indicator value exactly also for our piecewise-linear approximations. Running times for
these evaluations are not included in our following analysis.

3.5.2

A convex-quadratic problem

As a convex-quadratic benchmark problem we consider the problem described in section A
3.3, which is also used as problem (T4) by Santis, Eichfelder, et al. (2020). We use a setting
with 2 continuous variables and a varying number of integer variables. Figure 3.9 shows a
plot of the approximations generated by our algorithm for this problem (T4) with one integer
variable. The use of segment patches allows our algorithm to adapt well to the curvature of the
Pareto frontier, requiring only a small number of iterations until a very good approximation is
achieved.
After 5 Iterations
After 10 iterations
After 60 iterations
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Figure 3.9: Illustration of the approximations of the Pareto frontier generated by our algorithm for problem (T4). The approximation created after iteration 5 has a
difference volume of 0.038, after 10 iterations the difference volume has already
reached 0.018, while with 60 iterations, the difference volume is smaller than
0.001.
In Table ??, we provide a comparison of the number of iterations our algorithm needed to
reach a difference volume of 0.001 to the number of nodes in the branching tree required by the
algorithm of Santis, Eichfelder, et al. (2020). The results suggest that our algorithm achieves
a faster convergence due to the use of segments for the approximation instead of single points.
Number of integer variables
Number of iterations by our algorithm until δvol ≤ 10−3
Branching nodes of the algorithm by Santis, Eichfelder, et al. (2020)

1
36
749

2
95
3683

3
70
19127

Table 3.1: Comparison of the required number of steps on instance (T4) for our algorithm
with the required number of branching nodes reported by Santis, Eichfelder, et
al. (2020, Table 1). Note that the used stopping criteria are not equivalent but
correspond to roughly similar levels of approximation quality.
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3.5.3

A nonlinear convex problem

To illustrate the applicability of our algorithm on non-quadratic convex problems we use a
problem which includes a non-polynomial term. This problem, featuring an exponential term,
is also used as problem (T6) by Santis, Eichfelder, et al. (2020) and given in detail in section A
3.4. Figure 3.10 shows a comparison of the approximations generated by our algorithm after
different numbers of iterations.
8
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Figure 3.10: Illustration of the approximations of the Pareto frontier generated by our algorithm for problem (T6). The approximation created after iteration 5 has a
difference volume of 0.025, after 10 iterations the difference volume has already
reached 0.009, and after 36 iterations, the difference volume is smaller than
0.001.

3.5.4

Computational results on linear mixed-integer problems

To complement the strong theoretical convergence rate we evaluate our algorithm on several
mixed-integer linear programming benchmark problems. In order to obtain stable results, we
apply the algorithm on many randomly generated instances of a problem type with same sizes.
This allows to reduce deviations caused by single instances. We use the following benchmark
sets:
• The classic benchmark problem by Mavrotas and Diakoulaki (1998) which is widely used
in the literature. The exact specification of this synthetic problem is given in section A
3.5. We use the standard version of the problem, where the number of constraints,
discrete and continuous variables are in a fixed proportion, thus requiring only a single
size parameter. The number of criteria is chosen as K = 2.
• A capacitated facility location problem. We use it in a version with two objective functions containing all the variables but with independently generated coefficients. The
size parameter describes the number of customers that is chosen equal to the number of
possible facility locations. The detailed formulation is described in section A 3.6.
• The biobjective assignment benchmark used by Stidsen, Andersen, and Dammann (2014)
containing only integral variables, described in section A 3.7. Although our algorithm
is not designed for this pure integer problem, the algorithm solves it with acceptable
efficiency.
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approximation quality measure

The Benchmark problems of Mavrotas and Diakoulaki. We illustrate the convergence of
our algorithm by plotting the evolution of approximation quality measures against the number
of iterations. We show both the difference volume which forms the basis of our algorithm, and
the ε-indicator value as an alternative approximation quality measure for comparison purposes.
Such a log-log plot is shown in Figure 3.11 for the benchmark problem of section A 3.5 with
320 variables. The plots show the consistent convergence behavior of the algorithm for all
sizes of the underlying mixed-integer program, as long as the structure stays the same. The
difference volume is decreasing consistently with the rate of a polynomial, after some initial
iterations. In the log-log plot this is exhibited by an approximately straight line.
Estimated Difference volume
ε-indicator value

−1

10

10−2

10−3

100

101
102
Number of iterations

Figure 3.11: Dependence of the approximation quality on the number of iterations. Average
over 10 instances of the benchmark problem by Mavrotas of section A 3.5 with
320 variables
In Figure 3.12, the convergence of our algorithm on various instance sizes is illustrated. The
figure shows that the number of needed iterations for similar accuracy values only increases
slightly with larger instance sizes. The convergence of the difference volume is more consistent
than the convergence of the ε-indicator value since the algorithm focuses on the difference
volume.
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Figure 3.12: Heatmap of the approximation quality reached after a given number of iterations
for varying instance sizes of the benchmark of Mavrotas. The color corresponds
to the logarithm to the base 10 of the respective approximation quality measure.
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Comparison to other algorithms. Since the benchmark problem by Mavrotas and Diakoulaki is widely used in the literature, it is well suited to perform a comparison of various
algorithms. We compare our algorithm to results reported by the following papers that also
use this benchmark problem:
• Belotti, Soylu, and Wiecek (2016, Table 8.2),
• Boland, Charkhgard, and Savelsbergh (2015, Table 3),
• A. Fattahi and Turkay (2018, Table 1), using the CT column,
• Perini et al. (2019, Table 2 and Table 3), using results from the SIS-version of the
algorithm (the version with the best performance on these instances),
• and Rasmi and Türkay (2019, Table 2), with accuracy parameter δ = 10−2 .

Total number of solved MIPs

Although detailed running time results are provided, no clear guarantees of the approximation
quality are given in the works above. Parameters that influence the resulting approximation
quality are often specific to an algorithm and hard to compare. We report here the results corresponding to medium accuracy settings. However, the relative accuracy between the different
algorithms is hard to estimate. For a better comparison, we also restrict the reviewed results
to the simple form of the benchmark, with only binary and continuous variables. The used
instance sizes are varying; however, all papers use the convention that the total number of
variables always equals the number of constraints and exactly half of the variables are binary,
respectively, continuous.
The comparison of the number of single-objective MIPs solved during the run of the algorithms in Figure 3.13 shows that this number increases in the case of our algorithm only
slightly with larger instance sizes. Since our algorithm produces approximations iteratively
with increasing approximation quality, we give the number of single-objective MIPs solved
until a medium accuracy of a difference volume δvol of 10−2 , respectively, a high accuracy of a
difference volume δvol at most 10−3 is reached, as well as a very high accuracy of 2 · 10−4 which
is close to the numerical limits for the underlying MIP solver. The values for our algorithms
are averages over 5 randomly generated instances each. Our number of MIPs to solve grows
slower than that of other algorithms because of the faster convergence of our algorithm.
104

Belotti, Soylu, and Wiecek (2016, Table 8.2)
Boland, Charkhgard, and Savelsbergh (2015, Table 3)
A. Fattahi and Turkay (2018, Table 1)
Perini et al. (2019, Table 2 and Table 3)
Rasmi and Türkay (2019, Table 2)
our algorithm, δvol ≤ 10−2
our algorithm, δvol ≤ 10−3
our algorithm, δvol ≤ 2 · 10−4
Boland, Charkhgard, and Savelsbergh (2015, Table 13),
until δvol ≤ 0.02
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Figure 3.13: Comparison of the required number of MIP solutions by several algorithms for
the benchmark problems by Mavrotas and Diakoulaki (1998). The instance size
corresponds to the total number of variables.

52

3.5 Numerical evaluation

Total running time in seconds

In Figure 3.14, a comparison of the reported running times for various benchmark sizes is
given. Note that the running times reported in the other papers were obtained with varying
hardware and differing underlying solvers. Thus, not all differences in the running times might
be caused directly by the algorithms.
Belotti, Soylu, and Wiecek (2016, Table 8.2)
Boland, Charkhgard, and Savelsbergh (2015, Table 3)
A. Fattahi and Turkay (2018, Table 1)
Perini et al. (2019, Table 2 and Table 3)
Rasmi and Türkay (2019, Table 2)
our algorithm, δvol ≤ 10−2
our algorithm, δvol ≤ 10−3
our algorithm, δvol ≤ 2 · 10−4
Boland, Charkhgard, and Savelsbergh (2015, Table 13),
until δvol ≤ 0.02
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Figure 3.14: Comparison of running times required by several algorithms for the benchmark
problems by Mavrotas and Diakoulaki (1998). The instance size corresponds to
the total number of variables.
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Figure 3.15: Heatmap of the approximation quality reached after a given number of iterations
for varying instance sizes of the capacitated facility location benchmark. The
color corresponds to the logarithm to the base 10 of the respective approximation
quality measure.
The comparison of Figure 3.14 shows that our algorithm is competitive with the algorithms
in the literature. In particular, the asymptotic growth of the running time of our algorithm as
a function of the instance size is significantly slower than for other algorithms. This allows our
algorithm to compute good approximations for benchmark of double the size than previously
considered in the literature (640 variables instead of previously 320) with a reasonable running
time.
The results of Boland, Charkhgard, and Savelsbergh (2015, Table 13) provide running times
measured until an approximation quality equivalent to a difference volume of 0.02 is reached.
A comparison shows that our running time for a similar rough approximation (with a difference
volume of 10−2 ) has an equivalent asymptotic growth rate.
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The capacitated facility location benchmark. As a second benchmark problem we test
our algorithm on the capacitated facility location problem. We consider here a bicriteria
version where both continuous and discrete variables appear in both objectives, to create a
characteristic bicriteria mixed-integer program, as detailed in section A 3.6. Figure 3.15 shows
that our algorithm also exhibits a stable convergence for this benchmark. The number of
needed iterations only increases slightly with larger instance sizes.

3.5.5

Behavior on pure integer programs

Although our algorithm was designed for mixed-integer programs with a significant continuous
component, it can also be used for multicriteria pure integer programs. The individual steps
could be simplified in the case of a pure integer program, since a segment patch in this case
always reduces to a single point. However, the following experiments show that the convergence behavior is still competitive with other algorithms that are specialized on pure integer
programs.

300

300

−1.5

250

−2
200

−2.5

Instance size

Instance size

−1
−1

250

−1.5
200
−2

−3
150

150
0

10
20
30
Number of iterations

(a) Difference Volume

40

0

10
20
30
Number of iterations

40

(b) ε-indicator value

Figure 3.16: Heatmap of the approximation quality after a given number of iterations for
varying instance sizes of the biobjective assignment benchmark. The color corresponds to the logarithm to the base 10 of the respective approximation quality
measure.

As a pure integer benchmark problem, we use a biobjective assignment problem, which is
described in detail in section A 3.7. Unlike problems with a significant continuous part, the
Pareto frontier of instances of the biobjective assignment problem consists only of horizontal
segments. Figure 3.16 shows that our algorithm nevertheless exhibits a satisfactory convergence
on this problem.
Since the biobjective assignment benchmark was also used by Stidsen, Andersen, and Dammann
(2014), a numerical comparison is possible. In Figure 3.17, a comparison of the running times
to our algorithm for various instance sizes is given. Although the algorithm by Stidsen, Andersen, and Dammann (2014) is specialized for solving this type of pure integer biobjective
problems, our algorithm is competitive with this algorithm.
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3.6 Conclusion and future work
Stidsen, Andersen, and Dammann (2014, Figure 11)
our algorithm, δvol ≤ 10−2
our algorithm, δvol ≤ 10−3

103
102
101
100
10−1
102

103
Instance size

104

Figure 3.17: Comparison of the running times by Stidsen, Andersen, and Dammann (2014,
Figure 11), using the best-performing variant BOBB-32, with running times for
our algorithm. Note that for the instance size of 2025, their algorithm reaches
its time limit of 300 seconds.

3.6

Conclusion and future work

In this chapter, we presented the Adaptive Patch Approximation algorithm for approximating
bicriteria convex mixed-integer programs based on patches. To our knowledge, this is the first
approximation algorithm for this class of problems that has a provable performance bound close
to a non-trivial theoretical optimum, namely the segment patch complexity. This raises the
question of how this intrinsic property of a bicriteria mixed-integer program behaves. Which
characteristics of a mixed-integer program are required in order to guarantee certain growth
rates of the segment patch complexity? Our numerical results suggest that the segment patch
complexity only grows slowly for practically relevant bicriteria MIPs; however, a theoretical
study of the underlying reasons is warranted.
The numerical results show that the algorithm is competitive with other state-of-the-art
methods. In order to make it even more usable in practice, several enhancements could be
made:
• The algorithm could use the feedback provided by a user to dynamically focus on the part
of the Pareto frontier that is currently most important to the decision-making process.
• The transformed mixed-integer programs could be solved only approximately to obtain a
speed-up. However, care has to be taken to ensure that the overall convergence properties
of the algorithm are not affected.
• Instead of computing a segment patch given by just two points, patches with a higher
number of base points could be used to better capture the curvature of the Pareto frontier.
Another goal is to extend this methodology to the case of optimization problems with three
or more criteria. The notions of difference volume and patch complexity are also valid in this
general case. However, several questions have to be answered to develop a generalization of
the algorithm:
• What is a suitable higher-dimensional analog of a segment patch?
• Is the convergence rate within a small factor of the patch complexity?
• Which growth rate does the patch complexity have in higher dimensions?
This chapter is an adapted version of a paper by the author (Diessel 2021a).
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Chapter appendices
A 3.1 Proof of Proposition 3.3.5
In this section we give a proof of Proposition 3.3.5 regarding the invariance of several measures
under taking the monotone lower envelope.
∪
Proof of Proposition 3.3.5. Let A = ni=1 si be an approximation consisting of a set of segments
s1 , . . . sn . Let A′ denote the monotone lower envelope of s1 , . . . sn .
We first show that the upper set is invariant under taking the nondominated set which
excludes all dominated points, i.e. for a compact set B ⊆ R2 it holds N (B) + R2≥0 = B + R2≥0 .
Note that the set A is compact as it is the finite union of bounded segments.
The inclusion N (B)+R2≥0 ⊆ B +R2≥0 obviously holds since the nondominated set N (B) ⊆ B
is a subset of the original set. We thus only have to show the other inclusion. For this, let
(x, y) ∈ B + R2≥0 be a point in the upper set. Consider now a point
{
}
(x′ , y ′ ) ∈ arg min a + b | (a, b) ∈ B, (x, y) ∈ (a, b) + R2≥0
which exists since (x, y) ∈ B +R2≥0 guarantees that the set over which we minimize is nonempty
and because (a, b) 7→ a + b is a continuous function over the compact set B. Then, it holds
(x′ , y ′ ) ∈ B and (x′ , y ′ ) is not dominated by any other point in B, since this would contradict
the minimality of (x′ , y ′ ). Thus, we have (x′ , y ′ ) ∈ N (B) and therefore it follows by construction
(x, y) ∈ N (B) + R2≥0 .
1. We show that the corresponding nondominated sets N (A) = N (A′ ) coincide.
Let (x, y) ∈ N (A) be a nondominated point in the original set. Then, for all other points
(x′ , y ′ ) ∈ A it holds either x′ > x or y ′ > y. For all points in the monotone lower envelope
(a′ , b′ ) ∈ A′ there exists by definition a point in the original set (a, b) ∈ A such that a′ ≥ a
and b′ ≥ b hold. Thus, we obtain in combination, that for all (a′ , b′ ) ∈ A′ it holds a′ > x
or b′ > y. Thus, (x, y) ∈ N (A′ ) is also a nondominated point in the monotone lower
envelope.
For the other direction, let (x, y) ∈ N (A′ ). Then, it must hold (x, y) ∈ A since by
construction of the monotone lower envelope for all points (a, b) ∈ A′ \ A there exists a
point (a′ , b) ∈ A with a′ < a, which would contradict the assumption that (x, y) ∈ N (A′ )
is nondominated. It only remains to show that (x, y) is not dominated by any point
in A. Suppose for the sake of contradiction that (x, y) is dominated by a point in A.
Then there exists a point (x, y) ̸= (x′ , y ′ ) ∈ A with x′ ≤ x and y ′ ≤ y. This implies
that there also exists a point (x′′ , y ′′ ) ∈ A′ with x′′ ≤ x′ and y ′′ ≤ y ′ by the definition
of the monotone lower envelope. Thus, (x′′ , y ′′ ) ∈ A′ would also dominate (x, y), which
contradicts the assumption that (x, y) ∈ N (A′ ) is nondominated. Thus, it must hold
(x, y) ∈ N (A).
2. We show now δvol (Z, A) = δvol (Z, A′ ). By using the previous property, it is sufficient to
show that the δvol (Z, A) only depends on the nondominated set of A. We use that
N (A)y (x) = min{y ′ | (x, y ′ ) ∈ N (A) + R2≥0 } = min{y ′ | (x, y ′ ) ∈ A + R2≥0 } = Ay (x)

57

3 Adaptive Patch Approximation Algorithm for Bicriteria Convex Mixed Integer problems
is fulfilled since N (A) + R2≥0 = A + R2≥0 holds by the properties of the nondominated set.
Thus, using the representation (3.3) for the difference volume, we obtain
∫

∫

1

1

(Ay (x) − Zy (x)) dx =

δvol (Z, A) =
0

(N (A)y (x) − Zy (x)) dx = δvol (Z, N (A))
0

= δvol (Z, N (A′ )) = δvol (Z, A′ ).
3. To show εd (A) = εd (A′ ) we follow a similar strategy as for the previous point. We show
that εd (A) depends only on the nondominated set N (A) which allows us then to apply
the first statement. By using the fact A + R2≥0 = N (A) + R2≥0 , we obtain
εd (Z, A) = sup

inf

2
z∈Z+R2≥0 x∈A+R≥0

||z − x||∞ =

sup

inf

2
z∈Z+R2≥0 x∈N (A)+R≥0

||z − x||∞ = εd (Z, N (A))

proving that the value of εd (A) is only dependent on the nondominated set, which implies
with point (1) the equality εd (A) = εd (A′ ).

A 3.2 Construction of linear inequalities to approximate the
logarithm
In this appendix we provide a proof for Lemma 3.4.3 by constructing a sequence of tangent
points which yield a sufficient approximation of the logarithm.
Construction of the tangent points. We use tangents for the approximation at some positions x1 , . . . , xk ∈ [0, 1] which we need to find. The goal is to choose these positions such that
the approximated value is always larger than ln(x), with an additive difference of at most β ′ .
Thus, at the position x = 1, the approximation should have a value of at most ln(1) + β ′ = β ′ .
To minimize the number of line segments needed for the approximation, we should choose the
value as large as allowed, i.e. the approximation at x = 1 should be exactly equal to β ′ .
Let x0 ∈ [0, 1] be the touching point of the tangent. Since the tangent should have a value
of β ′ at x = 1, we obtain the equality
ln(x0 ) +
where we used
equivalence

d
dx

ln(x) = x1 . Using the conditions x0 ∈ [0, 1], β ′ ≥ 0, this equality leads to the

⇐⇒
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1 − x0
= β ′,
x0

1
ln(x0 ) +
= β′ + 1
x0
(
)
1
1
− exp −
= − exp(−β ′ − 1)
x0
x0
1
⇐⇒
− = W−1 (− exp(−β ′ − 1))
x0
1
⇐⇒
x0 = −
,
W−1 (− exp(−β ′ − 1))

A 3.2 Construction of linear inequalities to approximate the logarithm
where W−1 is the non-principal branch of the Lambert W function, i.e. for −1/e ≤ z ≤ 0, the
value W−1 (z) is the unique solution w ≤ −1 of w exp(w) = z. The survey by Corless et al.
(1996) provides an overview on the Lambert W function and its various applications.
We now search for the next position z1 where an additive error of β ′ of the tangent through
x0 to the function ln(x) occurs. This position z1 is characterized by the equation
ln(x0 ) + (z1 − x0 ) ·

1
− ln(z1 ) = β ′ ,
x0

which can be equivalently transformed, using the substitution z ′ =

z1
,
x0

to

z ′ − ln(x0 z ′ ) = β ′ + 1 − ln(x0 )
⇐⇒ z ′ − ln(z ′ ) = β ′ + 1
⇐⇒ z ′ = −W (− exp(−β ′ − 1))
W0 (− exp(−β ′ − 1))
=⇒ z1 = x0 z ′ =
,
W−1 (− exp(−β ′ − 1))
where we used the principal branch W0 of the Lambert W function to obtain a solution z ′ < 1.
Otherwise we would have obtained the solution z ′ = 1 which is obvious from the construction
of x0 . The principal branch W0 (z) is defined for values z ≥ −1 as the unique solution w ≥ −1
of w exp(w) = z.
Recursive application. We now show that values for the other breakpoints scale in the same
way.
Consider x1 , the touching position of the tangent such that the difference to the natural
logarithm at position z1 is β ′ , which is characterized by the equation
ln(x1 ) + (z1 − x1 ) ·
Using the substitution x′1 =

x1
,
z1

1
− ln(z1 ) = β ′ .
x1

we obtain the equivalent equation
ln(x′1 ) +

1
= β′ + 1
x′1

which has the exact same form as the equation for x0 , implying x′1 = x1 and by resubstitution
x1 = x′1 · z1 = x0 z1 . We apply the analogous analysis for the position z2 at which the difference
of the tangent touching at x1 has a difference of β ′ to the function ln. This leads to the equation
ln(x1 ) + (z2 − x1 ) ·

1
− ln(z2 ) = β ′ ,
x1

which can be transformed via the substitution z2′ =
ln(x0 ) + (z2′ − x0 ) ·

z2
z1

and using the result x1 = z1 · x0 to

1
− ln(z2′ ) = β ′ .
x0

Since this matches again the defining equation for z1 , we have z2′ = z1 and by resubstitution
z2 = z2′ · z1 = z12 . For the next positions z3 , z4 , . . . it follows analogously that zk = z1k for all
k ∈ N.
In order to obtain an additive approximation with an error at most β ′ on the interval [δ0 , 1],
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we only need to choose the k tangents at the points x0 , . . . xk−1 with the number of points k
chosen such that z1k ≤ δ0 since this implies that only for values less than δ0 an additive error
bigger than β ′ can occur. Solving this for k leads to
⌉ ⌈
⌉
⌈
ln(δ0 )
ln(1/δ0 )
k = ⌈logz1 (δ0 )⌉ =
=
,
ln(z1 )
ln(1/z1 )
where ⌈·⌉ is the ceiling function. This shows that the dependence with respect to δ0 is logarithmic which implies that even for values of δ0 very close to 0 we only need a relative small
number of tangents.
Bounding the step length. We now bound the value of z1 from above in terms of β ′ . This
allows us to bound the number of tangents required to reach a certain approximation bound.
For this we use the defining equation
z1 =

W0 (− exp(−β ′ − 1))
.
W−1 (− exp(−β ′ − 1))

Since for all values β ′ ≥ 0 the values W0 (− exp(−β ′ − 1)) < 0 and W−1 (− exp(−β ′ − 1)) < 0
are negative, we need a lower bound for W0 and an upper bound for W−1 . We use the following
upper bound on W−1 for all β ′ ≥ 0 shown by Chatzigeorgiou (2013)
W−1 (− exp(−β ′ − 1)) ≤ −1 −

√
√
2
2β ′ − β ′ ≤ −1 − 2β ′ .
3

By inserting the trivial bound W0 (x) ≥ −1 for all x ≥ −1/e, we obtain
z1 =

−1
W0 (− exp(−β ′ − 1))
1
√
√ .
≤
=
W−1 (− exp(−β ′ − 1))
−1 − 2β ′
1 + 2β ′

Finally, this yields the desired bound on the number of needed tangents:
⌉ ⌈
⌈
⌉
ln(1/δ0 )
ln(1/δ0 )
√
≤
k=
,
ln(1/z1 )
ln(1 + 2β ′ )
as δ0 > 0, exhibiting the asymptotic dependence of the number of needed linear inequalities
for an additive accuracy β ′ close to 0.

A 3.3 Convex-quadratic benchmark problem
The benchmark problem is given as problem (T4) by Santis, Eichfelder, et al. (2020). We use it
with two continuous variables and a configurable number m of integer variables. The problem
has the form:
(
)
m+2
m+2
∑
∑
min x1 +
xi , x 2 −
xi
(T4)
i=3

s. t.
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i=3

≤1
xi ∈ [−2, 2] for all i = 1, . . . , m + 2
x1 , x 2 ∈ R
xi ∈ Z
for all i = 3, . . . , m + 2

x21

+

x22

A 3.4 Nonlinear convex benchmark problem

A 3.4 Nonlinear convex benchmark problem
This nonlinear but convex mixed-integer problem is also given as problem (T6) by Santis,
Eichfelder, et al. (2020).
(T6)

min (x1 + x3 , x2 + exp(−x3 ))
s. t.

x21 + x22
xi
x1 , x 2
x3

≤1
∈ [−2, 2] for all i = 1, . . . , 3
∈R
∈Z

A 3.5 Benchmark problem of Mavrotas and Diakoulaki
The following class of multicriteria linear mixed-integer problems proposed by Mavrotas and
Diakoulaki (1998) is a widely used benchmark problem. Our notation is based on the description by Rasmi and Türkay (2019). Additionally, we change the optimization direction to
minimization. The problem has the following form, where x and y are the decision variables
and the number of criteria K ∈ N can be freely chosen:
( n
)
q
q
n
∑ (1)
∑
∑
∑
(1)
(K)
(K)
min
ci x i +
fj y j , . . . ,
ci x i +
fj y j
s. t.

i=1
n
∑

j=1

i=1

aij xi + a′j yj ≤ bj

j=1

for all j = 1 . . . , q

i=1
n
∑

aij xi ≤ bj

for all j = q + 1, . . . , m − 1

i=1
q
∑

yj ≤

j=1

q
3

xi ∈ R≥0
yj ∈ {0, 1}

for all i = 1, . . . , n
for all j = 1, . . . , q

The problem consists of m constraints, n continuous variables and q binary variables. We
choose the corresponding coefficients randomly independently from the following distributions:
(1)

(K)

• ci , . . . , c i
(1)

∼ U ([−10, 10]), i = 1, . . . , n,

(K)

• fj , . . . , f j

∼ U ([−200, 200]), j = 1, . . . , q,

• bj ∼ U ([50, 100]), j = 1, . . . , m − 1,
• aij , a′j ∼ U ([−1, 20]) ◦ B(0.25),
where U denotes the uniform distribution on a set and U([−1, 20]) ◦ B(0.25) represents the
distribution with value 0 with a probability of 0.75 and otherwise uniform values in [−1, 20].
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A 3.6 Capacitated facility location problem
The capacitated facility location problem consists of a set I of n = |I| many possible facility
locations that should serve a set J of customers (here chosen to also have cardinality |J| = n).
A corresponding cost occurs for each opened facility as well as each unit transported from a
facility to a customer. We use two independent sets of cost coefficients for the two objective
functions, each including all decision variables. The bicriteria capacitated facility location
problem is formally given as:
(
)
n
n
∑ ∑ (1)
∑
∑
∑
∑
(1)
(2)
(2)
min
cij yij +
f i xi ,
cij yij +
f i xi
i=1

i∈I j∈J

s. t.

n
∑

i∈I j∈J

i=1

yij = 1

for all j ∈ J

yij ≤ ui xi

for all i ∈ I

i=1

∑
j∈J

yij ∈ R≥0
for all i ∈ I, j ∈ I
xi ∈ {0, 1}
for all i ∈ I
(1)

(2)

(1)

(2)

Here, the coefficients cij , cij represent the transportation cost per unit, fi , fi the cost for
opening a facility and ui the maximal capacity of a facility. The variable xi indicates whether
facility i ∈ I is opened and yij describes the amount sent from facility i to customer j. We
generate the coefficients randomly as follows, all independently from each other:
(1)
(2)
• We sample the coefficients cij and cij , i ∈ I, j ∈ J uniformly from the interval [1, 2].
(1)

• The facility opening costs fi

(2)

and fi , i ∈ I are sampled uniformly from [0, 10].

• The capacity values ui , i ∈ I are sampled uniformly from the interval [1, 10].

A 3.7 Biobjective Assignment problem
The biobjective assignment problem asks to find an assignment between two sets. There are
weights for each possible chosen assignment. The goal is to minimize this total weight. For each
of the objectives, the weights differ. We use the random generation as described by Stidsen,
Andersen, and Dammann (2014, Appendix A). Formally, the problem is given as:
( n n
)
n ∑
n
∑ ∑ (1)
∑
(2)
min
cij xij ,
cij xij
s. t.

i=1 j=1
n
∑
i=1
n
∑

i=1 j=1

xij = 1

for all j = 1, . . . , n

xij = 1

for all i = 1, . . . , n

j=1

xij ∈ {0, 1} for all i, j = 1, . . . , n
(1)

(2)

We choose the objective function coefficients cij and cij randomly independently from the
uniform distribution U([0, 20]).
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4

Precise control of approximation
quality for multicriteria problems

Chapter summary
Although many algorithms for multicriteria optimization provide good approximations, precise
control of their quality is challenging. In this chapter, we provide algorithmic tools to obtain
exact approximation quality values for given approximations and develop a new method for
multicriteria optimization guided by this quality. We show that the well-established ε-indicator
measure is NP-hard to compute when the number of criteria is unlimited, already in the case
of simple underlying linear optimization problems. Despite this hardness result, we develop a
practically efficient method to compute the ε-indicator for an arbitrary fixed number of criteria,
applicable also to approximations consisting of polyhedra. Based on the corresponding characterization we develop an algorithm for the approximation of Pareto frontiers which computes
the ε-indicator and improves its value in each iteration. Comparisons to other algorithms for
multicriteria optimization on benchmarks with two to five criteria show that the performance
of our method is competitive.

4.1

Introduction

Multicriteria optimization allows to perform optimization with conflicting objectives and has
a diverse range of application areas, e.g. engineering (Marler and Arora 2004) or finance (Ponsich, Jaimes, and Coello 2013). To obtain approximations of the corresponding Pareto frontier,
a large set of methods has been proposed (see Ruzika and Wiecek 2005 for a survey and Perini
et al. 2019; A. Fattahi and Turkay 2018; Rasmi and Türkay 2019; Boland, Charkhgard, and
Savelsbergh 2015 for recent methods). As it is often computationally intractable to compute
the exact Pareto frontier, these methods terminate when some custom criterion is reached.
Since these stopping rules differ from method to method, a comparison of the approximation
quality, obtained by different algorithms, is difficult. Even when algorithms provide some
minimal guarantees on the approximation quality, the actually obtained quality, which is essential for practical problems, can differ significantly. This is an issue in applications where an
easily interpretable approximation guarantee is needed. Although some theoretical measures
of approximation quality have been considered in the literature, there are often no practically
efficient computational methods available to compute these measures for given approximations.
Available methods are mainly focused on the case that two explicitly given point sets are compared. We consider the computation of the approximation quality of a given approximation
with respect to an unknown exact Pareto frontier which is just implicitly represented by a
multicriteria problem. Based on this, we are able to create an approximation method with
precise approximation quality guarantees.
In this chapter, we develop an efficient method to compute the widely used quality measure
known as ε-indicator (Zitzler, Thiele, et al. 2003). Although we show that the computation of
this measure is NP-hard in general, we can develop algorithms that are efficient in practice. The
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NP-hardness result holds for an unlimited number of criteria even if the underlying optimization
problem is a linear program and the approximation is linear.
However, efficient algorithms are still possible to obtain for a fixed number of criteria, as our
approach shows. We establish a characterization of the ε-indicator that leads to a formulation
as an optimization problem. For this abstract optimization problem, we provide some precise
formulations that are usable in practice. Our approach works for an arbitrary fixed number of
criteria without restriction on the problem type.
Many algorithms for multicriteria optimization output approximations that are not given as
sets of isolated points, but instead as sets of segments or facets. Such algorithms are prevalent
in multicriteria linear programming (Ehrgott 2005) and more recently multicriteria mixed
integer programming (Boland, Charkhgard, and Savelsbergh 2015; Perini et al. 2019; Rasmi
and Türkay 2019). We design our algorithms to directly deal efficiently with approximations
given in such a form.
We explicitly construct a characterization of the ε-indicator for the case of approximations
consisting of a finite set of points. This leads to a practically efficient method to compute the
ε-indicator for any number of criteria. Based on this method we develop an algorithm for the
approximation of Pareto frontiers which achieves an improvement on the ε-indicator in each iteration by adding a point with maximal distance to the approximation. Since the explicit value
of the ε-indicator is known for the current approximation in each iteration, the approximation
quality provided by this algorithm can be precisely controlled. This distinguishes this approach
from other methods where the approximation quality can only be indirectly controlled. By
adding only points to the approximation that improve the ε-indicator, our algorithm creates a
succinct representation of the Pareto frontier which is easier to interpret by the user.

4.1.1

Literature Review

In the literature there exists a large range of approximation quality measures for multicriteria
optimization (Zitzler, Thiele, et al. 2003; Laszczyk and Myszkowski 2019). However, only a
few of them have been widely applied. In particular, although theoretical definitions exist, the
computation of these measures in practice is often not addressed. One of these widely used
measures is given by the aforementioned ε-indicator (related to ε-approximate Pareto frontiers)
which appears (implicitly) in theoretical studies of multicriteria optimization since the beginning of the field (Loridan 1984) and is widely used with slight variations (Papadimitriou and
Yannakakis 2000; Vassilvitskii and Yannakakis 2005; Legriel et al. 2010). This measure fulfills
many desirable properties and is easily interpretable, which makes it appealing in practice.
The computation of other approximation quality measures has been considered in the literature. Sayın (2000) defined the related measure of coverage error and developed an algorithm
for its computation. As discussed in subsection 2.2.1, the coverage error has a significantly different behavior than the ε-indicator, although they share some similarities in their definition.
Another quality measure is the hypervolume, i.e. the volume above the approximation boundary (Auger et al. 2012). Its computation is related to the Klee measure problem (Beume 2009)
for which several computational approaches have been developed (Bader and Zitzler 2011). In
the field of evolutionary multicriteria optimization, a large variety of further measures is used
which, however, only use the points of the approximation without taking into account the true
Pareto frontier. These measures are for example related to the spread and uniformity of the
points in the approximation.
Each of these approximation quality measures has its specific use and should be chosen
depending on the application and the requirements by the users. An important factor is the
simple interpretability of the approximation quality measure independently of the algorithm.
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The ε-indicator fulfills this criterion.
Note that we compare the approximation error with respect to the true Pareto frontier which
is not explicitly known. Computing the ε-indicator with respect to a given set of points can be
easily done within a running time which is polynomial in the number of points (Branke et al.
2008). For constructing approximations, as subsets of fixed sets of points with sufficiently
small ε-indicator value, efficient algorithms are available (Bringmann, Friedrich, and Klitzke
2014).
Measuring the approximation quality is closely related to the goal of computing approximations to Pareto frontiers in multicriteria optimization. The method by Sayın (2003) for
computing an approximation of a multicriteria linear program with a given bound on the coverage error follows a similar spirit as our algorithm for the ε-indicator in section 4.3. The
algorithm by Sylva and Crema (2007) computes in each iteration an attainable point with
maximal ℓ∞ -distance to the region dominated by the approximation points. However, unlike
our approach based on a geometric decomposition, they use a MIP-reformulation with bigM constraints which can significantly increase the difficulty of the subproblems. Masin and
Bukchin (2008) describe a method to obtain an approximation with a good value for a diversity
measure. Lokman and Köksalan (2013) solve multicriteria integer problems by decomposition
into search regions. The regions created by the corner points in our approach can be seen as
an extension to the mixed-integer case.
Recent algorithms for the approximation of Pareto frontiers can be divided into two large
categories: They output either finite sets of points or an infinite number of points parametrized
with a finite description, for example by giving the endpoints of a line segment.
Algorithms that output an approximation consisting of a finite set of points form the majority
of multicriteria optimization methods. This approach can be applied to any type of multicriteria problem, including pure integer problems where this is the only possible type of method.
An algorithm for the mixed-integer linear case is proposed by Mavrotas and Diakoulaki (1998).
The works by Stidsen, Andersen, and Dammann (2014), Kirlik and Sayın (2014), and Santis,
Grani, and Palagi (2020) consider the pure integer case, while Cabrera-Guerrero et al. (2021)
describe the general convex case. Our algorithm for approximating a Pareto frontier based on
the ε-indicator discussed in Section 4.5 is also included in this category.
Another type of methods, which implicitly output an infinite number of points by creating
an appropriate parametrization, are more tailored to their application areas. The classical
examples are methods for multicriteria linear programming which represent their solution as a
set of extreme points. The approach has recently also been applied to mixed-integer problems
with a significant continuous part. Some algorithms of this type for the linear mixed-integer
case are proposed by Boland, Charkhgard, and Savelsbergh (2015), Rasmi and Türkay (2019),
and Perini et al. (2019). For the more general convex mixed-integer problems, new methods are
described by Santis, Eichfelder, et al. (2020). Also, our algorithm of chapter 3 belongs to this
category. Our method for computing the ε-indicator can also be applied to the approximations
generated by this category of algorithms since their approximations can be written as a union
of polyhedra.
Many of the algorithms listed above include parameters that influence the approximation
quality, although only indirectly. By returning an ε-indicator value in each iteration, our
approximation algorithm provides a directly and precisely controllable quality.
The concept of corner points, which we develop to provide a geometric characterization of
the Pareto frontier suitable for our approximation algorithm, is related to the study of search
regions for multicriteria optimization by Klamroth, Lacour, and Vanderpooten (2015).
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4.1.2

Results of this chapter

Multicriteria optimization problems and the ε-indicator are introduced in Section 4.2. The
proof in Section 4.2.2 shows that computing the ε-indicator is NP-hard in the case of an
unlimited number of criteria using instances of multicriteria linear programs with simple approximations. Section 4.3 describes our algorithmic approach to obtain methods that are
practically efficient for a fixed number of criteria. In Subsection 4.3.1 we provide an alternative characterization of the ε-approximation quality measure that leads to a computational
treatment as an optimization problem. We describe how this optimization problem can be
formulated in the case that the approximation is given as a union of polyhedra. We provide
two formulations: The first is based on a decomposition into parts of the boundary of the
approximation (Subsection 4.3.3). The second is a full reformulation that uses one single MIP
for the entire computation (Subsection 4.3.4). For the cases of two criteria as well as approximations with an arbitrary number of criteria consisting of a finite set of points, we develop
specialized formulations in Section 4.4.
Our method for approximating Pareto frontiers based on computing the ε-indicator is described in Section 4.5. In Section 4.6 we provide numerical results on benchmark problems
to compare the two methods for computing the ε-indicator. We also provide a comparison
between our algorithm for the approximation of Pareto frontiers and other algorithms for
multicriteria optimization with two to five criteria.

4.1.3

Notation

We use the symbol 1K := (1, . . . , 1)T to denote the vector consisting of K ones. Throughout
this chapter we use the standard topology on the euclidean space RK . We denote the boundary
of a set B ⊆ RK by ∂B. The set of nonnegative vectors is denoted by
Rn≥0 := {z ∈ R | zi ≥ 0 for each i = 1, . . . , n} .
We use the relation “≤” also for vectors. We write a ≤ b for two vectors a, b ∈ Rn if they fulfill
componentwise ai ≤ bi , i = 1, . . . , n. We denote the closed interval from c ∈ R to d ∈ R by
[c, d] and the corresponding open interval by ]c, d[. The hyperrectangle induced by two vectors
a and b fulfilling a ≤ b is written as
[a; b] := [a1 , b1 ] × · · · × [an , bn ].
For sets A, B ⊆ Rn we denote their Minkowski sum by A + B := {a + b | a ∈ A, b ∈ B}.

4.2

The ε-indicator, an approximation quality measure

4.2.1

Defining the ε-indicator

The notion of an ε-approximate Pareto frontier is widely used in the literature related to
approximations in multicriteria optimization. In one of its various forms (Legriel et al. 2010)
it can be defined as follows:
Definition 4.2.1 (ε-approximate Pareto frontier). An approximation A ⊆ Z + RK
≥0 of the true
set of attainable objective vectors Z ⊆ RK is called ε-approximate Pareto frontier for Z if it
fulfills: For every attainable objective vector z ∈ Z there exists a point in the approximation
z ′ ∈ A such that z ′ ≤ z + ε · 1K .
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Remark 4.2.2. For other variants of the concept with a relative instead of an absolute deviation, see Papadimitriou and Yannakakis (2000). The relative measurement, however, requires
further restriction on the considered set of objective vectors, i.e. strict positivity. Another
related notion, although focused more on individual objective vectors, is the concept of εefficiency (White 1986).
We now formally introduce the approximation quality measure considered in this chapter:
the ε-indicator. There exist various definitions that differ in the details, e.g. whether absolute
or relative differences and a corresponding scaling are used (Zitzler, Thiele, et al. 2003; Laszczyk
and Myszkowski 2019). Our definition is based on ε-approximate Pareto frontiers to illustrate
the connection between the two concepts.
Definition 4.2.3 (ε-indicator). The ε-indicator value εd (Z, A) of a compact, nonempty apK
proximation A ⊆ Z + RK
is the
≥0 of the compact set of attainable objective vectors Z ⊆ R
smallest number ε ≥ 0 such that A is an ε-approximate Pareto frontier for Z.

f2
Z + RK
≥0

A + RK
≥0

εd (Z, A)
A
f1
Figure 4.1: Illustration of the ε-indicator. The dotted line indicates the ε-indicator value
between the true set of attainable objective vectors Z and the approximation A.
Note that the ε-indicator is well defined as a minimal number since the sets A and Z are
assumed to be compact. Figure 4.1 illustrates the concept of the ε-indicator. Using a simple
reformulation, we can represent the ε-indicator as follows:
Lemma 4.2.4 (Representation of the ε-indicator). The ε-indicator εd (Z, A) of a compact
K
approximation ∅ ̸= A ⊆ Z + RK
≥0 of the compact set of attainable objective vectors Z ⊆ R can
be represented as
εd (Z, A) = ℓ∞ (Z, A + RK
≥0 ) := sup

inf

z∈Z z ′ ∈A+RK
≥0

||z − z ′ ||∞ .

Proof. Assume that A is an ε-approximate Pareto frontier for Z. Let z ∈ Z be some arbitrary attainable objective vector. Then there exists an approximation point z ′ ∈ A such that
z ′ ≤ z + ε · 1K . Thus, it holds z + ε · 1K ∈ A + RK
≥0 . Since ||z + ε · 1K − z||∞ = ε this implies
K
ℓ∞ (z, A + R≥0 ) ≤ ε. Because z ∈ Z was chosen arbitrary, we hence have ℓ∞ (Z, A + RK
≥0 ) ≤ ε.
K
For the other direction, assume that ℓ∞ (Z, A + R≥0 ) ≤ ε. Let z ∈ Z be again some arbitrary
∗
attainable objective vector. Then there exists a point z ∗ ∈ A + RK
≥0 with ||z − z ||∞ ≤ ε
since A is a compact set. Thus, we can choose z ′ ∈ A fulfilling the component-wise relation
z ′ ≤ z ∗ ≤ z + ε · 1K . Hence A is an ε-approximate Pareto frontier for Z.
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4.2.2

Complexity of computing the ε-indicator

We show that the ε-indicator is NP-hard to compute when the number of criteria is unlimited,
already in the case of simple linear programs. For this, we use a reduction from the following
feasibility problem of integer programming.
Definition 4.2.5 (0-1 Integer Linear Feasibility problem). An instance of the problem asks
to determine for a given matrix B ∈ Rm×n and right-hand side b ∈ Rm if there exists a binary
solution to the linear inequality system
By ≤ b,
y ∈ {0, 1}n .
We reduce the NP-hard 0-1 Integer Linear Feasibility problem (Karp 1972) to a computation
of the ε-indicator for a given approximation of a simple linear multicriteria program. First we
show that the 0-1 Integer Linear Feasibility problem can be restricted in the following way
without losing NP-hardness.
Lemma 4.2.6. The 0-1 Integer Linear Feasibility problem is NP-hard when restricted to instances such that there exists a solution y ◦ ∈ ]0, 1[n of By ≤ b.
Proof. We show the claim by reducing an arbitrary 0-1 Integer Linear Feasibility problem
to instances fulfilling this property. The variables, which can only obtain integral values in
feasible solutions, are eliminated. Suppose that there exists an index j ∈ {1, . . . , n} such that
all solutions in the continuous relaxation C := {y ∈ [0, 1]n | By ≤ b} fulfill yj ∈ {0, 1}. This
can be checked by minimizing |yi − 1/2| over the feasible set C for each i ∈ {1, . . . , n}. A
fractional value yi ∈]0, 1[ is feasible if and only if the optimal objective value is less than 1/2.
By introducing an additional variable, we can represent this task as a standard linear program,
which allows an optimization in polynomial time.
If both cases yj = 0 and yj = 1 are feasible, then also the value yj = 1/2 is feasible by
convexity of the set of feasible solutions, contradicting the assumption. Thus, only one of
yj = 0 or yj = 1 can be reached with feasible solutions. We can distinguish between these
two possibilities in polynomial time using a linear program (by maximizing or minimizing yj
over the set C). We can thus substitute the value yj with the constant 0 or 1 in By ≤ b,
reducing the number of variables by 1. By repeating this process at most n times, a reduced
′
′
set of the form {y ∈ [0, 1]n | B ′ y ≤ b′ } is reached with a solution y ◦ ∈]0, 1[n . Due to the
′
construction we have the equivalence that {y ∈ {0, 1}n | B ′ y ≤ b′ } has an integral solution if
and only if the original problem {y ∈ {0, 1}n | By ≤ b} has one. Since the reduction can be
done in polynomial time, this restricted class of 0-1 Integer Linear Feasibility problems is also
NP-hard.
Using this restricted form of the problem, we can give a reduction to the determination of
the ε-indicator value for a multicriteria problem and a corresponding approximation.
Theorem 4.2.7 (NP-hardness of computing the ε-indicator). The computation of the εindicator for a given approximation A is NP-hard when the number of criteria is unbounded.
In particular, it is NP-hard when the underlying optimization problem is a linear program.
Proof. Consider an instance of the 0-1 Integer Linear Feasibility problem with coefficient matrix
B ∈ Rm×n and right-hand side b ∈ Rm . According to Lemma 4.2.6 we can assume that there
exists a solution y ◦ ∈]0, 1[n of By ◦ ≤ b. In particular, we can choose δ ∈ ]0, 1/2[ such that the
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inclusion y ◦ ∈ [δ, 1 − δ] holds. We now construct a multicriteria problem with 2n criteria of
the following form:
min f (y) = (f1 (y), f2 (y), . . . , f2n (y))T
(4.1)
s.t. By ≤ b
0≤y≤1
where we choose the linear objective function vector
f (y) = (f1 (y), f2 (y), . . . , f2n (y))T = (y1 , 1 − y1 , y2 , 1 − y2 , . . . , yn , 1 − yn )T .
We denote the attainable set in objective space corresponding to (4.1) by Z ⊆ R2n . We use
the approximation
{
}
2n
∑
zi′ = 2n − δ .
A = z ′ ∈ [0, 1]2n
i=1
◦
We first check that the approximation A is feasible, i.e. fulfills A ⊆ Z +R2n
≥0 . Since fi (y ) ≤ 1−δ
holds for each i = 1, . . . , 2n by the choice of the fractional solution y ◦ , we have
2n
(1 − δ)12n ∈ f (y ◦ ) + R≥0
⊆ Z + R2n
≥0 .

Every element of the approximation y ∈ A has the property y ≥ (1 − δ)12n since otherwise the
sum 2n − δ could not be reached with values in [0, 1]. Thus, we fulfill the requirement
2n
A ⊆ (1 − δ)12n + R2n
≥0 ⊆ Z + R≥0 .

To establish an equivalency, we show that the ε-indicator value εd (Z, A) is at least 1 − δ/n if
and only if there is a feasible solution to the 0-1 Integer Linear Feasibility problem. For this,
we show two statements:
1. If there exists a solution y ∈ {0, 1}n with By ≤ b, then the ε-indicator value is at least
εd (Z, A) ≥ 1 − δ/n.
2. Otherwise, if there exists no such solution, the ε-indicator value fulfills εd (Z, A) < 1 − δ/n.
Proof of statement 1 Let y ∈ {0, 1}n be an integral solution of By ≤ b. Then, the objective
vector
z := f (y) = (y1 , 1 − y1 , y2 , 1 − y2 , . . . ) ∈ Z
∑
is obtained which fulfills z ∈ {0, 1}2n and 2n
i=1 zi = n.
We show now that the distance of z to the approximation A is at least ℓ∞ (z, A) ≥ 1 − δ/n.
This inequality then implies the lower bound on the ε-indicator value εd (Z, A) ≥ 1 − δ/n. We
need to prove for every approximation point z̃ ∈ A + R2n
≥0 that the distance to z is at least
||z − z̃||∞ ≥ 1 − δ/n. We decompose the vector z̃ as z̃ = z ′ + ∆z into the approximation point
z ′ ∈ A and the corresponding shift ∆z ∈ R2n
≥0 . For every entry i ∈ {1, . . . , 2n} with zi = 1
′
the difference zi − ∑
zi ≤ 0 is nonpositive because by definition zi′ ∈ [0, 1]. Since the point z
2n
has the properties 2n
there are n of such entries with a nonpositive
i=1 zi = n and z ∈ {0, 1}
difference, leaving at most n indices j for which the difference zj′ − zj > 0 is positive. Because
∑
∑2n
′
by assumption the equations 2n
i=1 zi = 2n − δ and
i=1 zi = n hold, we get the difference
2n
∑
i=1

(zi′ − zi ) =

2n
∑
i=1

zi′ −

2n
∑

zi = (2n − δ) − n = n − δ.

i=1
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Since at most n of the summands zi′ − zi are positive, there must exist an index k ∈ {1, . . . , 2n}
such that
n−δ
δ
zk′ − zk ≥
=1− .
n
n
We hence have
z̃k − zk = zk′ + (∆z)k − zk ≥ zk′ − zk ≥ 1 − δ/n
and thus ||z̃ − z||∞ ≥ 1 − δ/n. This establishes the lower bound on the ε-indicator
εd (Z, A) = ℓ∞ (Z, A + R2n
≥0 ) ≥ 1 − δ/n
in the case that there exists a feasible solution to the 0-1 Integer Linear Programming instance.

Proof of statement 2 Assume now that there exists no solution y ∈ {0, 1}n with By ≤ b.
Define the following distance measure d to the next binary solution for vectors y ∈ [0, 1]n :
d(y) =

n
∑

min{yi , 1 − yi }.

i=1

A vector y ∈ [0, 1]n fulfills d(y) = 0 if and only if y ∈ {0, 1}n , otherwise it holds d(y) > 0. Since
the relaxed set of solutions C := {y ∈ [0, 1]n | By ≤ b} is a compact set and d is a continuous
function, the infimum is attained in the expression inf y∈C d(y). Because we assume that no
integral value exists, d(y) > 0 holds for every y ∈ C. This implies that the following value κ′
is strictly positive
κ′ := inf d(y) = min d(y) > 0.
y∈C

y∈C

We choose now a value κ such that 0 < κ ≤ κ′ and
κ ≤ 2δ.

(4.2)

We assume w.l.o.g. that n is chosen large enough and δ and κ small enough such that the
following two conditions hold:
κ
1
≤ ,
(4.3)
n
2
δ
κ
δ
κ
1
1− − 2
≥1− −
≥ .
(4.4)
n 2n − 2n
n 2n
2
We now use this value κ to derive an upper bound on the ε-indicator εd (Z, A). Let an arbitrary
attainable objective vector z = f (y) ∈ Z with corresponding solution y ∈ C be given. It holds
d(y) ≥ κ. Thus, there must exist a component j ∈ {1, . . . , n} with min{yj , 1 − yj } ≥ κ/n. We
now construct an approximation point z ′ ∈ A with sufficiently small ℓ∞ -distance to z. The
components of this point are chosen as follows: For each index i ∈ {1, . . . , n} \ {j}, we set:
{
1 − δ/n − κ/(2n2 − 2n), if yi ≤ 1/2,
′
z2i−1
=
1,
if yi > 1/2,
and
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{
1,
if yi ≤ 1/2,
′
z2i
=
1 − δ/n − κ/(2n2 − 2n), if yi > 1/2.
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For the special components 2j − 1 and 2j we set
{
1 − δ/n + κ/(2n), if yj ≤ 1/2,
′
z2j−1 =
1,
if yj > 1/2,
{
1,
if yj ≤ 1/2,
′
z2j
=
1 − δ/n + κ/(2n), if yj > 1/2.

and

′
′
We verify that z ′ ∈ A is a valid approximation point: By the choice of z2i−1
and z2i
, it holds
′
′
z2i−1
+ z2i
= 2 − δ/n − κ/(2n2 − 2n)

for every i ∈ {1, . . . , n} \ {j}.

′
′
Additionally, it holds z2j−1
+ z2j
= 2 − δ/n + κ/(2n). We hence obtain the equality
2n
∑

(
)
zi′ = (n − 1) 2 − δ/n − κ/(2n2 − 2n) + 2 − δ/n + κ/(2n) = n(2 − δ/n) = 2n − δ.

i=1
′
′
The entries z2i−1
and z2i
of z ′ fall within the range [0, 1] due to assumption (4.4). Sim′
′
ilarly the special components z2j−1
and z2j
are contained in the same interval [0, 1] since
1 − δ/n + κ/(2n) ∈ [0, 1] due to the bounds (4.2) and (4.4). Hence, it also holds z ′ ∈ [0, 1]2n
and we thus have verified that z ′ ∈ A is a valid approximation point.

We now derive upper-bounds for the distance ||z−z ′ ||∞ to the objective vector. It is sufficient
′
′
|
| and |z2i − z2i
to consider bounds for the absolute differences of the components |z2i−1 − z2i−1
individually. For i ∈ {1, . . . , n} \ {j} in the case of yi ≤ 1/2 we obtain the bound
′
′
′
z2i−1 − z2i−1
= f2i−1 (y) − z2i−1
= yi − z2i−1
(4.4)

≤ 0 − (1 − δ/n − κ/(2n2 − 2n)) = 1 − δ/n − κ/(2n2 − 2n).

In the case yi > 1/2, we have
′
′
′
= f2i−1 (y) − z2i−1
= |yi − z2i
| ≤ |1/2 − 1| = 1/2.
z2i−1 − z2i−1
′
We get analogous bounds for the distances |z2i − z2i
|. If yi > 1/2 holds, we have
(
) (4.4)
δ
δ
κ
κ
′
′
|z2i − z2i | = |f2i (y) − z2i | = 1 − yi − 1 − − 2
≤ 1− − 2
.
n 2n − 2n
n 2n − 2n

In the case yi ≤ 1/2, we obtain the bound
′
′
|z2i − z2i
| = |f2i (y) − z2i
| = |1 − yi − 1| = yi ≤ 1/2.

For the special index j we use the inequality min{yj , 1 − yj } ≥ κ/n. In the case yj ≤ 1/2, we
obtain the inequality
′
′
′
z2j−1 − z2j−1
= f2j−1 (y) − z2j−1
= yj − z2j−1
(
) (4.4)
κ
δ
κ
δ
κ
≤
− 1− +
≤ 1− − .
n
n 2n
n 2n
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In the case that yj > 1/2 holds, we have
′
′
′
z2j−1 − z2j−1
= f2j−1 (y) − z2j−1
= yj − z2j−1
≤ |1/2 − 1| = 1/2.
′
We get equivalent bounds for the distances with even index |z2j − z2j
|, using again the property
min{yj , 1 − yj } ≥ κ/n. If yj > 1/2 is fulfilled it holds
(4.4)

′
′
z2j − z2j
= f2j (y) − z2j
= |(1 − yj ) − (1 − δ/n + κ/(2n))| ≤ 1 − δ/n − κ/(2n).

For the case yj ≤ 1/2, we obtain the inequality
′
′
z2j − z2j
= f2j (y) − z2j
= |1 − yj − 1| = yj ≤ 1/2.

In summary, the consideration of the individual differences yields the desired bound on the
ℓ∞ -distance
||z − z ′ ||∞ < 1 − δ/n.
Thus, it holds εd (Z, A) = ℓ∞ (Z, A + R2n
≥0 ) < 1 − δ/n in the case that no integral solution exists.
Statements 1 and 2 establish an equivalence between the ε-indicator value and the NP-hard
0-1 Integer Linear Feasibility problem. There exists an integral solution if and only if the
ε-indicator value is at least εd (Z, A) ≥ 1 − δ/n. Since our reduction from the 0-1 Integer
Linear feasibility problem to a corresponding multicriteria problem and approximation can be
computed in polynomial time, the computation of the ε-indicator is NP-hard.
Although Theorem 4.2.7 shows that computing the ε-indicator is NP-hard in general, this
does not hold in the case that the number of criteria is fixed. As our following methods show,
polynomial-time algorithms are available for this case, also for the types of instances used in
the previous proof.

4.3

Algorithms to compute the ε-indicator

4.3.1

Reformulation to an optimization problem

We show that the ε-indicator can be represented as the solution of an optimization problem
which enables an effective computation. To establish this reformulation, we require two lemmas
that characterize boundary points of the approximation.
Lemma 4.3.1 (Existence of boundary point). Let a point z ∈ RK and a nonempty compact
set A ⊆ RK be given. Consider the distance
(
)
d := ℓ∞ z, A + RK
inf ||z ′ − z||∞ > 0.
≥0 :=
z ′ ∈A+RK
≥0

which we assume to be strictly positive. Then the point resulting from a shift by d in every
dimension
)
(
z + d · 1K ∈ ∂ A + RK
≥0
is contained in the boundary of the approximation.
Proof. We can characterize the value of d as an ℓ∞ -distance as
]}
{
) [
(
˜ · 1K ; z + d˜ · 1K
∩
z
−
d
d = inf ||z − z ′ ||∞ z ′ ∈ A + RK
≥0
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where d˜ ∈ R≥0 is some upper bound for the distance d˜ ≥ ℓ∞ (z, A + RK
≥0 ). The ℓ∞ -norm is
K
˜
˜
continuous and (A + R≥0 ) ∩ [z − d · 1K ; z + d · 1K ] is a compact set as A is compact. Hence,
the infimum is attained in the above expression, i.e. there exists a point z ′ ∈ A + RK
≥0 with
′
K
||z − z ||∞ = d. Thus, the set (A + R≥0 ) ∩ [z; z + d · 1K ] ̸= ∅ is nonempty.
By the subsequent argument the following inclusion holds
)
(
K
A + RK
≥0 ∩ [z; z + d · 1K ] ⊆ ∂(A + R≥0 ).
First, we show that the set (A + RK
≥0 ) ∩ [z; z + d · 1K ] does not contain any interior point of
A + RK
.
Suppose
that
this
set
contains
an interior point of A + RK
≥0
≥0 . Then a ball in the
K
ℓ∞ -norm with some radius ε > 0 is contained in the set (A + R≥0 ) ∩ [z; z + d · 1K ] as well since
d > 0 holds. This implies that for d′ := d − ε the intersection
)
(
′
A + RK
≥0 ∩ [z; z + d · 1K ] ̸= ∅
is also nonempty. This contradicts the choice of d as the infimum. Hence, the intersection
K
(A + RK
≥0 ) ∩ [z; z + d · 1K ] must contain an interior point of A + R≥0 .
Secondly, it holds
(
)
K
A + RK
≥0 ∩ [z; z + d · 1K ] ⊆ A + R≥0 ,
which combined with the first fact implies that the set can only contain boundary points of
A + RK
≥0 .
Since the set (A + RK
≥0 ) ∩ [z; z + d · 1K ] ̸= ∅ is nonempty, the point z + d · 1K is contained
K
in A + R≥0 . Together with the result above, we obtain the claim from the inclusion
(
)
(
)
K
z + d · 1K ∈ A + RK
≥0 ∩ [z; z + d · 1K ] ⊆ ∂ A + R≥0 .
Lemma 4.3.2 (Consequence of boundary point). Let A ⊆ RK be a nonempty compact set.
Let a point z ∈ RK and a number d ∈ R≥0 be given such that the corresponding shifted point
z + d · 1K ∈ ∂(A + RK
≥0 )
is contained in the boundary of the approximation. Then the equality ℓ∞ (z, A + RK
≥0 ) = d holds
for the distance.
Proof. We show the equality using two inequalities relating the number d and the distance
ℓ∞ (z, A + RK
≥0 ).
The inequality ℓ∞ (z, A + RK
≥0 ) ≤ d holds due to the inclusion
K
z + d · 1K ∈ ∂(A + RK
≥0 ) ⊆ A + R≥0

as A + RK
≥0 is compact. Thus. we obtain the upper bound
ℓ∞ (z, A + RK
≥0 ) ≤ ℓ∞ (z, z + d · 1K ) = d.
We now show the lower bound ℓ∞ (z, A + RK
≥0 ) ≥ d. In the case d = 0, this clearly holds, hence
we consider now the case d > 0. Suppose for the sake of contradiction that ℓ∞ (z, A + RK
≥0 ) < d.
′
Then there exists a value 0 < d < d with
(
)
′
′
A + RK
≥0 ∩ [z − d · 1K ; z + d · 1K ] ̸= ∅.
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This implies that z + d′ · 1K ∈ A + RK
≥0 . Thus, we have the inclusion
[z1 + d′ , ∞[ × · · · × [ zK + d′ , ∞[ ⊆ A + RK
≥0 .
Since the value d > d′ is larger, the point z + d · 1K is an interior point of A + RK
≥0 . This
K
contradicts the assumption that z + d · 1K ∈ ∂(A + R≥0 ) is on the boundary. Thus, also the
inequality ℓ∞ (z, A + RK
≥0 ) ≥ d holds.
Application to computing the ε-indicator Based on the representation of the ε-indicator in
Lemma 4.2.4, we can use the two previous Lemmas 4.3.1 and 4.3.2 to formulate the computation
of the ε-indicator as the optimization problem given in Theorem 4.3.3 whose construction is
also illustrated in Figure 4.2.
f2
A + RK
≥0
d

d
z

∂(A + RK
≥0 )
f1

Figure 4.2: Illustration of the reformulation for computing the ε-indicator.

Main theorem 4.3.3 (Reformulating the ε-indicator). For a compact, nonempty approximation A ⊆ RK , we can express the ε-indicator εd (Z, A) as the optimal objective value of the
optimization problem
{
(
)}
εd (Z, A) = max d ≥ 0 | ∃z ∈ Z : z + d · 1K ∈ ∂ A + RK
.
≥0
Proof. Consider a point z ∈ Z and a compact, nonempty set A ⊆ RK . We distinguish the two
K
cases ℓ∞ (z, A + RK
≥0 ) > 0 and ℓ∞ (z, A + R≥0 ) = 0.
In the case ℓ∞ (z, A + RK
≥0 ) > 0, the two Lemmas 4.3.1 and 4.3.2 above imply the equality
(
)
ℓ∞ z, A + RK
≥0 = d
where d is the unique value d ∈ R such that
(
)
z + d · 1K ∈ ∂ A + RK
≥0 .
In the form of an optimization problem, we can state this as
(
)
{
(
)}
K
ℓ∞ z, A + RK
≥0 = max d | z + d · 1K ∈ ∂ A + R≥0
where the feasible set however only contains at most one element.
If ℓ∞ (z, A+RK
≥0 ) = 0 holds, then there does not exist any value d > 0 such that the inclusion
Lemma 4.3.2.
z + d · 1K ∈ ∂(A + RK
Thus,
≥0 ) holds, since this would contradict
{
(
)} the optimal
K
objective value of the optimization problem max d | z + d · 1K ∈ ∂ A + R≥0 is not larger
than 0, as otherwise the problem would be infeasible, resulting in an objective value of −∞.

74

4.3 Algorithms to compute the ε-indicator
Thus, we can conclude with the case distinction
{
)} = ℓ∞ (z, A + RK
{
(
≥0 ),
K
max d | z + d · 1K ∈ ∂ A + R≥0
≤ 0,

if ℓ∞ (z, A + RK
≥0 ) > 0,
if ℓ∞ (z, A + RK
≥0 ) = 0,

which implies the relation
)}
{
(
K
, 0}
ℓ∞ (z, A + RK
≥0 ) = max{max d | z + d · 1K ∈ ∂ A + R≥0
since ℓ∞ (z, A + RK
≥0 ) ≥ 0 is nonnegative.
Because the ε-indicator is defined as the maximal distance over all points z ∈ Z, we obtain
the desired representation
(
)
{
{
(
)} }
K
εd (Z, A) = max ℓ∞ z, A + RK
,0
≥0 = max max max d ≥ 0 | z + d · 1K ∈ ∂ A + R≥0
z∈Z
z∈Z
)}
{
(
= max d ≥ 0 | ∃z ∈ Z : z + d · 1K ∈ ∂ A + RK
≥0
where for the last equality
( we use
) the fact that there always exists a point z ∈ Z and a value
K
d ≥ 0 with z+d·1K ∈ ∂ A + R≥0 . For this, we only need to choose any point y ∈ A ⊆ Z +RK
≥0
which is not dominated by any other point in A and then take an appropriate value z ∈ Z with
y ∈ z + RK
≥0 . Since z is nondominated by any point in A, it is not contained in the (interior of
)
K
A+R≥0 which implies that there is a nonnegative value d ≥ 0 for which z+d·1K ∈ ∂ A + RK
≥0
holds.

4.3.2

Decomposing the model

The method above reduces the computation of the ε-indicator to the solution of an optimization
problem. However, we need to represent the boundary set ∂(A + RK
≥0 ) in the optimization
problem. In order to turn this requirement into a linear programming formulation, linear
inequalities have to be constructed. If the approximation A is given as a union of polyhedral
objects (e.g. points, segments or simplices), we can represent the boundary ∂(A + RK
≥0 ) as a
union of polyhedra.
This decomposition can be obtained as follows. Let A = Q1 ∪ · · · ∪ Qk be a decomposition
of A into (not-necessarily disjoint) polyhedra Q1 , . . . , Qk . Then, each set Qi + RK
≥0 is also a
K
K
polyhedron. Thus, we obtain the decomposition A + R≥0 = (Q1 + R≥0 ) ∪ · · · ∪ (Qk + RK
≥0 ) into
a union of polyhedra. Each facet of each polyhedron can then be decomposed into simplices.
For the resulting set of simplices, the lower envelope can be computed, yielding again a set of
polyhedra that together cover ∂(A + RK
≥0 ). The computation of the lower envelope can be done
in time O(mK ) where m is the number of simplices, if we assume that the relative interiors of
the simplices are pairwise disjoint (Edelsbrunner, Guibas, and Sharir 1989).
In the following section we assume that such a decomposition is given. Let P1 , . . . , Pm be
polyhedra that cover the boundary, i.e. fulfill P1 ∪ · · · ∪ Pm = ∂(A + RK
≥0 ). Each polyhedron
(i)
(i)
Pi is represented by a matrix B and a vector b in the form
{
}
Pi = x ∈ RK B (i) x ≤ b(i) .
Figure 4.3 shows an approximation A ⊆ R2≥0 together with the corresponding boundary
∂(A + R2≥0 ) in the case of two criteria.
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f2

A
∂(A + R2≥0 )
f1
Figure 4.3: Illustration of an approximation A consisting of polyhedra (gray parts) with its
corresponding boundary ∂(A + R2≥0 ), represented as a dashed line.

4.3.3

Segment-wise method

In the segment-wise method we compute the ε-indicator εd (Z, A) by solving separately for each
part of the boundary i = 1, . . . , m the optimization problem
max d
s.t.

B (i) (z + d · 1K ) ≤ b(i)
z ∈ Z, d ∈ R≥0

(4.5)

and then output the maximal obtained objective value. Due to Main theorem 4.3.3 this results
in the correct value for the ε-indicator εd (Z, A). Note that the formulation (4.5) requires only
one additional variable compared to the constraints and variables that are originating from
the LP or MIP formulation for Z. Thus, the required time for the ε-indicator computation
for each Pi is of the same order of magnitude as performing a linear optimization on Z. In
particular, if the underlying problem is a continuous linear program, the value for a part Pi
can be computed in polynomial time.
One disadvantage of this method is that we require one optimization for each of the m
parts of the cover of the boundary ∂(A + RK
≥0 ). This number m of required parts can become
exponentially large in n in the worst case. The NP-hard instances constructed in the proof of
Theorem 4.2.7 represent such a case, which results in an exponential running time although
only polynomial time is needed per part.

4.3.4

Full reformulation method

An alternative to performing an optimization for each facet describing the boundary ∂(A+RK
≥0 )
is to set up a single MIP that yields the desired ε-indicator value. For this full reformulation
of the ε-indicator, we insert additional constraints and binary variables that together describe
the boundary ∂(A + RK
≥0 ).
We use again the cover

(
)
P1 ∪ · · · ∪ Pm = ∂ A + RK
≥0

of the boundary consisting of polyhedra with representation Pi = {x ∈ RK | B (i) x ≤ b(i) } where
b(i) ∈ Rn . Based on this cover we formulate a mixed-integer program which uses binary variables ai ∈ {0, 1} to ensure that the point is contained in one of these polyhedra, i.e. in the
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boundary of the approximation. This results in the following mixed-integer program:

s.t.

(4.6a)

max d
m
∑
ai = 1

(4.6b)

i=1

B (z + d · 1K ) − M
(i)

(i)

· (1 − ai ) ≤ b(i)
ai ∈ {0, 1}
z ∈ Z, d ∈ R≥0

for i ∈ {1, . . . , m}
for i ∈ {1, . . . , m}

(4.6c)
(4.6d)
(4.6e)

The constraint (4.6b) ensures that exactly one of the activation variables ai is set to 1 and
all others to 0. Thus, at least one of the polyhedra has to be active.
Constraint (4.6c) ensures that the vector z + d · 1K is contained in the polyhedron Pi whenever the polyhedron is set active by ai = 1. Here the vector of big-M -constants M (i) ≥ 0 is
chosen large enough such that every optimal solution fulfills this constraint when ai = 0 is set.
A method to choose M (i) is described below.
Together the constraints (4.6b) to (4.6d) imply that in a feasible solution, the vector z +d·1m
is contained in one of the polyhedra P1 , . . . , Pm and thus in the boundary ∂(A + RK
≥0 ). Hence
by Theorem 4.3.3 the optimal objective value is equal to the ε-indicator εd (Z, A).
The vector of big-M -constants can be determined if the ideal point z I and nadir point z N are
known. Since every nondominated point is contained in [z I , z N ] and the ε-indicator is bounded
by εd (Z, A) ≤ ℓ∞ (z I , A), for optimal solutions we have the inclusion
[
]
z + d · 1K ∈ z I ; z N + ℓ∞ (z I , A) · 1K .
Thus, it is sufficient to choose M (i) large enough such that for this range of values, for z + d · 1K
it always holds that B (i) (z + d · 1K ) − M (i) ≤ b(i) . This can be guaranteed by setting the entries
(i)
Mk for k ∈ {1, . . . , n} to
∑
∑
)
(i)
(i)
(i) (
(i)
Mk := −bk +
Bjk zkN + ℓ∞ (z I , A) +
Bjk zkI .
(i)

k∈{1...,n}:Bjk ≥0

4.4

(i)

k∈{1...,n}:Bjk <0

Special cases in computing the ε-indicator

We illustrate the performance of our algorithm by running it on various approximate Pareto
frontiers for bicriteria problems. In the following section the precise formulations for this case
are discussed.

4.4.1

The bicriteria case

For the case of K = 2 criteria, we illustrate how the formulations of sections 4.3.3 and 4.3.4
can be implemented.
In the case that the approximation consists of line segments, rays and isolated points, we
can construct the boundary as follows: For each isolated point or endpoint of a segment
(z1 , z2 ) ∈ A we create two rays extending from this point {z1 } × [z2 , ∞[ and [z1 , ∞[ × {z2 }.
This corresponds to adding all points which are dominated by (z1 , z2 ) to the approximation.
Then we compute the lower envelope of this set of segments and rays, with respect to the
first coordinate axis. The computation of the lower envelope can be done in the near-linear
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running time O(mα(m) log m) where m is the number of segments and rays, and α the inverse
Ackermann function (Hart and Sharir 1986).

(

x − q (s)

)T

· v (s) ≥ 0

q(s)

q(s) + v(s)

(

x−q

)
(s) T

· v (s) ≤ v (s)

2
2

(

x−q

)
(s) T

(
·

(s)

v2
(s)
−v1

)
=0

Figure 4.4: Illustration of the representation of segments via inequalities. The segment (thick
line) is given as the intersection of the line (dashed) and two half-spaces (perpendicular).

Each resulting segment s contained in the boundary ∂(A + R2≥0 ) can be represented in
its parametric form as s = {q (s) + tv (s) | t ∈ [0, 1]}, where q (s) , v (s) ∈ R2 . Based on this
representation, the segment s can be written as a polyhedron s = {x ∈ R2 | Bx ≤ b} with the
system of linear inequalities
(
)
(s)
)
(
T
v2
(4.7a)
x − q (s) ·
= 0,
(s)
−v1
)T
(
x − q (s) · v (s) ≥ 0,
(4.7b)
)
(
T
2
x − q (s) · v (s) ≤ v (s) 2 .
(4.7c)
{
}
See Figure 4.4 for an illustration. For a ray of the form q (s) + tv (s) | t ∈ [0, ∞[ a similar
representation can be used with the last inequality (4.7c) dropped. This representation allows
to use the segment-wise method (Section 4.3.3).
We now give a corresponding precise form of the optimization problem (4.6a)–(4.6e) for the
full reformulation (introduced in Section 4.3.4) in the case of two criteria. Let S be the set
of segments and R the set of rays of the boundary ∂(A + R2≥0 ). The detailed form of the
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optimization problem is then given as follows.

(4.8a)
(4.8b)

max d
s.t.
(
(

z + d · 12 − q

)
(s) T

(
(

(s)

v2
(s)
−v1

)
+ Ms (1 − as ) ≥ 0

)
(s)
v2
z + d · 12 − q
− Ms (1 − as ) ≤ 0
(s)
−v1
(
)T
z + d · 12 − q (s) · v (s) + Ms (1 − as ) ≥ 0
(
)T
z + d · 12 − q (s) · v (s) − Ms (1 − as ) ≤ v (s)
∑
as = 1
)
(s) T

2
2

for s ∈ S ∪ R

(4.8c)

for s ∈ S ∪ R

(4.8d)

for s ∈ S ∪ R

(4.8e)

for s ∈ S

(4.8f)
(4.8g)

s∈S∪R

as ∈ {0, 1}
z ∈ Z, d ∈ R≥0

for s ∈ S ∪ R

(4.8h)
(4.8i)

The inequalities (4.8c)-(4.8f) represent the constraint (4.6c) of the general formulation applied to the segment of the approximation represented by the system (4.7a)-(4.7c). In particular, the inequalities (4.8c) and (4.8d) correspond to the line equality (4.7a) of the approximation
segment.
The constant Ms ∈ R≥0 has to be chosen large enough such that every optimal point
fulfills all the inequalities. Based on the discussion of the choice of M for the general case
we provide here some simplification. We can bound the absolute value of the term involving
z + d · 12 − q (s) by
(

z + d · 12 − q (s)

)T

· v (s) ≤ z + d · 12 − q (s) ∞ · v (s)
(
)
≤ ||z + d · 12 ||∞ + q (s) ∞ v (s) 1
(
{
}
)
≤ max ||z I ||∞ , ||z N ||∞ + ℓ∞ (z I , A) + q (s) ∞ v (s) 1

1

where we used the relation
[
]
z + d · 1K ∈ z I ; z N + ℓ∞ (z I , A) · 1K
discussed above for the general case. An equivalent relation holds
( for)the other terms involving
(s)
v2
z + d · 1K − q (s) as well, since the 1-norm of the other vector
used as a factor is equal
(s)
−v1
to the 1-norm of v (s) . Thus, the choice
(
{
}
)
Ms := max ||z I ||∞ , ||z N ||∞ + ℓ∞ (z I , A) + q (s) ∞ · v (s) 1
is sufficient to ensure that no optimal solution is excluded. Hence, the value of Ms can be of
the same order of magnitude as the other involved quantities, ensuring good LP-relaxations.
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4.4.2

The case of a finite set of points

For the important special case that the approximation A consists of a finite set of points, we can
adapt our general approach to enable a more efficient computation of the ε-indicator. Approximations of this type are produced by the majority of algorithms for multicriteria optimization.
Thus, an effective approach for computing the ε-indicator in this situation for problems with
an arbitrary number of objectives has a large practical significance. The efficient computation
for this special case will also form the basis of an algorithm for the approximation of Pareto
frontiers discussed in section 4.5.
Our specialized method for finite approximations is based on Theorem 4.3.3 and a new characterization of the relevant set ∂(A + RK
≥0 ) with our concept of corner-points. This concept is
related to orthogonal polyhedra which have been studied in computational geometry (Bournez,
Maler, and Pnueli 1999), since A + RK
≥0 is an orthogonal polyhedron when A is finite.
In the following, we use the symbol R := R∪{−∞, +∞} to denote the extended real number
K
line. For two points a, b ∈ R = (R ∪ {−∞, +∞})K we say that a strictly dominates b if it
K
holds ai < bi for all i ∈ {1, . . . , K}. We use the special vectors v (1) , . . . , v (K) ∈ R with entries
{
+∞, if i = j,
(i)
vj =
−∞, if i ̸= j.
Definition 4.4.1 (Corner point). A corner point x of A is the componentwise maximum of
K points in A ∪ {v (1) , . . . , v (K) } such that x is not strictly dominated by any point in A. We
denote the set of all corner points of A by C(A).
In Figure 4.5 an example of the corner points corresponding to K = 2 criteria is given.
Intuitively, they consist of the upper-right corners in the boundary of ∂(A + RK
≥0 ).
f2

Pareto point z ∈ A

∞

corner point x ∈ C(A) with finite coordinates
corner point x ∈ C(A) with an infinite coordinate

∞

f1

Figure 4.5: Illustration of the corner points in K = 2 dimensions for an approximation A
consisting of three points. It has two corner points with finite coordinates and
two corner points having an infinite coordinate.
Lemma 4.4.2. Let y ∈ ∂(A + RK
≥0 ) be an arbitrary boundary point. Then, there exists a corner
point x ∈ C(A) which fulfills y ≤ x.
K

Proof. We define iteratively points x(0) , . . . , x(K) ∈ R to construct a corner point based on
the choice of approximation points z (1) , . . . , z (K) ∈ A ∪ {v (1) , . . . , v (K) }. We choose x(0) := y.
For i ∈ {1, . . . , K} we now perform in this order the following steps: We set
ti := sup{t ∈ R : x(i−1) + t · ei is not strictly dominated by any point in A}.
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If ti = ∞, we choose the special vector z (i) := v (i) . Otherwise, we have ti < ∞. Then, by the
choice of the supremum there must exist a point such that x(i−1) + t′ · ei is strictly dominated
by a point in A for every value of t′ > ti . Since A is finite there must exist a point z (i) ∈ A
that strictly dominates x(i−1) + t′ · ei for every value t′ > ti . We then choose this value z (i) .
We set x(i) := max{y, z (1) , . . . , z (i) }. Alternatively, this can be written as the recursion
x(i) = max{x(i−1) , z (i) }.
We show by induction on j ∈ {0, . . . , K} that x(j) is not strictly dominated by any point
in A. Since x(0) = y ∈ ∂(A + RK
≥0 ) is a point in the boundary it is not strictly dominated by
any point in A. Otherwise, a strictly dominating point z ∈ A would imply that an open ball
around y is contained in A + RK
≥0 which contradicts the assumption that y is in the boundary
of this set.
Suppose that tj < 0. Then, it would hold that x(j−1) is strictly dominated, contradicting
the induction hypothesis. Hence we can conclude that tj ≥ 0 is nonnegative. In the case that
tj = ∞, we have that x(j−1) + t · ej is not strictly dominated by a point in A for every value
(j)
(j−1)
of t ∈ R. By construction, then it holds that z (j) = v (j) , which fulfills vi = −∞ ≤ xi
for
(j)
(j−1)
all i ∈ {1, . . . , K} \ {j}. Thus, the point x is in all coordinates besides j identical to x
.
(j−1)
(j)
Since x
+ t · ej is not strictly dominated by any point in A for all t ∈ R, also x is not
strictly dominated by any point in A. If tj < ∞, we choose z (j) ∈ A as the point which strictly
dominates x(j−1) + t · ej for every value t > tj . Since the set
{t ∈ R | x(i−1) + t · ei is not strictly dominated by any point in A}
is closed, x(j−1) + tj · ej is not strictly dominated by any point in A. The point z (j) fulfills
z (j) ≤ x(j−1) + tj · ej by construction since otherwise it could not strictly dominate x(j−1) +t·ej .
Thus, we have x(j) = max{x(j−1) , z (j) } = x(j−1) + tj · ej which implies that x(j) is not strictly
dominated by any point in A.
(j)
Since tj ≥ 0, it additionally holds zj ≥ yj because
(j)

(j−1)

zj = xj

+ tj ≥ yj + tj ≥ yj .

This implies max{z (1) , . . . , z (K) } ≥ y. Thus, we have
max{z (1) , . . . , z (K) } = max{y, z (1) , . . . , z (K) } = x(K) .
Hence, x(K) is a corner point since it can be written as the maximum of K approximation
points z (1) , . . . , z (K) ∈ A ∪ {v (1) , . . . , v (K) } and is not strictly dominated by any point in A.
Theorem 4.4.3. For an approximation A ⊆ Z + RK
≥0 of the set of attainable objective vectors
K
Z ⊆ R it holds
εd (Z, A) = max max min{x1 − z1 , . . . , xK − zK }.
x∈C(A) z∈Z

Proof. We show the two inequalities “≤” and “≥” separately, starting with the first inequality.
It holds that
max max min{x1 − z1 , . . . , xK − zK } = max max{d ∈ R | ∃x ∈ C(A) : z + d · 1K ≤ x}

x∈C(A) z∈Z

z∈Z

since setting d = min{x1 −z1 , . . . , xK −zK } is the maximal possible value for which z + d · 1K ≤ x
is fulfilled.
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By Lemma 4.4.2, for every point y ∈ ∂(A + RK
≥0 ) there exists a corner point x ∈ C(A) with
x ≥ y. Thus, the following set inclusion follows:
K
∂(A + RK
≥0 ) ⊆ {u ∈ R | ∃x ∈ C(A) : u ≤ x}.

Hence, the condition ∃x ∈ C(A) : z + d · 1K ≤ x is implied by z + d · 1K ∈ ∂(A + RK
≥0 ). Thus,
we obtain the claimed upper bound
max max{d ∈ R | ∃x ∈ C(A) : z + d · 1K ≤ x}
z∈Z

≥ max max{d ∈ R | z + d · 1K ∈ ∂(A + RK
≥0 )}
z∈Z

= max{d ≥ 0 | ∃z ∈ Z : z + d · 1K ∈ ∂(A + RK
≥0 )}
=εd (Z, A)
where we used Theorem 4.3.3 for the last equality.
Now, let x ∈ C(A) be a corner point of A and z ∈ Z be chosen arbitrarily. We show the
inequality
εd (Z, A) ≥ min{x1 − z1 , . . . , xK − zK }.
By definition, the corner point x is not strictly dominated by any point in A. Let any
fixed number d < min{x1 − z1 , . . . , xK − zK } be given. Then the corresponding intersection
[z; z + d · 1K ] ∩ (A + RK
≥0 ) is empty since any point u in the intersection would fulfill the relation ui ≤ zi + d < zi + (xi − zi ) = xi for all i ∈ {1, . . . , K} which would imply that a point in
A strictly dominates the corner point x, contradicting the definition of a corner point. Hence,
it holds
ℓ∞ (z, A + RK
≥0 ) ≥ d,
which implies εd (Z, A) ≥ d. Since this holds for every value d < min{x1 − z1 , . . . , xK − zK },
we obtain the desired lower bound
εd (Z, A) ≥ max max min{x1 − z1 , . . . , xK − zK }.
x∈C(A) z∈Z

Note that the value of maxz∈Z min{x1 − z1 , . . . , xK − zK } cannot be negative since we can
always choose one of the points z ∈ Z corresponding to the corner point x with z ≤ x which
yields a value of min{x1 − z1 , . . . , xK − zK } ≥ 0.

From Theorem 4.4.3 we obtain the following simple procedure for computing the ε-indicator
of a given approximation A ⊆ RK : For each corner point x ∈ C(A) solve the optimization
problem
max min{x1 − z1 , . . . , xK − zK } s.t. z ∈ Z.
(4.9)
Then, the ε-indicator is given as the maximal objective value among all the corner points.
The optimization problem (4.9) can be written in the following form with linear constraints
by introducing the auxiliary variable t:
max t
s.t. t ≤ xi − zi
z ∈ Z, t ∈ R

for all i ∈ {1, . . . , K}

(4.10)

We can compute all corner points by taking subsets of size K among the points in A and
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then creating their componentwise maximum. We then filter out all maxima that are strictly
dominated
(|A|) by a point in A. Note that the number of corner points is significantly lower than
the K possible subsets. For example with K = 2 criteria, the number of corner points is at
( )
most |A| + 1, i.e. grows linearly in |A| compared to the quadratic growth of |A|
∈ Θ(|A|2 ).
2

4.5

A point-based algorithm for Pareto frontier
approximation

We now present an algorithm which is based on computing the ε-indicator value for the current
approximation in each iteration and adding a corresponding point with maximal distance to
the approximation.
This approach detailed in Algorithm 4.5.1 has the main benefit that after each iteration, the
ε-indicator value is exactly known. Thus, the termination can be precisely controlled and the
approximation guarantee of the current approximation is exactly known. Additionally, only
points which provide significant improvements of the approximation quality are added to the
Pareto frontier, keeping the number of points in the approximation small.
Algorithm 4.5.1: Pareto frontier approximation based on ε-indicator
Input: Threshold ε0 for the ε-indicator value
Output: Approximation A ⊆ Z with εd (Z, A) ≤ ε0
A ← {one arbitrary nondominated point z ∈ Z}
repeat
foreach corner point x ∈ C(A) do
Solve the optimization problem:
(
)
K
∑
lex-max t, −
zi
i=1

s.t. t ≤ xi − zi
z ∈ Z, t ∈ R

for all i ∈ {1, . . . , K}

Store the pair (z, x) with obtained value z ∈ Z and corresponding corner point x
Set (z ∗ , x∗ ) := arg max(z,x) min{x1 − z1 , . . . , xK − zK } using the stored (z, x) pairs.
∗
ε ← min{x∗1 − z1∗ , . . . , x∗K − zK
}
∗
A ← A ∪ {z }
Update the set of corner points C(A).
until ε ≤ ε0
Since a direct optimization of the subproblem (4.10) might lead to points z that are dominated, in Algorithm 4.5.1 we perform
∑ a lexicographic optimization with (4.10) as the primary
objective and the minimization of K
i=1 zi as the secondary objective. This guarantees that all
found points z are Pareto-optimal.
To enable an efficient update of the corner points, we use a special data structure in our
implementation. We store all subsets of up to K points in A whose componentwise maximum
is not strictly dominated by any point in A. An update after the insertion of a new point z ∗
into A can be performed by adding the componentwise maxima of the stored points with z ∗ .
Afterwards, all points which are strictly dominated by z ∗ are filtered out.
The following theorem establishes the convergence of the algorithm.
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Main theorem 4.5.1. Assume that the ideal and nadir point of Z have finite coordinates.
Then, for every bound ε0 > 0 Algorithm 4.5.1 terminates in a finite number of steps with an
approximation A that fulfills εd (Z, A) ≤ ε0 .
Proof. Since the algorithm only adds nondominated points to the approximation, it holds
A ⊆ [z I ; z N ] and thus also all corner points x ∈ C(A) are contained in the region [z I ; z N ]. Now
consider an arbitrary iteration of the algorithm with the current approximation A. Let the
corner point x∗ ∈ C(A) and the point z ∗ ∈ Z be the choices which achieved the maximal value
∗
of min{x∗1 − z1∗ , . . . , x∗K − zK
}. By definition the corner point x∗ is not strictly dominated by
K
any point in A. Hence the interior of [z ∗ ; x∗ ] is a subset of (Z + RK
≥0 ) \ (A + R≥0 ).
Consider the finite volume V (A) of the set dominated by A in the relevant region given by
(
)
( I N)
I
N
V (A) := vol (A + RK
≥0 ) ∩ [z ; z ] ≤ vol [z ; z ] < ∞.
Let A′ be the new approximation A′ = A ∪ {z ∗ } in an iteration where the value of ε was larger
K
than ε0 . Since [z ∗ ; x∗ ] ⊆ (A′ + RK
≥0 ) \ (A + R≥0 ), the volume increases in one iteration from A
′
to A by at least
∗
V (A′ ) − V (A) ≥ vol([z ∗ ; x∗ ]) = (x∗1 − z1∗ ) · · · (x∗K − zK
)
∗
≥ (min {x∗1 − z1∗ , . . . , x∗K − zK
})K ≥ εK
0 .

Thus, in each iteration where εd (Z, A) ≥ ε0 holds, the volume increases by at least εK
0 . Since the
volume is nonnegative and bounded from above by vol([z I ; z N ]), after at most ⌈vol([z I ; z N ])/εK
0 ⌉
iterations the algorithm must reach a value of ε ≤ ε0 and will stop. By Theorem 4.4.3 this
corresponds to an ε-indicator value of εd (Z, A) ≤ ε0 .

4.6

Numerical experiments

4.6.1

Configuration

For solving the mixed-integer programs formulated by our algorithm, we use Gurobi Version
8.1 (Gurobi Optimization, LLC 2021) with default settings. The benchmarks were run on a
personal laptop with an Intel i7-8665U CPU with 1.9 GHz and 16 GB RAM.
When solving the MIP of the full reformulation, better solution times can be achieved by
giving a higher branching priority to the activation variables. By setting one activation variable
to ai = 1, all other activation variables are forced to 0. In this way, the branch-and-bound
algorithm considers every part of the boundary. However, some parts, where the ε-indicator
is shown to be not maximal, can be pruned during the branching. Using this setting, the full
reformulation outperforms the segment-wise approach.

4.6.2

Benchmark problem

We use the benchmark problems by Mavrotas and Diakoulaki (1998) which are widely used in
multicriteria mixed-integer optimization. The details for the generation are given in section A
3.5. We generated random instances with two criteria according to these specifications. For
the benchmark we chose the following standard configuration: the number of constraints is
equal to the number of variables and there are as many binary as continuous variables.
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4.6.3

Evaluating the dependence on the number of segments

Total running time in seconds

4
3

Full reformulation
Segment-wise

2
1
0
0
20
40
60
Number of segments in boundary ∂(A + R2≥0 )

(a) 80 variables

Total running time in seconds

To evaluate the ability of our methods to compute the ε-indicator of given approximations
we use the approximations generated by the Adaptive Patch Approximation Algorithm, corresponding to the problems of section A 3.5. These approximations of bicriteria Pareto frontiers
consist of line segments with slopes which provide a good complementary test set to the fundamentally different approximations consisting of a finite set of points generated by Algorithm
4.5.1. On each of this set of segments our methods for computing the ε-indicator are run. This
allows us to analyze the dependence of the running time on the number of segments of the
boundary ∂(A + Rm
≥0 ).
In Figures 4.6a and 4.6b, the running times for benchmark problems with 80 and 160 variables, respectively, are illustrated. The running time is averaged over 10 instances. The
comparison shows that the full reformulation approach of Section 4.3.4 is in general faster
than the segment-wise method of Section 4.3.3. For both algorithms, the running time depends roughly linearly on the number of segments in the boundary ∂(A + R2≥0 ). The running
time of the full reformulation fluctuates slightly due to effects in the used branch-and-bound
method.

Full reformulation
Segment-wise
10

5

0
0
20
40
60
80 100 120
Number of segments in boundary ∂(A + R2≥0 )

(b) 160 variables

Figure 4.6: Running times of the segment-wise approach and the full reformulation on instances with different numbers of variables.

4.6.4

Measuring quality of existing approximations

Our method allows to efficiently measure the quality of existing approximations to Pareto
frontiers. In this way we can evaluate existing algorithms for multicriteria optimization problems. We illustrate this by computing the ε-indicator of the bicriteria approximations given
as supplementary material by Boland, Charkhgard, and Savelsbergh (2015) for benchmark
instances which are also of the type described in section A 3.5. These approximations consist
of line segments, which make classical methods for computing the ε-indicator inapplicable.
The objectives have been scaled such that the ideal point has coordinates (0, 0) and the nadir
point coordinates (1, 1). In Table 4.1 the obtained ε-indicator values are shown. The results
illustrate that the ε-indicator value is significantly larger than 0 even for algorithms that aim
to compute the exact Pareto frontier.
Table 4.1 also illustrates the running times for computing the ε-indicator by our methods and
compares them to the computation times for the original approximation provided by Boland,
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size

ε-indicator

full reformulation

20
40
80
160
320

0.007 055
0.002 941
0.000 656
0.000 242
0.000 321

0.21
1.01
6.76
25.64
81.97

s
s
s
s
s

segment- Boland
wise
et al.
0.51
2.99
12.00
32.23
137.77

s
0.60
s
2.76
s
29.08
s 274.54
s 3852.63

s
s
s
s
s

Table 4.1: Results on the approximations given by Boland, Charkhgard, and Savelsbergh
(2015) of bicriteria problems with varying sizes, given by the number of decision variables. The second column shows the obtained ε-indicator value. The
other columns provide a comparison of the average running times in seconds for
computing the ε-indicator and the original time needed for computing the approximations.
Charkhgard, and Savelsbergh (2015). The running times of both the full reformulation and
the segment-wise approach grow significantly slower with increasing problem size than the
running time originally needed to compute the approximation. The comparison shows that
our methods allow to evaluate the approximation quality order of magnitudes faster than the
time needed for computing the evaluated approximation. Additionally, our algorithms scale
well with increasing problem size.

4.6.5

Performance of the Pareto frontier approximation algorithm

Algorithm 4.5.1 enables the approximation of Pareto frontiers with arbitrary numbers of criteria. All major problem classes can be solved with the algorithm, including mixed-integer
problems with linear or nonlinear constraints, provided the scalarized subproblems are solvable. We discuss and compare results for linear mixed-integer problems since this class provides
a significant challenge while enough algorithms are available in the literature for comparison.
In particular, we compare our algorithm to two alternative methods that are capable to solve
mixed-integer linear programming problems with an arbitrary number of criteria: GoNDEF
by Rasmi and Türkay (2019, Table 6) and the branch-and-bound method by Mavrotas and
Diakoulaki (2005, Table 1)
Additionally, we perform a comparison to three algorithms that are restricted to bicriteria
problems: the Boxed Line Method by Perini et al. (2019), the One Direction Search Method
by A. Fattahi and Turkay (2018, Table 1), and the Triangle Splitting Method by Boland,
Charkhgard, and Savelsbergh (2015, Table 3).
Figure 4.7 illustrates the convergence of our algorithm on bicriteria benchmark problems
measured by the achieved ε-indicator values. We compare the number of single-criteria MIPs
solved as subproblems by our algorithm to the subproblems solved by other algorithms. The
number of iterations of our algorithm was limited appropriately: With more iterations, approximations with even better quality would be obtained. The approximation quality achieved
by the other algorithms is difficult to quantify precisely, we thus use estimates based on the
described parameter settings where possible. In cases where no accurate estimate can be made,
we give a range for the possibly obtained ε-indicator values as a vertical segment in the plot.
With varying problem sizes our algorithm achieves a stable convergence. The comparison
on these bicriteria problems with specialized algorithms for this problem type shows that our
algorithm requires a larger number of subproblems to solve.
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104
number of solved subproblems

our algorithm
Triangle splitting by Boland et al.
One direction search by Fattahi et al.
Boxed line method by Perini et al.
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Figure 4.7: Dependence of the achieved ε-indicator value on the number of single-criteria
MIPs solved for a bicriteria benchmark problem by Mavrotas. We used three
different sizes of the benchmark problems with 40 (4.7a), 160 (4.7b) and 320
variables (4.7c).
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Figure 4.8 illustrates the convergence for multicriteria problems with three up to five criteria.
We compare the results to the measurement obtained by Rasmi and Türkay (2019) with their
GoNDEF algorithm and the method of Mavrotas and Diakoulaki (2005). Note that Rasmi and
Türkay (2019) did not provide explicit values for the ε-indicator but their accuracy settings
allow for an implicit estimate. The approximation quality of Mavrotas and Diakoulaki (2005)
is estimated based on the number of nondominated points found. Our algorithm requires
a similar number of subproblems to solve as the GoNDEF algorithm. The results on the
benchmark problem with five criteria show that our approach is scalable to large number of
criteria. Together with the precise guarantee of the achieved ε-indicator value provided by the
algorithm, our method enables the precisely controlled approximation of Pareto frontiers for
every number of criteria.
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Figure 4.8: Dependence of the achieved ε-indicator value on the number of single-criteria
MIPs solved (our algorithm and GoNDEF), respectively the number of nodes
in the branch-and-bound-tree (for Mavrotas and Diakoulaki (2005)). We use
benchmark problems by Mavrotas with 40 variables and three to five criteria.
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4 Precise control of approximation quality for multicriteria problems
Figure 4.9 shows the number of MIPs required to solve depending on the number of iterations.
Additionally, we plot the number of corner points that are existing in the approximation after
each iteration. These results show that these quantities grow with an approximately linear
rate in the number of iterations, with a slope depending on the number of criteria.
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Figure 4.9: Dependence of the number of solved subproblems and the number of existing
corner points on the number of iterations. The values shown were measured with
instances of the benchmark problem by Mavrotas with 40 variables and varying
numbers of criteria.

4.6.6

Comparison between the proposed algorithms

In this thesis we propose two algorithms for the approximation of Pareto frontiers: the adaptive
patch approximation algorithm of chapter 3 and the algorithm based on the ε-indicator of
section 4.5. These algorithms differ in their exact application range but also share an overlap
of problem types which both can solve. In our comparison we focus on bicriteria MIPs using the
benchmark problems of Mavrotas and Diakoulaki (1998). As a measure of the approximation
quality, we use the ε-indicator. This choice benefits the algorithm of the ε-indicator based
approximation algorithm in comparison to the other algorithm which focuses on the difference
volume. At the same time, the adaptive patch approximation algorithm is more specialized to
the case of bicriteria MIPs.
The plots of Figure 4.10 show the performance of both algorithms regarding the running time
and the number of iterations. The adaptive patch approximation algorithm achieves a faster
convergence regarding the number of iterations since each patch provides a larger improvement
than a single point added to the approximation by the ε-indicator based algorithm. At the
same time, the running time per iteration of the adaptive patch approximation algorithm is
larger due to the more complex structure of the subproblem. In total, these two effects lead to
a roughly equivalent behavior of the running times of the two algorithms on this benchmark.
In general, the adaptive patch approximation algorithm has an advantage on mixed-integer
problems with a significant continuous part. For problems with with only a small continuous
part, the ε-indicator based algorithm is more efficient due to the simpler structure of the
subproblems.
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Figure 4.10: Comparison of the adaptive patch approximation algorithm of chapter 3 and
the ε-indicator based algorithm of this chapter on the benchmark instances by
Mavrotas and Diakoulaki (1998) with 160 variables.

4.7

Conclusion and outlook

Although our result in Theorem 4.2.7 showed that computing the ε-indicator is NP-hard in
the case of an unlimited number of criteria, our developed methods are able to compute the εindicator efficiently when the number of criteria is fixed. The numerical evaluation illustrates
that with these techniques it is possible to compute the approximation quality of a Pareto
frontier significantly faster than the time needed for the construction of the approximation.
This gives the opportunity to objectively compare the quality of various approximation
methods for multicriteria optimization. In particular, it allows analyzing the convergence
behavior of algorithms with respect to this quality measure. This can form the basis of a
systematic study of approximation methods and their performance on different problem classes.
We adapted our characterization of the ε-indicator to the special case of a finite approximation which lead to an algorithm for the approximation of Pareto frontiers. Since our algorithm
returns together with each approximation also a precise value of its corresponding ε-indicator,
users are provided with an exact and easily interpretable guarantee of the approximation quality. A comparison to other state-of-the-art algorithms on benchmarks with different numbers
of criteria established the practical efficiency of this algorithm. In summary, we obtained an
efficient algorithm for the precisely controlled approximation of Pareto frontiers.
The observed effectiveness of our multicriteria optimization algorithm leads to some further
theoretical questions regarding its analysis which should be addressed in future work:
• What is the typical growth rate of the number of corner points depending on the number
of points in the approximation and the number of criteria?
• How quickly does the ε-indicator value decrease during the iterations of the algorithm
for typical multicriteria problems?
• With which rate does the ε-indicator value decrease when running other approximation
algorithms for multicriteria optimization problems?
This chapter is a revised version of a preprint by the author (Diessel 2021b).
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5

Robust multicriteria optimization of
supply chains

Chapter summary
The optimization of supply chains poses two challenges in practice. First, there are multiple
criteria - such as costs, risks, and sustainability - which need to be taken into account. Second,
various important data - such as the development of cost factors, demand, or risk scenarios - are
inherently uncertain. As a result, these optimization tasks are both multicriteria and robust
in nature. In the literature, at least one of those aspects is simplified either by combining
the different criteria into one or by assuming that only one nominal scenario needs to be
considered. In this chapter we describe robust multicriteria modeling approaches for supply
chain optimization, combining the two aspects of multiple objectives and robustness. We
describe how a wide range of objectives can be incorporated into this model, including supply
and transportation costs, risks, and sustainability goals. To compute the corresponding Pareto
frontiers, we use the algorithms developed in the previous chapters. With various case studies
corresponding to a diverse set of tasks in supply chain optimization, we evaluate the advantages
and disadvantages of the different robust multicriteria concepts. This illustrates the practical
applicability of the robust multicriteria approach to supply chain optimization.

5.1

Challenges in optimizing supply chains

Due to changes in the economic environment, there is a constant need for adapting and optimizing the supply chain to new circumstances. A reconsideration of existing supply chains can
be triggered by the expiration of contracts or newly discovered problems relating to quality
and security in the supply chain. Optimization based on mathematical models is essential to
improve the performance of the supply chain in such situations. Typically, the goal is to find a
good balance between the resilience of the supply chain and its costs. We consider this mostly
on the tactical and strategical levels.
As long as the set of contracted suppliers is given, the supply chain optimization problem
regarding costs can typically be modeled as a linear program. However, if the suppliers can be
freely chosen, then a mixed-integer problem arises when fixed costs need to be considered.
Improving the resilience of a supply chain, i.e., the ability of a supply chain to adapt to major
changes, is a second important objective. Disruptions with a high frequency but low impact
can be dealt with stochastic approaches, for example by including a safety stock proportional to
estimated small delays and losses. In this thesis, we focus on low-frequency events which lead to
high-impact disruptions. We model resilience by considering a set of possible scenarios in which
a major deviation from the expected situation occurs, for example the long-term disruption
of a contracted supplier. For each such scenario, we allow a reaction in form of a mitigation
flow in the supply chain that decreases the impact of the deviation. These countermeasures
can take various forms and are associated with different time delays. For example, inventories
can be kept in order to provide a short-term improvement, but are often depleted after some
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time span during long disruptions. On the other hand, contracts with alternative suppliers can
be activated to lower the impact in the long term, although they require more ramp-up time.
The resulting impact in each scenario can be aggregated to a single quantity that measures
the resilience of the supply chain: its ability to react to changes. We integrate two possible
choices for this modeling of risks. Following the robust approach, we consider the worst-case
impact among all scenarios. In the stochastic approach, an average of the scenarios, weighted
according to the estimated probabilities, is taken. We also describe how risk measures, such as
the conditional value-at-risk, can be applied to provide a fine-grained model of the risk attitude
of the decision-maker. In this way, we can optimize the decision on a strategic level such that
appropriate reactions on the operational level are enabled in case of a significant deviation.
As discussed above, there are several, often conflicting objectives like costs and resilience
in supply chain optimization. By their nature, low-frequency events do not allow an accurate
estimation of their rate of occurrence. Hence, the risks of supply disruptions cannot be directly
converted to an equivalent monetary amount. This missing distribution information hinders
insuring these risks. Thus, it is important to identify all possible trade-offs between costs
and risks. Since there often exist different views on the relative importance of these different
objectives, for example due to differing risk-taking attitudes, the whole range of possible tradeoffs should be available to a decision-maker. This gives rise to a multicriteria optimization
problem that aims to compute a Pareto frontier of reachable optimal trade-offs, as shown in
Figure 5.1. While eliminating solutions that are clearly worse with respect to all objectives,
the Pareto frontier does not assume any priorities between the objectives. This provides an
unbiased basis for decisions by multiple stakeholders in a supply chain design decision whose
views on the relative importance of the various objectives are not aligned.
risk

cost
Figure 5.1: Example of a non-convex Pareto frontier of a bicriteria problem.
Since realistic supply chain models correspond to mixed-integer problems, the computation
of the corresponding Pareto frontiers poses a significant challenge as they are non-convex and
contain potentially infinitely many Pareto-efficient points. Particularly in the context of supply
chains where the number of discrete variables can get significantly large, methods based on
enumeration of all possible assignments or branch-and-bound can have impractical running
times. Thus, effective approximation methods are needed, in order to provide a representation
of the Pareto frontier up to a given accuracy level. To solve the supply chain optimization
problems in this chapter, we use the algorithms of the preceding chapters.
Additionally to the resilience towards supply risks, uncertainties have to be handled in various parts of the supply chain. For example, future material costs are not fully known, or
demands might vary. Hence, a supply chain design should be robust with respect to these
uncertain factors such that in each scenario a sufficiently good outcome is attained. Since we
want to combine this robust aspect with multiple objectives, we need concepts of robust multicriteria optimization. Although robust and multicriteria optimization have been considered
separately in detail, their combination is a relatively new sub-field. Because there exist various
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alternative concepts for robust multicriteria optimization we discuss their different use cases
in detail.
For modeling a wide range of supply chain optimization problems we provide a framework
for optimizing the resilience of supply chains by combining the strategic level with the tactical
and operational level. The flexible nature of the framework allows incorporating a range of
different objectives and constraints on all levels. The presented list of model components can
be combined to models for a range of supply chain design tasks. Using several such models,
we examine the different shapes of the corresponding Pareto frontiers and their impact for
decision-makers.

5.1.1

Related work

Supply chain models
For supply chain optimization, a wide range of different models focusing on various aspects
are available. For sustainable supply chain design Eskandarpour et al. (2015) give a survey on
optimization approaches that also include multicriteria models.
Since supply chains are inevitably affected by future events that are not yet fully known during design, uncertainties are often connected to the optimization of supply chains. Govindan,
M. Fattahi, and Keyvanshokooh (2017) give a survey on supply chain optimization models to
cope with these uncertainties. As a specific type of uncertainty, optimal reactions to disruptions in the supply chain in form of a mitigation are also an important topic in supply chain
optimization (Ali and Nakade 2015; Ivanov et al. 2017; Rajagopal, Prasanna Venkatesan, and
Goh 2017). Typically, individual models are focused on a particular part of the supply chain
and type of uncertainty. For example, Cui, Ouyang, and Shen (2010) consider a facility location problem faced with supplier disruptions. For managing such risks, a large range of
different types of actions is possible (Tang 2006). The analysis of supply chain risks is often
done through simulation, which prevents the systematic consideration of these risks during
optimization (Klibi and Martel 2012).
Behzadi, O’Sullivan, and Olsen (2020) discuss metrics for supply chain resilience and present
a stochastic programming formulation for their metric of the net present value of the loss of
profit. Another metric for resilience is presented by M. Fattahi, Govindan, and Maihami
(2020) with a corresponding mixed-integer stochastic programming model. Because of the
high complexity of this (single-objective) model, the running times already reach hours for
medium sized instances with a few hundred nodes in the supply network.
Due to the large variety of supply chain risks (Heckmann, Comes, and Nickel 2015) for
which a large set of specialized models (Fahimnia et al. 2015) has been developed, flexible
models that can quickly be adapted to different situations are better suited for practical usage.
As the full elimination of risks is often not feasible, the resilience of a supply chain, i.e., the
possibility of a supply chain to react to a disrupting scenario with a sufficient reaction in form
of a mitigation, is a frequent goal for decision-makers (Tomlin 2006; Kamalahmadi and Parast
2016). This chapter provides a flexible model of resilience that can incorporate different types
of objectives, constraints, sources of uncertainty and types of mitigation. By sharing a common
mathematical framework, this enables supply chain optimization in a large range of different
industries and situations.
Apart from uncertainties, supply chains are often characterized by multiple conflicting goals.
Guillén et al. (2005) describe a model for optimizing the two criteria profits and demand satisfaction while incorporating uncertainties through a stochastic program. Liu and Papageorgiou
(2013) propose a multicriteria model incorporating costs, the service level and lost sales. This
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model is then solved using the ε-constraint method and lexicographic optimization. A specialized model for the optimization of a chemical supply chain is presented by Gebreslassie, Yao,
and You (2012). They minimize two objectives based on the costs and the financial risks. The
financial risk is measured with the conditional value-at-risk.
An analysis of the trade-offs between costs and risks is often done on a qualitative level
while quantitative studies are less common and are instead focused on a particular type of
model (Huang and Goetschalckx 2014; Mori et al. 2017). In this chapter we aim to give a more
general illustration of effects on the trade-offs by various types of constraints. We achieve this
by comparing the Pareto frontiers between various types of models in a shared framework.
Risk measures
Risk measures are used to describe the risk inherent in an uncertain value by a single number. They were originally studied in financial applications, for example portfolio optimization,
where they usually measure the risk of financial losses. For this, a probabilistic model of the
anticipated losses is used. In practice one usually aims to find the most profitable portfolio
under the constraint that a certain bound on the risk is met. The mean-variance model by
Markowitz (1952) is one of the first examples for this approach: The variance of the portfolio
returns should be minimized while its expectation value should be maximized. These problems
are naturally multicriteria, since higher profits can only be achieved by taking higher risks.
The use of the variance as a measure is based on the assumption that the considered random
variable is normally distributed. In the case of more extreme distributions, such as created by
force majeure risks in supply chains, the variance is not sufficient for characterizing this risk.
Thus, other risk measures are required.
A simple risk measure is the worst-case value. For a probability distribution, this can be
chosen as the worst value having a nonzero probability. Formally this corresponds to the
essential infimum of the distribution. In the case of a discrete distribution, taking the worstcase value as the risk measure coincides with the approach of robust optimization.
In many cases large losses with a nonzero probability cannot be avoided. Instead one aims
to keep the probability for such events sufficiently low.
Another possibility to measure risks is the conditional value-at-risk (CVaR). Intuitively it
allows to measure the average incurred losses by a given percentage of the worst cases. For an
uncertain quantity X which we aim to minimize, the CVaR at a level β ∈ (0, 1) is given as
follows: First, we take the quantile Xβ corresponding to the level β. This quantile is defined
as the constant value below which X lies with a probability of β, given formally by
Xβ := sup{z ∈ R | P r(X ≤ z) ≤ β}.
Then the CVaR of the level β can be computed as the conditional expectation
CV aRβ = E[X | X > Xβ ].
It has the advantage of being simple to optimize due to its convexity as described by Rockafellar
and Uryasev (2000). This measure is widely used in financial applications because of its flexible
nature: Every (consistent) risk measure can be written as a linear combination of CVaR values
with correspondingly chosen quantiles. Boginski, Commander, and Turko (2009) use CVaR
for supply chain optimization. They use, however, only a fixed bound for the CVaR.
A related concept is the value at risk (VaR) which corresponds to the quantile Xβ for a given
value. Unlike the CVaR, it is not convex in the realizations of X, which makes it difficult to
use in optimization applications. Additionally, the VaR has some theoretical deficiencies.
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Robust multicriteria optimization
The topics of multicriteria optimization and robust optimization have been separately studied
intensively in the literature. For the robust optimization, various risk measures have been
used as described above. However, the study of the combination of multicriteria optimization
with robust aspects has started just recently. Here, we focus on robustness with respect to
the objectives instead of the constraints. The integration of uncertainty into the concept of
nondominated points gives rise to several questions. For example, with an uncertain objective,
a solution might be nondominated with respect to one of the scenarios, but not with others.
Thus, new concepts need to be developed to clearly define the desired Pareto frontiers.
Several alternative concepts have been proposed in the literature to unify these two aspects.
To compare these concepts, we use the shared notation of an uncertainty set U and a set
of feasible decisions X with the objective map f : X × U → RK . Then the set of possible
realizations for a decision x ∈ X is given as fU (x) := {f (x, u) : u ∈ U }. For simplicity in the
notation we assume again that the goal is to minimize each objective.
Kuroiwa and Lee (2012) define a concept of robust multicriteria optimization based on
comparing the single-objective worst-case among all possible scenarios. For this, each objective function fj (x, U ) is transformed to a deterministic counterpart by choosing the function
gj (x) := supu∈U fj (x, u). A decision x is then called efficient if it is not dominated with respect
to the objective vector function g.
The survey by Ide and Schöbel (2016) compares this concept of efficiency with respect to
the worst-case to various other concepts and discuss their relationships. The analysis of the
different concepts is extended by Schöbel and Zhou-Kangas (2021). They analyze in particular
the price of robustness which needs to be paid in terms of the nominal objective values in order
to obtain a solution which is efficient with respect to the worst-case. With these techniques,
decision-makers obtain detailed options for the choice of a good robust multicriteria solution.
Ehrgott, Ide, and Schöbel (2014) also initiated the formal study of uncertain multiobjective
problems by defining the concept of robust efficiency. Robust efficiency is defined by comparing
the sets fU for different decisions.
Definition 5.1.1 (Robust efficiency). A decision x ∈ X is called robust efficient if there exists
no other decision x′ ∈ X such that fU (x′ ) ⊆ fU (x) − (RK
≥0 \ {0}) holds.
There also exist weak and strict versions of robust efficiency where the used ordering cones
are chosen accordingly. The condition that a decision is robust efficient can be a very weak
condition. In fact, it is possible for all feasible decisions to be robust efficient. We develop now
an example for this phenomenon.
Example 5.1.2 (All decisions can be robust efficient). Consider the following simple robust
bicriteria problem. The set of feasible decisions is given as X = [0, 1]2 . A simple uncertainty
set U = [−1, 1] is used. We define the objective function vector as
(
)
x1 + 2(2 − x1 − x2 )u
2
f : X × U 7→ R , (x, u) 7→
x2 − 2(2 − x1 − x2 )u
The set of realizations fU (x) of a fixed decision x corresponds to a line segment between the
values for the extreme scenarios u = −1 and u = 1 due to the linearity of each objective in u.
We now show that for all distinct choices of decisions x, x′ ∈ X it does hold
fU (x′ ) ⊈ fU (x) − RK
≥0 ,
i.e., that every decision in the two-dimensional set X is robust efficient.
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Proof. It holds by construction: f1 (x, u) + f2 (x, u) = x1 + x2 . Hence if x1 + x2 > x′1 + x′2 then
fU (x) ̸⊆ fU (x′ ) − R2≥0 since all points y ∈ fU (x′ ) − R2≥0 have the value
y1 + y2 ≤ x′1 + x′2 < x1 + x2 .
In the following, we thus only need to consider the case x1 + x2 ≤ x′1 + x′2 . Then it must
hold x1 ≤ x′1 or x2 ≤ x′2 . The case that both x1 = x′1 and x2 = x′2 hold can be excluded since
we assume x ̸= x′ . Thus, it holds x1 < x′1 or x2 < x′2 . We now argue for each of these cases
separately.
If x1 < x′1 we consider the value
f2 (x, −1) = x2 − 2(2 − x1 − x2 ) · (−1) = 4 − 2x1 − x2 ≥ 4 − x1 − (x′1 + x′2 )
x1 <x′1

> 4 − x′1 − (x′1 + x′2 ) = f2 (x′ , −1).

Since for all x′ ∈ X it holds 2 − x′1 − x′2 ≥ 0, we obtain a maximum of the second objective
function as
max f2 (x′ , u) = max x2 − 2(2 − x′1 − x′2 )u = f2 (x′ , −1).
u∈U

u∈[−1,1]

Thus, we can conclude that f2 (x, −1) > maxu∈U f2 (x′ , u), which implies our desired statement
fU (x) ̸⊆ fU (x′ ) − R2≥0 .
For the case x2 < x′2 one argues symmetrically with the objective function f1 . One obtains
from the assumptions the inequality f1 (x, 1) > f2 (x′ , 1). As the maximum of f1 is obtained at
u = 1, i.e.,
max f1 (x′ , u) = f1 (x′ , 1),
u∈U

the inequality f1 (x, 1) > maxu∈U f1 (x′ , u) follows from above. In conclusion we obtain the
relation fU (x) ̸⊆ fU (x′ ) − R2≥0 . Hence every decision x ∈ X is robust efficient.
The above example clearly shows that the concept of robust efficiency is not adequate in all
situations to reduce the set of possible decisions to a manageable size for the decision-maker.
The standard feature of a Pareto frontier, that the set of nondominated decisions has at least
one dimension less than the number of criteria, is not fulfilled in the case of robust efficiency.
As the example demonstrated, the dimension of the set of efficient decisions can be equal to
the dimension of the objective space itself. Although the concept ensures that no possibly
relevant solution is excluded, in a large class of examples the resulting set of robust efficient
solutions can become too large to handle.
This is different for other concepts such as the worst-case considered by Kuroiwa and Lee
(2012) described above. In the case of the example, the worst case in each objective function
results in the vector (4 − x1 − 2x2 , 4 − 2x1 − x2 ). Hence when applying this worst-case efficiency
concept, we obtain the decision (x1 , x2 ) = (1, 1) as the only nondominated solution. This
decision also has a simple interpretation: It ensures that the factor 2 − x1 − x2 multiplied with
the uncertain variable is 0, effectively eliminating the uncertainty. Although other decisions
are better in some scenarios, they are considerably worst in one objective function in at least
one scenario.
A recently developed concept is the multicriteria regret developed by Groetzner and Werner
(2021). This is based on the idea of regret optimization for single-objective problems, where
the obtained objective value is compared to the optimal objective value if the realized scenario
would have been anticipated. The goal is then to ensure this difference, called the regret, is
guaranteed to be below a threshold for each of the scenarios. The computation of the regret

96

5.2 Modeling resilience in supply chains
is based on the single-objective value for each scenario u ∈ U and objective j ∈ {1, . . . , K}:
fj∗ (u) := inf fj (x, u).
x∈X

Then, the (absolute) regret of a decision x is defined as
rj (x) := sup fj (x, u) − fj∗ (u).
u∈U

Using this, the multiobjective regret optimization problem is the classical multicriteria problem
of finding nondominated solutions with respect to the objectives r1 (x), . . . , rK (x).
Finally, Ide, Köbis, et al. (2014) show that robust multiobjective optimization problems can
be considered as special set-valued optimization problems. They propose several algorithms
for robust multiobjective optimization based on this connection.

5.1.2

Organization of the chapter

Our general framework for modeling the resilience in supply chains is given in section 5.2. We
discuss several concepts for robust multicriteria optimization and their application to supply
chain optimization in section 5.3. The components of models for supply chain resilience and
costs with a selection of possible constraints and objectives are developed in section 5.4. We
use the algorithms of chapter 3 and chapter 4 to compute Pareto frontiers of several supply
chain models with different choices for constraints and objectives in section 5.6. We discuss
the Pareto frontiers of these instances and their relation to the model type. Corresponding
case studies in subsection 5.6.4 show how the appropriate multicriteria robustness concept can
be found to solve a diverse set of complex business problems. We conclude with an outlook in
section 5.7.

5.2

Modeling resilience in supply chains

As decisions have to be taken often ahead of time with limited information, supply chains are
faced with many risks. These risks cannot be fully averted by companies as recent examples
of epidemics and other force majeure scenarios have shown. The supply chain however can be
designed to increase its resilience: the ability of a supply chain to react to significant disruptions
(Kamalahmadi and Parast 2016). We provide a flexible mathematical model for supply chain
resilience. By taking a multicriteria approach we can ensure that this resilience is also achieved
in a cost-effective way. The model is able to work with different types of uncertainty like the
following:
• force-majeure events that lead to the disruption of some suppliers or supply lanes,
• future actions by competitors, regulating agencies or clients,
• severe misprediction of demand,
• or prizes of goods in the future.
To ensure that a supply chain is resilient, its design needs to enable a good use of mitigation
in disruption scenarios (Tang 2006). We provide a general model that unifies all these types
of uncertainties and corresponding mitigations into a shared framework, using a three-stage
model. This flexible framework enables to quickly adapt the model to new types of uncertainties. By sharing a common language for often separately treated uncertainties, also new
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synergies and insights can be found. The presented stochastic or robust modeling allows for
the quantification of the resilience which enables a rigorous optimization.
Dealing with uncertainties also typically involves a trade-off between different objectives.
For example, the trade-off between the usual costs of operating a supply chain and the risks
which it faces. Although the ideal goal for each of the decisions (e.g. lowering both costs and
risks) is shared by all stakeholders, the importance assigned to these different objectives is
often varying.
To give an accurate view on the possible trade-offs, we compute Pareto frontiers. This
allows to eliminate solutions that are worse with respect to every objective while not making
any assumptions on the relative importance of objectives. The Pareto frontier provides all
reasonable options for the design of the supply chain.

5.2.1

Scenario-based modeling of uncertainties

To model uncertainties, we make use of scenarios. Each scenario consists of a set of significant
changes to parts of the supply chain. For example, a scenario can consist of a force majeure
event leading to the shutdown of a certain supplier. Similarly, a significantly increased interest
in a market for a product, increasing the demand, can be modeled as a scenario.
By creating a set of possible scenarios that could impact the decision and the objectives, the
decision-maker models the uncertainties. The set of scenarios should be large enough to cover
all events that have a sufficient likelihood to occur, while ruling out extremely unlikely events.
By different choices for the set of scenarios, uncertainties on several scales can be modeled. For
operational planning, small scenario sets might be sufficient as the range of possible events can
be restricted. For strategic planning however, larger set of scenarios considering more extreme
events can ensure that also large-scale uncertainties are handled appropriately. We focus in
our applications on scenario sets with finite cardinality.
A supply chain design can typically be described by flows of goods or assets. We distinguish
between two types of flows: The nominal flow corresponds to the original situation not affected
by any unplanned influence. For each scenario, a mitigation flow can be chosen, that represents
the reaction taken to the scenario, reducing its impact. For example, when a supplier is
disrupted, additional material might be sent from alternative suppliers.

5.2.2

A three-stage model for resilience

Our general model consists of three stages. In the first stage a nominal flow is chosen, typically
by a supply chain manager. Then in the second stage some scenario arises which is outside
of the company’s control. The exact scenario was not known before, but it is known that the
scenario is a member of a known set of possible scenarios. Depending on the scenario, a reaction
can be taken by the supply chain operators in form of the mitigation flow in the third stage.
The mitigation flow is an additional flow in the network, whereas the chosen nominal flow is
fixed after the first stage is done. Each of these mitigation flows can be chosen independently
of each other to optimize the objective. The focus is to find a good decision which needs to be
taken now for the first stage, while considering all the relevant scenarios.
Constraints can link the mitigation flow to the nominal flow. Thus, the choice of the nominal
flow influences the options available for the mitigation flow. Hence, the nominal flow should
be chosen in such a way that preferable options are available for the mitigation flow in most
scenarios.
The objective function value obtained in a scenario depends on the nominal flow, the scenario
itself and the mitigation flow. As this creates a separate objective value for each scenario, we
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use a way to scalarize this into a single resilience value that quantifies the impact of the
uncertainty taking into account the mitigation. In Figure 5.2 our scenario-based three-stage
framework is illustrated.

scen
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First stage

ario

mitigation flow 1

1

mitigation flow 2

scenario 2
scen
ario
3

the resulting resilience:
average or maximum

mitigation flow 3
Third stage

Second stage

Figure 5.2: Conceptual illustration of our scenario-based approach

Quantifying the effect of uncertainties
To combine the information on the outcome in several scenarios into one measure of resilience,
several approaches are possible. Depending on the risk aversion of the decision-maker with
respect to one of the uncertainties, a suitable risk measure can be chosen (see their description
in subsection 5.1.1). We now describe how these risk measures can be formulated in our context
as an objective function to enable an effective optimization.
To denote a scenario, we use in the following discussion of supply chain optimization the
symbol x, while writing the decision on the flow as f . This is closer to the natural notation
used for network flow problem, although it differs from the discussion of generic multicriteria
problem.
In the robust approach, we consider the worst case of the several scenario objective values
g(f, x, f (x) ). This corresponds to choosing the risk measure as the essential infimum of the
probability distribution (or supremum depending on the optimization sense). The aim is then
to improve this worst case, i.e., making sure that none of the scenarios x has an extremely bad
impact on the objective g after taking into account the nominal flow f and the mitigation flow
f (x) . Mathematically this corresponds to taking a maximum-operator. The optimization task
can thus be summarized as the following three-stage expression
min max min g(f, x, f (x) ).
f

x∈X f (x)

The corresponding approach can be seen as a special case of adjustable robust optimization
(Ben-Tal et al. 2004). A detailed discussion of adjustable robust optimization models in supply
chains is provided by Diessel (2019).
Alternatively, in stochastic optimization models we measure the resilience as an average
of the objective values over the scenarios. This corresponds to a risk measure taking the
expectation value of the random variable. The scenarios can be weighted according to the
estimated probability w(x) of each scenario x. In this way we model the expectation value
of the objective value obtained for a random scenario. In a mathematical model this can be
easily represented by a weighted sum, leading to an optimization problem of the form
∑
min
min w(x) · g(f, x, f (x) )
f

x∈X

f (x)
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This type of model corresponds to stochastic programming which aims to optimize the expected
value of an optimization problem with random coefficients (Birge and Louveaux 2011).
Apart from these classical approaches of considering uncertainty in optimization, the use
of the CVaR allows for a more precise modeling of the risk aversion of the decision-maker.
With the level β, the CVaR measure can be adapted to different situations. In particular,
choosing some values for β allows to model the worst-case and expectation value as special
cases. When choosing β arbitrarily close to 1, we obtain the worst-case formulation. The
expectation value is recovered when choosing β = 0 since then the CVaR corresponds to the
average over the whole range of the random variable. Thus, the CVaR allows to continuously
interpolate between the extremely risk-averse model of robust optimization and the risk-neutral
formulation of stochastic optimization.
In the following we describe how the CVaR can be optimized. The formulation is more complex than the simple terms for the stochastic or classical worst case robust optimization. But
it still has a convex form which allows for an efficient optimization. Rockafellar and Uryasev
(2000) introduced this formulation based on introducing an additional variable. Let a1 , . . . , an
be the objective values in all scenarios. We assume an underlying uniform distribution over
the scenarios. Then, the CVaR corresponding to a quantile β ∈]0, 1[ can be expressed by
introducing the auxiliary variable z as
∑
1
max{ai − z, 0}.
min z +
z∈R
n(1 − β) i=1
n

This works since the optimal value is attained when z is chosen such that a fraction of 1 − β of
the scenarios have a larger value. Then, by adding the values of z and the excess of the worst
scenarios, we obtain exactly the average of the fraction 1 − β of the worst scenarios. The term
max{ai − z, 0} can be replaced by introducing a variable yi with constraints yi ≥ fi − z and
yi ≥ 0.
With this term for the CVaR we can formulate the minimization of a CVaR objective as a
joint minimization over z and the design variables. In our supply chain model, we then obtain
the following formulation:
min z +
f,z

∑
1
min max{g(f, x, f (x) ) − z, 0}.
|X|(1 − β) x∈X f (x)

Note that this model is convex, whenever the constraints on the nominal flow f are convex
and the objective function g is convex in the nominal flow f and mitigation flow f (x) for each
fixed scenario x as well.
We argue for choosing an appropriate risk measure for each of the objectives separately in a
multicriteria problem. In this way, an objective with recoverable impact, like financial losses
that can be insured, can be modeled with a more risk-friendly measure (for example CVaR
with relatively small level). In the same multicriteria problem a critical objective with direct
impacts on product safety can be handled in a more conservative way by choosing a CVaR
objective with a very small level.
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5.3

Multicriteria robustness concepts applied to supply
chains

In the previous sections we described how objectives in supply chain optimization can be
affected by uncertainties and provided suitable models for this situation. We now turn to optimization of these uncertain objectives with robust multicriteria models. To give an overview, we
describe the possible use cases of various approaches in the literature reviewed in section 5.1.1.

5.3.1

Worst-case robustness

A simple approach to uncertainties is to plan with the worst case. With regard to each objective
we can take the scenario-wise worst case.
An advantage of this approach is a good understandability for decision-makers. Additionally,
the formulation and algorithmic handling of this type of multicriteria robustness is simpler than
for other approaches.
In supply chains, a consideration of the worst case is warranted in cases where strict guarantees on the performance of the supply chain are needed. In the following we describe several
use cases where this approach is suitable.
In regulated sectors such as the pharmaceutical industry or critical infrastructure, a certain level of service and quality needs to be ensured at all times. For example, an objective
corresponding to the uncertain amount of power producible at any given moment by an electrical utility company should be treated with this worst-case formulation. In this way, the
amount of energy which can be guaranteed to clients can be precisely maximized. Although
the actual output might be larger in many cases, this variable part should be sold separately
without guarantees. By adopting this approach, the company can ensure to always fulfill its
contractual obligations without risking the stability of the power grid.
A further example is the consideration of quality regarding safety and health. Medicinal or
food products might contain several ingredients which can be subject to contamination with
dangerous substances. Especially when material from different suppliers is used, the producer
needs to ensure that all relevant limits on unwanted substances are guaranteed at all times.
An objective might be the amount of a substance - such as lead - present in the finished
products, measured by parts per million. Since exceeding these limits often entails large fines
and significant damages to the reputation of the companies, the worst-case of this objective
must be kept low. Unlike other risks, an insurance for this event is not meaningful, which
makes other stochastic optimization concepts unsuitable.

5.3.2

Multicriteria regret

The multicriteria regret approach by Groetzner and Werner (2021) is useful when the difference
to the optimum is more important than the absolute value of the uncertain objective.
In supply chain optimization, this case occurs in situations significantly affected by competition. For example, the overall material cost might depend strongly on the price of a certain
raw material which is known to vary strongly. Thus, the overall material costs have a large
uncertainty. A design of a supply chain which is robust against this price change is impossible.
However, for the company the absolute costs might be less important than the cost difference
to the competition. Even if the material costs of the companies are large due to an extreme
price development, the competition might be affected in the same manner. Thus, the company
can stay competitive in the market by selling their goods at a higher price, without being
undercut by the competition. Also price drops for materials can be a risk for the company,
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since competitors might be able to lower their prices significantly more if they anticipated this
development, allowing them to take market shares.
This focus on the relative instead of the absolute value of the uncertain objective is modeled
best with a regret optimization approach. When optimizing the regret, we ensure that the
difference in the realized outcome is not too far away from the optimum we would obtain when
anticipating the realized uncertainty. Thus, a solution with minimal regret guarantees in our
example that independent of the material price development, the company has a competitive
overall cost structure.

5.3.3

CVaR objectives

As described in the section above, the level of the CVaR can be adapted to match the risk
attitude of a decision-maker.
To more precisely describe the impact of small- and large-scale risks on an underlying objective, we can also use multiple formulations of the CVaR simultaneously in a multicriteria
problem. Consider a supply chain where, for simplicity, the overall financial profit, or loss,
respectively, is the only goal. They are subject to uncertain factors. Then, one aggregate
number such as the expectation value is not sufficient to characterize the relevant outcomes
of a supply chain design. Typically, there exist trade-offs between increasing the chances for
high profits by expanding capacities and smaller risks for large losses. Such trade-offs can be
modeled within a multicriteria problem by modeling chances as the overall expectation value
of future profits and risks by CVaR with smaller levels.
Example 5.3.1 (Multiple CVaR objectives). A decision-maker needs to find a supply chain
design with the goal of ensuring high profits. To maximize the chances, one of the objectives
is the expectation value of future profits. At the same time, care has to be taken to ensure
that the company does not become bankrupt. For this, different levels of risks should be
distinguished.
Medium levels of risks such as short-term disruptions can be alleviated with insurance policies. These medium levels of risks can be modeled with a CVaR of the losses at a moderate
level, for example β = 0.9. Since insurance premiums still depend on the amount of possible
losses, it is important to keep the CVaR of these losses low for a successful strategy.
The losses in rare events such as a financial crisis are however often impossible to cover by
an insurance. Thus, these risks can threaten the survival of the company. To model this type
of risks, the CVaR of the losses with a large level close to 1, for example β = 0.99, can be
chosen.
By combining chances, as well as medium and high levels of risk in one multicriteria problem,
the optimal trade-offs between these different criteria can become apparent. The decisionmakers can then determine which level of risks are suitable for the different stakeholders. In
some situations, investors might accept a larger probability of a bankruptcy if this significantly
affects their expected chances for profits. At the same time, insurance costs for medium-level
risks need to be weighted against these chances for profit. All this can be accurately supported
by creating a multicriteria optimization model with one objective for each relevant risk measure
associated to the uncertain value of future profits.
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5.3.4

Objective-wise combination of models

The examples discussed above illustrate the variety of approaches needed for handling uncertainties in supply chains depending on the nature of the objective. In the majority of cases a
robust multicriteria supply chain problem has objectives which require a different treatment
of the uncertainty. For example, the objective of maximizing future profits requires a completely different treatment than optimizing the service level. Thus, concepts of multicriteria
robustness which treat every objective in the same way are unable to adequately capture the
actual risk aversion of the decision-maker. We argue that instead the nature of each objective
should be analyzed separately and then assigned to a suitable measure for incorporating the
uncertainty. The different modeling types are combined into one large multicriteria robust
model. With this approach, a model combining various variants of robustness or risk measures
can be optimized to ensure an exact representation of the underlying business problem.
To summarize a model can combine the following concepts, chosen separately for each objective function:
• The worst-case value for critical aspects of the supply chain which should never be
compromised,
• the CVaR (with some appropriate level) for risks which are acceptable to take as long as
their impact is kept sufficiently low,
• the regret when the objective is characterized by a competitive situation,
• and finally deterministic objectives when the uncertainty does not affect the outcome
significantly.
In this way, disparate objectives can be combined into one problem. In particular, we can
combine aspects on different levels which require different risk management approaches. In
subsection 5.6.4 we show with several case studies how this integration of different robustness
concepts can enable companies to resolve various complex supply chain planning problems.

5.4

A flexible supply chain modeling framework

5.4.1

Classification scheme

We use a field-notation similar to the notation for scheduling problems by Graham et al.
(1979) to describe multicriteria supply chain problems following a scenario-based approach.
This allows a short and unambiguous notation for a wide range of supply chain problems.
The notation consists of
• constraints for the nominal flow,
• constraints for the mitigation flow,
• terms for the first objective function,
• and terms for the second objective function.
A bicriteria supply chain problem is then specified in the form
nominal constraints | mitigation constraints | objective function 1 | objective function 2.
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The constraints for the nominal flow are independent of the scenario and mitigation flow. The
constraints for the mitigation flow can integrate the corresponding scenario and mitigation flow
as well as the chosen nominal flow. Although the objective functions can depend on all of these
values, they can each include only one scenario and corresponding mitigation flow separately.
The resulting objective values in each of the separate scenarios need to be combined into
a single number. As discussed in subsection 5.2.1, there are multiple possibilities for this. A
robust worst-case model
∑ corresponding to the objective g is written as max g, while a stochastic
model is denoted as
g.

5.4.2

General model

Our supply chain models are based on network flows with additional constraints. In our base
model, we assume that there is only one commodity and that the nominal flow is steady over
time. It is possible to extend the model to also include a nominal flow varying over time, or
the usage of multiple commodities. Apart from increasing the size of the problem, this does
not affect the general structure of the problem.
Our model is based on the following components:
• a set of suppliers S,
• a set of demand nodes D,
• a set of nominal arcs R,
• a set of scenarios X,
• a set of mitigation arcs R(x) for each scenario x ∈ X.
From now on in this chapter, we will use the variable f to denote the flow as the decision
variable in order to be consistent with the terminology of network flows. Similarly, the letter u
will be used to denote upper bounds. In contrast to the previous discussion we use from now
on the symbol x to denote a scenario in the sets of scenarios X instead of the letter u.
Mitigation flows
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Figure 5.3: Our scenario-based model for a supply chain: a nominal flow determines the
constraints for each of the mitigation flows corresponding to a set of scenarios
X = {x1 , x2 , x3 , . . . }.
This basic model is illustrated in Figure 5.3. We denote for some node v (which can be either
a supplier or a demand node), the set of outbound nominal arcs by δ + (v) := {(v, w) | (v, w) ∈ R},
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and the set of incoming arcs as δ − (v) := {(w, v) | (w, v) ∈ R}. The set of outbound mitigation
arcs for scenario x is denoted by δx+ (v), the set of incoming arcs by δx− (v).
For each nominal arc r ∈ R there exists a variable fr ∈ R≥0 for the nominal flow on this
(x)
arc. For each mitigation arc r ∈ R(x) there is for every scenario x ∈ X a variable fr ∈ R≥0
for the mitigation flow over this arc in the scenario x.

5.4.3

Creating a corresponding MIP-formulation

The flexible nature of our framework allows the direct translation of a supply chain problem
given in the field notation
nominal constraints | mitigation constraints | objective function 1 | objective function 2
into a corresponding bicriteria MIP that can be directly solved. Each of the constraints corresponds to a set of linear inequalities, with possible additional variables which are listed in
Sections 5.5.1, 5.5.2 and 5.5.3. These inequalities and variables can then be combined in the
desired way to yield the full formulation of the bicriteria program corresponding to the supply
chain model. For a scenario set X we obtain the following formulation by combining all parts:

s.t.

min (g1 , g2 )
linear inequalities corresponding to nominal constraints

linear inequalities corresponding to mitigation constraints for each x ∈ X, r ∈ R(x)
additional variables required for the nominal constraints
additional variables required for the mitigation constraints for each x ∈ X
additional variables required for the two objective functions
fr ∈ R≥0 for each r ∈ R
fr(x) ∈ R≥0 for each x ∈ X, r ∈ R(x)
(5.1)
In the case that the objective function gi has the robust form max g, the objective is represented
as a maximum over the scenarios, e.g. by the linear inequalities
gi ≥ g (x) for each x ∈ X
where g (x) is the objective value in scenario x ∈ X.
∑
If gi is a stochastic objective
g, we can represent it as
∑
gi =
w(x) g (x)
x∈X

where w(x) is the weight given to the scenario x, or 1 if it is not specified.
A CVaR objective with a given level β based on a function g can be included in the model
as follows. As previously noted, the minimization of CVaR value can be expressed in the form
min z +
f,z

∑
1
min max{g(f, x, f (x) ) − z, 0}.
|X|(1 − β) x∈X f (x)

We can introduce additional variables to bring this in a linear form. For each scenario x ∈ X
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we use a variable qx with additional constraints qx ≥ 0 and
qx ≥ g(f, x, f (x) ).
This enables us to replace the maximum-operator yielding the following term for optimization
min z +
f,z

∑
1
min qx .
|X|(1 − β) x∈X f (x)

With this approach we can use algorithms for linear or convex optimization as long as the
underlying objectives and constraints are linear or convex, respectively.

5.5

Model components

5.5.1

Nominal constraints

We now describe a number of constraints regarding the nominal flow. For each of the constraints, we describe the required attributes (for example capacity values), a mathematical formulation of the constraint, as well as a corresponding linear MIP-formulation with additional
variables when the nonlinearity of the original constraint requires this. For each constraint, we
give an abbreviation that we will use in our field notation. By combining the MIP-formulations
for each of the constraint types corresponding to a supply chain problem, a corresponding MIP
can be built. To simplify the notation, we describe the formulation of the constraints only
for a specific point in time. In practice, these constraints would typically be employed in a
time-expanded model: For each time point, the constraints on capacity and demand would be
enforced separately. The time resolution can then be chosen depending on the data availability and scope of the model between daily, weekly or monthly values. Additionally, a supply
chain could manage multiple materials and products. Then, constraints for capacities and cost
factors are chosen separately for each of the materials and products. For simplicity we only
consider a single material and product in the following model components.
Demand fulfillment (DF)
The major function of a supply chain is to fulfill demands of material or products at the
destinations. These demand nodes can be either factories, distribution centers, or consumer
shops. Thus, we have to ensure that each demand node d ∈ D receives exactly the required
amount bd ∈ R≥0 . Mathematically, the constraint has the form
∑
fr = bd for each d ∈ D.
r∈δ − (d)

Nominal arc capacity (NAC)
Due to limitations in transportation capacities, the nominal flow between every pair of locations
is limited. Thus, an upper bound ur ∈ R≥0 ∪ {∞} of the flow on each nominal arc r ∈ R needs
to be enforced. Formally, for every nominal arc r ∈ R it should hold
fr ≤ ur for each r ∈ R.
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Supplier capacity (SC)
Suppliers have only a limited capacity to provide materials. For each supplier s ∈ S a limit
Cs ∈ R≥0 on the capacity is given. The corresponding constraint can be written as
∑
fr ≤ Cs for each s ∈ S.
r∈δ + (s)

Number of active suppliers (NAS)
When designing a supply chain, also the overhead for organization and management should be
taken into account. This organizational overhead is often independent of the exact amounts
of goods. Instead the number of different entities that need to be managed are essential. For
example, when only a certain number of supply chain managers is available, a limitation is
required on the number of suppliers which are active sources. Formally an upper limit of K
on the number of suppliers actively involved in the supply chain can be written as
∑
{s ∈ S :
fr > 0} ≤ K.
r∈δ + (s)

Fulfilling these constraints does not only reduce the fixed costs but also leads to a higher
flexibility. When changes need to be made to materials or other supply chain components, a
smaller number of suppliers is easier to adapt and control.
Unfortunately, constraints of this form are nonconvex, which requires the use of binary
variables in the model. In the formulation, we introduce for each supplier s ∈ S a binary
variable as ∈ {0, 1} as an indicator for the activation of supplier s ∈ S. We add the constraints
∑
fr ≤ Ms as
for each s ∈ S,
r∈δ + (s)

∑

as ≤ K,

s∈S

∑
where Ms is a constant that should be chosen as an upper bound on the sum r∈δ+ (s) fr of
material from the supplier s in
∑a feasible solution. If a demand fulfillment (DF) constraint is
present, we can choose Ms = d∈D fd . If a supplier capacity (SC) constraint is present, it can
be chosen as Ms = Cs .

5.5.2

Mitigation constraints

In a similar format as the nominal constraints, we list possible mitigation constraints that limit
the mitigation flow, depending on the nominal flow and the scenario. Such a constraint can
only include mitigation flow variables from its corresponding scenario. The mitigation flows
for separate scenarios are thus independent of each other.
Remaining arc capacity (RAC)
In case of a scenario which requires a mitigation, the remaining capacities of transportation
need to be considered. Thus, the mitigation flow might be limited by the remaining arc
capacity given by the nominal flow. For each nominal arc r ∈ R there is an upper bound
ur ∈ R≥0 ∪ {∞}. To enforce this upper bound on the sum of nominal and mitigation flow, we
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add for each scenario x ∈ X and mitigation arc r ∈ R(x) (assuming this arc r is also present
in the sets of nominal arcs) the constraint
fr + fr(x) ≤ ur .
Including this constraint in the model guarantees that the nominal flow has sufficient remaining
capacities to counter a scenario.
Remaining supplier capacity (RSC)
Analogously to the limitation of transportation capacities, the capacities of suppliers need to
be considered for the mitigation flow. Additionally, we need to model that in scenarios, where
a supplier is disrupted, also its outbound mitigation flow is impacted. Two parameters are
required:
• The nominal capacity Cs for each supplier s ∈ S.
• The scenario disruption value D′ (x)
s ∈ [0, 1] for each supplier s ∈ S and scenario x ∈ X
denoting the fraction of which the capacity of the supplier s is reduced in the scenario x.
The requirement that the mitigation uses only the remaining capacity of the supplier while
taking into account its disruption can be modeled as


(
)
∑
∑
(x)
fr  for each s ∈ S, x ∈ X.
fr(x) ≤ 1 − D′ s Cs −
r∈δ + (s)

r∈δx+ (s)

Mitigation Arc Capacity (MAC)
Alternatively or additionally to the remaining arc capacity (RAC), the mitigation can be restricted by an absolute bound independent of the nominal flow. This occurs for example in
supply chains where additional materials cannot be provided at short notice unless specific
precautions are taken. In supply chains where there is a long lead time for shipping, e.g.
when international sea freight is used, the transportation capacities for short-term mitigation
are strictly limited. This can be taken into account by requiring that the mitigation capacity
(x)
in scenario x over an arc r ∈ R(x) is bounded by ur ∈ R≥0 ∪ {∞}. This capacity can depend on the scenario since some scenarios might additionally reduce capacities for short-term
transportation such as air freight. The resulting constraint can then be formulated as
fr(x) ≤ u(x)
r

for each x ∈ X, r ∈ R(x) .

Further constraints
A large set of possible further constraints which we do not describe in detail here can be
modeled with a MIP:
• mitigation from depots that store limited amounts of material,
• delays incurred by ramping up production,
• transportation delays that limit the amount of mitigation,
• cardinality constraints on the number of active suppliers or actively used arcs in mitigation.
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5.5.3

Objective functions

The objective functions can depend on both the nominal flow and the mitigation flow. For each
of the scenarios, this results in a value of the impact after taking into account the mitigation.
The values are then combined into one objective value, taking an average or maximum over all
scenario values as discussed in subsection 5.4.3. We assume that the goal is the minimization
of each objective function. For quantities that should be maximized, the negative of the value
can be taken as the objective.

Flow costs (FC)
The most typical objective for a supply chain problem is the cost of materials and transportation. This can be subsumed into costs proportional to the amount of flow over the arcs. Fixed
costs which are not proportional to the amount of flow are considered as separate objectives,
for example the supplier activation costs described below.
Often the costs are not fixed but vary with developments of material prices and freight rates
affected by the general state of the economy. Thus, there is a significant uncertainty in these
costs. We can also handle this with our scenario-based approach by considering the prices as
uncertain parameters. Each of the scenarios can describe different developments, for example
(x)
the evolution of the oil price. As data we need the cost cr ∈ R≥0 for each nominal arc r ∈ R
(x)
∈ R≥0 in scenario x ∈ X.
in each scenario x ∈ X and cost c′ (x)
r for each mitigation arc r ∈ R
We obtain then the total costs of
∑ (x)
∑
c(x)
f
+
c′ r fr(x)
r
r
r∈R

r∈R(x)

in scenario x as an objective.

Unmitigated disruption amount (UDA)
To minimize supply risks, it is essential to measure the demand which cannot be fulfilled in
the case of a bad scenario. In our resilience modeling approach, we allow for the inclusion of a
mitigation to lower the impact of a disruption. Thus, only the amount of disrupted flow which
cannot be mitigated is counted. This corresponds to the bottom line impact of the disruption.
(x)
To formalize the model, we need data on the disruption fraction Dr ∈ [0, 1] for each nominal
arc r describing the percentage of the nominal flow on arc r which is disrupted if scenario x
occurs. Additionally, to model differences on the relative impact of supply failures on different
locations, we need a weight wd ≥ 0 for the loss at each demand node d ∈ D. For example,
these weights can be estimated by comparing margins between different markets or surveys on
the impact of unfulfilled demands on the brand reputation.
This yields the objective term


 ∑

∑
∑
wd max
Dr(x) fr −
fr(x) , 0
 −

−
d∈D

r∈δ (d)

r∈δ (d)

which ensures that over-compensation by a mitigation is excluded from the considered amount.
To model this maximum with 0 in our MIP formulation, we can introduce for each demand
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node d ∈ D a variable ud ∈ R≥0 measuring the unmitigated flow into d. With the constraints
∑
∑
ud ≥
Dr(x) fr −
fr(x)
for each d ∈ D
r∈δ − (d)

r∈δ − (d)

we ensure that this variable takes the right value when minimized. The objective function can
then be expressed as the linear term
∑
wd ud .
d∈D

Supplier activation costs (SAC)
Apart from the prices per unit of material, choosing a supplier has several other consequences.
Procuring material from a new supplier requires to perform a costly preparation. Especially
in regulated industries such as the pharmaceutical sector, these fixed costs can become very
large due to required regulatory approvals, quality control and possible adaptations of the
production process. Hence, it is important to consider these fixed costs in the supply chain
design.
A multicriteria optimization including this objective can identify the opportunities where
adding a supplier provides substantial benefits. At the same time large fixed costs for choosing
an additional supplier, with only minimal improvements in the costs per unit, can be prevented.
Based on fixed costs Fs ∈ R≥0 for actively using each supplier s ∈ S we can formulate the
objective term
( ∑
)
∑
Fs · 1
fr > 0 .
s∈S

r∈δ + (s)

Here the indicator is used to measure if a nonzero total flow is coming from a supplier. This
can be modeled in a MIP by introducing for each supplier s ∈ S a binary variable as ∈ {0, 1}
as an indicator for the activation of s. Then the constraints
∑
fr ≤ Ms as
for each s ∈ S
r∈δ + (s)

ensure the correct setting of the indicator variable, where Ms is a constant that can be chosen
as in the NAS constraint (section 5.5.1). With these binary variables, the objective can be
expressed as the sum
∑
Fs as .
s∈S

Due to the presence of binary variables, objectives of this type present a challenge in multicriteria optimization.
Further objective functions
Several other objective functions can be modeled by using MIP-constraints:
• costs for the mitigation,
• quantity discounts or in general nonlinear pricing schemes which can be modeled with
binary variables that measure whether the thresholds have been met,
• and non-financial objectives like environmental goals.
A detailed overview on these extensions is given by Ackermann, Diessel, Helmling, et al. (2020).
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5.5.4

Incorporating sustainability

Consumers and governments are increasingly considering the environmental impact of the supply chains operated by companies. A major aspect of this are carbon emissions. These might
occur during the operation of the supply chain, i.e., emissions due to transports of goods. Another important source are the emissions caused by suppliers which are included in the carbon
footprint of products. By optimizing the environmental impact of their supply chains, companies can gain a competitive advantage in marketing and improve their ESG (Environment,
Social, Governance) ratings leading to increased goodwill with investors and governments.
Thus, companies obtain a long-term financial advantage by adopting a sustainability strategy
even if this requires further investments (Wang and Sarkis 2013).
We now describe how the environmental impact can be modeled as a mathematical objective.
For measuring the total environmental impact by procuring materials, we can use a coefficient
Is,m for procuring material m from supplier s. For each suppliers s ∈ S and material m ∈ M we
consider the procurement∑amount
∑ ps,m . In sum we obtain a total environmental impact from
the procurement as I = m∈M s∈S ps,m Is,m . The value Is,m can be chosen as the estimated
total carbon emissions of supplier s per unit of material m.
The other environmental factor are emissions due to transports in the supply chain. For a
transport of fm,a,b units of material m ∈ M from site a to site b, emissions of tm,a,b fm,a,b occur.
The value tm,a,b correspond to the carbon emission per unit of material m when transporting
from a to b with the corresponding transportation mode.
The structure of these terms modeling the sustainability is similar to the structure of supply
costs. Thus, we can use the same formulations as described above for the several objectives.
For example, the flow cost (FC) objective can also be used to model the environmental impact
instead of just financial costs. In this form, the supply chain can be optimized to minimize
the environmental impact. Especially for actors such as governments who are not directly
motivated by financial considerations, this interpretation of environmental costs is essential to
protect the environment.

5.6

Examples of applications

In the following we discuss various examples of multicriteria robust supply chain problems.
We describe use cases and analyze the shape of resulting Pareto frontiers. This provides
an overview on the breadth of business problems that can be approached with the models,
concepts and algorithms developed in this thesis. To prepare these examples, we first require
appropriate data.

5.6.1

Generation of example data

For generating realistic supply chain data, which we require as parameters in our constraints
and objectives, we use the open-sourced tool scgen (Diessel 2020) developed by the author. The
tool allows to randomly generate values for the various attributes present in the constraints
discussed above. Dependencies between different attributes are treated automatically to ensure
feasibility, e.g. capacity values are adjusted to the demand values.
For each attribute, a random distribution can be chosen. The tool also allows the modeling
of correlations. Data correlations are important since structural properties of real-world supply
chains lead to dependencies with significant effects on the optimization. For example, a supplier
might be located in a remote area. Thus, the transportation costs from this supplier to demand
sites are generally larger. Such effects can be modeled by introducing a positive correlation
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between the transportation costs over arcs coming from the same supplier. The tool allows
a simple specification of such correlations by introducing factors for each part that are then
shared between different attributes. For example, in the case of flow costs between suppliers
and demand sites, each cost cr over an arc r is randomly generated. However, the cost of the
arc r from supplier s to demand site d has multiple components:
• a component for specific properties of the supplier s (i.e., purchasing prices or location),
• a component for properties of the demand site d (for example quality requirements),
• and a component that is specific to this pair of supplier and demand site, for example
the geographical distance.
The tool allows to choose a distribution for each of those components. Then, values are
generated for each component. The final value is obtained by computing the product of
these random values. With this setting the costs over arcs which have the same originating
supplier share the component value of this supplier and are thereby correlated. Thus, a realistic
representation of complex dependencies is possible.

5.6.2

Software tool for comprehensive analysis

To enable a comprehensive analysis of multicriteria supply chain problems, a software tool
developed by the author is used. With this tool, Pareto frontiers for various benchmark
problems can be computed. The computation is performed with the multicriteria optimization
algorithms of chapter 3 and chapter 4.

Figure 5.4: A screenshot of the tool developed by the author for multicriteria optimization
of supply chains. Displayed is the specification of a robust multicriteria supply
chain problem. In the top the relevant constraints and objectives along with the
type of robustness can be chosen. Below on the left, the random distribution of
the parameters is specified, which is then used to generate the detailed supply
chain data shown on the right.
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Additionally, the user can specify complex robust multicriteria supply chain problems. The
tool then generates automatically a multicriteria MIP formulation based on the specification
of the corresponding types of constraints and objectives (which can be taken from the lists
in sections 5.5.1, 5.5.2 and 5.5.3). The parameters of the problem, such as capacities, cost
coefficients, and scenarios, are generated based on distributions chosen by the user. With
the method described in the previous section, a complete set of random data with realistic
dependencies for a supply chain is created. The screenshot in Figure 5.4 illustrates the interface
of this component of the tool.
The corresponding Pareto frontiers can then be computed with the tool. During the run of
the algorithm, the progress of the algorithm can be seen in real-time. Additionally, analysis
information, such as the achieved difference volume and ε-indicator, is shown during the run
as illustrated in Figure 5.5.
The architecture of the tool is divided into two parts. A backend server (written in the
programming language F#) provides the implementations of the multicriteria optimization
algorithms as well as the precise formulation of supply chain models and benchmarks. A
frontend (developed in Typescript and based on Angular) provides the user interface as well
as analysis capabilities.

Figure 5.5: Screenshot of the real-time results and analysis view. On the top, the current
approximation of the Pareto frontier is shown, while the plots below show the
evolution of the difference volume and ε-indicator during the iterations.
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5.6.3

Pareto frontiers of example problems

In strategic decisions like the design of a supply chain, multiple stakeholders are involved. As
the Pareto frontier is independent of subjective views about the relative importance of the
conflicting objectives, it provides an unbiased account of the different options. This allows
to separate discussions on the objective implications of different solutions from the subjective
ranking of these alternatives.
We now describe some example problems in our supply chain framework to discuss the
main effects occurring in the corresponding Pareto frontiers. This provides insights into the
nature of the alternatives which supply chain decision-makers have to face when they search
for good compromises between conflicting goals. We will discuss in particular how convexity
and nonconvexity of the problem affects the shape of the Pareto frontier which has direct
implications on a suitable decision-making process. In this subsection we focus on specific
randomly generated problems in a classic worst-case robustness or stochastic setting. To allow
for a precise visual representation and analysis we use bicriteria problems. The observed
effects regarding convexity can also be transferred to problems with three or more criteria.
The configurations for the generation of our used supply chain data is available in the scgenrepository (Diessel 2020) in the bicriteria_sample_problems folder. For creating the MIPs
corresponding to the problems given in our field notation we combine the necessary inequalities
and variables for the constraints and objectives occurring in the fields according to (5.1). To
enable comparisons, we use a similar structure for each of the example instances. We compute
the corresponding Pareto frontiers to a high accuracy with the Adaptive Patch Approximation
algorithm of chapter 3. To illustrate the possible variations between Pareto frontiers of different
instances of a problem type, we generate multiple instances from the same random distribution
and display the results side-by-side.
Compromise between resilience and costs (DF, SC, NAC | RSC, RAC | FC | max UDA)
This problem represents the case of trade-off between the resilience (represented by UDA: the
disrupted supply after taking mitigation measures into account) and cost (represented by FC).
By taking the max-operator on UDA, we consider the worst-case risk. The constraints SC
and NAC limit the nominal capacity on a supplier- respectively arc-level. The mitigation flow
is restricted by the constraints RSC and RAC to the remaining capacity left by the nominal
flow. This problem has been considered in detail without the second objective function FC by
Ackermann, Diessel, and Krumke (2021) using specialized cut-generation algorithms.
The Pareto frontiers corresponding to some instances of this problem with 10 suppliers and
10 demand nodes are shown in Figure 5.6. They illustrate how resilience of the supply chain
can be increased, for example by diversifying the supplier base, without increasing the costs too
much. A decision-maker obtains the information that resilience can be significantly improved
with some increase in costs. However, completely eliminating the risks is still not possible.
Properties of convex Pareto frontiers
An effect often observed in practice is that supply chain resilience can be significantly improved
with just a small increase in cost. Only a complete prevention of all risks is costly. The analysis
of the convex Pareto frontier of the example instances in Figure 5.6 confirms this intuition.
It shows that large risks (corresponding to a large value of the unmitigated disrupted amount
UDA) are incurred by a solution with minimal costs. With a small increase of the cost we
can however improve the resilience (i.e., decreasing the value of UDA) already by a significant
amount. However, improving the resilience to its optimal value is relatively costly, as this
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is often only possible with a very diverse supply base which also requires to choose costlier
procuring options.
Note that the shape of the Pareto frontier as a convex curve with increasing slope is an
immediate consequence of the fact that we do not have any integral variables in this model
and all constraints are linear. Thus, also with changed instance data the Pareto frontier has
similar properties. In particular, due to convexity, a Pareto knee is present in most cases, i.e.,
there is a point on the Pareto frontier with good values for both objectives. Deviating from
this point does not yield a significant improvement in any objective.
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Figure 5.6: Pareto frontier of an instance of DF, SC, NAC | RSC, RAC | FC | max UDA. The
horizontal axis shows the total costs required to ensure that the loss of material
is limited in every scenario by the value on the vertical axis.
The convexity immediately implies a diminishing returns effect: For obtaining further improvements on an already good objective value with respect to one objective function, an
increasingly larger price has to be paid for the other objective function. As this happens for
both objective functions, a good trade-off is typically found with medium values for both objective function. The exact preferred situation, however, depends on the shape of the Pareto
frontier. The knowledge on the full Pareto frontier allows to make an informed decision on
this choice.
∑
Compromise between average risk and costs (DF, SC | RSC, MAC | FC | UDA)
∑
In this problem type, we combine the objective
UDA that measures the average risk due to
unmitigated shortages with the total costs FC for the flow.
The constraints RSC and MAC limit the amount of mitigation. Thus, the shortage risk can
only be reduced when the supply base is appropriately diversified. This limits the amount of
flow that is disrupted in a scenario. The small disrupted amounts can then be recovered by
the mitigation flow.
The Pareto frontiers for instances of this problem type with 10 suppliers and 10 demand
nodes are illustrated in Figure 5.7. The convex structure can be clearly seen. Although the
Pareto frontier is actually piecewise linear (as each constraint is linear), it looks almost like
a differentiable curve, since the ∑
number of linear segments is relatively large. Due to the
stochastic type of the objective
UDA this effect is more pronounced than in Figure 5.6
where a worst-case objective is used.
Compromise between costs and worst-case risk with a cardinality constraint
(DF, SC, NAS | RSC, MAC | FC | max UDA)
Figure 5.8 shows Pareto frontiers of instances of DF, SC, NAS | RSC, MAC | FC | max UDA with
8 suppliers and 10 demand nodes. Since the NAS constraint introduces some binary variables
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Figure 5.7: Examples of convex Pareto frontiers
∑ for the supply chain problem with 40 scenarios DF, SC | RSC, MAC | FC |
UDA. The horizontal axis corresponds to the
costs while the vertical axis represents the average loss after considering mitigation.
into the model, we obtain a non-convex Pareto frontier. The Pareto frontier is still piecewise
linear and consists of convex parts, however the Pareto frontier overall is non-convex. Thus,
there is also no clear diminishing-returns effect. Instead, a reduction of the risk by the same
amount can have significantly different trade-offs depending on the location on the Pareto
frontier.
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Figure 5.8: Example Pareto frontiers for DF, SC, NAS | RSC, MAC | FC | max UDA. The
compromises between cost on the horizontal axis and risk on ther vertical axis
have a nonconvex shape due to a cardinality constraint on the number of active
suppliers.

Properties of non-convex Pareto frontiers
The presence of integral variables significantly changes the structure of the Pareto frontier.
In particular, it is not convex anymore. Due to the integrality constraints for some variables,
at some positions a continuous trade-off is not possible anymore. For example, to reduce the
risks a little bit further some additional supplier might need to be activated. But since the
number of active suppliers is limited, some other supplier must be deactivated. This causes
a large change on the flow which can change the risk value and the flow costs significantly.
Thus, jumps occur in the Pareto frontier, where a small further decrease in risks causes the
costs to go up significantly. This discrete nature complicates decision-making processes since
small changes on limits for one objective function can have large consequences on the others.
A fine-tuning to meet a particular target is often not possible in this case.
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The often complex structure of the Pareto frontier highlights the need to approximate it completely in order to identify opportunities that might be overlooked by traditional management
practices that focus on incremental change.
Cardinality constraint with a stochastic
risk measure
∑
(DF, SC, NAS | RSC, MAC | FC |
UDA)
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This model is a modified∑version of the previous supply chain problem. The change of the objective from max UDA to
UDA has a significant impact on the Pareto frontier. It corresponds
to the change from a robust viewpoint, where the worst-case is considered, to a stochastic
viewpoint where the average is considered.
In the following Figure 5.9, ∑
the Pareto frontiers for instances of the supply chain problem
DF, SC, NAS | RSC, MAC | FC |
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Figure 5.9: Pareto frontiers for instances of the problem ∑
including a cardinality constraint on
the suppliers DF, SC, NAS | RSC, MAC | FC |
UDA with costs on the horizontal
axis and average loss on the vertical axis.
The Pareto frontier is still non-convex. However, the nonconvexity is much less pronounced
than in the Pareto frontier of Figure 5.8 using the max-objective. This is caused by the change
from a robust max- to a stochastic sum-objective: In the stochastic objective, several scenarios
are considered simultaneously so that the rate of change in the resilience with respect to a unit
of flow is smaller. With a robust objective, already a small change to some flows can have a
large impact if it affects the worst-case scenario.
Trade-off between fixed costs and recurring costs (DF, SC || SAC | FC)
As an atypical example we consider in this supply chain problem a trade-off between two types
of costs. The fixed costs for activating some suppliers, corresponding e.g. to the organizational
effort to establish a new supply chain, are represented by the SAC objective. The other objective
FC is the total flow cost which represents the ongoing costs for procuring materials, based on
purchasing amounts. The scenarios do not play any role.
In the corresponding Pareto frontiers shown in Figure 5.10 we thus have a trade-off between
the one-time costs given by SAC and the recurring costs given by FC. A good choice for this
trade-off depends on the time span for which the supply chain will be operating as well as
the balance the decision-maker aims to find between short-term and long-terms costs. The
information provided by the Pareto frontier enables a decision-maker to choose a solution that
aligns their preferences with the objectively possible options given by the model.
The Pareto frontier to this problem type consists of just horizontal and vertical parts. This
is due to the fact that there is a finite number of nondominated points because the SAC
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Figure 5.10: Pareto frontiers for instances of DF, SC || SAC | FC with fixed costs for supplier
activation on the horizontal axis and recurring costs on the vertical axis.
objective only depends on discrete variables since a supplier is either activated or not. Thus, no
interpolation is possible on this SAC objective axis. Although on the other FC-axis, continuous
interpolation would be possible, these solutions will not be nondominated since there is no
continuous trade-off possible with the SAC objective.
Faced with a Pareto frontier of this type, a decision-maker needs to choose between a discrete
set of nondominated alternatives. Thus, small adjustments to a solution are sometimes not
possible without incurring big changes in a different objective or loosing Pareto-efficiency.

5.6.4

Case studies for robust multicriteria applications

In this section we discuss in several case studies how advanced models incorporating multicriteria robust optimization can help to solve various business problems in supply chain optimization. We focus here on applications where traditional supply chain optimization models
are not sufficient to capture the full breadth of the decision to make.
Cost-competition with uncertain price developments
In this case study we consider a producer of fast-moving consumer goods. Currently the
company has a large market share in their segment. However, many competitors are aiming
to expand. Since margins are low the supply costs are essential in the overall profitability.
Because of the limited possibilities in product differentiation, the competition is based mainly
on the unit price. Thus, increases in the supply costs require a higher selling price which can
significantly lower the market shares. Unfortunately, the supply costs have a large uncertainty
in the future. The total effect of different price development scenarios is complex to estimate
since effects vary depending on the location of the suppliers, for example due to possibly
increasing tariffs. The main challenge for the company is to cope with this uncertainty and
defend their market shares. In particular, suppliers should be chosen strategically to ensure
cost-competitiveness in the future. Competitors should not have the possibility to significantly
lower costs, which they could use to gain market shares. Thus, the uncertain objective of the
total recurring supply costs is one of the main objectives.
To guarantee long term small unit costs, investments need to be made. These fixed costs
for activating new suppliers is the second objective. Although activating a large number
of suppliers might ensure robustness against price hikes due to a diversification effect, the
corresponding fixed costs might become too large. Hence, the trade-off between investments
and future risks needs to be evaluated carefully with a multicriteria model.
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Our portfolio of modeling tools provides two suitable objectives. The uncertain supply cost
can be modeled as a flow cost (FC) objective. As a second objective, the supplier active costs
(SAC) term can model the fixed costs to qualify and integrate new suppliers. Additionally, we
use appropriate constraints on the supplier capacity (SC) and the demand fulfillment (DF) to
create a full model.
We now discuss which robust multicriteria concept can be applied to precisely answer the
questions by the company. The value of the uncertain flow cost objective over all scenarios
needs to be combined into one number. In a simple robust approach, we could consider the
maximum cost over all scenarios. Since this considers only absolute values, the reference to the
competition is missing. For example, the competition might be equally affected by a worst-case
scenario which renders the optimization for this specific case uninteresting. Instead, the relative
difference to the supply costs of competitors is important. Thus, optimizing the maximal
regret provides us with a better choice. For this approach to be valid, it is important that the
supply opportunities for competitors are roughly equivalent to the choices for our company.
This is the case whenever the competitors are using a similar business model and geographic
locations. For a specific scenario, the regret considers the difference between the objective value
obtained by the chosen solution and the optimal solution when the scenario would have been
known before. Hence, the regret describes exactly the competitive advantage a competitor
might obtain when they anticipate the development towards this scenario. Consequently, the
maximal regret measures the maximal competitive edge a competitor might obtain. Minimizing
the maximal regret ensures: In each possible scenario, the difference to the competitor (who is
facing similar landscape of suppliers and choices) stays small enough. This can be guaranteed
even in the case that the competitor adapts their supply chain perfectly to the scenario.
Costs versus risk
In this case study we consider the desire of a company to balance the supply risks with costs.
The company is producing an essential pharmaceutical product. Thus, disruption of the supply leading to large production interruptions would cause significant reputation losses to the
company. Hence, securing the supply is an important objective. Several mitigation options
can also be used to ensure this. At the same time, the reduction of supply costs is an important
priority for the company. Also the development of future supply prices is highly uncertain.
The challenge posed by this case is to find a proper balance between the supply risks and
the development of the supply costs. We can model this in our framework with the following
two objectives. The unmitigated disruption amount (UDA) describes the supply disruption
after taking into account available mitigation measures. The uncertain supply costs can be
described by a flow cost (FC) objective.
A disruption of the supply on a too large level even with all mitigation actions taken could
threaten the survival of the company. Thus, for the UDA objective we consider the worst
case over all scenarios. In this way, we can guarantee that at least a given percentage of the
production will be able to continue even under the most extreme circumstances.
For the supply costs, it is possible to take a less conservative approach. Instead of the worstcase, we can consider the conditional value-at-risk with a moderate quantile of 10%. In this
way, we can ensure that the financial risks are not too large. The remaining risks can then be
hedged against with corresponding insurances or contractual arrangements.
Complex case with three objectives
For our last case study, we take a look at a clothing company which aims to fulfill its environmentally friendly and socially responsible image. Sustainability factors, especially greenhouse
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gas emissions are thus of large importance to the company. At the same time the costs for
supply and reduction of supply risks are important additional objectives. To qualify for various
strict labels for social responsibility, the suppliers need to be tightly controlled. Hence, only a
limited number of suppliers can be managed.
The greenhouse gas emissions can be measured in tons of carbon dioxide equivalent (CO2 e).
By assigning a total sum of CO2 e values per unit of material from each supplier using transportation arcs, we can model the total emissions as an objective similar to the flow cost
objective.
Thus, we have two objectives of the form of the flow cost objective: One objective with
monetary values of the costs, and another objective measuring the sustainability in terms of
CO2 e. The supply risk objective can be modeled as the unmitigated risk amount (UDA).
To ensure the number of suppliers is manageable, we can use the number of active suppliers
(NAS) constraint with an appropriate upper bound. Note that due to this constraint the
problem becomes mixed-integer. Hence, the Pareto frontier can become nonconvex even though
the objectives and other constraints are all convex.

5.6.5

Running time benchmarks

To measure the efficiency of the Adaptive Patch Approximation algorithm, we compute Pareto
frontiers for increasingly large supply chains. This allows us to evaluate the dependence of
the running time on the size of the supply chain and the desired accuracy. Our comparison to
alternative algorithms for bicriteria MIPs in chapter 3 has already shown that the running time
of the Adaptive Patch Approximation is competitive on synthetic benchmarks, in particular the
number of required MIP optimizations grows significantly slower than that of other algorithms
with increasing problem size.
Computation configuration We used the original implementation of the Adaptive Patch Approximation algorithm in chapter 3, which we extended with a supply chain modeling interface.
For solving the mixed-integer programs formulated by the algorithm, we use Gurobi version
8.1 (Gurobi Optimization, LLC 2021) with default settings. The benchmarks were run on a
personal laptop with an Intel i7-8665U CPU with 1.9 GHz and 16 GB RAM.
Benchmark problems For our measurements, we use instances of the supply chain problem
DF, SC, NAS | RSC, MAC | max UDA | FC. We generate these instances randomly with varying
size of the supply chain according to a size parameter n. A supply chain of size n consists of n
suppliers and 2n demand nodes. For each supply chain we create 10 disruption scenarios, where
every supplier has an independent probability for failure of 20%. We generate the capacities
such that a meaningful trade-off occurs in the Pareto frontier as illustrated in Figure 5.11.
In Figure 5.12 the average running times for computing the Pareto frontier within an accuracy of a given difference volume δvol for 10 random supply chains, each with varying sizes, are
shown. A difference volume of δvol ≤ 0.01 corresponds to an error of the approximation to the
true Pareto frontier at about 1% of the trade-off range on average. The number of iterations
required by the Adaptive Patch Approximation algorithm is small, as Figure 5.12b shows. In
fact, the number of required iterations does not increase anymore after reaching a size of about
12. The increase in the running times with larger supply chains is mainly due to the increasing
difficulty of solving the scalarized MIPs. Note that with a supply chain size of n = 14 the
number of continuous variables for the mitigation flows alone is
10|S| · |D| = 10n · 2n = 20n2 = 20 · 142 = 3920,
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Figure 5.11: Pareto frontiers of benchmark supply chains with varying size n.
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which leads to a solving time of a few seconds per MIP.
The number of integral variables corresponding to the supplier activation constraint (SAC)
is n. Since we allow the activation of up to n2 suppliers there exist at least 2n−1 many feasible assignments. This shows that a full enumeration of all possible discrete assignments is
inefficient. Methods which aim to compute the Pareto frontier of each continuous subproblem
with fixed discrete assignment would require to solve 213 = 8192 subproblems with a supply
chain of size n = 14. By an adaptive choice of the best patches as done by our Adaptive Patch
Approximation algorithm, the number of required optimization runs can be kept low.
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Figure 5.12: Running times and iteration counts for computing the Pareto frontiers of a
bicriteria robust supply chain problem of varying sizes up to a fixed accuracy.

5.7

Conclusion

This chapter illustrates the potential of using advanced multicriteria and modeling techniques
to solve a primary challenge for optimizing supply chains: identifying optimal compromises
between conflicting goals like the increase in resilience and the reduction of costs.
We provide a general framework for modeling resilience in supply chains. By adopting
scenario-based models, robust and stochastic approaches, as well as advanced risk measures
based on the conditional value-at-risk, are integrated into one model. Together with a diverse
set of possible choices for constraints and objectives, this enables a systematic treatment of
different types of supply chain models. Using our methodology, corresponding formulations of
multicriteria mixed-integer programs can be created.
In addition to the resilience regarding supply risks, we discuss various concepts of robust
multicriteria optimization in order to reconcile uncertainty in supply chain optimization with
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multiple objectives. A comparison between the various concepts shows that – depending on
the type of objective, business situation, and risk attitude – different measures should be used.
Various case studies explain how these different formulations can be integrated into one model
to provide a comprehensive representation of the underlying business challenges.
The non-convex structure of the Pareto frontiers for mixed-integer problems creates special challenges for decision-makers. By comparing multiple different models, we illustrate the
impact of constraints and objectives on the corresponding Pareto frontier. Our general consideration of Pareto frontiers in supply chains provides practitioners with insights on the typical
structure of multicriteria problems faced by them.
This chapter is a significantly extended and revised version of a preprint by the author
(Diessel and Ackermann 2020).

5.7.1

Outlook on the robust multicriteria approach

A multicriteria robust optimization approach to supply chain optimization allows us to identify
opportunities for increasing the overall resilience and sustainability while still keeping other
key performance indicators like costs in balance. The numerical studies presented in this
chapter show that multicriteria robust optimization can be handled efficiently by using the
algorithms developed in chapter 3 and chapter 4 even in the case of complex multicriteria
mixed-integer supply chain problems. To apply complex models in practice, however, precise
data on the supply chain networks, possible choices, as well as predictions on future values along
with appropriate estimations of the corresponding uncertainty are needed. Further studies are
needed to identify the underlying structure of trade-offs between different types of objectives
in detail. This would also provide a quantitative basis for many types of practical advice
in supply chain management. Additionally, the concepts of multicriteria robustness need to
be further illustrated and brought to the attention of practitioners in order to find the most
suitable concept for each use case.
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Conclusion and future work

6.1

Obtained results

To conclude this thesis, we give a summary of the developed concepts and obtained results.
The goal of the thesis is to provide algorithms for the effective computation of succinct representation systems which allow a good approximation of an implicitly given Pareto frontier.
This is firstly motivated by the advantage provided by a small representation system for subsequent steps such as the analysis and navigation of the approximation of the Pareto frontier.
Secondly, by ensuring that the representation system is only as large as necessary for reaching
a given approximation quality, we can obtain good convergence properties. In our account
of the state-of-the-art of multicriteria optimization algorithms in chapter 2, we identified two
major areas for improvement.
The first topic is the usage of the special structure provided by mixed-integer problems
with convex constraints and objectives to enable a more effective approximation as well as a
precise convergence analysis. To address this, we developed the adaptive patch approximation
algorithm in chapter 3, which directly computes optimal segment patches for approximating
a bicriteria Pareto frontier. By using these patches, we can transfer the good convergence
properties of algorithms for convex continuous problems to the mixed-integer case.
For the analysis of the convergence we introduced the segment patch complexity to describe
the minimal number of segment patches needed in theory. With insights from computational
geometry and approximation algorithms, we were able to show in Main theorem 3.4.8 that the
adaptive patch approximation algorithm computes only by a small logarithmic factor more
segment patches than given by the segment patch complexity for the current instance. This
establishes that our algorithm has an almost-optimal convergence and creates a succinct representation system for the approximation with near-minimal cardinality. This is among the first
results on optimal convergence rates for the approximation of multicriteria MIPs apart from
algorithms based on generating approximations consisting of individual points. The number
of patches needed to attain a given approximation quality is, however, significantly lower than
the number of needed points, which implies that our convergence bound based on the segment
patch complexity is significantly stronger than convergence bounds for point approximations
such as provided by Vassilvitskii and Yannakakis (2005). As a consequence, the resulting
approximations with a succinct representation system are significantly easier to analyze for a
decision-maker.
With our tailored formulation of the subproblem of computing a segment patch, an effective
solution of the subproblems with standard MIP solvers is possible. In combination, this results
in an algorithm with almost-optimal convergence and good practical performance, as illustrated
by various numerical comparisons to other algorithms in section 4.6.
A second topic is the control of the approximation quality in multicriteria optimization, also
with more than two criteria. For this, two ingredients are critical: the computation of the
approximation quality of a given approximation and the computation of a succinct approximation with a guaranteed value of the approximation quality. We developed this approach
for the widely used ε-indicator in chapter 4. To extend the applicability of this approximation
quality measure, we developed a method for computing its value for approximations consisting
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of a union of polyhedra. Our method is based on our reformulation of the ε-indicator as an
optimization problem in Main theorem 4.3.3 and a suitable decomposition of the boundary of
the approximation. We also develop tailored formulations for the special cases of a bicriteria
problem or an approximation consisting of a finite set of points. Based on this calculation
method for the ε-indicator, we developed an algorithm for the approximation of multicriteria
problems with arbitrary many criteria. This algorithm adds in each iteration a solution that
improves the ε-indicator of the current approximation. Hence, the representation system created by the algorithm will consist only of the points necessary to achieve a good approximation
quality, ensuring the succinctness of the approximation. As shown in Main theorem 4.5.1, the
algorithm converges to the true Pareto frontier. Additionally, a precise value of the currently
obtained ε-indicator is provided in each iteration, allowing for early stopping by the user while
maintaining a guarantee on the approximation quality. For this algorithm, we developed a
geometric characterization of the Pareto frontier by so-called corner points which might be
useful also for further multicriteria algorithms.
Finally, in chapter 5, we turned to applications by considering the modeling of multicriteria
robust optimization with examples in supply chains. We studied several theoretical concepts
combining multicriteria and robust optimization approaches. For these concepts which have
been mostly studied only in theoretical situations, we described their possible application in
supply chain optimization. In particular, we proposed a modeling framework to combine the
concepts of worst-case robustness, regret robustness, and the conditional value-at-risk. In this
framework, an appropriate robustness model can be specified separately for each objective. By
combining the advantages of these different concepts, we thus enable an accurate model closely
mirroring the type of risk aversion suitable for the decision-maker.
We integrated these concepts in a general supply chain modeling methodology taking into
account various types of risks and uncertainties, for example regarding supply risks, demand
uncertainties, and other financial risks. Various examples illustrated the benefits of a robust
multicriteria viewpoint to this application. By studying concrete use cases of robust multicriteria optimization in supply chains with cost, risk, and sustainability objectives, we found
various new insights for the theoretical development of this relatively new field. By employing
the algorithms developed in the previous chapters for approximating the Pareto frontiers, we
showed that the proposed methodology is effective also for practical problems.

6.2

Further research questions

By introducing several new concepts, this thesis also poses some new questions which require
further research.
We were able to show that the adaptive patch approximation algorithm requires only by a
small factor more operations than the lower bound given by the segment patch complexity.
Although this shows that the complexity of the algorithm is essentially optimal, the resulting
complexity for characteristic problem classes still needs to be found. Gruber and Kenderov
(1982) establish, as a special case in two dimensions, that the required number of segments√for
approximating a convex set within a difference volume of ε grows asymptotically as Θ(1/ ε)
under weak conditions. Under the assumption that the efficient set can be decomposed into
a relatively small number √
of convex parts, this implies that the number of needed segment
patches also grows as Θ(1/ ε). Such a behavior can be observed for many bicriteria problems,
see for example the numerical results of chapter 3. By running our algorithm on specific
instances, their segment patch complexity can be empirically determined approximately using
our result on the iteration count. Using these theoretical and empirical approaches, one can
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√
study the relevant conditions on bicriteria MIPs that ensure a growth rate of Θ(1/ ε) on the
number of segment patches (in contrast to a growth rate of Θ(1/ε) for point-based algorithms).
A further topic is the generalization of a patch-based algorithm to the case of more than
two criteria. Such an approach has a large potential to significantly improve the efficiency of
approximating Pareto frontiers of convex MIPs. For convex problems in K dimensions, the
number of points needed to generate with√their convex hull an approximation with a difference
volume of ε grows with a rate of Θ(1/ ε)K−1 as shown by Gruber and Kenderov (1982).
Thus, a patch-based algorithm for a convex MIP has the potential to reach a similar good rate
provided the convex part is significant enough. In contrast, an approximation consisting of
individual points, as provided by many algorithms for multicriteria MIPs, requires a number
of points of the order Θ(1/ε)K−1 to reach the same quality level.
However, the design of such a patch-based algorithm for more than two criteria poses several
challenges. Firstly, the concept of a segment patch has to be transferred to higher dimensions.
Although some possible generalizations such as the (K − 1)-simplex can be formulated quickly,
care has to be taken to ensure that the search for such a structure is computationally efficient.
In particular, the improvement in difference volume must be represented effectively in the
algorithm. With such a higher-dimensional analog developed, the patch complexity can be
defined also for multicriteria problems.
Secondly, the convergence analysis of the algorithm has to be refined in order to also show
for more than two criteria almost-optimal convergence results when compared to the patch
complexity. A major difficulty in applying a similar proof strategy as in the bicriteria case
is the fact that the lower envelope complexity grows with a significantly faster rate in higher
dimensions. Instead, further special properties of monotone lower envelopes might be needed
to achieve comparable convergence results.
The goal of creating an approximation of a Pareto frontier with a number of parts as small as
possible can also be approached from an alternative angle. Instead of using patches, we just use
individual points for the approximation. This makes the subproblems computationally easier.
Preliminary results presented by the author (Diessel 2021) following this approach describe an
algorithm that can create an approximation consisting of points such that the number of points
is only a polylogarithmic factor away from the theoretical minimum required to reach a given
difference volume for any number of criteria. The dependence of the factor on the number
of criteria is of the asymptotic form ln(1/ε)K where ε is the desired value of the difference
volume. This provides a partial answer to a question posed by Vassilvitskii and Yannakakis
(2005) who were able to show similar results (although with different approximation quality
measure) only for two and three criteria. In contrast to the adaptive patch approximation
algorithm there exists, however, yet no similarly tight bound for the number of subproblems
to solve. So far the only available bound on this number of subproblems takes the form of
nK where n is the number of points created in the approximation. The algorithm is based on
a combination of techniques from chapters 3 and 4. We compute new points which obtain a
maximal improvement with reference to each of the corner points of the approximation. Some
parts of the convergence analysis can be performed similarly to Lemma 3.3.8. However, due to
the arbitrarily large number of criteria, the proof that the algorithm computes in each iteration
a new point obtaining the maximally possible improvement up to a polylogarithmic factor is
fundamentally different.
A further question raised by the thesis is the estimation of the growth rate of the number of
corner points. Although it can be shown that the number of corner points of an approximation
A of a problem with K criteria is bounded by |A|K , this number grows significantly slower
than this upper bound in practice. The number of corner points has an immediate impact on
the complexity of our ε-indicator based approximation algorithm. Thus, a problem-dependent
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bound on this number would lead to a clear characterization of the complexity of the algorithm.
The following example, however, shows that the number of corner points grows with a rate
of at least (2|A|/K)K/2 for even K: Construct an approximation with points of the form
(ℓ, −ℓ, −M, . . . , −M ) for various distinct values of ℓ and very large M . We add other points of
the form (−M, −M, j, −j, −M, . . . , −M ) and so on. Thus, the componentwise maximum of K
points is always a corner point, when choosing the approximation points (ℓ, −ℓ, −M, . . . , −M ),
(ℓ + 1, −ℓ − 1, −M, . . . , −M ) for ℓ ∈ N and of the form (−M, −M, j, −j, −M, . . . , −M ),
(−M, −M, j + 1, −j − 1, −M, . . . , −M ) for j ∈ N and so on. By constructing 2|A|/|K| points
from each of the K/2 categories, we obtain at least (2|A|/K)K/2 distinct corner points.
Fortunately, this bad case can only occur when the generated approximation has a specific
shape, which should be possible to exclude for many practical problems.
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Trade-offs between conflicting objectives are required in most real-world optimization
problems. Decision-makers require an approximation of the Pareto frontier which illustrates the corresponding optimal compromises. This thesis develops algorithms that
can provide these approximations effectively with provable quality guarantees.
In the first part, an algorithm for bicriteria mixed-integer problems is developed. Based
on the concept of patches, it is shown that the algorithm obtains an almost-optimal
convergence rate.
The second part starts with a discussion of algorithms for computing an approximation
quality measure for Pareto frontiers. On this basis, a new multicriteria optimization algorithm for an arbitrary number of objectives is developed.
Finally, models for multicriteria robust optimization are studied with a focus on supply
chains. In various case studies, the proposed algorithms are applied to supply chain models, in particular regarding the objectives of costs and risks. The results show the large
practical applicability of the approaches in this thesis.
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