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Abstract
Fachbereich Mathematik
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Advanced interpolation cut-cell method for numerically solving continuum
granular flow equations
by David Neusius
The aim of this thesis is to develop methods for well-approximating boundaries of complicated domains in numerical partial differential equation (PDE) schemes. The main
interest is in methods which can be applied to numerically solve a system of equations
representing the behavior of granular materials. All considered methods are immersed
boundary finite volume methods with a focus on Cartesian cut-cell methods with different interpolation schemes.
In a Cartesian cut-cell method, one starts from a Cartesian grid finite volume method
and modifies cells that intersect the boundary. In contrast to adaptive or boundary
fitting grids, the cutting process yields only local modifications. Therefore, the Cartesian structure can be sustained on the interior. To ensure stability in the presence of
arbitrarily small cut cells, a merging process is applied, which results in a combination
of the discretization equations on the algebraic level.
The granular dynamics are modeled using a non-Newtonian Navier-Stokes based system,
which covers both the dense and dilute regimes of granular flow. In addition to continuity
and momentum equation, the model includes the granular temperature equation which
is imperative in distinguishing between those regimes.
To ensure first order convergence using a cut-cell method, an interpolation is required
for the computation of most of the face flux terms. The granular model poses additional
difficulties as velocity discontinuities may occur near the boundary depending on various
factors like granular temperature, density or boundary type. These discontinuities have
to be interpolated in a way that the solution remains grid-independent. Also, this jump
in velocity between boundary and interior is physically correct and thus very important
for the correct computation of some terms.
Method derivations and numerical examples include both the two and three dimensional
cases. The numerical results presented in this work have been computed in software
developed by the author in C++.
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Abbreviations
CI

continuity of the interpolation function

CFD

computational fluid dynamics

CFL

Courant-Friedrichs-Lewy

CP

cheap precomputation

CS

correct source value

EC

exact for constant functions

FVM

finite volume methods

FV

finite volume

ICCM interpolated cut-cell method
IB

immersed boundary

LI

local interpolation

NSE

Navier Stokes Equations

MC

Marching Cubes

PC

precomputation

PDE

partial differential equation

SU

structured and unstructured sources are possible
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Derivatives
∂t (ξ) or ∂ξ
∂t is the temporal derivative of a scalar or vector-field ξ(t, x). In an analog
∂ξ
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are the spatial partial derivatives with respect to the i-th
i
coordinate direction. The normal derivative, or more general the derivative with respect
α
P
∂ξ
∂ξ
to any vector n, is defined by ∂n
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∂xi ni , where ni are the components of the vector.
j=1

Divergence ∇ · ξ
The divergence of a vector-field ξ : Rα → Rα is defined as as ∇ · ξ =

α
P
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that the divergence maps into the space Rα → R.
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α P
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∂Tji
T = (Tij )ij . It is then defined as ∇ · T =
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Gradient ∇ξ
The gradient is defined on a scalar field ξ : Rα → R as ∇ξ =
j-th unit vector and the operator maps into the space Rα →

α
P
j=1
Rα .

∂ξj
∂xj ej .

Again, ej is the

Scalar product
The scalar product ξ·ν or < ξ, ν > for two vectors ξ, ν ∈ Rα is defined as ξ·ν =< ξ, ν >=
α
P
ξT ν =
ξi νi , where ξi and νi are the i-th component of the vectors. The weighted scalar
i=1

product < ξ, ν >A is defined as < ξ, ν >A = ξ · Aν = ξ T Aν. All variants map into R.
Outer vector product
The outer vector product ξν T for two vectors ξ, ν ∈ Rα maps to the space Rα × Rα .
Each component of the result (ξν T )ij is defined as (ξν T )ij = ξi νj .

Tensor contraction
The tensor contraction of two tensors A, B ∈ Rα × Rα , A = (Aij )ij , B = (Bij )ij is
α P
α
P
defined as A : B =
Aij Bij . It maps into R.
i=1 j=1

Operators

xi

Volume, surface and line integrals
By

R

f dV we denote the integral of f over the whole set Ω. If Ω is three dimensional

Ω

this will be a volume integral. For a two dimensional set it would be a surface integral.
R
By f dA we denote the integral of f over the boundary of the set Ω. If Ω is three
Ω

dimensional this will be a surface integral. For a two dimensional set it would be a line
integral.
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Part I: Introduction

One might think at first glance that the importance of granular flow is overshadowed by
large fields like fluid dynamics and the physics of solids. Yet, at a closer look one will
discover many examples in everyday life, ranging from sand, soil and snow to powders,
coffee beans, cereals and much further. Richard [RND+ 05] states that ”Granular materials are ubiquitous in nature and are the second-most manipulated material in industry
(the first one is water)”. As such the ability to reliably predict granular flow would be
of great importance in industry as well as in the prevention or attenuation of disasters
like avalanches or landslides.
The first preserved research of granular material was done by Coulomb in his laws of
friction [Cou76]. Yet, despite extensive ongoing investigations into granular flow, the
prediction of granular behavior is not nearly as far progressed as it is for fluids. One
main issue is the wide range of different regimes that is included in this topic.
The lower limit in size of granular particles is around one µm [dG99]. This ensures that
the influence of thermal motion fluctuations is negligible. There is in general no concrete
upper limit. Even dense planetary rings have been observed as granular material and
shown to behave similar to a fluid. It is to be expected that despite the similarities,
there will be many differences on such different scales.
It has further been observed that granular material can exhibit behavior similar to three
states of matter: Solid, fluid and gas like behavior. Which characteristics are present is
mostly dependent on the kinetic energy of the individual particles. The model presented
in this work measures this with a so called granular temperature, see section 2.2.1.
Granular flow also includes some aspects that are not covered by behavior similar to
the three states of matter. The most obvious one is the dissipation of kinetic energy
from a closed system of granular flow due to inelastic collisions. The resulting increase in
molecular temperature and deformation of particles is usually so small as to be negligible,
even if a strongly moving system of granular particles comes to complete rest via this
effect.
As this implies a change from a gas to a solid state within a closed system, this is
connected with another reason for the comparatively more complex modeling of granular
flow: Phase transitions of non-granular matter require large amounts of energy and
one can thus usually assume that no phase transition will occur. For instance, when
simulating a fluid one can almost always assume that it will remain a fluid. Even
if a transition can occur, there is a sharp threshold for this transition, which allows
the application of different models depending on the current state. Yet, for granular
materials the transitions between the behaviors similar to those states of matter occur
regularly and there is no sharp boundary in between them. As such, a model that aims
to resemble granular flow in a wide range of applications must be able to cover many
effects of the different regimes and connect them in a consistent way. Even then, the
wide range of different granular materials can not to our knowledge be covered by any
single model so far.
The model that is used in this work was developed by Latz and Schmidt [LS10, Sch09] as
a simplification of a model proposed by Savage [Sav98], while still retaining all essential
characteristics. It is based on a continuum approach using modified non-Newtonian
Navier Stokes Equations (NSE). In a non-Newtonian fluid the viscosity is dependent on
the shear rate. In this granular flow model that also holds for other parameters and the
dependence is non-linear. The modeling is based on spherical particles but by means
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of adjusting parameters via physical experiments, it is able to map more complicated
particle systems. Other particle types like very fine powders or particles that break on
collisions are not covered by the model. With regard to the regimes, all three states
are partly allowed. Yet, very thin granular gases as well as some effects of the solid-like
granular state can not be correctly reproduced by the model.
So far, this model has only been successfully numerically solved on a rectilinear grid with
a first order finite volume (FV) method and the possibility to locally refine the grid. This
restriction to a rectilinear grid is due to the fact that the non-linearities result in a very
fragile numerical stability. An extremely small time step is required to successfully solve
the equations. When such a grid is used on complicated domains, a smooth boundary
is discretized as a “stair”-like structure, if the boundary is not parallel to the Cartesian
grid. For a compressible fluid this results in an additional error in density. Since the fluid
properties of the macroscopic granular flow (see [LS10] and chapter 2) are dependent on
the density, this density error tends to result in a large global error.
Our aim is to develop an immersed boundary method that is well-suited to the three
dimensional macroscopic granular model, in particular for numerical applications of this
model that are often required. An immersed boundary (IB) in general is any object or
numerical boundary that interacts with the fluid that is simulated, but is not included
in the original rectilinear mesh formulation of the numerical method. It ranges from
a solid wall to a highly elastic moving membrane. Depending on the method used, it
could also represent an open boundary condition, like an in flow to or out-flow out of
the simulation domain. Usually, such an IB does not coincide with the surfaces of the
rectilinear mesh. It is often not even parallel to any. Any method that includes such an
IB with an underlying rectilinear mesh is named IB-method in this thesis. The presence
of such methods in literature is covered in chapter 1.
In this work we choose the cut-cell method among the known branches of IB-methods.
As the choice of interpolation method is critical to the success of the method, we call
the developed method interpolated cut-cell method (ICCM).
The work is structured into five major chapters. In the first chapter we shortly review the
occurrence of immersed boundary methods in literature. The second chapter explains
the continuum granular flow model in detail, yet without giving the derivation. The third
chapter presents methods of creating a grid for the ICCM. Three different approaches
are presented. Furthermore a merging method is presented that is required for the first
two grid creation approaches. In the fourth chapter, we first show that an interpolation
method is necessary in the cut-cell scheme. Afterwards, we present multiple possible
interpolation methods and compare them. In the fifth chapter we present numerical
results created with our cut-cell solver. Results for both Newtonian and granular flow are
presented. We compare Cartesian non-fitting grids, Cartesian fitting grids and multiple
cut-cell grids.

5

Chapter 1

State of the art in immersed
boundary methods
Numerically solving the NSE and similar systems of equations as accurately and efficiently as possible has been an ongoing issue for decades. The standard approach is
conforming grid generation. General domain conforming grid generation on complicated
domains is still subject of ongoing research as any method to solve those equations
depends strongly on the quality of the grid. A different approach is taken by the immersed boundary methods. The general aim of any immersed boundary method is to
precisely represent a non grid conforming and/or moving body in a numerical method
that is based on a Cartesian or rectilinear Eulerian mesh. We follow the categorization of Mittal [MI05], which unifies the original immersed boundary method by Peskin
[Pes72] and the many modifications and improvements with the so called “Cartesian
grid methods” under the name “immersed boundary methods”. The boundary of the
non grid conforming body is often called IB and is usually piece-wise linear.
Mittal [MI05] has categorized these methods into continuous and discrete forcing approaches. As the names suggest, the former approach introduces forcing terms to the
equation on the continuous level, while the latter modifies the discretized form. In all
methods except the cut-cell method, the domain is extended beyond the boundary.

1.1

Continuous forcing methods

Under Mittal’s nomenclature Peskin’s [Pes72] method is a continuous forcing immersed
boundary method. As he developed this method to simulate flow patterns around heart
valves it focuses on elastic boundary conditions. The method has been extended to
three dimensions [PM89] and to second order accuracy [GP05] and it has been used
in many applications (e.g. [WS15, GS15]), especially with biological background (e.g.
[KS15]). An earlier extension to a second order convergence by Beyer and Leveque
[BL92] lead to the so called “Immersed Interface Method” [LL94]. This method further
allows discontinuities in the solution near the immersed boundary and has for example
been applied by Wiegmann et al. [RW05, WB97]. Stability and stiffness have always
been issues for the method. A linear analysis investigation is given by Stockie [Sto97].
While the method by Peskin could in principle simulate nearly rigid bodies, an increasing
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stiffness with decreasing elasticity makes it inefficient. This is cured by a modification
of the method developed by Goldstein et al. [GHS93] to model no-slip boundaries of
rigid bodies. Implicit versions [NFGK07, LWP+ 09] of the continuous IB method have
been developed to allow arbitrary time steps. Some details of the first order explicit
methods mentioned in this subsection can be found in Appendix A. Numerical results
and a comparison with cut-cell methods are presented in section 5.2.3

1.2

Discrete forcing methods

In contrast to continuous forcing methods, IB methods with discrete forcing do not
change the continuous equations but instead modify the discretized form of the equations. This can be done in various ways. We present three different approaches here.

1.2.1

Direct forcing methods

The discrete forcing approach with indirect boundary condition imposition was first introduced by Mohd-Yusof [MY97]. It is often simply called “direct forcing methods”, see
[FM05]. Instead of approximating the required forces to obtain a certain boundary condition as in all continuous approaches, here each iteration is split into solving the discrete
equation twice. The solution of the discrete equations without any additional boundary
forces is used to determine the required forces. The discrete values of this predictor
velocity are then used to interpolate resulting velocities on the immersed boundaries.
According to the differences between these predictor velocities and the desired boundary
conditions a forcing on the boundary which should ensure those boundary conditions is
then constructed. Using interpolation, these forces are subsequently transferred back to
the Cartesian grid and are then included in the equation for the second solving. The
solution of this modified equation will satisfy the boundary condition up to the accuracy
of the interpolation method. As shown in [Dom08] this fails to ensure impermeability
of a boundary.

1.2.2

Ghost-cell methods

The ghost-cell methods [TF03] is another type of methods applying the discrete forcing
IB approach. While the concept of ghost-cells is used in various approaches, ghostcell methods are to our knowledge used exclusively in Finite Difference discretizations.
Utilizing an extrapolation with discrete interior and boundary values as known data
points, values for all exterior cells neighboring an interior cell are computed. These so
called “ghost cells” can then be used in the discrete equations of nearby interior cells.
Thus, using those extrapolated values, a standard discretization can be applied which
approximately satisfies given conditions on the IB. Clearly, the precision of the method
strongly depends on the extrapolation method. For some configurations of the IB and
Cartesian grid, large negative extrapolation weights can occur leading to instabilities.
This can be prevented by determining the ghost-cell value via interpolating an interior
point that can then be mirrored by the boundary to the desired position, see [MID01].
Alternatively, one can slightly move the IB without losing the overall accuracy, see
[GFCK02].
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Cut-cell methods

The first cut-cell method was introduced by Clarke et al. [CSH86] under the name
“Cartesian grid method”. Instead of including some volume force in the momentum
equation to simulate the IB, this approach resorts to modified cells near the boundary,
the “cut cells”. Thus, it is sometimes not included in the category of immersed boundary
methods. Yet, Mittal [MI05] categorizes cut-cell methods as discrete forcing approaches
with direct IB imposition and this notation is adopted in this work. It is the only type
of IB methods that can guarantee impermeability of a boundary. As they are also based
on a Finite Volume discretization, local and global conservation properties are satisfied
in almost all cut-cell methods. This property is the main reason why we have chosen
this method for our work. A short comparison with the continuous immersed boundary
methods regarding numerical properties can be found in section 5.2.3.4.
There have been many applications of Cartesian cut-cell methods in the last decades.
They have mostly been used for compressible non-viscous flows, e.g. [PVS08, YCI00,
ICM03, KBN09, HCMQ11]. Many papers have also shown their applicability to various
incompressible viscous flows, see [YMUS99, Chu06, TP00, CIM+ 00, LGL+ 12, BDJ12,
Ahm12, Joh13]. Just recently people have started using them on the compressible viscous
NSE, see [HMS11, BAA12]. Dieteker et. al. [DLGS13] have applied a cut-cell method
to a continuum granular flow model based on Lun et. al. [LSJC84] to simulate fluidized
beds intersected by tubes. In a technical report [NS13] our cut-cell method has been
published with application to a viscous compressible Newtonian NSE. Applications to
a simplified granular model have been included in [NSK14]. Some parts including the
full model have been published in [NSK16].
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Chapter 2

The granular flow model
Interest in simulating granular dynamics is twofold. Firstly simulation of granular dynamics is scientifically challenging due to the complex models involved. Despite the
equations similarity to the NSE which have already been investigated in much detail in
particular in a computational fluid dynamics (CFD) context, many challenging aspects
are specific to the granular flow model. Secondly they are economically interesting due
to its widespread use in industrial processes.
Particle-based simulations of granular material are limited by particle numbers because
of computation time and storage. This limit may be too low to simulate a complete
production process. Furthermore, complex non-spherical and non-uniform particles pose
difficult modeling challenges.
A continuum model can be derived via the Boltzmann equation using Chapman-Enskog
theory. This derivation is beyond the scope of this thesis (see [BP03]). Rather than
scaling in run-time with the number of particles as particle models do, it depends on
the number of grid cells. Numerically this enables a comparison between coarse and fine
grid simulations and thus, different precision and run-times for identical particle sizes
and domains. Since the cells are fixed in space, only interaction between neighboring
cells has to be considered. Moreover, the granular properties required for the simulation,
e.g. shear stresses, can be obtained from macroscopic laboratory experiments.
The model by Latz and Schmidt [LS10] which is presented here has shown to be valid in
two regimes of granular dynamics: In the dilute regime binary collisions are dominant
and kinetic gas theory can be applied, see [Duf01, BP03]. Even for higher densities
Bocquet et al. [BLS+ 01] show agreement of the numerical simulation with experimental
results, yet only under the assumption of a permanent source of granular temperature, in
which case the granular flow shows liquid-like behavior. In the second regime, the static
regime, the granular material is allowed to come to rest. This happens for instance
in a sandheap. Since the kinetic model is not able to reproduce this, Savage [Sav98]
developed an extension to include this regime. The model by Latz and Schmidt [LS10]
is a simplification of the one developed by Savage. The aim of the simplification is to
be able to calibrate the model with as few parameters as possible. The model has been
further reviewed and improved by Zemerli [Zem13].
In section 2.1 we give a brief overview of the conservation equations.The following section 2.2 introduces closure relations and explains all required quantities in detail. To
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achieve this closure, a granular temperature including a further equation is introduced.
The discretized formulations of the equations are discussed in section 4.4 where also
cut-cell and interpolation changes are noted.

2.1

On the derivation of macroscopic conservation equations

The general framework of the model is based on the isothermal compressible viscous
NSE in an α-dimensional space, having as unknowns the volume fraction c and the
momentum cu. The volume fraction is a density that is scaled by the material density
G
ρM to a dimensionless quantity c := ρρM
, such that c ∈ [0, cmax ), with cmax ≤ 1, see
section 2.2. To understand the connection between those macroscopic quantities and the
discrete particles of the system we first consider one possible definition of the density or
volume fraction and the velocity.
In the microscopic level we have particles with a constant density ρM and for each
particle P a velocity vP . This can also be written in terms of a microscopic density
+
α
ρc
G : R 7→ R0

0 if no particle at x
(2.1)
ρc
G (x) :=
ρM
if particle at x
α
α
and a microscopic momentum ρd
G v : R 7→ R

0
if no particle at x
.
ρd
G v(x) :=
ρM vP if particle P at x

Using the averaging operator < ξ >:=

R

(2.2)

ξdV /VB we can define the macroscopic un-

B

knowns
ρG :=< ρc
G >
< ρd
Gv >
u :=
ρG

(2.3)
(2.4)

Including some volume force F , e.g. the gravity, the general continuous equations of
conservation are
∂t c + ∇ · (cu) = 0
(2.5)
∂t (cu) + ∇ · (cuuT ) − ∇ · σ + ∇p − F = 0,
using the asymmetric stress strain relation
σ := ηκ
∂ui
κij :=
.
∂xj

(2.6)
(2.7)
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Constitutive modelling

Except for using the volume fraction instead of a density, which is motivated in section 2.2.3.1 and the asymmetric stress strain relation, the usage of which is explained in
section 2.2.2, equations 2.5 are so far the standard compressible isothermal viscous NSE.
Yet, the closure as shown in this section is very different and makes these equations a
much more challenging problem. The meaning and necessity of all quantities that are
introduced in the constitutive modeling are explained here.

2.2.1

Granular temperature

In this subsection the concept of the granular temperature T is introduced. It is essential
for the granular model and is thus used in some way in most publications on this topic,
see e.g. [Sav98, BLS+ 01, BP03, LS10, Mid04]. The granular temperature resembles the
energy of “random movement” of particles, similar to the thermodynamic temperature
being a measure of the random movement of molecules. This similarity indicates that the
granular temperature dominates the dilute regimes, where granulate behaves in many
respects like a gas. Thus, it will be a major contribution to all kinetic terms that are
introduced later. Assuming constant volume fraction, particles will interact more often
with increasing granular temperature, just as molecules would.
Interactions between granular particles are non-elastic collisions. This leads to a constant
loss of energy. This will be further examined in section 2.3.4. At the same time shearing
effects lead to an increase in granular temperature. For this aspect see section 2.3.3.
Using the microscopic quantities as introduced in section 2.1 the granular temperature
can be defined by the mean square velocity of the fluctuation of grains
vf :=

ρd
d
ρd
G v− < ρ
Gv >
G v − ρG u
=
< ρc
ρG
G >

(2.8)

as

1
(2.9)
< vf2 > .
3
Comparing this to Ra classical kinetic energy of one half times mass times velocity squared,
we can argue that 32 T ρG dV is the kinetic energy of a granular material with no macroΩ

R 3
1
2
scopic velocity in a domain Ω.
2 T + 2 kuk ρG dV is the general total kinetic energy
T :=

Ω

of the granular material.
Compared to a definition of the molecular temperature in an ideal gas
T :=

m < v2 >
3kB

(2.10)

the mass of a particle mass m and the Boltzmann constant kB are missing in the definition of the granular temperature.
The granular temperature is determined by a distinct equation. It is a convectiondiffusion equation with additional source and sink terms (see section 2.3.3 and 2.3.4):
3
∂t (cT ) + ∇ · (cT u) − (ηκ : κ − ∇ · q) + εcT = 0.
2

(2.11)
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κij =

2.2.2

∂ui
.
∂xj

(2.12)

Stress strain relation

The stress strain relation
σ = ηκ,

κij =

∂ui
,
∂xj

(2.13)

is a part of the equations that is simplified compared to the standard NSE equation
where the symmetric version





∂uj
2η
1 ∂ui
S
S
S
σij =
ζ−
∇ · u δij + 2ηκij ,
κij =
+
(2.14)
α
2 ∂xj
∂xi
is usually used. The main motivation for a symmetric stress strain relation in the NSE is
that it ensures conservation of angular momentum. For granular flow, this conservation
can not be physically observed. Angular momentum can be converted into rotation of a
single particle since rotation of single particles in the continuum granular model will be
part of the granular temperature rather than a velocity. Thus, as both, the symmetric
and the asymmetric stress strain relation, are not exact, we choose the less complex
asymmetric one which leads to a decoupling of the velocities in the implicit part of the
numerical method. For details see [LS10].

2.2.3

Maximum volume fraction and compressibility factor

A further quantity required is that of a maximum volume fraction cmax , i.e. the material
dependent smallest number for which c < cmax holds in general. Further, the compressibility factor g(ρ) is introduced in this subsection. This factor helps to ensure that for
valid initial conditions any solution of the equation satisfies this bound.

2.2.3.1

Maximum volume fraction

G
The definition of the volume fraction c := ρρM
combined with the incompressibility of
the granular material, which implies ρG ≤ ρM , lead to the trivial bound of cmax ≤ 1.
Yet, since one has to expect remaining empty spaces between particles even for ideal
ordering, see for instance Figure 2.1, the value is usually much lower.

Figure 2.1: Empty spaces remaining between maximal packed circles in 2D

With regard to equal spheres in three dimensions or equal circles in two dimensions there
exists extensive analysis on the maximum packing fraction. Johannes Kepler claimed
π
in 1611 in his paper ’On the six-cornered snowflake’ that 3√
≈ 0.7405 is the highest
3
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possible volume fraction for spheres. Carl Friedrich Gauss proved in 1831 that this is the
best possible value for any regular lattice. Finally Hales et al. [HAB+ 15] formally proved
π
Kepler’s conjecture for the general case. For circles the close packing value 2√
≈ 0.9069
3
was suggested by Joseph Louis Lagrange in 1773, who proved the regular case. László
Fejes Tóth provided the first rigorous proof in 1940.
Unfortunately, these theoretical values can not be used for our simulations as jammed
structures in reality prevent the ideal ordering. We are rather interested in the so
called maximally random close packed volume fraction. As the name suggests, these
volume fractions must be achievable by starting with a random distribution which is
subsequently compacted by other forces like vibration or pressure. Torquato et al.
[TTD00] experimentally approximate this value at 0.64. The according value for circles
is around 0.8.
From these examples it can already be deduced that for each granular material the
maximum volume fraction must be determined experimentally. Even for the same form
of grains different material properties, for example minimal elasticity or different friction,
may lead to different values, as jamming structures may appear at a different point.
Furthermore, as the continuum granular model does not allow breakage of particles one
has to be careful to avoid this in the experiment as it would greatly change the resulting
value. This may be an issue especially for more irregular grain structures.

2.2.3.2

Compressibility factor

Here we introduce the compressibility factor for granular materials. It is used as an
analog to the compressibility factor for gases, which is to give a relation between the
pressure, the density or volume fraction and the temperature. Yet, in difference to gases,
it will also be used in other expressions of the equations, see section 2.2.4 and 2.3. Despite
the expression “factor”, the compressibility factor can be a non-constant function. For
an ideal gas it is equal to one. For a non-ideal gas it is usually approximately determined
in so called Standing-Katz charts (see e.g. [DPR73]) depending on the pressure and the
temperature. In the context of granular materials a dependence on volume fraction is
assumed [Car69, Sav98, BLS+ 01, LS10].
A main feature of our compressibility factor g : [0, cmax ) 7→ [1, ∞)

g(c) := 1 −

c
cmax

−1
,

(2.15)

for a granular material is the occurrence of the maximum volume fraction cmax . While
one would numerically use cmax as a hard limit for the volume fraction in order to
preserve stability even in extreme cases, this is the only position where it is used in the
continuous equations.
The compressibility factor in Equation 2.15 is similar to the Carnahan-Starling formula
[Car69, HM90], which is an equation of state for the three dimensional hard sphere
model. A main difference to the Carnahan-Starling formula is that the compressibility
factor g(c) used in this model diverges for c → cmax which is necessary for modeling the
behavior of dense granular material.
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Figure 2.2: Plot of theVolume
compressibility
Fraction factor for cmax = 0.64

In the dilute, i.e. kinetic, regime the compressibility factor function g measures the
frequency of binary particle collision divided by volume fraction for a constant granular
temperature. As these collisions are responsible for all equation terms in the dilute
regime except convection and external forces, all those terms are proportional to the
compressibility factor. Among the effects of these collisions is the name-giving resilience
to compression.
For the dense regime this kinetic approximation of only assuming binary collisions becomes invalid. Yet, with the strongly increasing compressibility factor g in this region
the numerical results remain close to experimental data as long as the granular temperature remains large enough, see e.g. [BLS+ 01]. For the dense case with vanishing
temperature additional terms have to be added. This is discussed in the following subsection, where we see that in this regime the same proportionality on the compressibility
factor is retained.

2.2.4

Kinetic and yield expressions

In this subsection we will introduce all kinetic expressions in detail and show the necessity
of yield forces, which are subsequently presented.
Pressure (Equation 2.16), velocity viscosity (Equation 2.17), temperature viscosity (Equation 2.18) and dissipation factor (Equation 2.19) are considered for both dilute and dense
regimes.

2.2.4.1

p := pk + py

(2.16)

η := ηk + ηy

(2.17)

λ := λk + λy

(2.18)

ε := εk + εy

(2.19)

Kinetic expressions

As already stated before, the compressibility factor g (see Equation 2.15) gives a relation
between pressure, volume fraction and temperature if the kinetic approximation is still
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valid, i.e. in the dilute regime. This relation is formulated as
pk := cg(c)T

(2.20)

and due to being derived from kinetic theory pk is called the kinetic pressure. We
remark that for low volume fractions the compressibility factor function g is almost
constant. Thus, in this regime the relation Equation 2.20 resembles the ideal gas law
p = ρRspecific T = ρ kmb T :
The usual scaling of ρ with ρM results in the volume fraction c. The Boltzmann constant
kb and the mass of a single particle both cancel out since in the definition of the granular
temperature (see section 2.2.1) a factor of kmb is missing compared to the molecular
temperature.
The kinetic parts of velocity and temperature diffusion as well as the temperature dissipation term are defined similarly to [BLS+ 01] and as such are approximations of the
more complicated forms in [GD99].
√
ηk := η0 T cg(c)
(2.21)
√
(2.22)
λk := λ0 T cg(c)
√
εk := ε0 T g(c)
(2.23)
Simulations show (see [LS10]) the necessity of these expressions to diverge in the same
way for c → cmax and that this choice leads to quantitatively correct results. A change
in the order of the volume fraction c in the equation compared to [LS10] and [Sch09] was
suggested by Zemerli [Zem13]. The parameters η0 , λ0 and ε0 depend on the granular
material. Schmidt [Sch09] uses a dependency of ε0 that is based on [GD99]:


8
3(1 − e)(1 − 2e2 )
2
ε0 = √ (1 − e ) 1 +
(2.24)
81 − 17e + 30e2 (1 − e)
πd
Here d is the grain diameter and e is the particle-scale coefficient of restitution 0 ≤ e ≤ 1,
which measures the elasticity of collisions. A further relation, see [LS10], applies the
internal friction coefficient φ and allows determination of η0 :
tan(φ) =

2.2.4.2

√

ε0 η 0

(2.25)

Yield expressions and transition volume fraction

With increasing volume fraction as well as decreasing granular temperature, the finite
radius of particles requires additional forces that are not present in standard fluid equations. The assumption of instantaneous binary collisions of the kinetic model is now not
valid anymore as particles may even rest which implies permanently touching multiple
neighbors.
A comparison of molecular temperature with granular temperature shows clear differences in this regime: Any material whose molecular temperature approaches zero Kelvin
will contract strongly. This does not apply for a granulate which comes to a rest, which
is equivalent to the granular temperature converging to zero. As stated in section 2.2.3.1,
the upper volume fraction limit cmax exists. Yet, one can further show in experiments
with arbitrary particles that in addition to this random close packing cmax so called
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random loose packings exist. These are granular states that are mechanically stable and
at rest but have a lower volume fraction. Such packings are possible due to friction
and are furthermore very dependent on the shape of the particles. For glass spheres
a random loose package of 0.55 can be observed, see [JSS+ 08], while the random close
package cmax is about 0.64. For other types of particles it may be much lower in value
as well as in relation to cmax .
Since such random loose packings exist and are stable under gravity the continuum granular model aims to be able to represent such equilibrium states as well. Yet, clearly this
can never occur if only kinetic forces are considered: For zero velocity, zero temperature
and non maximal volume fraction 0 < c < cmax all kinetic as well as convection terms
are zero. Since the gravity will always remain non-zero, this can not be an equilibrium
state. Thus, some additional expressions not proportional to the granular temperature
are required. These will be called yield expressions. In particular the yield pressure
will be required to prevent a collapse of the system as described. As used by [Sch09]
the yield pressure will be of the same shape as the kinetic one, replacing the granular
temperature by a constant parameter T0 and introducing a lower limit for this regime
which is called c0 .
py := Θ(c − c0 )T0 (c − c0 )g(c)
(2.26)
Here Θ is the Heaviside function and the two parameters T0 and c0 are called yield
parameter and transition- or yield- volume fraction. The choice of the transition volume
fraction c0 is non-trivial: The value must be large enough as not to introduce this term
in a purely kinetic flow. At the same time the value of py must be high enough to enable
material in random loose package to remain stable in the continuum granular model.
A further natural phenomenon the continuum granular model should be able to represent
is the existence of stable piles of granular material, e.g. sandpiles. While a yield pressure
could already stabilize such a pile in the direction of gravity it also creates a force in the
directions orthogonal to the gravity which would flatten out any pile of material. Thus,
a viscosity which diverges to infinity for vanishing temperature is necessary. This way a
resting pile remains stable, as infinite velocity diffusion prevents any movement. At the
same time an increase in granular temperature, e.g. a vibration of a plate on which a
sandpile is placed, reduces the viscosity and allows the granulate to flow. In analogy to
section 2.2.4.1 both viscosities and the dissipation should be of the same order. Thus
the three expressions will be of identical form (see [Sch09]):

py
λ0 Θ(c − c0 )T0 (c − c0 )g(c)
√
=
pk
T
py
η0 Θ(c − c0 )T0 (c − c0 )g(c)
√
ηy := ηk
=
pk
T
py
ε0 Θ(c − c0 )T0 (c − c0 )g(c)
√
εy := εk
=
pk
T

λy := λk

2.2.5

(2.27)
(2.28)
(2.29)

Boundary conditions

While all consistent boundary conditions are usable in the model we shortly remark
the most used types and in section 2.2.5.1 give some details of the more complicated
conditions for the tangential velocity used in the velocity diffusion term (section 2.3.2).
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The boundary condition for the granular temperature is almost always Neumann zero.
Thus, no diffusive flux through the boundary is allowed. Yet, this does not mean that no
energy loss or gain may happen: Dissipation through collisions with the boundary is not
considered separately, it is included in the dissipation term (section 2.3.4). A difference
in the tangential velocity between granular material and boundary lead to an increase
in temperature. Whether advective flux occurs depends on the velocity.
For solid walls with no in-/out-flux the volume fraction boundary condition is also set to
Neumann zero. Together with the temperature condition described above, this results
in the same condition for the pressure. Thus, no pressure gradients exist at such walls.
Yet, slightly inside the domain strong pressure gradients may occur if the granulate
compresses as it can not pass the solid wall.
The velocity boundary condition is split into normal, i.e. in- and out-flux and tangential
components. The normal component is usually a Dirichlet condition or Neumann zero
boundary condition. While we can also set an α − 1 dimensional vector for a Dirichlet
condition at the tangential part, a friction based approach explained in the following
subsection is usually required.

2.2.5.1

Slip, no-slip and partial-slip

The slip condition of the tangential velocity condition refers to a surface that has no
friction with the granular material. The no-slip condition is the other extreme where
we assume infinite friction. Both cases are simple but physically impossible. Thus,
we require the intermediate partial-slip condition where we utilize a wall friction angle
φwall , 0 ≤ φwall ≤ π2 . With φwall = 0 this would be identical to the slip case, φwall = π2
to the no-slip case.
The extend of this friction is determined by the velocity value uB on the boundary we
actually use in the velocity diffusion term. This is primarily dependent on the tangential
surface velocity utS and the interior tangential velocity utI at some given wall point. We
name the infinitesimal distance between this wall point and the according interior point
h. It holds:
Slip:
No-slip:
Partial-slip:

utB = utI
utB
utB

=

utS

=

νutI

(2.30)
(2.31)
+ (1 −

ν)utS

for some ν, 0 ≤ ν ≤ 1

(2.32)

To determine the exact value of the partial-slip case we now need to consider the relation
between the normal wall stress W n
W n := nT · pI · n = p

(2.33)

and the tangential wall stress W t
(W t )i := η

(ut )i − (utS )i
∂ui
=η I
.
∂n
h

(2.34)

As long as (W t )i ≤ W n tan(φwall ) we locally have a no-slip case, i.e. ν = 0. If the
tangential wall stress becomes larger than the normal wall stress we have ν > 0. The
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case ν = 1 is only possible for zero normal wall stress or wall friction angle. For the
exact behavior we assume the following formula:
(utB )i = (utI )i +

h
min{W n tan(φwall ), Wit } sgn((utS )i − (utI )i )
η

(2.35)

t
This ensures that for (W t )i > W n tan(φwall ) the modified tangential wall stress WB
t
(WB
)i = η

(utI )i − (utB )i
h

(2.36)

t ) = W n tan(φ
fulfills (WB
i
wall ).

2.3

Overview on model equations

In this subsection, we first give an overview over the whole set of equations of the granular
model. Those are the scalar continuity equation 2.37, the α-dimensional momentum
conservation equation 2.38 and the scalar temperature equation 2.39. Afterwards, the
different terms of the equations are named and briefly explained.

∂t c + ∇ · (cu) = 0

(2.37)

∂t (cu) + ∇ · (cuuT ) − ∇ · σ + ∇p − F = 0
3
∂t (cT ) + ∇ · (cT u) − (ηκ : κ − ∇ · q) + εcT = 0.
2

(2.38)
(2.39)

In these equations the following relations that have been explained in the previous
subsections hold:
σ = ηκ

g(c) = 1 −

κij =
c

∂ui
∂xj

−1
(2.41)

cmax

p = pk + py
pk = T g(c)c

(2.42)
py = Θ(c − c0 )T0 (c − c0 )g(c)

q = −λ∇T
py
)
pk
py
η = ηk (1 + )
pk
py
ε = εk (1 + )
pk

λ = λk (1 +

(2.40)

(2.43)
(2.44)

√
λk = λ0 T cg(c)
√
ηk = η0 T cg(c)
√
εk = ε0 T g(c)

(2.45)
(2.46)
(2.47)
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Convection and pressure

The convection terms model the transport of any quantity with the velocity field computed in the momentum equation. There is one convection term in each equation of the
continuum granular model:
∇ · (cu)
in (2.37)
∇ · (cuuT )

in (2.38)

∇ · (cT u)

in (2.39)

(2.48)

The pressure term ∇p (see equations 2.42 and 2.43) which is part of the momentum
equation (2.38) creates a velocity in the direction of lower pressure. As it diverges to
infinity for c → cmax it prevents the granular material from collapsing under almost
arbitrary conditions. The constitutive relation which is used to determine the pressure
has been explained at length in section 2.2.4.

2.3.2

Diffusion

The diffusion terms ∇·σ in the momentum equation (2.38) and 23 (∇·q) in the temperature
equation (2.39) diffuse energy in the form of velocity or granular temperature. Similar
to most terms, the diffusion terms can be separated into a kinetic and yield part via the
definition of the parameters η and λ (see equations 2.40,2.44,2.45 and 2.46) as done in
section 2.2.4.
In the dilute regime energy is being diffused via instantaneous binary collisions. A higher
temperature as well as a higher volume fraction results
in more collisions and thus this
√
part of the diffusion in proportional to cg(c) and T .
In the dense regime, the movement of particles is always restricted by other particles
which are usually touching each other for a long duration of time in this regime. An
acceleration of one particle in relation to other particles is only possible if a whole layer
of particles is accelerated as well. It is clear that a higher volume fraction increases
the required force. Thus, this term is proportional to (c − c0 )g(c). Yet, with regard to
granular temperature the dependency changes strongly compared to the dilute regime:
For a resting system of particles each touching multiple other particles, stiction has to
be overcome for every two adjacent particles that are to move in relation to each other.
Thus, for one layer of particles to move in relation to other layers a huge stiction occurs
which is modeled as a very large diffusion. On the other hand, if the particles in a
dense system have non-zero temperature, the threshold force of stiction may not have
to be raised. Parts of the stiction force may already be overcome due to the vibration of
particles, which is measured through the granular temperature. The higher the granular
temperature is, √
the less stiction occurs. Thus, this term is modeled as being inversely
proportional to T .
Depending on the boundary condition, this term may lead to a strong in- and out-flow
of momentum. Most other terms in the equation are zero at an impenetrable solid
wall. Yet as the diffusion term at a no-slip or partial-slip boundary condition changes
the velocity towards the value at the boundary one will have a non-zero flux at such
boundary faces.
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Viscous heating

The viscous heating term ηκ : κ is the source term of the temperature equation (2.39)
and requires the relations given in equations 2.41 and 2.46. It models that any velocity
gradient quadratically leads to an increase in temperature. This can be seen as part of an
energy exchange from the macroscopic velocity into the microscopic random movement:
The velocity gradients are smoothed out by the diffusion in the momentum equation,
which also has η as factor.
Yet, in contrast to the momentum diffusion, gradients at slip or partial slip walls are
completely included in the viscous heating term. This inclusion can be motivated by
numerical results or a comparison of a wall collision regarding influence on velocity and
temperature: Consider a particle colliding with a tangentially moving slippery wall.
After the collision it will not have an increased tangential velocity, as it could not stick
to the wall. Yet the granular temperature is increased, since the particle is agitated by
this collision. The higher the wall velocity is, the higher the agitation may be.
Unfortunately, this means that we are now dealing with a non-continuous velocity field
near the boundary, which is not prevented by the diffusion since the diffusion is being
applied to a velocity vector field with different boundary value (compare section 2.2.5).
We will later see that this is problematic as we need some interpolation in the cut-cell
method. This is discussed in section 4.4.4.

2.3.4

Dissipation

The dissipation term εcT is the sink term of the temperature equation (2.39) and utilizes
the definition of ε given in Equation 2.47. It is necessary as in contrast to fluids,
interactions between granular particles are non-elastic collisions. This leads to a constant
loss of energy from our considered system, since we do not regard the resulting increase in
thermodynamic temperature and deformation of particles. Should the forces of collisions
be as high as to result in breakup of particles, the model is not valid anymore. This
change in the total energy of the system is in contrast to the source term (section 2.3.3),
which is just an exchange of energy between velocity and temperature. Thus, without
outer sources the granular temperature as well as the velocity will always converge to
zero.
The necessity of a yield part εy (see section 2.2.4.2) can be explained in a similar way
to the one in section 2.3.2. The agitation of particles in a solid-like static system of
granulate is energetically more costly due to stiction, when compared to a dense system
where we already have some movement. This means that we require a strong resistance
of a stationary granular material towards an increasing granular temperature, which is
modeled via this yield term. Thus, a part that is in some order inversely proportional
to T is required, which holds for εy .
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On the one hand, the first order finite volume methods (FVM) on a Cartesian or rectilinear grid are very well suited methods for solving the granular flow model described in
chapter 2. In general these methods require little memory due to their simple geometric
structure, consisting only of cuboids with edges parallel to the Cartesian axes, and are
relatively fast and stable. Both of the latter properties are of outmost importance in numerically solving the granular model presented in chapter 2. The model shows inherent
instabilities due to its nonlinear nature, see [LS10, Sch09]. This also implies that very
many small time steps are required, making the computation cost a major issue.
On the other hand, the granular flow model also requires well approximated boundaries
for numerically reproducing physical solutions. Yet, rectilinear grids can only approximate complicated boundaries step-wise, see Figure 3.2. Even using a high resolution,
this is not sufficient in some examples, see e.g. section 5.2.1. Initially small errors in volume fraction may have a strong impact on the solution due to the non-linear dependency
on volume fraction of the terms in the model.
Cut-cell methods improve rectilinear grids on complicated boundaries, while retaining
many of the positive properties of the rectilinear FVM. This is done by introducing noncuboid cells near the boundary, mostly without changing cells that are completely in the
interior of the domain. Due to a strongly varying convection or diffusion dominance in
the granular model, the cut-cell methods displayed in section 1.2.3 can not sufficiently
improve the numerical solver on complicated domains.
To resolve these issues we develop the interpolated cut-cell method (ICCM). The ICCM
consists of a grid generation step and an interpolation step. The grid generation ensures
well approximating the geometrical domain boundary. The interpolation takes care of
well discretizing the granular flow model on the approximated domain, see section 4.1.2.
Due to the introduction of cut-cells, some interpolation is necessary to ensure first order
convergence near the boundary, see section 4.1.
Depending on the choice of grid and interpolation method we name the method following
the scheme

generation method
ICCMgrid
interpolation method

.

For instance one specific ICCM method could be named ICCMV
MS . This denotes the
combination of the Voronoi based grid generation step (V) with the modified Shepard
interpolation step (MS). All possible choices as well as references are given in the method
overview on the next page.
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The general outline of creating the final discrete equations with the ICCM is the following. We assume that a set of continuous equations and an arbitrary domain in two or
three dimensions is given.

ICCM
1. Find a fitting underlying rectilinear mesh, considering the following (see section 3.2.1):
(i) Alignment.
(ii) Resolution.
(iii) Type of rectilinear mesh and aspect ratio.
2. Create a cut-cell grid (see section 3.2).
(a) ICCMMC : Cut-cell grid via Marching Cubes algorithm (see section 3.2.2).
(b) ICCMBL : Cut-cell grid via Marching Cubes algorithm with added boundary layers (see section 3.2.3). Requires convex domain.
(c) ICCMV : Voronoi grid creation (see section 3.2.4). Allows boundary
layers. Requires analytical description of domain.
3. Merge small cells (see section 3.3). This is not necessary for ICCMV .
4. Calculate cell properties: Cell volume, cell centroids, face areas, face normals
(see section 3.4).
5. Choose interpolation method (see chapter 4).
(a) ICCMML : Multi-linear interpolation (see section 4.2.1).
(b) ICCMMMLB : Mixed multi-linear barycentric interpolation (see section 4.2.4).
(c) ICCMMS : Modified Shepard method, also called inverse distance interpolation (see section 4.2.7).
6. Discretize on cut-cell grid including the chosen interpolation method (see
section 4.4).
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Chapter 3

Grid generation in the ICCM
The automation of the generation of a general domain fitting grid with good numerical
properties is subject to ongoing research. The cut-cell grid generation is one of the
simpler variants, as it is based on a rectilinear mesh where only relatively few changes
are necessary, see section 3.2. Also the interior parts of the rectilinear mesh remain
unchanged. This is an advantage, because it allows the usage of simpler and computationally faster FV implementations which only work on rectilinear meshes. On the
other hand, the quality of the resulting grid near the boundary is usually lower than
with more complicated domain fitting grid creation procedures, such as grid generation through differential systems or manually separating the domain into regions that
are separately meshed. This is compensated by post processing the generated grid and
adapting the numerical method.
The main focus in this chapter is the creation of the boundary representing cut-cell grid
which is described in section 3.2. Three different variants are discussed, where the latter
two include boundary layers.
The subsequent merging process in section 3.3 ensures numerical stability properties
similar to what one expects of the FVM applied on a rectilinear grid by avoiding small
cut-cells. In section 3.4 we describe cut-cell specific volume and area calculation.

3.1

Denominations required for the cut-cell grid

For the Cartesian cut-cell method an underlying regular grid is necessary. This can
be a Cartesian grid, or slightly more general a rectilinear grid. A three dimensional
Cartesian grid consists of multiple identical cubes where each edge is parallel to the
Cartesian coordinate axes. The cubes are ordered equidistantly in each direction and
the intersection between every two neighboring cubes equals one face of each cube. A
three dimensional rectilinear grid allows cuboids which furthermore may be different
from each other also allowing slightly more flexible ordering. Yet, since the intersection
between two neighboring cubes still must be one complete face of each cube only one
degree of freedom with respect to different cell-sizes per layer in each direction is allowed.
These definitions hold as well in two dimensions by replacing cube, cuboid and face by
square, rectangle and edge.
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In both dimensions, the subsets of the domain over which we integrate for discretization
is called cell. These can be arbitrary polyhedrons directly at the boundary or in a
boundary layer. Further in the interior of the domain, they will always be cuboids of
the underlying rectilinear grid.
A face is always the intersection set between two neighboring cells or a section of the
boundary in a given cell. Despite the fact that this intersection is actually an edge in
two dimensions, we will always use the term face.
In accordance with that notation, the length/area of a face f will always be denoted as
“area” Af and the area/volume of a cell P as “volume” VP .
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Figure 3.1: Illustration of a cut-cell grid around one cell.

Depending on how much of the volume of the underlying Cartesian cell remains after
the cutting, a cell is called interior cell, interior cut-cell, slave cell or boundary cell.
An interior cell was left unchanged by the cutting and a boundary cell lies completely
outside of the domain. A cell, with a volume in between, is called interior cut-cell if the
volume is above a certain bound. Otherwise it will be merged with some larger cell (see
section 3.3) and is called slave cell.
For faces we again differ between those unchanged by the cutting process, called regular
faces and faces that are beyond the boundary and thus not used. For cut-faces we differ
between faces that are on the rectilinear grid and usually in the interior of the domain,
and non-grid cut-faces which always represent a part of the boundary. Regular faces
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and grid-cut-faces can only be one the domain boundary if some part of the domain is
fitting the Cartesian mesh.
The notion is exemplified in Figure 3.1. The grid creation process is explained in the
following two sections 3.2 and 3.3.

3.2

Grid creation methods

The target of the mesh creation process is a simple automatically constructed grid, which
represents the actual boundary up to a continuous and piece-wise linear accuracy.

Figure 3.2: Two dimensional grid examples. The analytical domain is given as the
dashed red line. Left: geometry fitting rectilinear grid. Center left: non-fitting rectilinear grid. Center right: Extending the rectilinear grid such that the desired domain
is a subset of the union of cuboids. Right: Targeted cut-cell grid.

The straight forward choice is the so called cutting procedure. One may regard it as first
creating a rectilinear mesh, including all cells of which at least one corner is included in
the desired domain. Afterwards any parts of the cuboids that are not inside the domain
are cut off by linear faces, leaving polyhedron cells at the boundary, see Figure 3.2. This
is discussed in section 3.2.2.
An extension to this approach, where we create a layer of cells parallel to the boundary
is shown in section 3.2.3. The aim of this is to increase the regularity of the grid in the
boundary layer regime of the flow. We will call these boundary-parallel cells “boundary
layer”. So far this method is restricted to convex domains.
An alternative approach is using the Voronoi partition and is discussed in section 3.2.4.
This method can also include boundary layers but requires an analytical description of
the domain.

Cutting

Boundary Layers

Voronoi grid

Figure 3.3: Comparing grid generation results for a circle using the three methods
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Underlying rectilinear mesh

In every cut-cell grid creation process we require an underlying rectilinear mesh. The
following aspects are relevant for the quality of the resulting cut-cell grid.
First, alignment of the underlying mesh to the analytical domain is important. If there
are boundaries of the domain that are straight or even orthogonal to each other, one
should place the underlying mesh such that it is as aligned as possible with these structures. One should make sure that such boundaries of the domain coincide with cell faces
of the underlying Cartesian mesh, which minimizes the number of cut-cells required.
Secondly, one has to make sure that the resolution of the underlying mesh is fine enough
to capture the features of the given domain. The cut-cell grid generation recreates the
given geometry in a cell-wise linear fashion. That means that a finer underlying mesh
allows more details in the cut-cell grid. Thus, for each domain, there is an upper limit
on how coarse a mesh can be. Finer meshes will result in better numerical results.
Lastly, one may choose a more general rectilinear mesh instead of a Cartesian one.
This may resembles the geometry better or prior knowledge of the expected flow could
indicate better numerical results with such a mesh.

3.2.2

Cutting procedure using Marching Cubes

First, we want to define what we view as a rectilinear mesh based cutting procedure. It
is the creation of a domain fitting cut-cell grid with the help of a rectilinear mesh where
the resulting cut-cell grid satisfies the following properties:
(1) Any cell of the resulting cut-cell grid is a subset of one cell of the underlying rectilinear mesh.
(2) There can be only one cut-cell within each cell of the rectilinear mesh.
(3) The resulting grid boundary is piece-wise linear.
There are several different approaches to satisfy the conditions given above. The seemingly simplest way to create those new cells would be to restrict the method to one
additional face per cell. The most complex way on the other hand would allow newly
created faces to have corners in the interior of the rectilinear cell, as e.g. done by Ahmadi [Ahm12]. An intermediate approach is offered by the triangulation possibilities
of the Marching Cubes/Squares algorithm [LC87]. Thus, a slightly modified version of
this algorithm can be applied to compute the cut-faces. This approach results in the
following additional properties of our cut-cell grid:
(4) In two dimensions, each cell is a polygon with corners located on the edges of the
rectilinear cell. No more than one corner in addition to one of the two original
endpoints is allowed per edge.
(5) In three dimensions, any cell is simply connected and its boundary must be a union
of polygons with the same properties as the polygon in the two dimensional case.
The limit on the number of distinct corners per edge is applied on the set of corners
of all these polygons.
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(6) No skew faces or holes can occur for any configuration.
We consider these properties well suited for our method. In the following paragraphs,
we compare the approach satisfying properties (1)-(6) to the other approaches. All
approaches satisfy the conditions (1) to (3).
The most complex approach by Ahmadi does not satisfy properties (4) and (5). As a
result, the complexity of cells and the number of cases requiring special considerations
is much higher. One can see in [Ahm12] that the 2D case already yields a large number
of cases, since endpoints of cut-faces are allowed to be in the interior of a Cartesian
cell. While this improves the preciseness of the representation of the domain boundary,
we do not think that this improvement is efficient. Any error introduced in the cutting
procedure can also be reduced by decreasing Cartesian grid step-sizes.
The simplest approach of only using one additional face per cell satisfies (4) and (5)
but not (6). Comparing to this, enforcing all three properties has the disadvantage of
constructing a large number of triangles. The more triangles the algorithm yields, the
more faces the cell will have. Due to the calculation of fluxes per face, this implies
a higher computational effort. Yet, using only a single additional polygon face per
cell to approximate the boundaries can easily lead to holes. For example, as shown in
Figure 3.4, if the boundary normal in the cell center is used to construct the discrete
boundary face. For simple geometries in two dimensions one could prevent these holes by
averaging the intersection points of neighboring cell to a common boundary intersection.
In three dimensions however, there are yet even simple cases where one polygon does
not suffice. In the center cell of Figure 3.5, either the polygon is skew, having different
normals at different points, or holes appear independent of the choice of the polygon
normal. Simplification of the volume calculations is shown in section 3.4 as another
reason for the preference of a triangulation. Furthermore, the number of triangles in the
suggested approach can be reduced by constructing polygons from neighboring triangles
with identical or very similar normals for usage in the flux computations.

Figure 3.4: When using one boundary point and the normal/tangential per cell, the
created boundary segments may not intersect at the right position

3.2.2.1

The Marching Cubes algorithm

The Marching Cubes (MC) algorithm was developed by Lorensen and Cline [LC87] in
1987 as a method to create a triangulation of an isosurface given a three dimensional
scalar field. In this section we describe this original algorithm before showing necessary
extensions in the following sections. The values of the scalar field are required on a
discrete rectilinear mesh. A very similar method exists in two dimensions where it is
called Marching Squares. The algorithm is fast as it is based on a look-up table. It can
be adapted to create the cut-cell surfaces from a given geometry.
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Figure 3.5: Using only one additional non-grid face in a three dimensional example
may result in an incorrect rectangle that is actually consisting of two triangles with
different normals.

In the MC algorithm the triangulation is created cell wise. Each cell is a cube or cuboid
which has eight of the Cartesian points on which the scalar field is given as corners.
Which triangles are used will depend on the configuration of corner points or more
precisely on which points the value of the function is larger or equal than the iso-value
and on which points it is lower.
In our application the triangulation should be an approximation of the boundary of a
domain. Instead of comparing a corner value to an iso-value we differ between interior
corners, i.e. points that lie inside the domain, and exterior corners.
The total number of triangulation configurations in one cube is 28 = 256. By assuming
that the triangulation of any cube should be invariant to rotation, the number of cases
is reduced considerably. One may further assume that the triangulation is identical if
all corners are inverted, i.e. a corner in one cube is interior if and only if it is exterior in
the second cube. Those two assumptions result in the 15 cases as shown in Figure 3.6.
Unfortunately, as already shown by Nilson [NH91] and others this does not always result
in a correct isosurface. An example of this is shown in Figure 3.7.
To circumvent this, one has to add further cases. Yet, as Nilson has shown there are
many ambiguous cases. One needs to find criteria ensuring that no holes occur. Still
ambiguity will remain. Further criteria are required and have been developed. In our
case on the other hand, we will show that a further criterion that is required due to our
usage of the result in a FV solver will remove all ambiguity and we will prove that no
holes can occur.
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Figure 3.6: The 15 original MC [LC87] cases. Grey icosahedrons are the added corners
on the boundary. Here, these points are always exactly in the center of a line. Shifting
this does not influence the triangulation. Red spheres and blue squares are corners of
the rectilinear grid.

Figure 3.7: Example of two case 3 (Figure 3.6) cells where one has inverted interior/exterior corners. One can see that this leads to a hole in the boundary faces and a
non-connected cell.
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3.2.2.2

Marching Cubes with simply connected cells

Ideally, the cells resulting from the MC cutting should be convex. Unfortunately, this
can not be achieved in all cases. Thus, in cases where it is not possible we instead use
the condition of being simply connected. As any convex set is also simply connected the
latter condition holds for all cases. One can see that if we only allow the red spheres in
Figure 3.6 to be interior, while the blue squared are exterior, all cases are already simply
connected. Yet this obviously does not hold in some cases if one does not restrict the
colors as we see in Figure 3.7. Instead we need some of the additional cases as shown in
Figure 3.8.
The triangulation in cases 0,1,2,5,8 and 9 is identical to Figure 3.6. Yet, except 8 and
9 these cells can not be produced from the according cases in Figure 3.6 by rotation
and thus have to be seen as different cases considering the corner coloring. Cases 8-14
are simple rotations and thus, the alternative version shown here is not necessary at all.
Cases 3,4,6 and 7 are completely different.
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Figure 3.8: Recreating the triangulation for inverted interior/exterior cells while meeting the restrictions given in section 3.2.2.2 results in 15 alternative triangulations for
Marching Cube cells.

Since we now only need to use arbitrary rotations of those 23 different cases, one can
show that no more holes can appear:
As already for the 15 original cases, inside any single cell every blue corner is separated
from every red corner by boundary faces. Thus, should there be any path which includes
an exterior and an interior point and does never intersect any boundary face this incorrect
change from exterior to interior could only happen on a Cartesian interface between two
different cells.
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With the new restrictions two cells can only be neighboring if all four shared corners
are identical in color. Thus, it now suffices to show that if two cells fit to each other on
a Cartesian face, this face has to be identical in both cells with respect to parts being
interior and exterior. There are a total of 6 possible configurations, see Figure 3.9: All
interior, one boundary, two interior adjacent, two interior diagonal, one interior and all
boundary.

Figure 3.9: Possible configuration of a Cartesian face of a cube. Red circles are
interior corners, blue squares exterior corners.

If one checks the six faces of each of the 23 cases, one will see that each face can be
uniquely assigned to one of the six cases and will have exactly the same interior/exterior
regimes as seen in Figure 3.9. This concludes the proof that there can be no more holes.
We remark that the alternative case four in Figure 3.8 is not necessary with respect to
preventing holes. It is just used to ensure connectivity which again prevents ambiguity.

Figure 3.10: Illustration showing the solution to the problem shown in Figure 3.7.
We now apply Figure 3.6 case 3 in the right cell and Figure 3.8 case 3 in the left one.

3.2.2.3

Locating boundary points on cube edges based on a rectilinear grid
generator

So far we have always assumed the corners of the Marching Cube triangles to be in the
center of the according edge. Yet, to be able to create smooth and non-smooth surfaces
with each of the cases in Figure 3.6 and 3.8, allowing those triangle corner points to
be shifted is necessary. This shifting does not change the triangulation which implies
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that it does not influence whether the surface is impervious. As the surface created
by the presented MC algorithm was shown to be impervious for the unshifted case in
section 3.2.2.2 this also extends to the general case.
For the standard MC the position can be approximated from the magnitude of the
positive and negative scalar field values on the adjoining two corners. It would probably
be possible to create such a scalar field out of some given geometry information. Yet,
we show that with our assumptions, we can compute the position of these points fast
and more precisely. To do this, we use information gathered by a slightly modified
rectilinear grid generator. The original grid generator was developed by the research
group at ITWM.
In a rectilinear grid generator, one has to determine whether the center point of each
cuboid in the rectilinear mesh is inside the domain. Considering the center points of the
cuboids is not required for us, as cut-cells do not require their center points to be inside
the domain. Yet, we can apply the same algorithm on the corner points of each cuboid,
to receive the interior/exterior information required in section 3.2.2.1 and 3.2.2.2. Since
the total number of different corners is almost identical to the number of center points
in a rectilinear mesh, this is no additional computational effort.
Another information that is already computed by the rectilinear grid generator we used
is the one dimensional distances of interior points to the boundary. Interior points are
found by construction successions of interior points, see the red lines in a two dimensional
examples in Figure 3.11. The two outer points of these successions then store the distance
to the boundary with respect to the according line. Fortunately, these lines will be the
edges of the cubes in the Marching Cube and, thus, this distance is enough to compute
the exact position of the boundary points. The only exception to this is the case where
a succession only consists of one point. In that case only the distance to the closer of
the two required boundary points is exact. Yet, as this happens rarely and the error
disappears with a finer underlying mesh, this does not pose a problem.

Figure 3.11: Two dimensional example for a rectilinear grid generator. Successions of
interior points are constructed in every direction (red lines). To construct a rectilinear
grid, these are used as center points of rectilinear cells. In our case we use them as
interior corner points for the MC algorithm.
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Defining P as the set of interior corner points we can now define the function f : P 7→ R3+
which assigns to each point its distance to the boundary in the x1 , x2 and x3 direction
or one if there are two adjacent interior points in the according direction. An example
is shown in Figure 3.12. Using this function we can now set the required edge point T
between an interior point P and an exterior point E as xT = xP ± ei fi (P ), where i is the
rectilinear direction with which the edge is aligned and ei is the according unit vector.

I1
Exterior

x3
x2

E2
T2

x1
E1

T1




kxT1 − xP k
f (P ) =  kxT2 − xP k 
Interior
1
Triangle corners

P

Figure 3.12: Three dimensional example of the calculation of the triangle corners on
the cube edges using the three dimensional distance function f .

3.2.3

Boundary layer grids

The cut-cell grids as described above suffice to retain first order convergence near the
boundary in most case. Yet, a special consideration of the flow near a boundary wall,
the so called boundary layer, can clearly improve the results in some cases. In general, a
flow that is parallel to the grid used in FVM has a much lower numerical diffusion than
a diagonal one, see Figure 3.13.

Figure 3.13: Numerical momentum diffusion for flow parallel and non-parallel to the
grid. We start with an initial momentum (dark red, (lower) left) which is transported
through the domain, considering only advection. In the parallel example there is no
diffusion in direction orthogonal to the flow, while in the diagonal example the numerical
diffusion away from the diagonal is very strong.

Usually the local flow directions are not known in advance and trying to create the
complete grid such that it is as parallel as possible to a changing flow is not possible
in general. Yet, for many boundary conditions, we have a reasonable guess on how the
nearby flow will behave: For a zero Dirichlet boundary condition mostly tangential flow
is possible, while a strong in- or out-flow velocity probably leads to flow orthogonal to
the boundary. This, together with the fact that fluid behavior near the boundary is
often influential for the complete flow region, can make it advantageous to create special
boundary layers.
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The general idea of this approach is to create a separate boundary layer mesh, which
is then connected to the interior mesh via the cut-cell method. We assume a convex
domain. If we scale the domain by a factor slightly smaller than one and subtract this
from the original domain, the remaining part will be the boundary layer regions. These
regions are now limited in the direction normal to the boundary only by surfaces that
are parallel to the boundary, namely the boundary itself and the boundary of the scaled
part. Thus, this region can now be relatively easily meshed creating only cells that have
two faces approximately parallel to the boundary, while all others are approximately
orthogonal.
A possible way to implement the creation of the two fitting domain parts, is to first mesh
the scaled part of the domain using our cut-cell grid-generation approach as described
in section 3.2.2. Afterwards, the boundary faces of this cut-cell grid are used to generate
the cells of the boundary layer. An example for such a grid can be seen in the center in
Figure 3.3.
While this approach still creates some very small cells that have to be merged, see
section 3.3, the created boundary layer cells show some very nice properties: In addition
to being parallel to the flow direction, for sufficiently fine spatial step sizes depending
on the complexity of the domain, they are approximately rectilinear. Thus, a complex
interpolation (see chapter 4) may not be necessary in this layer of cells. Furthermore, the
thickness of these cells in direction normal to the boundary can be arbitrarily adjusted.
Thus, without any complicated grid refinement procedures it is possible to refine or
coarsen the grid at this influential part of the domain.

3.2.4

Voronoi grids

The dual graph of the Voronoi tessellation, the Delaunay tessellation is very widely used
in the creation of triangular or tetrahedral meshes. An overview is for instance given in
[CDS13]. As we are interested in a mesh that is as close to a rectilinear one as possible,
we are rather interested in Voronoi tessellations, which are also sometimes used in grid
generation (e.g. [EM10]). Here we present a possibility to create a mesh using the
Voronoi tessellation of certain points that depend on the domain on which we want to
approximate the solution of our PDE. We further show how to include boundary layers
into this mesh with much less effort than was required for the cut-cell grid as shown in
the section 3.2.3.
A Voronoi tessellation is a partitioning V of a vector space Ω with regard to given points
P (Voronoi points) and a metric d(., .). For each point p ∈ P an element of the partition
vp ∈ V is given as:
vp := {x ∈ Ω s.t. d(x, p) ≤ d(x, q) ∀q ∈ P}

(3.1)

The union of all elements of V, from here on denoted as Voronoi cells, is the whole
space Ω. All Voronoi cells are pairwise disjoint except for surfaces. Furthermore, all
finite Voronoi cells are polyhedrons. Two adjacent Voronoi cells always have exactly one
complete face in common. This face is orthogonal to the line connecting the two Voronoi
points. Also, the distance of both points to this face is equal by definition. In addition,
if we can ensure that no pair of Voronoi points is too close, there is a minimum volume
for each Voronoi cell. This is further discussed in the first restriction in section 3.2.4.2.
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The properties described in the last paragraph are all very useful for a mesh used in
a numerical solution of a differential equation. One can further easily check that any
Cartesian grid is also a Voronoi tessellation with the center points as Voronoi points and
the Euclidean norm as metric. A rectilinear grid is a Voronoi tessellation if all cells have
equal size. Since our overall aim is to create a grid that approximates the boundary
well, but is rectilinear in the interior these properties are advantageous: In section 3.2.3
we had two different grids, the boundary layer cells and the rectilinear grid that had to
be connected using the cutting methods from section 3.2.2. Instead, if we manage to
produce a good approximation of the boundary using a Voronoi tessellation, we can now
directly use this tessellation as a grid for our computations by adding Voronoi points
according to the rectilinear grid in the interior.
As a Voronoi tessellation is only defined on a whole vector space, whereas we always
require a finite domain, we have to construct the boundary of our finite domain as a
set of faces between Voronoi cells we consider as interior and the ones that are beyond
the boundary. The interior Voronoi cells will then be the cells of our grid, whereas the
boundary Voronoi cells will no longer be required. As such, it is irrelevant if those cells
are not finite in volume.

3.2.4.1

General grid creation with Voronoi tessellation

Given some finite domain D ∈ Ω a simple way to approximate the boundary of D as
described above with a Voronoi tessellation is the following: We choose random points
P on the surface of D and add an interior Voronoi point in inner normal direction
and an exterior Voronoi point in outer normal direction, both with the same distance,
see Figure 3.14 (left). The more such points we add, the better the approximation
becomes. If the domain boundary is smooth and the distance between the outer and
inner Voronoi points is small enough compared to the complexity of the body, this
results in an approximately smooth boundary in the Voronoi tessellation, where exactly
one boundary face is included per pair of Voronoi points added: For every point p ∈ P
the face between the inner point pI and the exterior point pE is included, which by
definition has the same normal as the domain boundary in the point p.
Yet, if the normals of the domain are not exactly known, for example since a triangulation
approximation of the body instead of an analytical one is used, small additional interfaces
occur, see Figure 3.14 (right). While these additional faces are small, the normals
strongly differ from the correct one. Thus, we no longer have the approximately smooth
surface of the underlying body, which we tried to retain. An example where this would
be very problematic is a slip wall: Flow parallel to the wall should not be decelerated at
all. Yet, since the normal of these small parts in completely wrong they appear partly
orthogonal and apply a strong decelerating force, see Figure 3.15.

3.2.4.2

Optimized placement of Voronoi points

While the random distribution of the points P on the surface of the domain is possible,
it is not the ideal way to acquire the required boundary points.
The first restriction we want to ensure, is that no two Voronoi points are ever too close
to each other. We can achieve a minimal cell volume of 16 πa3 in three and 14 πa2 in
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pE
p∈P
pI

Figure 3.14: Left: An example of s boundary construction of a part of a circle.
One face per point p ∈ P . Right: Boundary construction for straight line using exaggeratedly wrong normals. While the size of the third boundary face in the center is
much smaller if the error in the normals is smaller, it converges towards being diagonal
compared to the boundary it is supposed to approximate.

Figure 3.15: Flow parallel to a boundary compared to flow towards a diagonal wall.
If the wall is a slip wall, there is no decelerating effect at all in the left example. There
is always a strong deceleration in the right one.

two dimensions if we forbid two points from having a distance of less than a. Thus, a
merging process is not required if this condition is observed.
Secondly, it clearly improves the quality if we distribute the points as equally as possible.
Furthermore, by carefully choosing point for a given general shape, for instance any
cylinder or cone, one can reproduce corners of the desired domain correctly in our
approximation: If we choose points p and q s.t. pI = qI or pE = qE only one interior or
boundary cell is constructed which then results in the desired corners of arbitrary angle,
see Figure 3.16.

3.2.4.3

Boundary Layers

In the previous section we introduced boundary layers and showed that they can be
advantageous. The inclusion of such layers of cells near the boundary is straightforward
for this type of grid. Instead of adding one interior and one exterior point for each point
p ∈ P on the boundary of our desired domain, we add multiple interior points. Each
of them will be in inner normal direction, simply having an increased distance to the
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p
q

Figure 3.16: Choosing points p and q in a way such that a corner is correctly reproduced by the Voronoi grid. Either side of the boundary could be interior.

boundary:
pE = p +

h
n
2

h
piI = p − (2i + 1) n
2

(3.2)
i = 0, ..., b

(3.3)

Using these additional points we have b boundary layers in the resulting mesh, see
Figure 3.3 (right). In this example b is equal to one. This approach for creating boundary
layers is valid as far as the normals of two different points do not intersect or come too
close to each others. For the circle in Figure 3.3 this only happens near the center.
For more complex domains we may need to use a smaller h, i.e. thinner boundary
layers, to be able to create a boundary layer. Non-smooth geometries as in Figure 3.16
can also include boundary layers, but again special care has to be taken as to which
Voronoi points are kept, since some normals intentionally already intersect at the very
first interior point and others may intersect early as well.

Figure 3.17: Example of a three dimensional Voronoi grid of a hollow cylinder. On
the right the structure of the mesh in the interior is visible. In both plots the volume
of the cells is colored.
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Summary on Voronoi grids

To summarize, this approach retains all of the advantages that were introduced in section 3.2.3 and adds some, while changing the requirements: Again an approximately
rectilinear and customizable boundary layer is added. Yet, instead of just being able
to change the thickness of all boundary layer cells in direction normal to the boundary,
in this approach the size of boundary layer cells in all directions can be adapted. This
grid generation method in contrast to both prior ones does not create very small cells.
Thus, a merging process is not necessary. Furthermore, due to the orthogonality of
faces the importance of an interpolation procedure is strongly reduced and may even
be unnecessary depending on the complexity of the domain. Convexity is not necessary. Instead, we now need an analytical description of the domain. For each general
shape one needs to find an allocation of Voronoi points that reflects the boundary of
the body. Using restricted random allocation gives worse results. Domains that are
defined using Boolean additions or subtraction of analytically described shapes can also
be approximately meshed by combining the allocations of Voronoi points of each shape.

3.3

Merging

At first glance it might be useful to keep each cut-cell as a separate cell in order to
achieve a good resolution in the numerical method at a complicated boundary. Yet,
such small cells would result in stability issues, see section 3.3.1.
There are different ways to overcome this stability issue: Klein et al [KBN09] use a
flux balancer to stabilize these areas. Tucker et al. [TP00] sacrifice exact conservation
by simply interpolating the values on small cut-cells instead of using the governing
equations. May and Berger [MB14] apply a mixed explicit-implicit scheme, where only
the small cells and their neighborhood are treated implicitly.
Yet, due to the nature of our set of equations we consider none of these applicable for
our objective. For instance, as far as we know the only way to implicitly solve the
granular model is the nonlinear fractional step method, see Schmidt [Sch09]. Due to the
required usage of the Newton Method in the approach by Schmidt, we see no possibility
to combine the implicit solver with an explicit solver in a similar way as done by May
and Berger. The Newton Method has also problems with convergence when applied to
the granular model: Sufficiently good initial estimates are very hard to find due to the
singularities in the model.
Therefore, we consider a merging algorithm for combining small cells the reasonable
choice. This approach has already been used, see e.g. [YMUS99, YCI00, Chu06, PVS08].

3.3.1

Stability criteria

There are at least two reasons why small cell sizes require smaller time steps, both
implying that for arbitrary small cells an explicit method would always be unstable as
an arbitrary small time step would be needed.
The first and well known condition is the Courant-Friedrichs-Lewy (CFL) condition,
first suggested by Courant, Friedrichs and Lewy in 1928 [CFL28, CFL67]. It states the
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necessary condition for convergence of convection problems
∆t

α
X
ui
i=1

hi

≤ Cmax ,

(3.4)

where ∆t is the time step, ui the maximum velocity and hi the spatial time step in
direction i. For an explicit scheme it usually holds Cmax <= 1 and for solving the
granular system we gather from experience that Cmax << 1 is necessary. As the flow
velocity is not predictable before simulation in general, the only measure we can take,
except reducing the time step, is ensuring that no thin cells remain.
Also connected to the CFL-condition is the fact that even a merged cell which is not
too thin with respect to the stability criterion Equation 3.4, but very long compared to
other cells is worse than a cell with similar magnitudes. This is illustrated in Figure 3.18,
where a large cell is created from three cells in a row. Information that enters the left
part of the merged cell leaves the right part just one time step later. Thus, speed with
which information spreads is effectively increased by a factor of three. This leads to a
strongly increased numerical diffusion.

C
Interior
W

E

Figure 3.18: Increase in speed of information

The second stability requirement, which has been much less reviewed is that the relative
pressure gradient ∇P
V has to remain bounded. Numerical experiments have shown that
such a criterion is beneficial for stability of the granular system. As large pressure
differences are easily possible due to the non-linear nature of this term (see section 2.2.4),
this restriction can easily be much more restrictive than the CFL-condition.
Thus, our general aim is to obtain a lower limit on the volume of every cell, while at the
same time ensuring a low aspect ratio of cell lengths.
The lower bound on volume can be seen as a design parameter: We show in section 5.1.4
that by decreasing the smallest allowed cell size, the error decreases. Yet, in an explicit
scheme, decreasing the bound by a factor α implies decreasing the time step by the same
factor and this may increase the total computation time by a factor of up to α. Still,
since a refinement of the spatial grid also results in high additional effort, this linear
increase in computation time may prove worthwhile.
In an implicit scheme, we would not be bound by the CFL and pressure gradient conditions. Yet, using infinitesimal small cells would worsen the matrix conditions.
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Merging procedure

Having discussed the necessity of a merging process, we now provide details on how the
merging of two cells can be included in our method. We discuss how we treat the faces of
the two original cells, the changes to our set of discrete equations and, see section 3.3.2.1,
how to determine which pairs of cells we want to merge.
There are two ways of treating the structure of the faces of a merged cell, see Figure 3.19.
Ye et al.[YMUS99] actually construct a new cell in the merging process, combining two
faces to a new longer one whenever possible. Since we separate the merging from the
cutting process, we choose the more precise description of Chung [Chu06] following the
master/slave linking principle by Kirkpatrick [KAK03]. This results in a higher number
of faces but does not require modification of faces in the merging process. It implies
that faces which are not intersected by the boundary are not changed and that no face
is adjacent to more than two cells. Furthermore, this would simplify the inclusion of
moving boundaries, since the merging of two cells can be easily undone if a changing
domain requires this.

C
Interior
W

center points of edges by Chung [Chu06]
center points of edges by Ye et al.[YMUS99]

Figure 3.19: Two possibilities for the faces of a merged cell

Topologically speaking, the merging of two neighboring cells can be seen as the unification of their volumes, where the new center point will be the centroid of the merged
cell. The larger one of the two merged cells is called the “master” cell, the smaller one
is called “slave” cell. As all variables are stored on the center points of cells, this leads
to a decrease in the degrees of freedom. If variable data was given on both cells, e.g.
initial data or because this procedure became necessary due to a changing boundary, it is
necessary to interpolate the new variable values while regarding conservation properties.
This means that ξM VM + ξS VS = ξmerged (VM + VS ).
Disregarding interpolation (see chapter 4), we suggest the following: All occurrences in
any discrete equation of the cell center state variable values for both the master and the
slave cell are replaced by the new value in the centroid of the merged cells. Afterwards
each pair of discrete equations, i.e. one equation per master and slave cell for each of the
original continuous equations, is added side-wise to create a new equation representing
the merged cell. Thus, the contributions of each face are added up, except for the
interface between master and slave cell which cancels out due to different normals. At
the same time adding up any volume term, including the time derivative, leads to the
same volume term with an added up volume weight.
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An example of this would be that the two equations (3.5) and (3.6) are merged into the
combined equation (3.7). FC is the set of faces of a cell C.
X
∂cM
−
Bf Af
∂t

=0

(3.5)

X
∂cS
VS
−
Bf Af
∂t

=0

(3.6)

=0

(3.7)

VM

f ∈FM

f ∈FS

(VM + VS )

∂cmerged
−
∂t

X

B f Af

f ∈(FM ∪FS )\(FM ∩FS )

The merging process can be iterative: A merged cell can be merged again with another
slave cell. If iterated too often this may lead to overly large cells that increase the
discretization error. Yet, with our merging criterion (see section 3.3.2.1) the iterative
merging occurs rarely. For a rectilinear grid this is further discussed in the three approaches in the following section. In many cases a refinement of the underlying mesh
reduces such iterative merging.

3.3.2.1

Criterion for finding a master-cell on Cartesian grids

In this section we first describe three general requirements which our choice of merging
direction should satisfy. We then present a criterion for finding the direction for the
Cartesian grid. Afterwards we show three approaches on how to generalize this to a
rectilinear grid. In the last paragraph we present our choice out of these approaches.
After the merging, all cells should satisfy the following three requirements:
1. Be simply connected, if possible convex, see section 3.2.2.2.
2. Satisfy a lower bound on the volume, see section 3.3.1.
3. Have a low aspect ratio of cell length, see section 3.3.1.
The first requirement, which was also imposed in the creation of the cut-cell, implies
that only cells which are directly adjacent can be selected as master-cell. This leaves
only six(four) possible neighbors due to the rectilinear structure of the underlying grid.
As usually some of these are completely outside the domain, the number of choices is
on average much smaller than the total number of possible neighbors.
For satisfying the second requirement, cells whose volume is already above the lower
bound by themselves are preferred as master-cells. If by merging small cells we require
more than two cells to reach the lower volume bound, the resulting merged cell is less
likely to be convex.
The third requirement aims at preventing thin cells. As we can only use neighboring
cells we search a neighbor in the direction of the smallest slave-cell size. This would
increase the size in this direction.
Assuming an underlying Cartesian grid, i.e. cubic cells, we now present a method to find
the master-cell such that the merged cell satisfies all requirements above. We compute
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the area weighted average inner normal of all boundary faces of the slave cell S. We call
this the cell specific normal nS . The signs of the components of nS indicate whether the
positive or negative direction along the according coordinate axis is more likely to point
towards a sufficiently large interior cell. The magnitude of the components of nS is then
used to choose a coordinate direction. This choice of a neighboring cell using the signs
and magnitude of nS we call Cartesian grid normal criterion.
For simple cases, for example case (1) in Figure 3.6, it can be seen that the magnitude
of the normal direction is highest in the direction in which the cell is smallest. One
also sees that in this example only if we choose a master-cell in positive direction of
the inner normal, the merged cell can be simply connected. Even for complicated and
rare cases (e.g. (11)-(14)), this criterion is still an excellent indicator in which direction
the cell is “thinnest”. While “thin with respect to a Cartesian direction” is difficult to
define for an arbitrary polyhedron, one can see at the MC cases section 3.2.2 that this
is a reasonable approach. This approach of finding a master cell is analog to Hartmann
[HMS11], with the difference that they allow for only one potentially skew face per cell,
which has an averaged normal.

3.3.2.2

Extensions to rectilinear grids

If we allow an arbitrary underlying rectilinear grid we have to consider cuboids or rectangles. There are three different approaches for the normal criterion in this case.

Approach 1: Merge strictly towards uniformly sized cells. In this approach,
we divide the averaged normal nS of the Cartesian normal criterion component-wise by
the spatial step-sizes of the rectilinear mesh. This means that the smallest direction in
the underlying cell is used more often for merging than the Cartesian normal criterion
allows. The second lower cell in Figure 3.20 is an example for a cut-cell which is smallest
in horizontal direction, whereas the Cartesian normal criterion suggests a merging in the
vertical direction. Yet, if we use this approach to enforce a horizontal merging, this also
includes the neighboring cells to the right, thus, creating the undesired huge merged cell
as depicted in Figure 3.20. Furthermore, for the smallest cells in Figure 3.20 (the lower
right ones), the Cartesian normal criterion is again correct with respect to the thinnest
direction of the cell. Due to these issues we decide against using this approach.
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Interior

Exterior

Figure 3.20: Comparing merging with respect to Cartesian normal criterion (pattern
with decreasing lines and green edging) and modified normal criterion as in approach
one (pattern with increasing lines and red edging). The sloped line is the IB.

Approach 2: Merge towards keeping original grid topology. In this approach,
we multiply the averaged normal nS of the Cartesian normal criterion component-wise
with the spatial step-sizes of the rectilinear mesh. This can be justified by the argument
that we could apply a scaling transformation to convert any cuboid cell into a cube on
which we then apply the Cartesian normal criterion. This minimizes the risk of merging
multiple cells into overly large cells as in Figure 3.20. Instead of trying to increase the
minimal thickness of all directions, we try to decrease the deviation in thickness from
the underlying cuboid cell. This approach is effective if we know that the underlying
grid has been designed in accordance to an expected flow. If a dominant flow direction
is known, it is reasonable with respect to stability to increase the length of the cuboid
in this direction, compare CFL-condition Equation 3.4. Yet, if such prior knowledge of
the flow is not given the generally thinner allowed merged cells by this approach require
smaller time steps.
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Interior
Exterior

Figure 3.21: Comparing merging with respect to inner normal (pattern with decreasing lines and red edging) and modified inner normal as in approach two (pattern with
increasing lines and green edging). The sloped line is the IB.

Approach 3: Cartesian normal criterion There are arguments for weighting the
normal components by multiplying as well as by dividing the spatial step sizes of the
rectilinear meshes. As both of them have some flaws we think that the intermediate
one of not weighting the normal components at all is a valid approach even for some
underlying non-Cartesian meshes.
To summarize, our method for determining a merging direction j using the average inner
normal n and the underlying cuboid side lengths hi is:

Approach 2:


 argmaxi=1,...,α |ni hi |
If the underlying grid fits expected flow
j=
(3.8)
Approach 3:


 argmaxi=1,...,α |ni |
Without prior knowledge of flow field

3.4

Volume and area calculations

For FVM we need to be able to compute the volume of each cell and the area of the
faces. While faces are lines in 2D, where we can trivially compute the length, the cells
and the faces in 3D may be arbitrary polygons. Boundary cells in 3D range from cubes
cut by a single plane to polyhedrons, where the complexity is only limited by the MC
cases.
We apply a common approach to compute volumes and areas in non-uniform grids (see
e.g. Ferziger and Peric [FP96]). We use the identity 1 = ∇ · (xi ei ), where ei is the i-th
unit vector. For area calculation in 3D, i can be any coordinate direction that is not
orthogonal to the surface. Otherwise ∇ · (xi ei ) is invalid, since derivatives are always
defined on open sets and the interior of the face regarding this direction is an empty set.
We apply these considerations as well as the Gauss-theorem and a so far arbitrary
way to approximate the resulting lower dimensional integral. We later show that this
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approximation is actually an equality if xfi is chosen correctly.
Z
Z
VC = 1 dV = ∇ · (xi ei ) dV
C

C

Z
=−
∂C

(xi ei ) · ndS =

X

(3.9)

Z
e i · nf

f ∈∂Cd

xi dS ≈ −

X

xfi nfi Af ,

f ∈∂Cd

f

Here, C is the cut-cell or cut-face. Furthermore, ∂Cd is a discrete partition of ∂C, xfi is
the i-th component of a point on the face/edge, nfi the first component of the face/edge
normal and Af the total area/length. As stated by the mean value theorem, the right
choice of the approximation point xf yields equality in the last step:
On grid faces and edges the integrant (xi ei ) · n is always constant, since here the normal
has only one non-zero coefficient. Thus, we can choose xf as the coordinates of center
points, even if those are not in the interior.
For non-grid faces, the equality is ensured by choosing this point as
!
R
xi dS
xfi =

f

Af

.

(3.10)

Yet, this is the definition of the centroid or geometric center of a set. For triangles and
finite lines this point can be simply computed, by dividing the sum over the coordinates
of all endpoints by the number of endpoints. Thus, if any non-grid face is a triangle
the correct volume can be easily computed in 3D as well. As the MC algorithm creates
only triangles and all non-grid faces are created by this algorithm, this condition always
holds for us.
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Chapter 4

Interpolation approaches in the
ICCM
In this chapter we show that to use the cut-cell grids presented in the previous chapter
at their full potential, we require a non-trivial interpolation method. We present and
compare various interpolation schemes. Last, we show the detailed application of any
interpolation method in the discrete form of the granular flow model. We call this
combination of cut-cell grid discretization and interpolation method “interpolated cutcell method”(ICCM).
On a standard rectilinear grid, trivial first order FV interpolation approximates values on
faces by the average of the two adjacent cells. Normal gradients on any face are difference
quotients using those two values. For complex cut-cell grids, this interpolation does not
result in a first order convergent method.
The reason for this is the occurrence of non-orthogonal cell interfaces on cut-cell grids.
This means that the face between two neighboring cells is not orthogonal to the line
connecting their cells centers. Neither does that line cross the center of the face, it may
not even cross the face at all. The distance of the face center to the centers may also
differ significantly. In summary, using the trivial interpolation leads to similar errors as
one observes with a non-fitting rectilinear grid.
We show that this makes more advanced interpolation schemes necessary. Because the
creation and usage of the cut-cell grid is computationally cheap, this extra effort spent
on interpolation is still small compared to other geometry fitting meshing methods.
We demonstrate that possible interpolation methods have to consider the smoothness
of the analytical solution. In the granular flow model (see chapter 2) the smoothness of
the solution depends strongly on the specific problem. We observe smooth solutions for
high viscosities, which occur due to a high temperature or a high yield pressure. Yet, in
convection dominated regimes one usually observes a very steep gradient near a no-slip
boundary. With respect to the limited resolution of a numerical method we treat this
steep gradient as a discontinuity.
In section 4.1 we investigate the specific necessity of an interpolation under the assumption of smoothness near the boundary. We have observed that sufficient approximation
of the velocity is the most important part: It is required in most terms and often has
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steeper gradients near the boundary than the other unknowns. Therefore, while applying
interpolation for all unknowns, velocity will be our focus in this section.
While those issues presented in the smooth case already justify the necessity of an interpolation method, we also have to consider the non-smooth case. Here the interpolation
that includes boundary values as assumed in section 4.1 can not be applied anymore.
The influence of the boundary value in the interior is much lower in this case than any
interpolation using those values suggests.
In section 4.2 we present multiple interpolation methods that cover both the smooth and
the non-smooth cases. In the following section 4.3 we present a number of requirements
we pose on those interpolation methods. We discuss the necessity of these requirements
for our specify set of equations and check the fulfillment for the different suggested
methods.
In section 4.4 we discuss the discrete form of the terms in the granular model and how
this discretization has to be modified for the cut-cell method. At the end of this section
we give an overview over the complete discretization of the granular model using the
cut-cell method.

4.1

On the necessity of a non-trivial interpolation

Due to the cutting and merging process described in chapter 3, the cut-cell grid coincides
with the continuous domain much better than a Cartesian grid. Thus, one might hope
that even with the assumption of cell-wise constant variable values as in the Cartesian
first order FVM, usage of the cut-cell grid yields a significant improvement. In some
cases this is true. For a slip boundary the variable values may be almost constant at the
boundary. Yet, we show in this section that for no-slip, in-flow and out-flow boundary
conditions non-convergent errors at the boundary are still apparent, see section 4.1.2.2
and 5.1.3.3. We discuss the origins of these errors and show that we gain first order
convergence at the boundaries if we apply a linear interpolation approach.
Throughout this section we assume that the analytical solution is smooth. Moreover,
while the numerical solutions are discrete, we assume that they resemble this smoothness
in any resolution, see Figure 4.1. We use the Cartesian cell centers as interpolation
sources. As it is the simplest scheme in this setup, we use the multi-linear interpolation
scheme (see section 4.2.1). Furthermore, similar to Johansen and Colella [JC98] we
assume that the solution can be smoothly extended beyond the boundary. All of these
assumptions are used to allow analytical investigation. The resulting evidence still hold
if the variables are instead given on the centroids, see section 4.1.1.3, if the interpolation
is adjusted accordingly.

4.1.1

Examples for occurring errors without sufficient interpolation

Here, we give some examples where the trivial interpolation leads to noticeable errors.
In the following section we go into further detail in one example and show that this error
is not convergent. By trivial interpolation we mean the following:
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analytical

numerical

smooth

non-smooth

Figure 4.1: While both analytical solutions are twice differentiable we call the second one “non-smooth”, since the upper bound for the second derivative is very high.
Numerical experiments have shown that due to numerical diffusion in the interior, in
such a case the numerical solution may actually converge to the discontinuous function
shown in red.

In the numerical scheme it is assumed that each variable is piecewise constant: In
each cell including possible slave cells the variables are constant. A surface value is
approximated as the average of the two adjacent cell center values.

4.1.1.1

Convection discretization

This first example arises from the interpolation of the velocity at cut-faces in the convection term (section 2.3.1) discretization. Using any boundary condition which fixes any
variable near the boundary (e.g. the no-slip condition) the steep gradient yields errors,
as illustrated in Figure 4.2. There, the tangential speed is increasing with the distance
to the actual boundary. An example of such a flow is given in section 5.1.3.
Looking at faces w and e in Figure 4.2, we conclude that w should have a higher absolute
value of velocity tangential to the boundary. It is further away from the wall, and the
tangential speed at the no-slip boundary is zero.
u

+u

u

+u

Yet, if we approximate the velocities as uw = P1 2 P2 and ue = M1 2 M2 , the velocity
on e is much higher, since the distance of the master-cells M1 and M2 to the boundary
is larger than of P1 and P2 .
u

+u

If on the other hand we choose ue = S1 2 S2 , where uS1 = uS2 = uB = 0, this means
zero tangential speed on e, which brings us back to the Cartesian method without cutcell: Similar to the non cut-cell case in section 5.2.1, we would have cells in which, even
for constant velocity tangential to the boundary, mass is accumulated or reduced.
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M1

M2

e
P1

w P2

Interior

S1

S2

Figure 4.2: Example of failing velocity interpolation on a cut-face by two center
points. The boundary has a Dirichlet zero boundary condition with no-slip and we
assume non-zero tangential flow in the interior.

4.1.1.2

Diffusion discretization

In this section we show an example on Figure 4.3, demonstrating an issue in the diffusion
term (section 2.3.2). In section 4.1.2 show that under our assumptions a non-convergent
error occurs.
In the surface formulation of this term we require to compute the surface integral of the
normal derivative on the face f . In a first order Cartesian finite volume approach, the
integral is approximated by multiplying the value at the center of the face with the area
of the face. The derivative at the center point of the interior face f is then
ufe − ufw
∂u
(xf ) ≈
.
∂n
kxfe − xfw k

W

fw
SW

(4.1)

E

f

fe
SE

Figure 4.3: Diffusion at the face between a relatively large slave (SE) and a small
interior cell (SW)

We now have to consider how to compute the unknown velocity values at fw and fe .
The first order Cartesian finite volumes approach implies that all quantities are piecewise constant per cell. Thus,
uE − uSW
∂u
(xf ) ≈
.
∂n
kxfe − xfw k

(4.2)

Since uE >> uSW for a no-slip wall condition, this approximation yields an unrealistically steep gradient here which is inconsistent with the almost identical western face
of the cell SW . While this is already problematic, the main problem is, as we show in
section 4.1.2.2 that this error is of order O(1) or even divergent.
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Even if we knew the velocity at the centroids of the cut-cells we would require some
kind of interpolation: Unlike the Cartesian FVM, these center points are not equal to
the two points needed for the normal derivative.

4.1.1.3

Similar case for centroids instead of Cartesian centers

In the introduction of this section we claim that whether we choose centroids or Cartesian
centers as center points of the cell does not eliminate the need for interpolation. Here
we show that using centroid cell centers, similar issues as described in section 4.1.1.1
and 4.1.1.2 are visible.
Let us consider a straight channel with no-slip boundary condition on the channel walls.
In an analytical solution, the velocity increases with the distance to the channel boundary, but remains constant if we move parallel along the boundary.

u

M1
P1

w

P2

e

Interior

Figure 4.4: Example, where interpolating the velocity on a cut-face by two center
points fails at a non-slip boundary

Diffusion As explained above, velocity gradients that are almost parallel to the boundary should be very small. This should hold for the normal gradient of the edges w and
e in Figure 4.4.
u

−u

∂u
Without interpolation, the discretization of the gradient ∂n
(xw ) ≈ P2 h P1 is very small.
u −u
∂u
Yet, the discrete normal gradient at e, ∂n
(xe ) ≈ M h P2 is large: The centroid M has
a much higher velocity than P2 , since it is further away from the boundary.

Since these discrete normal gradients have to be used in the diffusion term, this discrepancy would lead to an overestimated diffusion flux on edge e. It would cause an
artificially high velocity in cell P2 and in the long term an increased density in cell M .

Convection Furthermore, analog to section 4.1.1.1 the velocity in faces w and e can
be expected to be similar in the analytical solution. Yet, if ue uses the values of uM1
and uP2 , while uw is determined by uP1 and uP2 , even without the errors shown in the
previous paragraph, the velocity value for face e is already too high.

4.1.2

Convergence analysis of the diffusion term

Assuming smoothness, we prove that the piece-wise constant approximation of the velocity does not result in a convergent scheme, while a piece-wise linear approximation
between center points as presented in section 4.2.1 yields a first order method. Due to
the assumed smoothness, we know that the equation is diffusion dominated. Thus, it
suffices to consider the diffusion part of the equation. Yet, as for all other terms we use
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the same interpolation method, it can be assumed that similar orders of convergence is
achieved there.

4.1.2.1

General discretization

We start with some general error analysis of a diffusion term. This is used in the following
subsections.
We consider the normal velocity derivative on a single face f:
Z
∂u
dS
∂n

(4.3)

f

The mid-point numerical integration
Z
∂u
∂u
dS ≈ Af
(xf )
∂n
∂n

(4.4)

f

is of second order.
Furthermore, if we use the symmetric difference to approximate the derivate
uw − ue
∂u
(xf ) =
+ O(h2 ),
∂n
h

(4.5)

using uw := u(xf + h2 nf ) and ue := u(xf − h2 nf ), we remain at second order. Yet, it is
well known that both one-sided approximation of the derivative
uf − ue
∂u
(xf ) =
+ O(h)
∂n
h
uw − uf
∂u
(xf ) =
+ O(h)
∂n
h

(4.6)
(4.7)

are only of first order.
At any boundary face in standard FVM this is the best available approximation as one
of the two points w or e lies outside of the domain. Since all of our cut-cells are close
to the boundary, we find it sufficient to achieve first order convergence on these, even
if they are not always boundary faces. Comparing this to Hartmann et. al. [HMS11],
they only achieve first order on these faces as well, although having a L1 second order
convergence in total. In our case on the other hand, the convection terms are discretized
using upwind methods so even in the interior, those terms already prevent second order
of our method.
However, we show that even achieving first order convergence is non-trivial if the values
uw and ue are unknown. Assuming both of them can be approximated by order l, i.e.
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ua = uw + O(hl ) and ub = ue + O(hl ), results in the following total errors:
∂u
ua − ub + O(hl )
ua − ub
(xf ) =
+ O(h2 ) =
+ O(h2 ) + O(hl−1 )
∂n
h
h
uf − ub + O(hl )
uf − ub
∂u
(xf ) =
+ O(h) =
+ O(h) + O(hl−1 )
∂n
h
h
ub − uf + O(hl )
ua − uf
∂u
(xf ) =
+ O(h) =
+ O(h) + O(hl−1 )
∂n
h
h

(4.8)
(4.9)
(4.10)
(4.11)

Thus, while the error is still of at best second order for interior and first order for
boundary face, it is now also in all cases limited to order l − 1.

4.1.2.2

Piecewise constant interpolation

In this subsection we show that using the piece-wise constant approximation, as seen
in Equation 4.1.1.2, results in l ≤ 1 for certain boundary conditions. As shown in
section 4.1.2.1 this is equivalent to no convergence or divergence.
This issue occurs if the norm of the normal derivative of the velocity is bounded below
by any positive number for any point having a distance lower than 2h to the boundary.
This condition is satisfied for a Hagen-Poiseuille flow. Although we have a compressible
fluid, simple pipe-flow cases with high granular viscosity show a very similar profile.
We start by using the multi-dimensional mean-value-theorem,
u(xw ) − u(xe ) = u(xSW ) + u0 (ξ1 )(xw − xSW )

− u(xE ) + u0 (ξ2 )(xe − xE )
⇔

Ef : = u(xw ) − u(xe ) − (u(xSW ) − u(xE ))
= u0 (ξ1 )(xw − xSW ) − u0 (ξ2 )(xe − xE ),

(4.12)
(4.13)

where u0 (ξj ) are the total derivatives of the velocity at some points ξj on a line between
w and SW , e and E. So far, it is still possible that both terms have the same sign and
cancel out. Yet, in the case we are considering, i.e. a slave and an interior cell, the
non-zero component of xw − xSW is positive and that of xe − xE it is negative, with the
same signs coming from the derivative. This is the reason why the error in a numerical
example Figure 5.8(d) is concentrated around one face, where exactly this case occurs.
∂u
Using the assumed lower bound on ∂n
(ξj ), we approximate the diffusion error Ef on the
face f :
∂u
∂u
(4.14)
Ef = | (ξ1 )|kxw − xSW k + | (ξ2 )|kxE − xe k = O(hl ),
∂n
∂n
where l ≤ 1. This relation is determined by the fact that the lower bound for the
derivatives may increase with smaller h, since the points E, SW, Pe and Pw are closer
to the boundary. For example in the Hagen-Poiseuille flow, the normal derivative does
increase in norm the closer a point is to the boundary. This implies that the error does
not only converge to a non-zero value, it may also diverge which can be observed in our
numerical results Figure 5.9.
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Piecewise linear interpolation

We now show that using the interpolation function û introduced in section 4.2.1 results
in a first order method if sufficient smoothness is assumed.
We approximate the normal derivative as
û(xf + h2 nf ) − û(xf − h2 nf )
∂u
(xf ) ≈
.
∂n
h

(4.15)

It can be shown that this approximation of the normal derivative for an interior cutface is identical to the one used by Johansen and Colella [JC98], who approximate the
derivative using a linear interpolation of the derivatives at the two nearest Cartesian
faces having the same normals.
Similar to the mean-value theorem from the latter section, we can use error estimates
from a linear polynomial interpolation
u(xw ) = u(xW )

kxSW − xw k
kxW − xw k
+ u(xSW )
kxW − xSW k
kxW − xSW k

| ∂u
2 |(ξ)
kxSW − xw kkxW − xw k
± ∂ n
2

(4.16)

and analog for xe . The second velocity derivative is constant in the Hagen-Poiseuille
flow. While we do see discontinuous behavior of u on the boundary in other cases using
the granular flow model, we can still assume that it is at least bounded from above in
norm by some positive constant in the interior of the domain. Furthermore, the two
distances are of order O(h). Thus, it holds
| ∂∂u
2 n |(ξ1 )
kxSW − xw kkxW − xw k
2
| ∂∂u
2 n |(ξ2 )
+
kxSE − xe kkxE − xe k = O(h2 ),
2

Ef =

(4.17)

and the ICCM is of first order regarding these terms.

4.2

Introducing interpolation methods

Having shown in the previous section that an interpolation is necessary for many cut-cell
configurations, we now introduce different possible interpolation schemes.

4.2.1

Multi-linear interpolation

We start with the simplest interpolation scheme: The multi-linear interpolation on rectilinear source points. This method was used in the analytical analysis of errors in the
smooth case (section 4.1). Because the cell centroids of the cut-cells are actually not
ordered in a rectilinear order, this method suffers an additional error in assuming the
contrary.
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By using the center points of the underlying Cartesian grid we can utilize bi-(tri-) linear
interpolations in 2D (3D), similarly to Chung [Chu06]. We use the values at the four
(eight) nearest known center points. In Figure 4.5 the following interpolation is used,
assuming we know the variable values ξE , ξE , ξSW and ξSE :
af ξW + afE ξSW + afSW ξE + afW ξSE
ξˆf = SE
.
afW + afSW + afE + afSE

(4.18)

Here afP is the area of the rectangle with opposing corners P and f . As those rectangles
are aligned to the coordinate axes, afP is equal to the absolute value of the product of
all components of the difference vector xP − xf . This is analog in three dimensions,
where we have cuboids, volumes and eight known points, rather than rectangles, areas
and four points.
W

E

b
f

fw

fe

SW

SE

Interior

Figure 4.5: Interpolation of velocity on a cut-face

Unfortunately, this implies that we have to know the values of each of those interpolation
sources. One can see in Figure 4.5 where the interpolation source SE lies outside of the
domain that this is not always the case: While there is a cut-cell in the same rectangle
as SE it is too small and has been merged (see section 3.3) with the cell above. Using
the value in the master cell for SE results in a constant interpolated value between E
and SE, which may contradict the boundary condition on the boundary face in between.
We know three possibilities how to solve this problem:
The first one, which is e.g. used by [Chu06], includes boundary face values for boundary cut-cells. Unfortunately, as one can see in Figure 4.6, this leads to quadrilaterals
requiring a polynomial interpolation. This approach is discussed in section 4.2.2.

Interior
NW
NE

a
SW

f

b
SE

Figure 4.6: Interpolation using center points of cells and boundary segments
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For another approach we note that extrapolation beyond a rectangle/cuboid is also
possible by using the corners of the object in an analog way as shown in Figure 4.5.
The only difference would be that the areas/volumes that are used for the weights are
negative if they are completely outside the rectangle/cuboid. Yet, we later see that
continuity is one requirement we have on our interpolations, see section 4.3.1. If we
would use this extrapolation, the extrapolated values would depend on which cell is
used. As such, it is to be expected that the extrapolation would be discontinuous, since
we have to use different cells to be able to extrapolate in all the parts of the domain
close to the boundary.
The third possibility, which we apply in section 4.1.2 and in the numerical results in section 5.1, is using a reflection boundary condition to approximate values for the boundary
cut-cells: For each of these cells, we take the local boundary face, which always is a
straight line or a plane in 3D and take the intersection point with the line between the
center points of the slave and the master. We then choose the value of the boundary
cell, such that, if we interpolate linearly along the connecting line, the value at the intersection point is equal to the known value on the boundary. In our example Figure 4.5
we choose ξSE as the unique solution to the following equation:
ξb =

kxE − xb kξSE + kxSE − xb kξE
kxSE − xE k

(4.19)

If the value on the boundary is unknown or can not be used (see Figure 4.12), we first
need to approximate it by extrapolation.
If a high lower bound on the volume is used in the merging procedure, it may happen
that the slave center is very close to the boundary but still in the interior. In this case
we choose the value of the slave cell as linear interpolation between the other two cells,
see SW, NW and o in Figure 4.7. Allowing this case poses almost no additional costs.
It can be checked easily and merely requires a change of signs in the coefficient:
ξo =

kxN W − xo kξSW − kxSW − xo kξN W
kxSW − xN W k

(4.20)

Interior
NW

N

NE

q
p
SW

o

S

SE

Figure 4.7: Interpolation values of boundary cut-cell by mirroring

As one can already see in the example of point q in Figure 4.7, in some cases this
intersection point is not inside the slave cell and thus, the local approximation of the
boundary loses some accuracy compared to the actual boundary. Fortunately, as we

Section 4.2: Introducing interpolation methods

59

choose the master of a slave cell on the base of the maximum regarding the scalar product
of just those two lines (see section 3.3), the intersection point for most boundaries
remains very close to the boundary face. In the worst case for the choice of a master,
the two lines may not even intersect. Yet, with our criteria this can only happen, if the
grid is not fine enough to capture the boundary, see e.g. Figure 4.8

Figure 4.8: Example of a grid being too coarse for a boundary

In general, the interpolation function ξˆ can be characterized by the following four properties:
ˆ ijk ) = ξ(xijk ).
1. For any Cartesian grid center point xijk it holds ξ(x
2. It is linear on any line between two neighboring Cartesian grid center points, where
neighboring implies that they differ in exactly one coordinate direction.
3. It is bi-linear in any rectangle having four neighboring center points as its corners.
4. In three dimensions it is tri-linear in any cuboid having eight neighboring center
points as its corners.

4.2.2

Polynomial interpolation

Similar to the multi-linear approach, we use the four or eight nearby values for this
interpolation. Yet, now we actually want to use the correct position of these values,
i.e. the centroids of the cut-cells. As this means that the placement of those points is
now mostly unstructured, we need a polynomial interpolation to retain multi-linearity.
An advantage of this approach is that instead of boundary cells we sometimes require
as interpolation sources, we can now use the according known value on the boundary.
Yet, we will see that we pay for this advantage with a strongly increased computational
effort and/or require much more storage.
Assume we have four arbitrary known points with coordinate values a, b, c, d ∈ R2 with
variable values ξa , ξb , ξc , ξd . We want to find the coefficients of the interpolation function
f : R2 7→ R, f (x) = α + βx0 + γx1 + δx0 x1 which satisfies the four known conditions
f (a) = ξa , f (b) = ξb , f (c) = ξc and f (d) = ξd . This can be rewritten as the linear system


 

1 a0 a1 a0 a1
α
ξa
 1 b0 b1 b0 b1   β   ξb 

 


(4.21)
 1 c0 c1 c0 c1   γ  =  ξc  .
1 d0 d1 d0 d1
δ
ξd
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Interior
NW
NE

f

a

b

Figure 4.9: Interpolation using center points of cells and boundary segments

In three dimensions an analog system but an 8x8 matrix is required. While it is possible
to solve this system, we see that the right hand side is dependent on the variable values. Thus, when these change over time or when interpolating a different variable, the
coefficients of the interpolation function change. This means that it is not feasible to
precompute and use them as it is done with the interpolation coefficients in each of the
other methods presented in this chapter. Instead, we either store nothing and assemble
and solve this linear system for every cell, every variable and every time step anew, or
we need to store the inverse matrix or some decomposition of the matrix for each cell.
The latter requires a much higher storage: At least 16 values instead of four in two
dimensions and 64 instead of eight values in three dimensions.

4.2.3

Barycentric interpolation

A possibility to avoid the problems of the polynomial interpolation is to reduce our aims
from multi-linear to linear interpolation. Given a triangulation/tetrahedrisation one can
use the barycentric coordinates for an interpolation. The barycentric coordinates of a
point p with respect to a triangle/tetrahedron containing p are given by the areas/volumes of triangles/tetrahedrons that are constructed when one original corner is replaced
by p. The normalized barycentric coordinates are further divided by the area/volume
or the complete triangle.

c

Ab p
a

Aa

Ac
b

Figure 4.10: (Aa , Ab , Ac ) are the barycentric coordinates of the point p with respect
to the triangle a, b, c

One can see that if these normalized barycentric coordinates are used as interpolation
b ξb +Ax ξc
, this interpolation is linear.
coefficients, i.e. ξˆp = Aa ξAaa+A
+Ab +Ac
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A disadvantage of this approach is that for rectilinear cells there is no way to achieve a
unique interpolation: The choice of triangles/tetrahedron changes the interpolation and
is completely arbitrary in a rectilinear cell. While a triangulation/tetrahedrisation is
still not unique for non-rectilinear aligned source points, here one can use the Delaunaytessellation, which is unique in any non-singular case. This tessellation maximizes the
minimal angle of any triangle/tetrahedron: This is useful for this interpolation as it
means that the magnitude of coefficient changes when moving the point p is as direction
independent as possible, see Figure 4.11.

q
p

Figure 4.11: Moving p in any direction leads to average coefficient changes. Small
horizontal movements of q already reach either boundary (which means the value of
at least on coefficient must become zero). Yet, vertical movement again leads to only
minor coefficient changes.

Since this method can easily include boundary face values into the interpolation, there
is no need for extrapolation if we assume smoothness of the variables to be interpolated.
If the boundary face values can not be included for interior interpolation due to a low
viscosity and the resulting numerical discontinuity at the boundary, some changes have
to be made. We can not use the barycentric extrapolation of allowing points outside the
triangles to be interpolated using negative weights. For the same reasons as explained in
the previous subsection, it would result in a discontinuous interpolation in the interior
of the domain. Instead, one needs to extrapolate an inner limit uint
B at the boundary
(see Figure 4.12) and use this value instead.
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u

uint
B

uB
h
2

3h
2

5h
2

x: Distance to boundary

Figure 4.12: Possible velocity behavior near a boundary. The empty circles are
velocity values in interior cells. The red filled circle is the boundary value. With a
high viscosity we have a solution similar to the green circles. Including the boundary
value in the interpolation is here advisable. With a low viscosity on the other hand, the
numerical solution might be as the black empty circles show. Including the boundary
value results in an interpolation as displayed by the red strongly sloped line. Choosing
a finer grid on the other hand leads to values similar to the black line. Thus, we exclude
the boundary value uB from the interpolation of any interior velocity. Since some of
our interpolation methods require values given at that point, we extrapolate uint
B using
interior values and then use it in the interpolation.

4.2.4

Mixed multi-linear/barycentric-linear interpolation

We have seen in section 4.2.1 and 4.2.3 that those two methods have complimentary regions in which they can be reliably used: The multi-linear interpolation requires points
that are ordered in a rectilinear mesh, while the barycentric interpolation loses uniqueness in such a setting. Separating our domain into a rectilinear part and an unstructured
part we can apply the fitting interpolation method for either part. The rectilinear part
will consist of cells that are deep enough in the interior, or parts of the domain where
the boundaries are parallel to the coordinate axes. The unstructured part includes
non-cuboid cut-cells and their direct neighbors.

multi-linear barycentric
Figure 4.13: Example of the separation of a grid into a rectilinear and unstructured
part.
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Local least squares gradient reconstruction

The local least squares reconstruction is fundamentally different to the other approaches
suggested in this chapter. It is not an interpolation method but is mentioned as a
comparison here, as it is used for instance by Hartmann et al. [HMS11] to compute
gradients in cell centers and indirectly on cut faces.
This method utilizes a Taylor series approach to approximate 
gradients

 in the centroids

b1
a1
of an unstructured grid accurately. For two coordinates a =  a2  and b =  b2 
b3
a3
we can formulate the following series:
∂ξ
∂ξ
∂ξ
(b) + (a2 − b2 )
(b) + (a3 − b3 )
(b)
∂x1
∂x2
∂x3
(a1 − b1 )2 ∂ 2 ξ
(a2 − b2 )2 ∂ 2 ξ
(a3 − b3 )2 ∂ 2 ξ
+
(b)
+
(b)
+
(b)
2
∂ 2 x1
2
∂ 2 x2
2
∂ 2 x3
∂2ξ
∂2ξ
+ (a1 − b1 )(a2 − b2 )
(b) + (a2 − b2 )(a3 − b3 )
(b)
∂x1 ∂x2
∂x2 ∂x3
∂2ξ
+ (a3 − b3 )(a1 − b1 )
(b) + ...
∂x3 ∂x1

ξ(a) = ξ(b) + (a1 − b1 )

(4.22)

Choosing b as the point in which we want to determine the gradients of arbitrary order
and a in a set of neighboring cells Sb , called the least-squares stencil, we receive a set
of equations which each includes all derivatives of ξ at the point b. To be able to reach
a finite system of equations, one has to cut off the Taylor series at some order, usually
determined by how many derivatives are actually needed. This results in a linear system
of equations Aβ = f . Using only first derivatives and a stencil S b = s1 , ..., sn those are
determined as following:

 1
 ∂ξ

(s1 − b1 ) (s12 − b2 ) (s13 − b3 )
(b)
∂x
2
2
2
1
 (s1 − b1 ) (s2 − b2 ) (s3 − b3 ) 

∂ξ
 β=
A=
 ∂x2 (b) 


...
...
...
∂ξ
∂x3 (b)
(sn1 − b1 ) (sn2 − b2 ) (sn3 − b3 )
(4.23)


ξ(s1 ) − ξ(b)
 ξ(s2 ) − ξ(b) 

f =


...
n
ξ(s ) − ξ(b)
The matrix A is of size m×n, where m ∈ {3, 9, 27, 81, ...} depending on which derivatives
are included. The stencil size n now has to be chosen such that n > m to get an
overdetermined system. It is then solved in the least square sense by minimizing with
respect to β:
min kAβ − f k2
(4.24)
β

In the application of this approach to the cut-cell method, the centroids of the interior
cells are too few in terms of a sufficient stencil, as no centroids are usually available in
the boundary direction. To circumvent this, Hartmann et al. [HMS11] add a number of
ghost points.
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Having approximated gradients in the centroids of our cut-cells, one can now apply
a finite difference based approach: Instead of using the divergence theorem and work
with surface terms, one uses the gradients to calculate the volume terms directly. For
the second derivative in the diffusion term, see section 2.3.2, Hartmann et al. suggest
approximating the first derivatives in the cell centers using the least squares gradient
reconstruction and determine face values by interpolating those values with a simple
distance based convex combination of the two adjacent cells. Despite the fact that this
interpolation is primitive, it results in a first order scheme as the velocity gradients are
well approximated in the cell centers.

4.2.6

Natural neighbor interpolation

In section 4.2.1 to 4.2.4 we have only considered (multi-) linear interpolations. In contrast to this, the next two suggested schemes are smooth but not linear in general.
This approach utilizes the Voronoi tessellation of the centroids of all cells. Optionally,
points of the boundary faces are also used. In Figure 4.14 one can see an example of such
a Voronoi diagram. To use this segmentation of the domain to interpolate a quantity at
any point p we have to temporarily add this point to the Voronoi diagram. This changes
the Voronoi diagram and this change is used to compute the interpolation coefficients,
see Figure 4.15: We regard the area/volume Ap occupied by the newly inserted point.
This area was previously part of the Voronoi cells of source points, denoted as the set
S, whose area is now reduced by Aps for each s ∈ S. The natural neighbor interpolation
is then defined as:
(
ξs
, if xp = xs for some s
P Aps
ξˆp =
(4.25)
ξ
Ap s , else
s∈S

Figure 4.14: Voronoi diagram of the cut-cell grid of a sloped channel. Red cells are
boundary cells which are not considered. Green and turquoise are interior cell-center,
where turquoise are sufficiently large cut-cells. Slave cells are not included. Blue cells
are boundary face-centers.

The general advantage of this method is that it produces unique results for a rectilinear
arrangement, as well as for completely unstructured point clouds, for instance randomly
distributed source points. Yet, due to our underlying rectilinear grid we can assume
some regularity in the distribution of our source points which implies that this may
be unnecessary. Easier methods, as for instance the one presented in the following
subsection, may give better results.
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(c)

Figure 4.15: (a) original Voronoi diagram. (b) Voronoi diagram with point to be
interpolated added. (c) Interpolation weights of this point.

4.2.7

Inverse distance weighting/ (Modified) Shepard’s method

An inverse distance weighting approach to interpolation was first published by Shepard
[She68]. A function ξ can be interpolated at any point p from a discrete set of known
points S as




ξs
, if d(xs , xp ) = 0 for some s ∈ S

P
ˆ
ξ(xp ) =
.
(4.26)
ws (xp )ξs

s∈S

P

,
else

ws (xp )
s∈S

In Shepard’s method the weighting w is given as
ws (x) =

1
d(xs , x)β

(4.27)

with some distance function d(·, ·). While this approach allows arbitrarily placed source
points and can even ensure smoothness properties depending on d(·, ·) and β > 0, it is a
global interpolation, i.e. each interpolated value depends on each source point value. As
shown in section 4.4.3.1 a small interpolation stencil is computationally very important.
Thus, we prefer to use a modified Shepard’s method, first suggested by Franke [Fra82],
which only includes source points up to a certain distance. This is accomplished by
using a different weighting function of the type


1
1
ws (x) = max 0,
−
d(xs , x) R

β
,

(4.28)

where R is the maximal distance of a source point s ∈ S to the interpolation point p such
that ξs is included in the interpolation of ξp . This approach has the added requirement
that for each p there must exist at least one s ∈ S such that ws (xp ) 6= 0. At the same
time, the interpolation stencil must remain small.
To achieve this, we first define a metric dh that avoids the problems of using the standard
norm as shown in Figure 4.16. We first define a scalar product
  2

1
0
0
 h1

 2


T
1

,
(4.29)
< x, y >h := x Ay
A=
0
0

h2
 2 

1
0
0
h3
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R
p

Figure 4.16: Interpolating point p with the modified Shepard’s method using the
standard norm for the distance function and choosing R ensuring that the two adjacent
cells are included in the interpolation. The bold piecewise linear path is an exemplary
cut-cell boundary within the underlying rectangle mesh. Since the sizes of the rectangles
in the two coordinate directions are so different from each other, this would also include
the center points of many more rectangles. This means, strongly increasing the number
of non-zero weights, which reduces computational efficiency.

where hi are the step sizes of the underlying mesh, i.e. the side lengths of the cuboids
/rectangles. In the two dimensional case the third row and column of the matrix are
omitted. Based on this scalar product, we can now define a norm and metric:
1/2

kxkh :=< x, x >h

(4.30)

dh (x, y) := kx − ykh

(4.31)

Using this metric in Equation 4.26 and 4.28 we can now generally set R = 1. This ensures
that almost the entire two adjacent cells of any face are included in the interpolation area
of a face center point. Hence the centroid is included almost surely, implying that we
have at least two interpolation sources for an interior face and one source for a boundary
face. Only in highly complex domains with insufficiently fine underlying rectilinear mesh,
extensive merging will force us to increase the interpolation radius R. Furthermore, we
can see in Figure 4.17 that with this metric and R = 1 no unnecessary interpolation
sources are included in the rectilinear case. Higher R result in their inclusion, leading
to worse computational efficiency without any gain to be expected in the accuracy of
the result.
Since this interpolation depends on the mesh step sizes, it could pose a problem if they
vary throughout the mesh. This could occur due to refining of the mesh, or because
different layers of the mesh have different thickness. It may be possible to adapt the
interpolation by relating the metric used in the weighting function directly to the source
point itself:
dhs (x, y) = kx − ykh

ws (x) = max 0,

1
−1
dhs (xs , x)

β

(4.32)
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p

Figure 4.17: Two dimensional case for interpolation with different spatial step sizes.
Solid lines: Control Volumes of cell centers for Cartesian case. Dashed ellipse: Maximum range of interpolation sources with metric dh and R = 1. One can see that for the
case without any cut-cells, a standard linear interpolation between the two adjacent
cell centroids is used.

Now the hs are the side lengths of the cell s. An exemplary distance stencil is shown in
Figure 4.18.

p

Figure 4.18: Applying Equation 4.32 to interpolate p in a part of an example mesh.
The small red circles are cell centroids, i.e. interpolation sources. Dashed red line:
Maximum range of interpolation sources for distance based interpolation. Dashed black
line: According ∞-norm.

4.3

Comparison of the interpolation methods

All methods presented in the previous chapter have some general advantages and disadvantages. It can be assumed that for each method there is some application where
the specific approach is the most advantageous. In this section we list and explain the
requirements we pose on interpolation methods for usage in the ICCM for the continuum
granular flow model. Afterwards, we check the fulfillment of these requirements for each
interpolation approach.

4.3.1

Requirements

CI Continuity of the interpolation function ξˆ for arbitrary values on the source
points and arbitrary positioning of source points. The latter is only demanded
within the requirements of the rectilinear mesh based cut-cell method, i.e. we
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can assume one source point in every interior cell of the underlying rectilinear
mesh.
CS Correct value at the interpolation sources. Together with CI this is equivalent
ˆ
ˆ s ) ∀s ∈ S.
to lim ξ(x)
= ξs = ξ(x
x→xs

EC Exact reproduction of a constant function. If a weight functions exist (compare
PC) this is equivalent to a partition of unity of the set of weight functions for
all source points s ∈ S.
SU Applicability to mostly unstructured as well as structured interpolation sources.
PC Possibility of precomputation of weights for each source point. Only one weight
per source is necessary. This is equivalent to the interpolation process itself being
fast and storage efficient during simulation.
LI Local interpolation: Includes as many points as necessary for first order but as
few as possible. Due to the nature of numerical solver for linear systems, this
is equivalent to minimizing the increase of computation time of implicit solver
components, see section 4.4.3.1.
CP Cheap precomputation, compare PC. As a one-time step this has limited relevance.

4.3.2

Motivation for requirements

Requiring continuity of the interpolation function (CI) is of special need in our case since
we have to numerically approximate gradients within the interpolation function using
two arbitrarily close points. If there is a discontinuity in the interpolation function in
between two such points, this could lead to a decrease in numerical precision or even
stability issues. This is strongly connected with having correct source value (CS), since
the discrete values on the source points are used without interpolation function within
rectilinear parts of the domain. If our interpolation function does not reproduce these
values we would have a discontinuity between the interpolation regime near the cut-cells
and the rectilinear interior.
The importance of being exact for constant functions (EC) should be trivial. Most of
the suggested interpolation methods satisfy this by normalizing the weights. Requiring
that structured and unstructured sources are possible (SU), follows directly from the
observation of having a rectilinear as well as a mostly unstructured regime in the cutcell method.
The last three items are all concerned with computational efficiency. The method is
applied to complex equations, which results in the numerical method being stiff for
many configurations, despite being partly implicit. Thus, many time steps are needed.
Not allowing precomputation (PC) means including a lengthy computation in between
each one of those. At the same time, the implicit parts of the numerical method cause the
requirement of a local interpolation (LI), as a larger stencil leads to a less sparse matrix,
strongly increasing the computation time of any linear system solver, see section 4.4.3.1.
If an interpolation method allows for a cheap precomputation (CP), this speeds up the
start of the simulation.
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Fulfillment of the requirements

Table 4.1 gives an overview on which requirements are satisfied by which method. In
the following subsections we give some details and proofs regarding the entries of this
table.
Interpolation method
Multi-linear (ML)
Polynomial
Barycentric
Mixed multi-linear/barycentric (MMLB)
Local least squares gradient reconstruction
Natural neighbor
Shepard’s
Modified Shepard’s (MS)

CI
3
7
3
3
3
3
3

CS
(3)
3
3
3
3
3
3

EC
3
3
3
3
3
3
3
3

SU
7
3
7
3
3
3
3
3

PC
3
7
3
3
7
3
3
3

LI
3
3
3
3
3
(7)
7
3

CP
3
7
7
7
3
3

Table 4.1: CI: Continuity. CS: Correct source value. EC: Exact for constant
function. SU: Structured and unstructured sources. PC: Precomputation. LI: Local
interpolation. CP: Cheap precomputation.

4.3.3.1

Multi-linear Interpolation

Regarding continuity (CI) we first note that the method is (multi-)linear in a cell interior,
on a face and on an edge. Secondly, we know that the weight function of any source
point that is not on a given face/edge converges to zero for any path that converges
to this face/edge, since the areas/volumes of the according rectangles converge to zero.
Together, those two properties ensure CI and further ensure correct the value of the
interpolation on the source points on a regular mesh. Yet, as non-structured source
points (SU) are not possible we have to assume that known values are given on the
cuboid centers. Thus, in the centroids of the cut-cells, the interpolated values are not
equal to the cell values.
Partition of unity (EC) is insured since all weights are areas/volumes of a part of a
complete segmentation of a rectangle/cuboid and are divided by the full area/volume of
this body. The efficiency requirements PC, LI and CP are all satisfied, since this method
does not use more than eight(four) sources per point and has easily precomputed weights.

4.3.3.2

Polynomial interpolation

Despite seeming to be the obvious extension of the piece-wise multi-linear interpolation
to the case where the source points may be shifted, there are very strong disadvantages
in the polynomial interpolation approach. The first and possibly strongest counterargument is the lack of an ensurance of continuity across edges between the quadrilaterals.
While for the mult-ilinear approach section 4.2.1 the interpolation on such an edge between two sources is linear and, thus, unique, the polynomial approach guarantees this
linearity only for lines parallel to the coordinate axes. As edges between the quadrilaterals do not satisfy this in general, discontinuities may occur for a point p on the edge
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between two quadrilaterals Q1 and Q2 :
lim

x→p,x∈Q1

ˆ
ξ(x)
6=

lim

x→p,x∈Q2

ˆ
ξ(x)

(4.33)

4
2
0

9

-2
-4
-6
-8
-10
0.5

1

1.5

x

Figure 4.19: Plot of the limits towards a common edge with respect to the polynomial
interpolation of two adjacent quadrilaterals. Only the values on the corners are equal.
Exact values of the complete example: P1 = (0, 0), P2 = (1.5, 0), P3 = (0, 1), P4 =
(0.5, 1), P5 = (2, 0), P6 = (2, 1), ξP1 = 0, ξP2 = 1, ξP3 = 2, ξP4 = 3, ξP5 = 15, ξP6 = −15.
The two quadrilaterals on which we have a bilinear interpolation are (P1 , P2 , P3 , P4 )
and (P5 , P2 , P6 , P4 ). The intermediate edge on which the values of the interpolation
regarding the two different cells are plotted is (P4 , P2 ).

The requirements CS,EC,SU and LI are satisfied due to the definition of being multilinear in each quadrilateral. The issue that the precomputation requirements PC and
CP are not satisfied has already been explained in section 4.2.2.

4.3.3.3

Barycentric

The barycentric approach is in many ways similar to the multi-linear one section 4.2.1.
Using the areas of a partition of a triangle instead of a rectangle the same arguments as
in section 4.3.3.1 can be used to show CI and EC. The correct value on the source point
(CS) is also satisfied as the triangle in the partition responsible for the weight of this
source point converges towards the complete triangle, letting the weight converge to one.
Since no more than four(three) source points are included per interpolated value and the
weights can be precomputed LI and PC are satisfied. The lack of a unique triangulation
of our source points is responsible for this interpolation not satisfying SU and CP: For an
unstructured assignment a unique Delaunay tessellation can be used, whose creation is a
relatively expensive precomputation step. Yet, for a structured rectilinear arrangement
of source points even this is not unique.

4.3.3.4

Mixed multi-linear/barycentric-linear interpolation

The combination of the two approaches section 4.2.1 and section 4.2.3 inherits the satisfaction of most requirements directly. Only the complexity of the precomputation step
(CP) is relatively high due to the required Delaunay triangulation. This is not of concern
because it is a one-time step.
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Local least squares reconstruction

As shown in section 4.2.5 this method is very different in only approximating gradients
in the cell centers. As such, continuity (CI) and correct source values (CS) have no
meaning. It is exact for constant functions (EC), as zero gradients would be the unique
solution to the considered system of equations. The method is meant for unstructured
grids, but yields standard second order finite difference approximation of gradients in
structured regions, thus satisfying SU.
Complete precomputation (PC) is impossible as the right hand side in the least squares
system changes with variable values. Furthermore the required calculations in each time
step are more complex than for the polynomial interpolation section 4.2.2. In summary,
this is the most precise method for approximation of cell center gradients. Yet, the
large calculation time that would be required due to our many small time steps make it
unfeasible for our application.

4.3.3.6

Natural neighbor

We first need to mention one important property of the Voronoi tessellation that is
utilized later: As one can see in Figure 4.20, shifting a point s by a distance ε to a point
p, shifts the Voronoi cell boundary with a neighboring cell s1 by no more than ε/2, less
if the shift is not in the direction of the vector connecting s and s1 . Together with the
knowledge that the Voronoi cell of p, Ap , can never be of zero volume (if for any s it
holds xp = xs this is treated separately), this proves continuity (CI). We can further
conclude that if a point p is close to a source point s, kp − sk < ε, the cell in the Voronoi
tessellation of p, Ap , is a subset of the extension of As in each direction by ε. Thus,
lim Asp → Ap which implies the weight converging to one and proving CS.

p→s

ε/2

s

p

s2

ε

Boundary Boundary
of As
of Ap

Figure 4.20: Shift of the border between two Voronoi cells after changing one center
point from s to p.

The normalization in the weights ensures a partition of unity (EC). The ability to
work with arbitrary meshes (SU) is the main advantage of this method and already
explained in section 4.2.6. Precomputation is also possible as the method is defined
by weights. Yet, it requires the creation of a Voronoi partition which is dual to the
Delaunay tessellation, thus requiring the same precomputation effort.
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The main disadvantage of this method is the size of its stencil. As one can see in
Figure 4.21, this is especially problematic for regular cases where few source points
would suffice. As such a case does not require any interpolation the increase in stencil
size is small in two dimensions. Yet, in three dimensions the reason for needing an
interpolation may be in the third direction, while the first two directions are as in
Figure 4.21. For a completely unstructured arrangement of source points the increase in
stencil size is less strong, still having a noticeable impact on computation times of the
implicit numerical solver, especially in three dimensions.

Figure 4.21: Natural neighbor interpolation on a regular two dimensional mesh. Instead of the usual two required interpolation sources it uses six.

4.3.3.7

Inverse distance/ (Modified) Shepard’s method

As β is assumed larger than zero, it can be seen that both weight functions ws (x) =

β
max 0, d(x1s ,x) − R1
and ws (x) = d(xs1,x)β are already proven to be continuous except
ˆ s) =
for x = xs . We further see that lim ws (x) = ∞, which results in lim ξˆx = ξ(x
x→xs

x→xs

ξs . Thus, we have proved continuity (CI) and exact representation of source points
(CS). More general, assuming smoothness of the distance function one can prove that
the normalized weighting function is dβ − 1e-times continuously differentiable for the
modified approach:

, if d(xs , x) > R
 0
∂ws (x)  ∞
, if xs = x
=
(4.34)





∂x
 −β max 0, 1 − 1 β−1 ∂d(xs ,x) −2 , else
R
∂x
d(xs ,x)
We can see that

lim
d(xs ,x)→R

∂ws (x)
∂x

= 0 for β > 1. Furthermore, from lim

x→xs

∂ws (x)
∂x

= ∞,

while being finite everywhere else and since each element of S is unique, we can conclude
w (xp )
that for normalized weighting function wsn := P sws (x
it holds:
p)
s∈S

ws (x)
∂w
∂wsn (x)
s (x)
lim
= lim
=0
x→xs
x→xs
∂x
∂x

(4.35)

Showing fulfillment of requirements SU and PC is similar to other weight based interpolation methods. For the modified Shepard’s method few interpolation sources per point
are necessary, which satisfies LI, while the standard Shepard’s method has a global
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stencil. These considerations regarding stencil size can be found in section 4.2.7. In
the modified Shepard’s method one can deduce adjacency of the rectilinear underlying
cells as a necessary condition for a source point to be considered in the inverse distance
interpolation. Thus, as we only have to compute the distances for those few points, this
method is very cheap with regard to precomputation (CP).

4.3.4

Conclusion

For numerically solving the continuum granular flow model using the cut-cell method we
suggest using the mixed barycentric-multi-linear or the modified Shepard’s interpolation.
As can be seen in Table 4.1 those are the two methods that satisfy all essential conditions
we have listed. Since the modified Shepard’s interpolation is much simpler we are using
this method in the numerical results section 5.2.

4.4

Application of the ICCM to the discretized granular
model

In this section we summarize how the continuous granular equations
∂t c + ∇ · (cu) = 0
∂t (cu) + ∇ · (cuuT ) − ∇ · σ + ∇p − F = 0
3
∂t (cT ) + ∇ · (cT u) − (ηκ : κ − ∇ · q) + εcT = 0
2

(4.36)

can be discretized using the ICCM. The continuous equations and all its terms have
been explained in chapter 2. For the FV discretization, we integrate the equations cellwise. Afterwards we use the divergence theorem to transform most volume integrals into
surface integrals and use midpoint rule for numerical quadrature. The notation in this
section is kept general by letting all three possible grid creation methods for the ICCM
as well as the previously suggested interpolation methods share the derivation and final
equations.
Since a cell-centered collocated grid is used, variable values on faces must always be
interpolated. As long as only a rectilinear grid without cut-cell is used, this is achieved
by averaging the two adjacent cell-center values. For cut-cells one of the interpolation
methods shown in section 4.2 is applied.
Since the dissipation term εcT includes no derivatives and only requires cell center
values there is no separate subsection for this term. It is treated implicitly except for
the prefactor ε which, as in all other terms, is computed explicitly based on the previous
time-steps variable values.

4.4.1

Convection terms

The three convection terms ∇ · (cu), ∇ · (cuuT ), ∇ · (cT u) are discretized in the same
fashion. Each term consists of the divergence of the state variable of the according
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equation multiplied by the velocity. While the momentum is α-dimensional one can
easily split it into α one-dimensional terms ∇ · ((cu)i u). The volume integral of the
convection is turned into a surface integral as:
Z
Z
∇ · (ξu)dV = − ξu · ndA
(4.37)
This can be interpreted as the quantity ξ being transported at normal velocity u · n at
each surface.
The velocity value on the face is interpolated using nearby cells. On the other hand,
the state variable ξ in the surface integral is chosen according to the upwind-scheme
without interpolation. This is important for stability: The upwind scheme is only first
order accurate but very stable. Using an interpolation in the continuity or temperature
equation could lead to a non-zero flow out of an (almost) empty cell, simply because
other non-empty cells are nearby. This would conflict with the positivity restraints of
the volume fraction and granular temperature and would thus negate the advantages of
the upwind-scheme.

4.4.2

Pressure term

Although the pressure term ∇p does not directly
it as
 ∂p 

p 0
∂x1
 ∂p 

0 p
∇p =  ∂x2  = ∇ ·
∂p
0 0
∂x3

include a divergence, we can rewrite

0
0  = ∇ · (pI).
p

From this we can follow using the divergence theorem:
Z
Z
Z
Z
∇p dV = ∇ · (pI)dV = − (pI) · n dA = − pn dA

(4.38)

(4.39)

In a rectilinear interior cell, the discretization of this approach is identical to the finite
difference formulation when using a centered difference approximation. Yet, in cut-cells
the face-wise approach can be computed much easier as the gradients in the cell centers
are not easily computable. The pressure values on the faces are interpolated as we show
in this chapter.
For cells that are near a boundary there are two ways to interpret the rectilinear finite
difference discretization of such a gradient.
One could either assume that, having Neumann zero boundary conditions, the value of
an imaginary boundary cell, mirroring the current cell on the boundary is the same as
the cell itself. Thus the gradient between the interior neighbor and the imaginary cell
−xC
is xE2h
. This result is identical to the face-wise approach.
On the other hand, one could assume that with respect to the first order requirement on
C
our scheme, it suffices to just use a one-sided difference quotient. The result is xE −x
.
h
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Thus, one has a pressure difference of factor two near the boundary without any indication of which approach is the better one. We have chosen to use the prior approach
as it is based on the face flux based FV method.

4.4.3

Diffusion terms

The diffusion terms ∇ · σ and ∇ · q can be simplified using the divergence theorem:
Z
Z
∇ · σ dV = − σ · n dA
(4.40)
Z
Z
∇ · q dV = − q · n dA
(4.41)
Yet, as both σ and q include a gradient, we still have to approximate some derivatives on
∂ξ
each face f of type ∇ξ(xf ) · nf = ∂n
(xf ). Applying centered difference approximation,
this can be discretized as
ξ(xf + hn/2) − ξ(xf − hn/2)
∂ξ
(xf ) ≈
,
∂n
h

(4.42)

assuming that we know ξ at those points. For a rectilinear mesh, we could choose h as
the spatial step size, ensuring that all required points are centers of a rectilinear cell. At
Dirichlet boundaries we use one sided differences instead, leading to first order accuracy
in a Cartesian grid. For Neumann boundaries, the approximation is not needed as the
normal derivative is known.
A completely explicit treatment of the diffusion term may be unstable, but a completely
implicit scheme is very difficult due to non-linearities. See [Sch09] for a possibility for
an implicit approach and see section 3.3 for our reason not to use this approach. We
apply a partly implicit scheme by expressing the velocity as momentum divided by
volume fraction, and only treating the momentum implicitly. Furthermore, the strongly
non-linear factors η(c, T ) and λ(c, T ) that are included in σ and q are treated explicitly.

u(xf + hn/2) − u(xf − hn/2)
∂u
(xf ) ≈
=
∂n
h

cu(xf +hn/2)
c(xf +hn/2)

−
h

cu(xf −hn/2)
c(xf −hn/2)

.

(4.43)

If the face f is near a cut-cell, the values at the points xf + hn/2 and xf − hn/2 may
not be known anymore, see for instance Figure 4.3. Instead, they are interpolated using
nearby cell center values. The result is a first order discretization scheme which remains
semi-implicit as in the Cartesian grid.

4.4.3.1

On stencil sizes in interpolation

In section 4.3.1 we have noted local interpolation as requirement LI for our interpolation
method. The discretization of the diffusion term is the main reason for this focus in the
interpolation schemes, as the interpolation influences the stencil sizes in the discretization of this term. Here, we give some details on why a small stencil size is important in
this part of the equation. We show this by considering the implicit parts. This includes
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the temporal derivative and further the diffusion term, as it is implicit with regard to
the momentum:
(cu)m+1

(cu)m+1
f +n h

X
(cu)m+1
− (cu)m
C
C
VC
+
dt

f f
cm
f +nf hf

−

f −nf hf

cm

f −nf hf

hf + hf

f ∈FC

ηf Af + ... = 0

(4.44)

FC is the set of faces of a cell C, see section 4.4.5 for a detailed definition. For the
temperature equation this further includes the dissipation term, but as the whole argument is still completely analog to the one shown for the momentum equations, we do
not consider the temperature equation here.
For each cell C, we thus have the equation
X
aC,C (cu)m+1
+
C

aD,C (cu)m+1
= RC
D

(4.45)

D∈ grid cells

where RC and aD are known as they only consist of terms from the previous time step
and other known factors. RC includes all other terms of the momentum equation. We

can write this set of equations in matrix notation with A = (aC,D )C,D , b = (cu)m+1
C
C
and R = (RC )C as
Ab = R.
(4.46)
The matrix A is of size αnc × αnc , with nc being the total number of cells. While
this can be reduced to one separate matrix of size nc × nc per dimension, because the
different directions are uncoupled when using the asymmetric stress strain relation, these
systems still can not be solved analytically for almost any problem. Worse, even storing
the matrices by every single entry would often be impossible due to memory limitations.
Yet, if A is sparse, iterative solvers are effective. We can see that having sparse A is
equivalent to being able to approximate
X
X
m+1
(cu)m+1
−
(cu)
(4.47)
≈
ãD,C (cu)m+1
D
f +nf hf
f −n h
f ∈FC

f

f

D∈ grid cells

with as few non-zero ãD,C as possible. For a rectilinear mesh, equality requires only
the cell itself and its four/six neighbors, since xf ± nf hf is for any face the centroid of
some direct neighbor or the cell itself. Yet, as described previously in this chapter, for
the cut-cell method we have to apply an interpolation method here. The more cells the
stencil of this interpolation method includes, the more non-zero entries we have in our
matrix A, the more storage space and computation time is necessary to solve the linear
system in each time step.

4.4.4

Viscous heating

To accurately discretize the viscous heating term
3
3 X
ηκ : κ = η
2
2
i,j



∂ui
∂xj

2
(4.48)

one has to resolve many issues, especially when using the cut-cell method. As described
in section 2.3.3, in contrast to the diffusion term boundary, velocities on slip boundaries

Section 4.4: Application of the ICCM to the discretized granular model

77

have to be considered: Even if there is only small or no deceleration of the macroscopic
velocity u at a boundary, the collision of particles with a wall with relatively different
velocity leads to an increase in granular temperature. This means that we have a
discontinuity of the considered velocity at the boundary and it is necessary to include
the velocity values on the boundary.
If using a Cartesian grid one can use velocity gradients between an interior cell in one
direction and the boundary wall in the other direction.
This is not possible in general for a cut-cell grid. We may try to identify which directions
have a boundary nearby and use the boundary value in all of these directions (see
Figure 4.4.4). Yet, this means that a simple 45 ◦ straight wall may have either two or
no directions where we would use the boundary value, while a grid-fitting straight wall
would always have one direction. This leads to grave errors if one has for example a
circle and the number of directions that use boundary values differs for two cells that
are identical expect for rotation. The value of the viscous heating term would depend
on the angular coordinate in the circle. Using the divergence theorem to remove the
derivatives is also not possible due to the quadratic nature of the term.

Figure 4.22: Choosing a direction in which we see a boundary. The thick line is
the boundary while the square is one cell. The dashed line displays which Cartesian
direction one could choose as having a boundary. As one can see, the number of
directions and the distance changes with rotation.

For Voronoi or boundary layer grids, it would be possible to determine the derivatives in
a rotated coordinate system according to the approximately rectilinear boundary layer
cells: We can assume that any boundary cell is approximately a rotated cuboid. To be
able to justify this approach, we have to prove that the term is rotational invariant with
respect to the derivatives, i.e.
3
3 X
ηκ : κ = η
2
2
i,j



∂ui
∂xj

2

α

3 XX
= η
2
i=1 v∈V



∂ui
∂v

2
.

(4.49)

Here V is any orthonormal basis of Rα , in the case of a rotated cuboid cell we choose
the normals of three orthogonal faces. We only prove this for two dimensions, as the
proof for three dimensions is analog. We use the following notations
Jij :=
We note that

∂ui
∂xj

Jiv :=

∂ui
.
∂v

(4.50)

α

∂ui X ∂ui
=
vj
∂v
∂xj
j=1

(4.51)
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and without loss of generality set V = {n, t} where t1 = n2 and t2 = −n1 . Being
normalized further implies that n21 + n22 = 1.

2
2
2
2
J1n
+ J1t
+ J2n
+ J2t
= (J11 n1 + J12 n2 )2 + (J11 t1 + J12 t2 )2

+ (J21 n1 + J22 n2 )2 + (J21 t1 + J22 t2 )2
2
= J11
(n2 + t2 ) +J 2 (n2 + t2 ) +2J11 J12 (n1 n2 + t1 t2 )
| 1 {z 1} 12 | 2 {z 2}
|
{z
}
=1

=1

=0

(4.52)

2
2
+ J21
(n21 + t21 ) +J22
(n22 + t22 ) +2J21 J22 (n1 n2 + t1 t2 )
| {z }
| {z }
|
{z
}

=

2
J11

+

=1
2
J12

=1

+

2
J21

+

=0

2
J22

While this proves that using the rotated derivatives in an exact cuboid are correct, this
approach is hard to implement if an approximately rectilinear cell does not have the
correct number of faces. Furthermore, there is no extension to a cut-cell grid without
boundary layer. Thus, we seek an approach that leads to the same result as the rotated
derivatives from above in a cuboid, but can be extended to approximate similarly in a
non-cuboidal cell.
For this, we note that normal derivatives on any face are known approximately, as
they are already required in the diffusion term section 2.3.2. In a cuboid we can thus
interpolate the derivative value in the cell center C, ∂u
∂v (xC ), with the derivate at two
faces f1v , f2v which satisfy nf1v = v:
2

X 1 ∂u
∂u
(xC ) =
(xfkv ) + O(h)
∂v
2 ∂nfkv

(4.53)

k=1

Using the reverse transformation
X ∂u
∂u
=
vj ,
∂xj
∂v

(4.54)

2
XX
X 1 ∂u
∂u
1 ∂u
(xC ) ≈
(xfkv )vj =
(xfkv )(nf )j .
∂xj
2 ∂nfkv
2 ∂nf

(4.55)

v∈V

we can now derive

f ∈faces

v∈V k=1

While those equations are only exact for a cuboid cell, the expression we arrive at can
be used for an arbitrary polyhedral cell. The only change we need to apply for this, is
to exchange the interpolation weight 12 used in the cuboid cell with some weights wf for
which holds
X
wf = α.
(4.56)
f ∈faces

The boundary has a strong influence on this term. Thus, it is important that this influence is correctly modeled: We want to ensure that the influence of a boundary part of
some area has to be independent on the number of faces this area of boundary is separated into. We suggest to achieve this by choosing an interpolation weight proportional
to the area of each face wf ∼ Af . To satisfy the condition (4.56) we define the weights
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A α
Pf
.
Ag
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(4.57)

g∈faces

The complete term is then:

2
α
X
X
3
3
∂u
i

η C κC : κC ≈ η C
±wf
(xf )(nf )j  .
2
2
∂nf
i,j=1

(4.58)

f ∈faces

A completely different approach to discretizing this term is to approximate the gradients
in the center of the cell using the local least squares gradient reconstruction, including
boundary face values in the approximation. We are not sure how precise the results of
this method would be due to the fact that the velocity function for which we want to
approximate the gradients is non-smooth at the boundary. As we are of the opinion that
this method is computationally too expensive in our case (see section 4.3.3.5), we have
not implemented and tested it.

4.4.5

General cut-cell discretization

In order to formulate the general discretization for an arbitrary non-slave cell C we
define the following notations:
F C is defined as the set of faces of a single cell C. As other cells could have been merged
with C, we further define C̃ as the set including C and all its slave cells. Using this, we
define the outer faces of the cell cluster including C and its slave cells as


[
[

FC := 
FS \
F S1 ∩ F S2 .
(4.59)
S∈C̃

S1 ∈C̃,S2 ∈C̃,S1 6=S2

We can exclude all faces within the cell cluster as they always cancel out in the equation
occurring twice with opposing signs. This enables us to define for each interior face
f ∈ FC the neighboring cell F: Out of the two cells neighboring the face, F is the one
that is not part of the cell cluster of C. Furthermore, for any Dirichlet boundary face
f ∈ FC , ξF is the variable value on the boundary. For a Neumann boundary condition
ξF depends on ξC , being equal for Neumann zero.
Moreover, we define the upwind flux

B : R × R × R → R, B(ξ1 , ξ2 , u) :=

ξ1 u , if u <= 0
,
ξ2 u , else

variable value on a face

, if f is a solid boundary
 ξF
ξC +ξF
, if C and F are completely rectilinear
ξf :=
,
 ˆ2
ξf
, else: some interpolation as described in section 4.2

(4.60)

(4.61)
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normal distances for face gradients
hf := min {|(xC − xf ) · nf |, |(xF − xf ) · nf |}

hf , if f is an interior face
hf =
0 , if f is a boundary face

(4.62)
(4.63)

and the according possibly interpolated variable values
ˆ f ± nf hf ).
ξf ±nf hf := ξ(x

(4.64)

For the viscous heating term we further define a face-wise approximated cell centered
Jacobian (see section 4.4.4)
uf +nf hf −uf −n

P
(JC )∗,i := α

f hf

hf +hf

f ∈FC

P

(nf )i Af
.

Af

(4.65)

f ∈FC

A complete discretization for any cell C with possibly no-slip boundary conditions to
compute the time step m + 1 is then:
VC

X
− cm
cm+1
m m
C
C
−
B(cm
C , cF , uf · nf )Af
dt

=0

f ∈FC

VC

X
− (cu)m
(cu)m+1
m m
C
C
−
B((cu)m
C , (cu)F , uf · nf )Af
dt
f ∈FC

(cu)m+1
f +n h

+

X

cm
f +n

(cu)m+1

−

f hf

f −nf hf

cm

f −nf hf

hf + hf

f ∈FC

VC

f f

ηf Af −

X

m
pm
f n f Af + F C V C

=0

f ∈FC

X
(cT )m+1
− (cT )m
m m
C
C
−
B((cT )m
C , (cT )F , uf · nf )Af
dt
f ∈FC

(cT )m+1
f +n h

3 X
+
2
−

3
2

f f
cm
f +nf hf

f ∈FC
α X
α
X

(cT )m+1

−

f −nf hf

cm

f −nf hf

hf + hf
((JCm )i,j )2 ηC VC

λf Af + εC (cT )m+1 VC
=0

i=1 j=1

(4.66)
For a partial-slip boundary condition, the diffusion term (section 4.4.3) is bounded on
boundary faces as described in section 2.2.5.
To derive thediscretization for the cell C from Figure 3.1, we define the set of faces FC
as F C ∪ F E \ F C ∩ F E = {w, n, s, cC , ne, cE } and the volume VC as the sum of the
volumes of the cell itself and its slave. As the centroid xC of C we also use the centroid
of the merged cell. Yet, the centroid is not displayed in Equation 4.66, since it is hidden
in the interpolation.
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In summary, by observing Equation 4.66 we can conclude that applying the ICCM to
an unmodified rectilinear grid will result in a standard first order FV method without
IB. This is despite the fact that the formulation in Equation 4.66 is more complex than
necessary for such a method. These more complex formulations are due to the aim of
this thesis of applying to one of the three presented cut-cell grids (see section 3.2.2, 3.2.3
and 3.2.4). In this case, variables with sub index f as well as JCm will be interpolated
near cut-cells.
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Chapter 5

Numerical results
This chapter is separated into three sections: The first section is on the application of the
ICCM to the Newtonian NSE. Here we want to show that the ICCM performs sufficiently
well under conditions similar to what other implementations of cut-cell methods have
been applied to. In the second section the granular model (see chapter 2) is applied. We
show some problems that are specifically interesting in this case and are simple enough
for some analysis. In addition to applications of the ICCM, we show some examples
of the continuous immersed boundary methods (see section 1.1 and Appendix A) being
used in granular flow simulations. In the last section, we apply the granular model to
more complex examples.
A general problem we have been confronted with is the absence of a reference solution
in many examples.
Firstly, comparison of simulation results with physical experiments could not be included. Determining velocity fields and density distributions of granular flow from experiments is extremely hard. Determining granular temperature is even worse. Furthermore, feasible experiments are already rare and hard to validate for the purely Cartesian
grid case, see for example [LLH+ 03]. We were unable to find an experiment that is complex enough to require a cut-cell method, while at the same time being simple enough
to yield precise measurements of the variables necessary for a comparison.
Secondly, neither existence nor uniqueness of a solution to the granular flow model is
proven. Thus, whenever we speak on an analytical solution this is under the assumption
of such an existence and uniqueness.
Thirdly, to our knowledge there are no known analytical solutions of the granular equations, even for the simplest examples.
We follow two different approaches to overcome these problems:
We included some examples where major characteristics of the analytical solution could
be determined due to the structure of the domain. In a rotationally symmetric geometry,
including initial and boundary conditions, we can assume that an analytical solution
should also be rotationally symmetric. This allows at least a qualitative evaluation of
the result. With this knowledge we can use a solution on a fine grid as reference solution.
The second approach we have used multiple times is to take a simple domain that can
be solved well with the Cartesian grid solver and rotate the domain such that it is no
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longer parallel to the Cartesian grid. We can then use the numerical solution utilizing
the non-rotated domain as a reference, while we apply the ICCM to the rotated domain.
In such a case it is clear that the Cartesian grid solver is more precise than the ICCM
on the rotated mesh, as the Cartesian grid is the ideal domain-fitting grid for the nonrotated domain. Yet, an issue with this approach is that interior effects that are beyond
the range of our immersed boundary method may have a very strong influence, see
Figure 3.13. As such, one can not expect the results of any simulation using the rotated
mesh to exactly agree with the non-rotated mesh results, even if the immersed boundary
itself produces no error. Thus, the convergence rates shown in these examples are lower
than expected of the ICCM itself.
Since both approaches do not allow creation of a reference solution for more complex
domains, we will also display some examples in which only a purely qualitative evaluation
of the results is possible.

5.1

Generic fluid flow

In this section we show the results of a number of different simulations, applying different
boundary conditions, initial conditions and domains for the Newtonian NSE
∂t ρ + ∇ · (ρu) = 0
1
∂t (ρu) + ∇ · (ρuuT ) − ∇ · ∇u + ∇p − F = 0.
4

(5.1)

Hence, in this section we assume an ideal gas with constant viscosity. The coefficients
J
in the ideal gas law p = Rspecific Tρ are chosen as Rspecific T = 6 kg
. This is a very low
value for a gas, yet slightly closer to average values expected in the granular model.

5.1.1

Flow through a finite channel

First, we simulate flow through a simple channel with two parallel walls. As soon as
the channel is not parallel to one grid direction anymore, we see the same effects we
would have with an inclined wall, which is the main issue this thesis is addressing: The
Cartesian grid will form a stair-like structure out of this simple boundary and as one
should intuit a fluid flowing over a stair will behave very differently than the same fluid
on a smooth wall.
This becomes visible in more or less strong changes in density in Figure 5.1 and 5.2,
where we compare our results to simulation on the sloped channel without an immersed
boundary method being applied. Since an inflow on an inclined boundary would result
in further problems for the latter simulation, we use a boundary parallel to the Cartesian
grid as inflow.
In both figures, as long as ICCM is not used, one can see an alternating density pattern
near the boundary, not fitting the rest of the wave. In one of the two neighboring cells,
the fluid is compressed by a wall blocking the outflow. In the other one it is stretched
since its inflow is partially blocked. Both walls creating these effects are constructed by
the rectangular grid. This error even remains after the wave has passed. This is clearly
seen in Figure 5.2(b) while it is less visible in Figure 5.1(b). Still the lack in visibility
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is mainly due to the color scaling, which is supposed to show these error during and
shortly after the wave. These meanderings exist for a stable state as well. Furthermore,
as soon as we have non-linear dependencies of fluid properties on the density, as e.g. in
the granular flow model, these small density changes even in the no-slip case may lead
to global errors, see section 5.2.1.
Using ICCM on the other hand, as seen in Figure 5.1(c)+(d) and 5.2(c)+(d), the wave
is almost as smooth at the boundary as inside.

(a)

(b)

(c)

(d)

Figure 5.1: Density plot comparison between the non-fitting Cartesian grid (a)+(b)
and ICCMMC
ML (c)+(d). Velocity boundary conditions: No-slip with Dirichlet zero at
sloped channel walls and below. Dirichlet inflow left, elsewhere Neumann zero outflow.
Initially zero velocity in the whole domain.

(a)

(b)

(c)

(d)

Figure 5.2: Density plot comparison between the non-fitting Cartesian grid (a)+(b)
and ICCMMC
ML (c)+(d). Velocity boundary conditions: Slip with Dirichlet zero at channel walls. Dirichlet inflow left and below, elsewhere Neumann zero outflow. Initial
constant velocity in channel direction.

In Figure 5.3 we compare our method on a sloped channel with a standard FV method
on the same channel fitting the grid. On the left hand side one can see this channel,
where the boundary is captured correctly by a Cartesian grid. The sloped channel has
exactly the same total volume, i.e. no corners are cut off. In this test case the channel
is closed by a wall on all four sides. A wave is induced by a density difference. As
one can see in the one-dimensional plots in Figure 5.4, the density distribution in the
sloped channel is smooth even at the boundary and differs very little comparing to the
grid-fitting channel.
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Figure 5.3: Comparison between the channel fitting the grid (left half) and ICCMMC
ML
(right half) for a closed channel with initial zero velocity and a density jump as seen in
the first plot.

(a)

(b)

(c)

(d)

Figure 5.4: Density values of Figure 5.3 on a straight line parallel to the longest
channel walls. The red line represents the parallel channel, the black one the sloped
channel with ICCMMC
ML . (a)+(b): Line is in the Center. (c)+(d): Line is one spatial
step-size away from the wall. (a): Initial values. (b)+(c): Intermediate time-step. (d)
Last time-step shown in Figure 5.3

5.1.2

Circle area

The second example we give is the two dimensional cut through a rotating cylinder, with
four further cylinders added inside as obstacles. We simulate the rotation by adding a
gravitation term rotating in time to the momentum equation. Yet, so far no centrifugal
force is considered. Comparing the Cartesian (left side) and ICCMMC
ML (right side) in
Figure 5.5 we again see many artifacts in the former, while the latter remains much
smoother, as it should.

Figure 5.5: Density plot of a cut through a uniformly rotating cylinder with 4 smaller
cylinders as obstacles, gravity and no-slip Dirichlet zero boundary conditions. Point of
view is rotated with the cylinder.

5.1.3

Periodic test case

We want to examine errors that are produced when using ICCM for solid walls. The
most sensitive error is the one in the density due to the nature of the granular equations
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we examine in the section 5.2. Thus, it simplifies observing the exactness of the method,
if the correct solution and the solution of the non-sloped channel is a constant density
with a non-constant underlying speed. Furthermore, there should be no difference in the
initial conditions between the different channels. As the periodic boundary constructs an
infinite channel, the results are not disturbed by errors coming from different boundary
types or wave reflection at walls.

5.1.3.1

Setup

We construct an infinite channel, meaning two parallel solid walls with a periodic boundary condition at both ends. The slope of the walls can be specified as a rational number
p
h2
q multiplied with the equidistant step sizes h1 .
Be aware that in all plots the outer two layers of cells near the periodic boundary
conditions are mere copies of the according cells in the inside near the other boundary.
We call the normal distance between the two walls “width”. The numerical length of
the channel on the other hand should not matter due to the periodicity. We used a
lower limit of five cells in this direction. When reducing the step size, the numerical
length of the channel may converge to zero, as each cell becomes smaller. For simplicity
in terms of implementing ICCM into this setup, we want both periodic boundaries to
be orthogonal to one coordinate axis and have a distance proportional to the step size
in this direction. This way, we can ensure that it coincides with cuboid surfaces.
Furthermore, we want to ensure that the faces of which the periodic boundaries consist,
are equal to the faces of the other periodic boundary shifted along the channel, see
Figure 5.6. In order to achieve this, we start one of the solid walls at a corner point of a
cuboid and make sure it ends in another corner point. The latter condition is satisfied
if and only if the number of cuboids between the 2 periodic boundaries is a multiple of
p or q, depending to which coordinate axis the boundaries are orthogonal to.

(a)

(b)

Figure 5.6: (a) Slope not fitting the grid. The two (red) periodic boundary pieces
have completely different faces although having the same length. (b) Slope fitting the
grid

This means that the minimum number of cuboids we need in this direction is min(p, q).
When decreasing the step size of our grid, we can keep this number of cuboids since
shortening the numerical length of the channel does not change any results due to periodicity, as long as the above conditions are satisfied. This way, computation time only
increases in quadratic order: Linear decrease in time step multiplied with the linear
increase of cuboids along the width of the channel.
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5.1.3.2

Slip

An infinite pipe with gravity accelerating the fluid without any decelerating force clearly
will not yield any stationary state. One must expect the fluid velocity to increase up to
the point where stability can no longer be sustained and the solution will diverge. Yet,
one may compare all earlier time steps.
Another problem is that taking the gravity parallel to the wall would render this setup
trivial: Having constant initial conditions and a uniform gravity parallel to the boundary
yields the analytical solution for any reasonable discretization with the correct solid
boundary, see Figure 5.7(a) and (b).
This can be changed by shifting the gravity by a few degrees. The solution is now not
trivial any longer and the quality of the grid and the solution method is important again.
Results for a shift of gravity by π/10 are shown in Figure 5.7(c) and (d).

Density Velocity

Density

(a)

(c)

(b)

Density

(d)

Figure 5.7: Slip and periodic boundary condition density plots. The slope of the
non-parallel channels is 23/31. (a)+(b) Parallel gravity. Cartesian and ICCMMC . (c)
Non-parallel gravity, Cartesian. Velocity ranges from 1.537m/s to 1.570m/s. (d) Nonparallel gravity, ICCMMC . Velocity ranges from 1.537m/s to 1.5690m/s.

5.1.3.3

No-slip with piecewise constant approximation

Using a no-slip condition we face less obvious obstacles. All solutions reach a steady
state after a certain time since the gravity and boundary friction form an equilibrium.
All plots show this state. Furthermore we do not have trivial solutions as in the previous
subsection. Only the density is supposed to be constant.
In Figure 5.8(a) and (b) we see the reference solution of the parallel channel. As this is
expected to converge to the analytical solution and the maximum speed does not change
anymore this should be very close to the correct solution.
In Figure 5.8(c) we see the special case of a cut-cell method where the walls are exactly
diagonal. On the contrary we have walls close to being orthogonal to an axis in (d).
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While the first case yields correct results in terms of density, we clearly see two main
error regions in the lower plot. This is precisely the place where we change from having
the smallest allowed interior cut-cells to having the largest slave cut-cells. As shown in
section 4.1.2 the two errors of magnitude O(1) do not cancel out at this face.
Figure 5.9 confirms that these density errors may actually increase with a smaller stepsize, if only the piecewise constant approximation is used, instead of the interpolation
methods suggested in this thesis: The L∞ density error in (d) is larger than in (a).

Density Velocity

Velocity
(a)

Density Velocity

(b)

(c)

(d)

Figure 5.8: No-slip density and velocity plots of a numerical simulation with piecewise
constant approximation. (a)+(b): Parallel Channel for spatial step sizes 0.1m and
0.01m. (c) Channel with slope 1 and step size 0.1m. No density error. (d) Slope 1/20
and step size 0.1m. We see a clear density error at one face near both walls below.
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Density Velocity

Density Velocity
(b)

(a)

Density Velocity

Density Velocity
(c)

(d)

Figure 5.9: No-slip density and velocity plots of a numerical simulation with piecewise
constant approximation. The channel has the slope 17/12. Density error increases in
accordance with the results of section 4.1.2.2 as the spatial step size decreases. Yet,
one can see that the area in which the error occurs becomes smaller, decreasing the
L2 error. (a): Step size 0.1m. (b): Step size 0.05m.(c): Step size 0.01m. Velocity
ranges between 0.003m/s and 1.212m/s. (d) Step size 0.005m. Velocity ranges from
0.001m/s to 1.230m/s. Be aware that (b)-(d) are stretched in one direction, which
causes slopes and vectors to look different. The latter are removed in (c)+(d) due to
being unrecognizable.

5.1.3.4

No-slip with piecewise linear approximation

As shown in section 4.1.2.3 we should see linear convergence of the velocity in this case.
Since the latter directly influences the continuity equation, which is also of first order,
we can expect the density to linearly converge to the analytical solution of a constant
ρ. This is clearly seen in the L∞ convergence rate in Table 5.1.
The density L2 -error on the other hand, decreases in second order. Yet, this is simply
the overlap of two effects: Only the first few layers of cells near the boundary produce
any error in this example. With the volume of these cells decreasing in comparison to
the total volume of the channel this gives another O(h). One can see this very well in
Figure 5.9 and 5.10 as the region in which the error occurs becomes smaller. This effect
is also seen in the constant approximation case and is only of secondary interest for the
actual aim of our work.
Since there is no known analytical solution for the velocities to compare with and because
any local errors would be seen in the density, it suffices to compare the maximum velocity
of our results with the maximum velocity of the analytic solution. Again, we do not
have the latter given exactly, but the maximum speed in the parallel channel should be
extremely close. It only changes by 5 · 10−4 when decreasing the spatial step size from
0.1 to 0.01. Although this maximum velocity is assumed in the center of the channel,
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through the no-slip condition it is affected by the boundary treatment. One can see that
the convergence rate is close to one, closing in for smaller step sizes.
∆x
0.1
0.05
0.025
0.0125

L2 -error
1.779E-004
3.530E-005
7.704E-006
1.791E-006

convergence rate
2.333
2.196
2.105

L∞ -error
1.190E-002
5.055E-003
2.238E-003
1.041E-003

convergence rate
1.236
1.176
1.105

Table 5.1: Density errors of Figure 5.10

∆x
0.1
0.05
0.025
0.0125

|uanalytical
− umax |
max
1.366E-001
8.917E-002
5.034E-002
2.672E-002

convergence rate
0.616
0.825
0.914

Table 5.2: Difference in maximum velocity of Figure 5.10 to parallel channel

Density

Velocity

Density

(a)

Velocity

Density

(b)

Velocity

Density

(c)

Velocity

(d)

Figure 5.10: Density and Velocity plots of a channel with slope 23/13 and step sizes
0.1m to 0.0125m using ICCMMC
ML . Linear convergence as shown in section 4.1.2.3.

5.1.4

Influence of lower bounds on volume of interior cells

As explained in section 3.3 the volume range in which cells are merged to larger cells
as a slave-cell is a design parameter. Here we want to give an example on how efficient
different values of this parameter are. In this section we apply the ICCMMC
ML in all results.
In an explicit scheme it is important to avoid small cells. The smaller the cells can
become, the more time steps are needed for the same stability. In all results shown in
the previous subsections, we merge cut-cells that have a volume smaller or equal to one
half of the volume of the underlying Cartesian cell.
On the other hand, it may be interesting to see what happens if this limit is decreased.
We give this limit as MV VCartesian , where VCartesian is the volume of a Cartesian cell
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and MV is the dimensionless factor determining the minimal size of a cut-cell. In the
following example, we have computed the periodic example from section 5.1.3 with a
1
minimum volume of 16
VCartesian and, thus, a time step eight times smaller than with
the usual minimum volume of 12 VCartesian . Regarding the computation time in the 2D
case, this is similarly expensive to halving the spatial step. It is clear that the L2 -error
and the error in the maximal velocity are larger than in the computation with refined
spatial step sizes, since these are global errors: A finer mesh also reduces errors in the
interior while an improvement of the boundary treatment can only reduce errors at the
boundary. Yet, with respect to the L∞ -error the result with the smaller lower bound is
slightly better.
h
0.1
0.05
0.1

MV
1/2
1/2
1/16

L2 -error
2.680E-004
3.309E-005
1.123E-004

L∞ -error
1.189E-002
4.966E-003
4.793E-003

maximum velocity
1.131
1.173
1.125

computation time(ms)
1133
9493
9541

Table 5.3: Comparing decreased spatial step sizes h with decreased minimum cell size
MV , see Figure 5.11

(a)
Density Velocity

(b)
Density Velocity

(c)
Density Velocity
Figure 5.11: Comparing decreased spatial step sizes h with decreased minimum cell
size MV at same computation time, see Table 5.3:(a) h = 0.1m, MV = 1/2. (b)
h = 0.1m, MV = 1/16.(c) h = 0.05m, MV = 1/2.

5.2

Granular flow model

Throughout this section we will use the granular model as in section 2.3, except for
section 5.2.1 where the granular temperature is fixed. As the range of parameters in
granular flow simulations is depending on the material and quite large, we have decided
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to use different parameters in the examples to display different aspects of granular flow.
In each example the chosen parameters will be given.
Boundary and initial conditions will also mostly be given specific to each example. One
exception is that the temperature will always have a Neumann zero boundary condition.
Furthermore, a “solid wall” will always mean that the volume fraction has Neumann zero
boundary condition, while the velocity has a given normal and tangential velocity. Slip,
no-slip and partial-slip boundary conditions that are used in the examples are explained
in section 2.2.5.
The time-step in each example is chosen adaptively. It depends on the CFL-condition
with CFL-number 0.25 and is further dependent on the pressure gradient.

5.2.1

Rotating cylinder

In many applications of the granular model it suffices to add average normal information
of the curved domain to a standard Cartesian Finite Volume solver in order to achieve
satisfying results. Yet, there are some examples where this approach fails. One such
example is shown in Figure 5.12. To further simplify the example, we have omited the
temperature equation in this case and set a constant granular temperature T = 10−5 .
We can assume that in the analytical solution the volume fraction and velocity norm
should only depend on the radial distance. Yet, we have unrealistic piling of material
in the Cartesian solver while the ICCM gives a plausible result. In Table 5.4 we further
see that the convergence rate of the ICCM in L1 as well as in L∞ norm is close to one,
which is the expected optimum. Comparing this to the convergence rate of the Cartesian
solver, we see that the ICCM not only gives much better results for the mesh plotted in
Figure 5.12 but also has higher convergence rates.

Figure 5.12: Rotation of granular material induced by a uniform tangential velocity
on a circular no-slip boundary. Spatial step size h = 0.01. Uniform initial condition ρ =
0.4, u = 0. Tangential boundary condition u = 0.5 with no-slip condition. Dirichlet zero
in normal direction and Neumann zero for the volume fraction. Granular parameters
T = 10−5 , ρC = 0.8, ρC0 = 0.3, T0 = 1.(left): Cartesian grid. (right): ICCMMC
MS with
lower volume bound (see subsection 3.3) 1/4, yielding the expected result.
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Cartesian
ICCMMC
MS
−3
1
1
10
1
L
L
L
1
10π 1
10 ∞
π
100 L∞
Volume fraction errors
1/50
2.09
2.25
9.03
1.00
1/100
1.54
3.19
5.82
0.852
1/200
1.06
3.54
2.81
0.513
1/400 0.760
3.76
1.60
0.249
Volume fraction convergence rate
1/100 0.445
-0.500
0.634
0.235
1/200 0.539
-0.150
1.05
0.731
1/400 0.476 -0.0873
0.810
1.04
h
h

Table 5.4: Errors and convergence rates for this example using different uniform grid
−3
sizes h in both coordinate directions. An ICCMMC
has been
MS solution with h = 10
used as reference. A Cartesian reference solution can not be used since there is no
convergence in L∞ norm.

5.2.2

Shear plate

We have already seen in section 5.1.3 that the infinite channel is a useful example. A
precise solution of a Cartesian grid can be computed. Furthermore, a simple rotation
of the domain and gravity compared to the coordinate axis leads to a simulation that
required some boundary fitting method, without changing the underlying problem. The
Cartesian grid on the non-rotated domain will always outperform any cut-cell method on
the rotated domain: We apply the Cartesian grid method to a domain where the Cartesian grid is domain-fitting, whereas ICCM is applied to a domain where the Cartesian
method is failing.
In the context of granular flow a similar problem, the shear plate experiment Figure 5.13
is often used, e.g. [BLS+ 01, Mid04]. Instead of applying gravity, the two walls of the
channel are moving with respect to each other. We simulate this by setting a tangential
velocity on one of the solid boundaries. This problem is now more interesting than in the
generic fluid case, since the velocity on the boundary will also result in a temperature
increase. The quadratic and potentially discontinuous dependence of the viscous heating
on the velocity, see section 4.4.4, poses another hard challenge for the ICCM.
Regarding the parameters for the simulation we have oriented ourselves on the experiment of Bocquet et. al. [BLS+ 01]. They use two concentric cylinders which, with the
exception of negligible rotational forces, is identical to the shear plates. They further
add a uniform air-flow through the granulate orthogonal to the solid boundary and the
tangential velocity. This ensures that all particles remain in a kinetic state with nonzero temperature. Since this flow does no lead to air bubbling and is constant over
the simulation, we assume that this will only influence the average volume fraction and
a volume source term for the temperature. This assumption simplifies the simulation,
as we neither need the third dimension nor a further set of air equation which would
interact with the granulate. As we want to simulate particles in a kinetic state, the yield
terms are disabled in this subsection.
We use the following parameters: Shear viscosity factor η0 = 0.00102573m; Energy dis1
sipation factor ε0 = 216.649 m
; Thermal conductivity factor λ0 = 0.00034m; Maximum
2
volume fraction cmax = 0.8; Yield volume fraction c0 = 0.3; Yield parameters T0 = 0 m
;
s2
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No-slip boundary with velocity

infinite

granulate

infinite

No-slip boundary zero velocity
Figure 5.13: 2D shear plate. We assume air-flow in virtual third dimension which
keeps the granular temperature non-zero. The dotted line shows the part used for the
Cartesian method, the dashed line for ICCMMC
MS . Both use periodic boundary conditions
for the interior boundaries to simulate the infinite length.
2

; Initial volume fraction c(0) = 0.6; Initial velocity
Initial temperature T (0) = 0.01 m
s2
ui (0) = 0; Gravity gi = 0 sm2 ; Tangential wall velocity uw = 1 m
s.
The computation times of all ICCMMC
MS simulations in this section are slightly above two
times higher than those of the Cartesian grid simulations. This is in accordance with
the on average two times lower time step that is required since cells can be half the size
compared to the underlying Cartesian grid in either one direction. A further factor of
smaller influence is that the mass matrix is slightly more populated.

Figure 5.14: Top part of the shear plate, lower part of the domain not shown. Left
ICCMMC
MS , right Cartesian. The left and right boundaries are periodic in both cases.
The skew domain is rotated compared to Figure 5.13 s.t. we apply the ICCM method
at the no-slip boundaries, whereas the periodic ones are Cartesian.

As one can see in Table 5.5 the resulting convergence rates are far from ideal. Yet, we
observe in Figure 5.16 that the velocity error directly at the boundary is actually first
order converging to zero, while the larger errors actually occur in the interior. In this
part of the domain the standard Cartesian method is used, but the flow is not parallel to
any coordinate axes. Since the method is only of first order, the velocities are strongly
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smoothed and it seems that the correct higher value at the boundary for finer meshes
leads to an incorrect higher velocity in the interior.
The temperature convergence on the other hand seems to be problematic for both the
Cartesian and the ICCM case. One may see in Figure 5.18 that neither method seems
to be first order directly at the boundary. While the Cartesian method clearly becomes
first order in the interior, this can not be achieved by the ICCMMC
MS for the same reasons
as above.
We expect that these problems in convergence are not due to the ICCM but rather due
to the numerical diffusion in the interior. For example in Figure 3.13 one can see that
the error introduces by a much stronger numerical diffusion if the flow is diagonal to
the grid, does not depend on the spatial step size in L∞ . Our approach to resolve these
issues is the introduction of boundary layers (see section 3.2.3 and 3.2.4). We will see in
the numerical example in section 5.3.3 that this leads to an improvement of the ICCM
in such cases.

Figure 5.15: Velocity norms depending on distance to wall. Cartesian grid and
ICCMMC
MS .
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Figure 5.16: Velocity norms errors depending on distance to wall. Cartesian grid and
ICCMMC
MS .

Figure 5.17:
ICCMMC
MS .

Temperature depending on distance to wall.

Cartesian grid and
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Figure 5.18: Temperature errors depending on distance to wall. Cartesian grid and
ICCMMC
MS .

Cartesian
h

L1

0.01
0.005
0.0025
0.00125

0.00278
0.00206
0.00099
-

0.01
0.005
0.0025
0.00125

0.000122
7.28e-05
2.95e-05
-

L∞
L1
Velocity errors and rates
0.054
0.0142
0.43 0.0538 0.0055
0.0146
1.1
0.0259
1.1
0.0077
0.00844
Temperature errors and rates
0.00735
0.000162
0.75 0.00568
0.37
0.000142
1.3 0.00302
0.91
0.000112
0.000112

ICCMMC
MS
L∞
-0.043
0.93
-0.13

0.475
0.281
0.209
0.282

0.76
0.43
-0.43

0.18
0.35
0.0031

0.00827
0.00792
0.00678
0.00726

0.062
0.22
-0.097

Table 5.5: Overview of velocity and temperature errors in L1 and L∞ norms including
convergence rates. All results are compared with a Cartesian simulation with step size
0.00125
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Partial Slip

In this subsection we replace the no-slip boundaries by partial slip boundaries. A wall
friction angle of 30◦ is chosen.
Interestingly most convergence rates are more uniform, both within the ICCM, as well
as between Cartesian and ICCM results. One exception here is the L∞ norm of the
temperature which again seems to originate in the velocity discontinuity of the viscous
heating term (see section 4.4.4). Yet, regarding the relatively high velocity convergence
rates in these simulations, this does not seem to have negative effects on the macroscopic
variables.

Cartesian
h

L1

0.02
0.01
0.005
0.0025
0.00125

0.00784
0.00552
0.00363
0.00149
-

0.02
0.01
0.005
0.0025
0.00125

0.000159
0.000116
8.33e-05
3.71e-05
-

L∞
L1
Velocity errors and rates
0.677
0.0101
0.51
0.431
0.65
0.00863
0.61
0.218
0.98
0.00697
1.3
0.0621
1.8
0.00517
0.00341
Temperature errors and rates
0.0112
0.000175
0.46 0.00829 0.44 0.000149
0.48 0.00595 0.48 0.000109
1.2
0.00198 1.6
9.6e-05
9.07e-05

ICCMMC
MS
L∞
0.23
0.31
0.43
0.6

0.821
0.75
0.643
0.497
0.328

0.13
0.22
0.37
0.6

0.23
0.46
0.18
0.081

0.0121
0.00992
0.0072
0.0114
0.017

0.28
0.46
-0.66
-0.58

Table 5.6: Overview of velocity and temperature errors in L1 and L∞ norms including
convergence rates. All results are compared with a Cartesian simulation with step size
0.00125
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5.2.2.2

Replacing boundary velocities by gravity

Since we have done the gravity-driven case in section 5.1.3 with the generic fluid equations, we also examine it in the granular equations setting. Despite being very similar to
the shear plate, in Table 5.7 one can see slightly higher convergence rates for the ICCM
methods than in the previous two sections. At the same time the Cartesian method
seems to be slightly worse, especially regarding the temperature equation. This further indicates that convergence of the very complicated viscous heating terms is already
problematic for the Cartesian case. A first order convergence for the ICCMMC method
as in the generic fluid examples can thus not be expected for these examples.

Figure 5.19: Velocity norms depending on distance to wall. Cartesian grid and
ICCMMC
MS .

Cartesian
h

L1

0.02
0.01
0.005
0.0025

0.0208
0.0115
0.01
0.00574

0.02
0.01
0.005
0.0025

0.000939
0.00081
0.000601
0.000331

L∞
L1
Velocity errors and rates
1.01
0.0637
0.85
0.318
1.7
0.0663
0.21
0.195
0.7
0.0566
0.8
0.132 0.57
0.0347
Temperature errors and rates
0.0427
0.00115
0.21 0.0396 0.11
0.00102
0.43 0.0353 0.17 0.000861
0.86 0.0225 0.65 0.000629

ICCMMC
MS
L∞
-0.059
0.23
0.71

1.67
1.35
0.904
0.462

0.3
0.58
0.97

0.18
0.24
0.45

0.0468
0.0429
0.0371
0.028

0.13
0.21
0.41

Table 5.7: Overview of velocity and temperature errors in L1 and L∞ norms including
convergence rates. All results are compared with a Cartesian simulation with step size
0.00125
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Figure 5.20: Velocity norms errors depending on distance to wall. Cartesian grid and
ICCMMC
MS .

Figure 5.21:
ICCMMC
MS .

Temperature depending on distance to wall.

Cartesian grid and
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Figure 5.22: Temperature errors depending on distance to wall. Cartesian grid and
ICCMMC
MS .

5.2.3

Continuous Immersed Boundary method

In this subsection we show some examples of using the continuous immersed boundary
method by Peskins [Pes72] and the modification by Goldstein [GHS93] for numerically
solving some granular flow examples and give a short comparison to the ICCM. The
continuous immersed boundary method is shortly described in Appendix A.
Throughout this subsection we use the following parameters: Shear viscosity factor
1
η0 = 0.035m; Energy dissipation factor ε0 = 63.4921 m
; Thermal conductivity factor
λ0 = 0.00034m; Maximum volume fraction cmax = 0.64; Yield volume fraction c0 = 0.4;
2
2
Yield parameters T0 = 10 m
; Initial temperature T (0) = 0.01 m
; Initial velocity ui (0) =
s2
s2
0.

5.2.3.1

Membrane in the middle of a filled box

Here we start with a uniformly filled box of volume fraction c = 0.2, where a membrane
that is elastic but should not allow granular material to flow through is mounted in the
center. A gravity of 9.81 sm2 is applied orthogonal to the membrane. All boundaries of
the box are no slip walls.
In an analytical solution there would be no flow through the membrane. This is not
the case for our numerical results Figure 5.23. We think that due to the compressibiltiy
of our material it is unavoidable that some material will flow through the membrane in
any numerical solution using a variant of this method. Yet we can see in Table 5.8 that
a finer mesh reduces the amount of material that flows through.
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Figure 5.23: Granular Material in a closed boxed with an immersed boundary membrane in the center.

h
%

0.01
0.08318

0.02
0.1076

0.04
0.1219

0.08
0.1397

Table 5.8: Percentage of granulate that flowed through the membrane in 2s. h is the
grid size. At this point of time the system is almost stationary.

5.2.3.2

Membrane in the middle of a box with inflow

In the next example we start with an almost empty box, i.e. c = 0.01. Again, a
membrane is mounted in the center. A gravity of 1 sm2 is applied orthogonal to the
membrane and in direction of the inflow. The inflow condition on the left wall is Dirichlet
volume fraction c = 0.2 and Neumann zero for the velocity. As such the inflow is
generated by the gravity. All other boundaries of the box are no-slip walls. While
we have not measured the numerical flow through the membrane in this example, the
resulting plots Figure 5.24 show that most of the granular material is again held by the
membrane.

Figure 5.24: Initially (almost) empty box with granular material flowing in from the
left. Inflow induced by a pressure difference. Immersed boundary membrane initially
in the center. σ = 0.1.

5.2.3.3

Moving rigid circle in circular domain

In this subsection we show an example for the continuous IB method by Goldstein. This
is more similar to a cut-cell method in that both are able to simulate solid no-slip walls,
despite the methods itself being very different. As one of the advantages of this method
is the easy implementation of a moving wall we show such an example: Inside a filled
circle of granular material, a smaller solid circle is rotated. While the outer stationary
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circle is numerically resolved using the ICCMMC
MS , the moving circle is included as a IB
in Goldstein’s method.
We use an initial volume fraction of c = 0.3. The boundary of the IB circle in the interior
is a no-slip wall. The outer boundary of the circle is a slip wall. One can see in the
results Figure 5.25 that despite the aim of simulating a no-slip wall, there is a strong
change in the average volume fraction inside the moving circle. This means that there
must be a relatively high flow through the wall of the circle, which should be impervious.

Figure 5.25: Rigid moving circle inside a circular domain with no-slip boundary.
Immersed boundary method as by Goldstein.

5.2.3.4

Comparison of the continuous IB methods with ICCM

There are some strong advantages of the continuous IB methods over cut-cell methods.
The most obvious is that the simulation of a moving boundary is natural to the continuous IB method and as such is much easier to implement. Furthermore, we think that for
such cases the method would be computationally more efficient. Even for non-moving
boundaries the effort of implementation is significantly smaller.
On the other hand there are two reasons against using the continuous IB method for the
continuum granular model: The methods generally have stiffness problems. This requires
a further lowering of our time-step and may result in a higher total computational effort
than when using the ICCM. Yet, the main reason is the lack of conservation properties
at the IB. Especially mass loss/gain in our compressible equations would be fatal in
some cases.

5.3

Industrial examples

In the previous subsections only simple examples are considered to enable some analysis.
Here, some more complex domains and flows are presented, including three dimensional
numerical examples. All simulation utilize the granular flow model (chapter 2).

5.3.1

Heap flow

This numerical example shows an interesting property of granular material, the capability of forming stable piles. This experiment was suggested by [Mid04].
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In both following simulations we use these parameters: Shear viscosity factor η0 =
1
0.00034m; Energy dissipation factor ε0 = 70 m
; Thermal conductivity factor λ0 =
0.00034m; Maximum volume fraction cmax = 0.64; Yield volume fraction c0 = 0.5; Yield
2
2
parameters T0 = 0.5 m
; Initial temperature T (0) = 0.01 m
; Initial volume fraction bes2
s2
low c(0) = 0.01; Initial volume fraction above c(0) = 0.4; Initial velocity ui (0) = 0;
Gravity g2 = −9.81 sm2 ,g1 = g3 = 0 (i.e. only in negative y-direction).
The domain is composed of a truncated cone that is filled with a given volume fraction of
granular material. This cone is connected to a box without any granulate inside. Instead,
below the cone a closed boxed is placed, leading to a step-structure (see Figure 5.26 for
the two dimensional example). In time, the granular material flows out of the cone due
to gravity, into the larger box and onto the smaller box. This leads to pile of granular
material first on the smaller box and, once these become too large and thus unstable in
the lower parts of the larger box.
A reference solution is not available but the two- as well as the three-dimensional results
(Figure 5.26 and 5.27) show physically consistent behaviour. It could be compared to
the behaviour of sand in such a case. Furthermore, we see that the granular flow at
the walls of the cone is very smooth, which would not be the case if a purely Cartesian
solver would be used instead of the ICCM.

t=0

t = 0.2s

t = 0.4s

t = 0.6s

t = 0.8s

t = 1s

t = 1.2s

t = 10s

Figure 5.26: Plot of the volume fraction and momentum of the flow from the truncated
cone at different points in time for the two dimensional simulation.
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t = 0(volume plot)

t = 0.2s

t = 0.6s

t = 1.5s

t = 3.6s

t = 7s

t = 11s

t = 12s

Figure 5.27: Plot of the volume fraction and momentum of the flow from the truncated
cone at different points in time for the two dimensional simulation. Except for t = 0s
we use contour plots of the volume fraction.
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Filling of a rotating cylinder

Another more complex example without a reference solution is the filling of a rotating
cylinder. A further closed rotated cylinder is placed in the center of the cylinder that
is being filled. This example is only solved three-dimensionally but with two different
grids, the marching cubes and the Voronoi grid, see Figure 5.28.

Figure 5.28: ICCMMC (left) and ICCMV (right). Cartesian Grid: 60x44x44. Spatial
step-size around 0.023

The following parameters are used in both simulations: Shear viscosity factor η0 =
1
0.0035m; Energy dissipation factor ε0 = 63.4921 m
; Thermal conductivity factor λ0 =
0.00034m; Maximum volume fraction cmax = 0.64; Yield volume fraction c0 = 0.3; Yield
2
2
parameters T0 = 10 m
; Initial temperature T (0) = 0.005 m
; Initial volume fraction
s2
s2
c(0) = 0.01; Initial velocity ui (0) = 0; Gravity g3 = −9.81 sm2 ,g1 = g2 = 0 (i.e. only in
negative z-direction of the cylinder). Inner(Outer) cylinder rotation: 1.5(5) turns
s ; Inflow:
m
m
u1 = 3 s , u2 = 0, u3 = −0.1 s , c = 0.3.
As one can see in the results Figure 5.29 the results seem physically plausible. One can
see mostly in the later points of time that the result using a Voronoi grid is slightly more
smooth which we think indicates that it is close to the correct solution.
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t = 1s

t = 2s

t = 3s

t = 10s

t = 20s

V
Figure 5.29: Left: ICCMMC
MS . Right: ICCMMS . Simulation time given row-wise.
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Voronoi grid with boundary layers

In the previous subsection we show an example where both the ICCMMC
MS which is without boundary layers, as well as the ICCMV
including
boundary
layers,
give satisfying
MS
results. In this subsection on the other hand, we show the example with the strongest
difference between the two approaches we have encountered. One will see in the results Figure 5.30 that in this example the boundary layers are necessary for a numerical
solution resembling the expected one.
We again consider a granular flow through a channel with no-slip walls. Yet, here the
domain will be a three dimensional channel. As such we have more directions to rotate
comparing to two dimensional channel examples. Since the numerically resolved surfaces
at the end of the channel will be very different from each other for the cut-cell version of
a rotated channel, we will use in- and outflow conditions instead of a periodic boundary
condition. We remark that this issue would also occur for a Cartesian grid resolved
rotated channel, while for the Voronoi grid a periodic boundary condition could easily
be included even in this case.
We use the following parameters: Shear viscosity factor η0 = 0.0035m. Energy dissipa1
tion factor ε0 = 63.4921 m
. Thermal conductivity factor λ0 = 0.00034m. Maximum vol2
ume fraction cmax = 0.64. Yield volume fraction c0 = 0.3. Yield parameters T0 = 0.5 m
.
s2
m2
Initial temperature T (0) = 0.01 s2 . Initial volume fraction c(0) = 0.01. Initial velocity
ui (0) = 0. Gravity gi = 0. Inflow:u = 1 m
s in channel direction. c = 0.3. Outflow:
Neumann zero on velocity and volume fraction.
One can see that the ICCMV
MS captures the overall behaviour of the granular material.
Yet some interior effects are smoothed out due to a higher numerical diffusion. The
ICCMMC
MS on the other hand can not nearly correctly solve this example at the given
resolution: The edges of the channel are neither smooth nor aligned with any coordinate direction and can thus not be completely captured by the method. This leads
to a numerically changed area of the inflow and outflow boundary condition surfaces.
Furthermore effects in the boundary layer are captured less precisely. In summary, this
leads to a very different flow.
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Figure 5.30: Flow through a channel. Left: Flow Parallel to Cartesian direction
using Cartesian grid. Center+Right: Coordinate system rotated π/4 around y and
V
afterwards π/6 around z. Center: ICCMMC
MS . Right: ICCMMS . Center+Lower rows:
Slices orthogonal to spanning vectors of the channel.
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Conclusion
In this work we have developed the ICCM which is applied as a cut-cell extension in
two and three dimensions to numerical solving the hydrodynamic granular flow model.
In that model, granular flow has been characterized by a NSE-like set of equations with
non-Newtonian non-linear rheology. We were able to include the complete model in our
numerical results. We have also considered the specific challenges of each term in the
cut-cell method.
The granular flow model could previously only be numerically solved on a rectilinear
grid which did not allow to correctly simulate granular flow at boundaries of complex
domains. With the ICCM we have now resolved this issue.
To achieve this, we have presented three approaches of constructing a cut-cell grid that is
to a varying degree based on an underlying Cartesian or rectilinear mesh. Two of these
approaches allow a theoretically arbitrary number of layers of cells being parallel to a
non-grid conforming boundary, also called boundary layers. We have further developed
a reliable merging algorithm that also works in three dimensions to ensure that no
arbitrarily small cells that may be created in the grid generation remain in the numerical
solving.
In a separate chapter, we have extensively researched interpolation methods suitable
for our specific task. We first showed that an interpolation method is necessary for
our cut-cell method. Afterwards we have presented and compared multiple possible
interpolation approaches and have given reasons specific to the granular model as well
as overall numerical scheme for our choice of method.
In examples we have shown first order convergence in different norms, including a maximum norm that is sensitive to artifacts that are commonly created directly at a non-grid
fitting boundary. Second order convergence was neither in rectilinear grids, nor in cutcell grids within the scope of this work.
In other examples we have shown that in comparison to a rotated Cartesian grid solution,
first order convergence can not be achieved. We have claimed that this is mostly due to
interior effects. Specifically we have shown that independently of the boundary, a flow
parallel to the grid creates a much lower numerical diffusion than flow diagonal to the
grid, leading to an overall different numerical solution. As such, convergence can not be
achieved in these cases by improving the treatment of the boundary.
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We furthermore have presented some qualitative numerical examples of granular flow
with the different grid approaches in two and three dimensions. A short comparison
to continuous immersed boundary methods has further been done via numerical experiments and their interpretation regarding the requirements of applications in granular
flow.
All numerical results including the cut-cell method have been computed in a C++
implementation by the author. The results when using a rectilinear grid to numerically
solve the granular model have been validated by comparison with the rectilinear solver
developed by the research group at ITWM. No other comparison was available for the
flow regimes. The rectilinear solver had in term been validated, see [Sch09].
We are well aware that due to our focus to the improvement of the boundary treatment,
we were only able to slightly touch the ongoing research on granular flow. While the
granular model that was applied in this work has shown to correctly reproduce many
aspects of granular flow, direct comparison of any numerical results of this model to
physical experiments is still very uncertain. It is currently expected that some parts
of the model will have to be improved to allow suitable results in more complicated
experiments. As we would have required some experiment in a non-trivial geometry to
really show the advantages of the cut-cell method, this was beyond the scope of this
work. If the granular model is modified, it will certainly be of interest to check whether
they influence the cut-cell method.
Possible future work less directly connected to the granular model could address the
inclusion of moving boundaries in the ICCM. This has been done before for other
models. An open question is how large the additional computational effort of such a
step would be. We expect that it would require a parallelization of the grid creation
process. A parallelization of the grid creation process would be much more effective in
scaling compared to the parallelization of the linear solver.
There are a number of further numerical experiments that could be done in the future.
First a numerical comparison of the different suggested interpolation methods, with
respect to computation time as well as quality of results would be possible. Furthermore,
three dimensional convergence studies have not yet been conducted. A setup where an
analytical solution of the granular model is available would be interesting, if the example
is complex enough to have some relevance with respect to interesting aspects of the
granular flow and also displays some properties of the cut-cell method. Yet, due to
the complexity of the granular equations, this is not even possible in a one dimensional
example. Despite this, something similar might be achievable by finding continuous
functions for volume fraction, velocity and temperature that approximately solve an
example of granular flow. One could add a further right hand side term to the equations
of granular flow, such that this approximate solution solves the modified system exactly.
Lastly, as those interior effects do interfere with our convergence in some example, it
would be interesting to try a higher order solver for the granular equations. We do
not know if this would be possible even for a rectilinear grid, as stability issues would
certainly be much stronger in such a scheme. Yet, if this could be achieved, we are
confident that it would also be possible to extend the cut-cell method to an overall
second order.
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Continuous immersed boundary
methods
In this appendix we shortly present the original immersed boundary method for elastic
boundaries and some modifications to allow no-slip inelastic boundaries. This description of the methods is incomplete. Only the parts that are necessary for the numerical
results in section 5.2.3 are described here.
The immersed boundary method was developed by Peskin in 1972 [Pes72] for the incompressible Newtonian Navier-Stokes equations and has been improved and extended by
various approaches. While interaction with an elastic boundary is not required for most
of our applications and exact mass conservation can not be ensured in the compressible
case in any of the approaches, we still see a certain appeal in this method. Especially a
moving boundary can be simulated with relative ease. While this would also be possible
in the cut-cell method, it is much more complicated and would substantially increase
the computation time.
The continuous immersed boundary method introduces fibers which interact with the
fluid. While in two dimensions one fiber is sufficient to simulate a surface, an interwoven net of fibers is required in three dimensions, see Figure A.1. The fibers move with
the velocity field of the fluid, while the fluid is influenced by forces that occur due to

(a)

(b)

Figure A.1: (a) Immersed Surface as interwoven mesh of immersed fibers (only five
fibers shown), (b) Two dimensional example of an immersed fiber which divides the
domain into two parts. Both taken from [Sto97]
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deformations of the fibers. This is included via a forcing term F (x, t) in the momentum equation (A.2) and a further equation (A.4) for each fiber which is in Lagrangian
coordinates.

∂t (c) + ∇ · cu = 0
∂t (cu) + ∇ · cuu − ∇ · σ + ∇p + cF (x, t) = 0
3
∂t (cT ) + ∇ · (cT u) − (ηκS : κS − ∇ · q) + εcT = 0
2
∂t χ = u(χ(s, t), t)

(A.1)
(A.2)
(A.3)
(A.4)

To combine the Lagrangian and Eulerian equations one needs to rewrite F (x, t) in dependence on the fiber parametrization, whereas ∂t χ will have to depend on the Eulerian
velocities. First we introduce δ̂(x) = δ(x1 )δ(x2 )[δ(x3 )] as the product of delta distributions and f (s, t) as the force that is induced by the point χ(s, t) of the fiber to the fluid.
We can now define:
Z
f (s, t)δ̂(x − χ(s, t))ds

F (x, t) :=
Γ
Z

(A.5)
u(x, t)δ̂(x − χ(s, t))dx

u(χ(s, t), t) :=
Ω

In the discretized formulation we will need some smoothed out delta distribition to be
able to numerically approximate the terms. A typical choice is
δh (x) = dh (x1 )dh (x2 )[dh (x3 )]

 1
πxi
1
+
cos(
)
if |xi | < 2h
4h
2h
dh (xi ) =
.
0
if |xi | ≥ 2h

(A.6)

This function satisfies the following properties among others: It is continuous, has a
finite support of 4h in each P
direction and interpolates constant functions given on the
δh (xijk − y) = 1 for all y ∈ R2 [R3 ] that are in the interior
Cartesian grid correctly, i.e.
ijk

and not within two cells of the domain borders.
Using the discretized fluid velocity uijk and discretizing the fiber as L points with distance hl to each other we can now rewrite the α-dimensional F and ∂t χ as:
F (xijk , t) =

L−1
X

f (sl , t)δh (xijk − χ(sl , t))(hl )α−1

(A.7)

u(xijk , t)δh (xijk − χ(sl , t))hα

(A.8)

l=0

u(χ(sl , t), t) =

X
i,j,k

This is usually discretized explicitly in time, although this leads to a stiff behavior.
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Figure A.2: Numerical delta function δh

A.1

Elastic boundaries

In this section we emulate an elastic boundary, which is the original task of the immersed
boundary method by Peskins [Pes72].
The fiber is modelled as a number of points, that are successively linked by linear
springs with spring constant k. In the continuous model we have infinitely many springs
of infinitisimal length. The Lagrangian forcing term f thus has the form
f (s, t) = k∂s2 χ(s, t) ≈ k

χl+1 + χl−1 − 2χl
(hl )2

(A.9)

In total, this leads to the following system, where the standard NSE part is not given
here in discretized form to keep it shorter.
∂t (c) + ∇ · cu = 0
∂t (cu) + ∇ · cuu − ∇ · σ + ∇p+
+ cnijk k

L−1
X
l=0

n−1
n−1
χn−1
l+1 + χl−1 − 2χl
δh (xijk − χln−1 )(hl )α−1 = 0
(hl )2

(A.10)

3
∂t (cT ) + ∇ · (cT u) − (ηκS : κS − ∇ · q) + εcT = 0
2
n−1
n
X
χl − χl
=
unijk δh (xijk − χn−1
)hα .
l
∆t
i,j,k

A.2

Rigid body

To simulate a rigid body one could let the spring constant k in the latter model converge
to infinity. Yet, this would lead to a very stiff system and does not allow slip boundary
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conditions or moving boundaries. A different approach, e.g. done by Goldstein et. al.
Rt
[GHS93], is using a feedback force f (xs , t) = α u(xs , t0 )dt0 + βu(xs , t), where α, β > 0
0

are design paramters. Numerical stability will strongly depend on the values chosen for
α and β.
More general, to achieve a boundary with velocity u(xs , t) = uB (xs , t) we use
Zt
f (xs , t) = α

u(xs , t0 ) − uB (xs , t0 )dt0 + β(u(xs , t) − uB (xs , t)).

(A.11)

0

Equation A.7 remains unchanged using the new f , while Equation A.8 may now be
simplified to ∂t χ(sl , t) = uB (sl , t).
In total, this leads to the following system:
∂t (c) + ∇ · cu = 0
∂t (cu) + ∇ · cuu − ∇ · σ + ∇p + cnijk F (xijk , tn−1 ) = 0
3
∂t (cT ) + ∇ · (cT u) − (ηκS : κS − ∇ · q) + εcT = 0
2
n−1
n
χl − χl
= uB (sl , t),
∆t
with
n

F (xijk , t ) =

L−1
X
l=0

α

n
X

(A.12)

∆t (u(xijk , tm ) − uB (u(xs , tm ))) +

m=0

!
)(hl )α−3 .
β(u(xijk , tn ) − uB (xs , tn )) δh (xijk − χn−1
l

(A.13)
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