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Abstract. Electronic passports and other identity documents store bio-
metric reference data of the document holder (such as a face image and
fingerprint images) in a smart-card chip with contactless interface to en-
able the automatic verification that the holder is the legitimate holder.
Off-card biometric comparison involves sending sensitive biometric ref-
erence data via near-field communication to a background system. Even
if encrypted, the transfer of biometric data requires considerable trust in
the background system and can threaten the privacy of the cardholder. A
biometric system-on-card integrating the biometric sensor and signal pro-
cessing into the card enhances privacy because sensitive biometric data
never leave the card. System-on-card technology with capacitive finger-
print sensors integrated into a smart card is already mature. Optical cam-
era modules for capturing face images, however, have not been integrated
into smart cards yet. Ultra-thin camera modules inspired by the com-
pound eyes of insects could be integrated into smart cards, but would the
computing resources on a smart card be sufficient for face recognition?
This paper assesses the feasibility of a face-verification system-on-card
using an ultra-thin compound-eye camera and a pre-trained lightweight
neural network. Taking the resource limitations of smart cards into ac-
count, a face verification pipeline from capture to verification decision is
outlined, and its accuracy is estimated. This paper shows that lightweight
face verification using a compound-eye camera is feasible with acceptable
accuracy but requires more memory and computing power than available
on today’s off-the-shelf smart cards.
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1 Introduction

If biometric data are captured, pre-processed and compared on a smart card,
then there is a biometric system-on-card [13]. While this approach guarantees
a maximum of privacy protection because the biometric data is confined to the
smart card and never transferred outside, the demand for processing power is
substantially higher than on a smart card with on-card biometric comparison
[17] but without biometric sensor because image processing, enhancement and
feature extraction cannot be outsourced to the host system. In case of a biometric
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system-on-card, the only functionalities remaining on the host system are power
supply and handling of the received verification decision.

A smart card with an integrated camera module could verify the identity
of its holder without any auxiliary devices except for a contactless card reader.
Possible use cases include enhanced personal identity documents, be they future
machine-readable travel documents (MRTDs) or office identity cards. Currently,
automated border control systems verify a traveller’s identity claim by capturing
her face image and comparing it with the reference image read from an MRTD
via near-field communication. Based on the comparison result, the inspection
system accepts the claim and allows the traveller to pass or rejects the claim
and refers the traveller to a border control officer for processing. When trans-
mitting biometric data from an MRTD to an inspection system, data integrity
and privacy is achieved by cryptographic protocols. A smart card able to ver-
ify its owner without transmitting sensitive biometric data over the air would
significantly enhance privacy protection compared to the state of the art.

A camera module embedded in a smart card should be as slim as possible to
fit into an ID-T size card with thickness between 2.25 mm and 3.25 mm [14]. The
height of ordinary cameras, however, cannot be reduced past a certain point due
to the internal structure. To mitigate this problem, compound-eye cameras in-
spired by the structure of insect eyes use an array of lenses, each with a relatively
low resolution, which allows a thinner design [6]. The captured image consists
of an array of partially overlapping fragments that can be used to reconstruct
a complete image. With this reconstructed image, the face verification process
can proceed as usual if the limited computational resources of the card permit.

The concept of biometric system-on-card is not new. Biometric payment
cards such as the Mastercard Biometric Card read the cardholder’s fingerprint
via a capacitive fingerprint sensor integrated into the card, compares it with the
one stored on card, and decides whether the cardholder is legitimate based on
whether the fingerprints match [1]. The benefit of using facial features instead
of fingerprints is simply that face recognition would work even under conditions
where fingerprint recognition fails, e.g., with dirty or wet hands. Face verification
error rates dropped massively with the introduction of algorithms based on deep
learning [10]. Due to its ease of use and contactless nature, face verification can
provide users with a comfortable experience in various settings. Usually, face ver-
ification requires a significant amount of computational resources, restricting its
use to permanently installed systems like building access control and to powerful
handheld devices like smartphones. In recent years, efforts were made to reduce
these resource requirements and to broaden the range of possible applications
while achieving or even exceeding the performance of conventional systems.

The contributions of this paper are:

— We describe the setup of a face verification system-on-card with compound-
eye camera, design a lightweight face verification pipeline and determine its
storage space requirements (Section 3).
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— We conduct experiments to evaluate the effects of changes to steps of the
face verification process on the false match rate and false non-match rate
values (Section 4).

— We assess the feasibility of a future face verification system-on-card and
describe several open issues (Section 5).

2 Related Work

Related work by Bourlai et al. [3] proposed an on-card face comparison system.
They studied the trade-off between performance and computational complexity
in a face verification approach that was commonly used before the recent deep-
learning revolution, but whose performance is severely outclassed by modern
convolutional neural networks (CNNs).

A CNN model suited for environments with limited resources is Mobile-
FaceNets [7]. MobileFaceNets outperform general mobile visual recognition mod-
els substantially while also having a smaller memory footprint. The model was
trained with the ArcFace loss [9] and uses only around one million parameters.
Another set of models that draws inspiration from neural networks for general
visual recognition is MixFaceNets [4].

The design of the PocketNet [5] models, which we used in our experiments,
was automated via neural architecture search that learns the best performing
structure for a given task. The authors of PocketNet also apply a technique called
knowledge distillation, which aids a small model (student) during the training
phase by supplementing the process with feature representations in the embed-
ding layer of a fully trained larger model (teacher), in this case the ResNet100
model [11] with over 55 million parameters. Different PocketNet configurations
and model sizes are available with different computational resource requirements.
For instance, PocketNet-S-128 requires 587.11 MFLOPS.

The evolution continues. Recently, GhostFaceNets [2] have demonstrated ex-
cellent performance on the benchmarks while requiring only 60 to 275 MFLOPS.

3 Proposed Face-Verification System-on-Card

3.1 System Architecture

A general biometric system is composed of the following logical modules [16]:
data capture, signal processing, data storage, comparison, decision, and trans-
mission subsystem. In case of a biometric system-on-card, all subsystems are in-
tegrated into a tamper-proof card-size device with secure element and/or micro-
controller unit. A biometric system-on-card can be powered via the electromag-
netic field that is provided by a contactless card reader so that the card requires
neither a contact-based interface nor a battery. If used for access control, the
card must transmit encrypted verifying data to the card reader at the access
point. At the highest level, the security objectives of a biometric system-on-card
for access control are:
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— To provide strong authentication using a challenge-response scheme,

— To provide protection against disclosure of confidential data stored on it,
— To ensure integrity of the data stored and transmitted and

— To prevent misuse by persons other than the legitimate cardholder.

Provided a tamper-proof device with a secure element, the biometric reference
data stored in the card and any data transmitted within the card are assumed
to be securely protected and electronic injection of recorded biometric data not
to be possible. The only communication link open to attacks is that between
card and card reader.

The other possible point of attack is the camera module. Ramachandra and
Busch gave an overview of possible presentation attacks on face recognition sys-
tems, e.g., by holding a printed face image in front of the camera, and of possible
countermeasures [19]. To be applicable in scenarios without supervision, a face
verification system-on-card needs appropriate precautions against presentation
attacks. However, these are out of scope of this paper.

3.2 Compound-Eye Camera Module

The development of thin cameras with high resolution is mainly driven by the
smartphone industry. The achieved advancements approach a physical limit since
a smaller height requires an increasingly compact sensor. Less space between the
single pixels on the sensor results in higher noise, which reduces the quality of
the captured image. Modern smartphones feature prominent lenses that exceed
the depth of the remaining hardware to deliver high resolutions with the desired
image quality. To overcome this limit, Briickner et al. presented a camera con-
sisting of an array of small lenses, each with a relatively low resolution [6]. This
enables a thinner design at the cost of computational overhead.

The dimensions of the camera module used are 6.8 mmx 5.2 mmx 1.4 mm with
a pixel pitch of 3.2pm and an f-number of 3.7. Such ultra-thin camera modules
are capable of being integrated into an ID-T size smart card with thickness
between 2.25 mm and 3.25 mm [14]. The camera captures a total of 221 separate,
partially overlapping images (referred to as fragments), arranged in a 17 x 13
grid and covers a field of view of 58° x 46° [6].

3.3 Document Inspection Procedure

Document inspection begins with placing the document onto the inspection sys-
tem. The inspection system supplies the card with energy. It must be one arm’s
length away at head height so that a face image can be taken. To check whether
the card is authentic and to prevent replay attacks, a challenge-response protocol
using random numbers, message authentication codes, a private key stored in
the card and a public key in a public-key certificate signed by a trustworthy cer-
tification authority can be used, similar to the chip authentication protocol used
in MRTDs. To check whether the cardholder is legitimate, the protocol should
be linked with face verification. The end result of the process is a cryptogram
issued by the card that must be verified by the inspection system.
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3.4 Proposed Face-Verification Process

Overview. The face verification process consists of four steps: image capture,
image processing, comparison and decision. The main focus of this paper lies
on the image processing part of this sequence, which can be further divided
into the steps of image reconstruction, cropping and feature extraction. Each of
these tasks is described in detail in the following subsections. If not mentioned
otherwise, all implementations are done in Python 3.7 and all CNN models are
implemented using the PyTorch library.

Image Reconstruction. Each of the partially overlapping fragments (see Fig. 1)
can be seen as a square-shaped image of a certain size, containing a circular sec-
tion of the captured scene. The lighting diminishes towards the borders, resulting
in a relatively small usable space in the middle. The goal of image reconstruction
is to combine these fragments into an image suitable for face verification, not
necessarily a clean image with super-resolution mainly meant for the human eye.
Since the feature extraction algorithms do not require the same amount of res-
olution and/or regularity, the process of reconstruction can be cut short, saving
valuable computation time. The reconstruction is split into two steps: Fragment
segmentation and fragment combination.
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Fig. 1. Image provided by the compound-eye camera
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For fragment segmentation, we use carefully handcrafted bounding boxes of equal
size. This method is highly reliant on a low error margin during assembly but
is not influenced by any irregularities in the captured scene like sub-optimal
lighting with shadows or black clothing. The bounding boxes can be stored
extremely memory efficient.

For fragment combination, several approaches are investigated:

— The first, simple method is to extract a region smaller by a factor of reyt
from the centre of each fragment. If the cut ratio r¢, is chosen carefully, this
can result in non-overlapping fragments with seamless transitions.

— The other approaches were influenced by Oberdérster et al.’s algorithm for
fast reconstruction [18] and use partially overlapping fragments. Rather than
directly combining the fragments like in [18], we split each fragment into its
four quadrants. Then four images are reconstructed. They can be fused using
several operations: The most obvious approach is to calculate the average for
each pixel, but other methods like median, minimum and maximum opera-
tions are also investigated. An interlacing step as proposed by Oberdorster
et al. is also investigated.

Cropping and Alignment. Face detection, alignment and cropping to the
face region are important steps for accurate face verification. Three different
approaches are used in this paper:

— Cascade method from OpenCV [21]: The idea behind this approach is to dis-
card irrelevant regions of the image fast and concentrate the computational
effort on promising candidate regions.

— DLib face detection algorithm [8]: DLib is an open-source C++ toolkit con-
taining machine learning algorithms. We use the get_frontal_face_detector()
method, which is configured to find human faces that are looking more or
less towards the camera. It is based on a variation of the algorithm described
by Dalal et al. [8].

— MTCNN [22]: This approach leverages multi-task cascaded convolutional
networks to detect faces and relevant landmarks within an image.

While DLib and MTCNN deliver a cropped and stretched square-shaped image,
the Cascade method was trained to produce square-shaped but non-stretched
images. This property is used in this paper to evaluate the effect of sub-optimal
cropping on the recognition performance. Since the images are taken in a con-
trolled environment, none of the above mentioned algorithms experiences any
problems to detect the face. The cropped images are resized to fit the respective
embedding model during evaluation and normalized to be zero-centered with a
range from -1 to 1.

Feature Extraction. The following pre-trained models were used for calculat-
ing face embeddings (i.e., feature vectors):
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— FaceNet [20]: After its release in 2015, Google’s FaceNet has quickly become
a commonly used model for various face-related tasks like verification, iden-
tification and clustering. FaceNet uses a deep neural network with a total of
140 million parameters. While it is too big for use on embedded systems and
smart cards, it helps to estimate the upper limit for the achievable recogni-
tion performance.

— PocketNet [5]: We used different configurations and model sizes, specifically
the PocketNet-S-128, PocketNet-S-256, PocketNet-M-128 and PocketNet-M-
256 models, respectively.

Table 1 shows the configurations regarding parameter count, expected input size
and embedding size.

Table 1. List of models with parameter count and input and embedding sizes

Model n(parameter)|siz€input | $i2€ embedding
FaceNet 28406 177|160 x 160 512
PocketNet-S-128 925632(112 x 112 128
PocketNet-S-256 991424112 x 112 256
PocketNet-M-128 1686656(112 x 112 128
PocketNet-M-256 1752448(112 x 112 256

Verification Pipeline. Each of the steps in the verification pipeline can be
represented by a set of available choices: cut ratios, combination modes, cropping
algorithms and embedding models as seen in Eq. (1) to Eq. (4).

Cut_ratios = {0.14,0.15,0.16,0.17,0.18,0.19,0.20, 0.21} (1)

Combination_modes = {simple, average, median, min, max, stacked}  (2)
Cropping_algorithms = {MTCNN, DLib, Cascade} (3)

Embedding_models = { FaceNet, PocketNet-S-128, PocketNet-S-256,

4
PocketNet-M-128, PocketNet-M-256} @

A configuration for face verification using compound-eye camera consists of four
individual choices from these four sets. The pipeline is fully modular to enable
an easy extension of any step with new settings, algorithms or models.

For reference embeddings, a normal, unfragmented face image is cropped us-
ing the specified algorithm and resized to the input size of the chosen embedding
model. After this, the embedding is calculated by passing the cropped image
through the embedding model, and the resulting feature vector/embedding is
stored. For verification, the captured compound-eye image is recombined us-
ing the specified cut ratio and combination mode. The following steps of crop-
ping and embedding are the same as for reference embeddings. After that, the
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Euclidean distance between the probe embedding and the reference embedding
is calculated and a verification decision is taken by comparing the comparison
score with a decision threshold.

4 Experiments

4.1 Face Image Data Sets
All experiments were executed using a combination of two data sets:

— Compound-eye data set: This data set consists of 157 pairs of compound-eye
and webcam frontal images of 78 volunteer test subjects from our institute
who consented to the use of their face images for the purpose of this research.
The images were captured during two sessions five months apart, using a
setup where the capture subjects were photographed simultaneously with a
webcam and a compound-eye camera integrated into a circuit board above
the webcam (see Fig. 2). Consistent lighting was ensured by a studio light
and the background was a homogeneous white cloth. The camera-subject
distance was constantly about an arm’s length. The unprocessed compound-
eye images have a size of 2048 x 1536 pixels while the webcam images have
a size of 640 x 480 pixels. 23 test subjects were registered in both sessions
while the remaining 55 attended only one session. Most faces show a neutral
expression, but in the second session, face images with a smile were captured
in addition to images with a neutral facial expression. We used well-lit frontal
face images with a homogenous background to showcase the feasibility of face
recognition under ideal conditions as a start.

— Labeled Faces in the Wild (LFW) data set [12]: This publicly available data
set consists of 13233 images of 5749 individuals, mostly persons of public
life. The images are cropped to contain only the face and some surroundings
and show mostly frontal poses, sometimes with a slight tilt. They are well
suited for an initial evaluation of face verification models.

The experiments described below revealed a labeling error in the compound-eye
data set: A subject assumed to have participated in both sessions turned out to
be two different subjects who each attended only one session. Correction of this
labeling error will lead to distinctly lower error rates but to no changes in the
order of configurations because all configurations were affected.

4.2 Overview of the Evaluation Process

First, a general evaluation of each component in the modular verification pipeline
was carried out. After that, separate experiments were conducted to observe the
influence of additional approaches and the composition of the used data set itself.
Since the number of possible configurations for the verification pipeline is too
large to be presented in a meaningful way (| Cut_ratios| - | Combination_modes| -
| Cropping_algorithms| - | Embedding -models| = 720), the general evaluation views
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Fig. 2. Setup used for capturing the compound-eye data set

the single components separately and narrows the configuration space down
incrementally using the previously gained knowledge. The initial steps were only
concerned with a qualitative comparison between different approaches without
direct relation to the problem of face verification. Later subsections provide
more insights into the reasons for particular curve shapes and their impact on a
real-world application.

Every evaluation step follows the same structure unless stated otherwise. Ref-
erence embeddings were calculated from each webcam image in the compound-
eye data set and from each sample from the LFW data set. Probe embed-
dings were calculated from each available compound-eye image. After that, the
Euclidean distance between each probe embedding and each reference embedding
was calculated. The false match rate (FMR) and false non-match rate (FNMR)
were calculated for each configuration using each relevant threshold t. Detection
error tradeoff (DET) curves [15] were then created using these FMR and FNMR
pairs and grouped for better comparability.

Note that the comparisons of a compound-eye image with the webcam image
that was captured simultaneously were excluded from the evaluation due to the
unrealistic setting. The term mated comparisons is only used for compound-
eye/webcam pairs captured at different timestamps, either in the same session
or in different sessions. Every compound-eye image was compared to every other
webcam image and to every image from the LFW data set, which leads to a
total of up to 222 mated and 2047224 non-mated comparisons depending on
occasional discarded images after the cropping stage. The size of the compound-
eye data set is insufficient to establish low FNMR values with high confidence.
Hence, the values are to be used with caution.
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The following abbreviations are used in Fig. 3 to Fig. 14 to shorten the
identifier for each configuration: FaceNet = FN, PocketNet = PN, simple =
smpl, average = avg, median = med and stacked = stck.

4.3 Cut Ratio

In an initial step, the influence of the cut ratio r.y; is assessed. This is done
by plotting the family of DET curves for every cut ratio ey € Cut_ratios and
for each combination of combination mode, cropping algorithm and embedding
model (see Fig. 3 to Fig. 6 as examples). The resulting plots provide the following
insight: Cut ratios of 0.17 and 0.18 consistently show the best performance. Since
configurations with a cut ratio of 0.18 outperformed those with a cut ratio of
0.17 in the majority of the examined examples, the further evaluation will be
conducted with a fixed cut ratio of rey = 0.18.

FN_MTCNMN_smpl 0.14
FN_MTCNM_smpl_0.15
FN_MTCNMN_smpl_0.16
FM_MTCNM_smpl_0.17
FN_MTCNM_smpl_0.18

FN_MTCNN_smpl_0.19
FM_MTCNN_smpl_0.20
FN_MTCNM_smpl_0.21

1071 4

1072 4

False Non Match Rate (FNMR)

103 T T T T :
10-6 1075 1074 10-3 1072 10-1 100
False Match Rate (FMR)

Fig. 3. Family of DET curves for different cut ratios, each with simple combination
mode, MTCNN face detection and FaceNet embeddings

4.4 Combination Mode

Fig. 7 to 9 show the DET curves for different combination modes, grouped by
fixed choices for the cropping algorithms and embedding models. Apart from
Fig. 9, where the stacked mode performs noticeably worse than the alternatives,
there were no significant differences in performance due to the chosen mode.
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Fig. 4. Family of DET curves for different cut ratios, each with average combination
mode, MTCNN face detection and PocketNet-S-128 embeddings
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Fig. 5. Family of DET curves for different cut ratios, each with max combination
mode, DLib face detection and PocketNet-S-256 embeddings
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Fig. 6. Family of DET curves for different cut ratios, each with min combination
mode, DLib face detection and PocketNet-M-128 embeddings

Since five of the six modes (average, min, maz, median, stacked) require sub-
stantially more calculations than the simple mode, the following evaluations are
limited to the simple combination mode additionally to the previously fixed cut
ratio of 0.18.

4.5 Cropping and Alignment

The next part of the evaluation is concerned with the impact of the chosen crop-
ping algorithm on the verification performance. Fig. 10 to 12 show the DET
curves for the three different cropping algorithms, grouped by the used embed-
ding models. The Cascade algorithm performs the poorest while DLib outper-
forms MTCNN for FMR values over 0.1 %. However, especially the PocketNet-M
models show a clear advantage for MTCNN when looking at FMR values under
0.1%. The use of the Cascade algorithm seems unnecessary due to the less
promising results. DLib and MTCNN are not easily separable and will be both
part of the following evaluation step.

4.6 Feature Extraction

To evaluate the influence of the chosen embedding model on the verification
result, MTCNN and DLib, both combined with a cut ratio of 0.18 and the simple
combination mode, were tested with all available embedding models. The results
in Fig. 13 and Fig. 14 show that PocketNet-S-128 performs better than the other
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Fig. 9. Family of DET curves for different combination modes, each with a cut ratio
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ratio of 0.18, simple combination mode and PocketNet-S-* embeddings
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Fig. 12. Family of DET curves for different cropping algorithms, each with a cut
ratio of 0.18, simple combination mode and PocketNet-M-* embeddings
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models when an FMR over 0.1 % is acceptable while for FMR values under 0.1 %,
the results were less expressive.
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Fig. 13. Family of DET curves for different embedding models, each with a cut ratio
of 0.18, simple combination mode and cropping algorithm MTCNN

4.7 FNMR for Fixed FMR Values

Since FMR and FNMR both depend on the chosen threshold ¢, an assessment
of the performance of a chosen configuration cannot easily be put into num-
bers unless a fixed FMR target is given, e.g., by requirements of a certain use
case. Then, the best performing model is the one with the lowest FNMR at
the chosen FMR value. Table 2 shows the top 5 configurations for fixed val-
ues of FMR € {0.1%,0.01 %,0.001 %}, evaluated over the entire configuration
space. For an FMR of 0.1 %, the combination of PocketNet-S-128 and DLib
shows the best results. The preferred embedding model and cropping algorithm
changes significantly when looking at an FMR < 0.01 %. Here the PocketNet-
M-256 model combined with the MTCNN algorithm dominate the top 5 results
with PocketNet-S-128 and FaceNet only occurring once each, and the Cascade
algorithm occurring twice.

Regarding cut ratio and combination mode: All top 5 configurations feature
a cut ratio 7y € {0.17,0.18}, and differences between combination modes are
neither significant nor consistent. One thing to note is the absence of the stacked
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Fig. 14. Family of DET curves for different embedding models, each with a cut ratio

of 0.18, simple combination mode and cropping algorithm DLib

Table 2. Top 5 configurations for fixed FMR values

FMR |Top 5 configurations FNMR
PN-s-128_DLib_smpl_0.17 1.4%
PN-s-128_DLib_med_0.18 1.8%

0.1% |PN-s-128_DLib_max_0.18 1.8%
PN-s-128_DLib_smpl.0.18 2.3%
PN-s-128 DLib_avg_0.18 2.3%
PN-m-256_MTCNN_min_0.18 | 5.0%
PN-s-128 MTCNN _stck_0.18 54%

0.01% |PN-m-256_MTCNN_smpl 0.17| 5.4%
PN-m-256_MTCNN _stck_0.18 | 5.4%
FN_MTCNN_stck_0.18 54%
PN-m-256_MTCNN _stck_0.18 | 6.8%
PN-m-256_Cascade_avg_0.17 7.4 %

0.001 %|PN-m-256_MTCNN_smpl 0.18| 7.7%
PN-m-256_Cascade_max_0.17 | 7.9%
PN-m-256_ MTCNN_smpl 0.17| 8.1%
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mode in the top 5 for an FMR of 0.1 % while it occurs in 3 out of 10 configurations
when considering an FMR < 0.01 %.

5 Discussion

5.1 Image Reconstruction

The simple approach to reconstructing compound-eye images shows promising
results. This outcome was not expected due to the sub-optimal handcrafted
bounding boxes. Further effort to optimize these bounding boxes can result in
an even better performance of the whole system. With the current approach, the
simple combination shows the best results given the considerably lower compu-
tational complexity without any obvious drawbacks. If broken down to a set of
linear combinations for each pixel, the proposed methods are transferable to any
other device without complications.

5.2 Cropping and Alignment

Cropping shows to have an important impact on the achievable performance with
DLib and MTCNN outperforming each other for different ranges of intended
FMR values. Regarding the embedding models it can be stated that PocketNet
in its different variations is capable to match or even surpass the performance
of large models like FaceNet. Since the images used in this paper were captured
in a controlled environment, the results do not necessarily extrapolate to a real
world application. However, since any user of a smart card or comparable device
can be classified as cooperative, the quality of the captured images during a real
use case should be relatively high.

5.3 Face Verification Pipeline

The verification pipeline investigated in this paper achieved acceptable results
considering the intended use cases.

5.4 Porting to Java Card

Some steps of the verification process are implemented for the use on Java Cards.
The reconstruction process using the simple combination mode is ported to
Java without relying on any floating point arithmetic and by mapping multi-
dimensional arrays to one-dimensional arrays. The mapping for each pixel of the
reconstructed image can be hard-coded to the card. This completely removes the
necessity of any calculations for the simple and stacked combination modes and
reduces it to min, maz, average, and median calculations for the other modes,
enabling the use of a tuned and (theoretically) pixel-perfect mapping calculated
on a more powerful device without any loss in accuracy on the smart card.
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The memory and computational power required by an already optimized
neural network for face verification like PocketNet exceeds the capacity of cur-
rently available smart cards. Even with a full quantization to 8-bit integers, the
PocketNet-S-128 model would require just under 1 MB of memory to store the
trained parameters and another 5 MB to store the captured image. Common Java
Cards typically feature a physical storage of 50 kB, up to around 200kB'. Data
about available computational power like floating point operations per second
is usually not included in the available product specifications, but the required
number of calculations can be assumed to lead to a significant delay between
image capturing and the final verification decision. Therefore, the transfer of the
entire verification pipeline to a Java Card is not feasible at present.

6 Conclusions

This paper shows that face verification using a compound-eye camera and pre-
trained lightweight neural networks is feasible and achieves acceptable results
under ideal conditions. For testing under real-world conditions, a more diverse
set of images covering various lighting conditions, poses, facial expressions, ages,
ethnic groups, backgrounds and occlusion levels should be used.

The transfer to an embedded system is not expected to hinder the verifica-
tion process, apart from a potential performance loss due to quantization. The
reconstruction process of a compound-eye image can be implemented in a very
resource-efficient way using simple linear combinations. An implementation of
neural networks using only integer arithmetic and one-dimensional arrays for the
use on Java Card is shown to be feasible. Current smart cards, however, do not
provide the necessary memory and computing power.

Considering devices outside the strict form factor of a smart card, an embed-
ded face verification system-on-device with compound-eye camera seems more
practicable. Less limited memory and computing power resources and own power
supply would facilitate face verification using a compound-eye camera.
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