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Figure 1: DUPLet is a novel interactive system that helps co-write cover letters with AI. (A) The user interface with AI-based
features. (B) A Q&Amodule that contributes to an initial draft based on job-relevant questions. (C) DUPLet logs user interactions
and preferences and builds a dynamic user model stored using natural language summaries for user-specific personalization.

Abstract
Composing tailored cover letters for specific job applications is chal-
lenging, particularly when applying for multiple jobs. We present
DUPLet, an interactive system that leverages large language models
(LLMs) to produce more personalized and authentic cover letters.
The key novelty of our system lies in dynamic user modeling that
leverages a natural-language description of the user’s profile and
preferences, which adapts over time based on provided input and in-
teractions with the system. Based on a resume, job description, and
a series of LLM-generated, job-specific questions, DUPLet creates
an initial cover letter draft that users can then iteratively refine. We
conducted a preliminary evaluation of DUPLet by simulating user
interactions with LLMs and using the LLM-as-a-judge paradigm to
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rate the cover letters on dimensions, such as personalization and
authenticity. Results indicate that cover letter variants that involve
the user and leverage a dynamically refined natural-language user
profile tend to receive higher ratings.

CCS Concepts
• Human-centered computing→ User models; • Computing
methodologies→ Natural language generation.
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1 Introduction
While Artificial Intelligence (AI) can revolutionize the job search
process, over-reliance onAI raises concerns, such as a loss of authen-
ticity for the applicants [8] and hallucinations [8, 23]. We present
Dynamic User Modeling for Personalized Cover Letter Generation
(DUPLet), an LLM-powered system that generates tailored cover
letters from a resume, a job posting, and targeted questions. Unlike
a static profile that holds a fixed user representation,DUPLet creates
and uses a dynamic user model expressed in natural language that
captures user preferences, intentions, and stylistic attributes, which
provides additional interpretability. We conducted a preliminary
evaluation using LLM-generated applicant personas [14] (N=20)
from realistic resumes [5]. We then simulated a cover letter creation
process across two domains (“Data Science” and “Finance”) in which
each simulated user prepared three cover letters and evaluated them
using the LLM-as-a-judge paradigm [21]. Preliminary results show
improvements for personalization, authenticity, and truthfulness.
Variants that included additional user input ranked higher on the
7-point Likert scale. While this shows potential, despite using vali-
dated methodologies [14, 21], our findings are limited by reliance
on LLMs for generation and evaluation. Consequently, future work
should validate these results with real-world users.

2 Related Work
Personalization involves adapting content or recommendations to
a user’s specific needs [2]. Generally, LLM output can be adapted
through (1) fine-tuning or (2) prompt engineering. For personal-
ization, other alternatives include retrieval-augmented generation
(RAG) with parameter-efficient fine-tuning [13], which shows im-
provements on the Language Model Personalization (LaMP) bench-
mark [12]. However, because such an approach may increase la-
tency, in DUPLet we opted to augment the input prompt with a
natural-language user profile, which has been shown to enhance
performance across a wide range of tasks [10, 19]. LLMs can assist
candidates in the job search process through better job recommen-
dations [22], tailored resumes [23], or mock interviews [15]. Cover
letters, which are the use case in this paper, were also considered
in prior work [1]. A prior study found that cover letters generated
by GPT-4 were statistically indistinguishable from those written by
a human, based on impression, readability, criteria satisfaction, and
degree of detail [4]. DUPLet’s novelty lies in personalization using
a dynamic user profile that evolves over time through interactions
with the system and is stored as a natural-language summary.

3 System Overview
DUPLet (Figure 2) is an LLM-based system implemented using Gem-
ini 2.0 Flash that leverages prompting to explore dynamic user mod-
eling and personalized cover letter generation. It is implemented as
a web application in which new users first upload their resumes,
which are then transformed into an initial natural-language user
profile by the Dynamic User Modeling module. When a user applies
for a job, they paste the job description into the system and proceed
to the Q&A module, which generates five relevant questions based
on the user’s profile and the job posting. Next, the Personalization
module generates an initial draft of the cover letter, which the user
refines through an interactive UI component. Finally, when the user

has finished, the Dynamic User Modeling module updates the profile
based on all interactions with the system.

3.1 Dynamic User Modeling
This module creates a user profile dynamically, i.e., based on user
interaction and preferences, as an unstructured natural language
summary with an approximate length of 200-500 words. The user
uploads a PDF resume to mitigate the cold-start problem, since
the system has no information. A multimodal LLM (Gemini 2.0
Flash) extracts relevant information from the resume file, such as
name, language, education, work experience, and skills, and con-
verts them to JSON stored in Long-Term Memory (LTM). The LTM
stores all previously collected information (e.g., interaction history
and answers from the Q&A module of previous job postings). The
JSON format is transformed into an initial natural-language user
summary that includes both basic user information and inferred
preferences, goals, and stylistic attributes. This summary is stored
in Short-Term Memory (STM), which is the natural language user
profile used for personalization during the current session. Once
the user has finished their cover letter, all the information from
the buffer, which contains interactions from the current session
(e.g., Q&A question-answer pairs, likes and dislikes, rewrites, and
applied suggestions), is persisted to LTM. The initial user profile
summary is updated using Chain-of-Thought (CoT) prompting and
stored in STM. Our approach is similar to that of Yang et al. [20],
who used CoT prompting to reason about the user at intermedi-
ate steps. However, DUPLet performs the reasoning steps within
a single prompt rather than using multiple intermediate prompts,
which is important for real-world deployment.

3.2 System Interactions
DUPLet aims to create more authentic and trustworthy cover let-
ters by capturing user information from the interactions with the
system. It generates the first version of the cover letter (known
as draft cover letter), using both the user profile and the question-
answer pairs from the Q&A module. The user can further refine
it using different types of interactions supported by the UI (Fig-
ure 1). E.g., selecting a text will provide a pop-up offering several
suggestions and actions, such as liking, disliking, and explaining
fragments of the text, as well as options to adjust the tone. Fur-
thermore, it proactively offers two system-proposed suggestions
(e.g., "Shorten this text") out of six predefined suggestions using
Thompson Sampling (TS) [16], along with text input. We model the
click-through rate as a beta distribution with 𝛼 = 𝑐𝑜𝑢𝑛𝑡𝑐𝑙𝑖𝑐𝑘𝑒𝑑 + 1
and 𝛽 = 𝑐𝑜𝑢𝑛𝑡shown_but_not_clicked + 1. DUPLet samples from each
distribution and shows the two with the largest values. This bal-
ances exploration (new suggestions) and exploitation (showing
previously accepted ones) to adapt the UI to each user.

3.3 Personalization
This module uses the natural-language summary and the job de-
scription to create a personalized cover letter. We adopted a prompt-
based personalization strategy [13] to incorporate non-parametric
user information. DUPLet generates cover letters following best
practices in professional resumewriting, as discussed by Zinjad et al.
[23]. While our prompt design primarily follows that of Prompt
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Figure 2: DUPLet: The system consists of three main components (Dynamic User Modeling, System Interactions, and Personal-
ization) that work together to generate personalized cover letters and to refine the user profile over time.

Canvas [6], we changed the position of Task and Context, as pro-
viding the profile earlier benefits personalization [19].

4 Preliminary Evaluation
4.1 Study Design
We used an LLM (Gemini 2.0 Flash) to simulate realistic job appli-
cant behavior and interact with the system. Each simulated test
generates four cover letter variants: (1) The baseline cover letter,
which is a cover letter tailored to the job without any personal-
ization to an individual user. (2) The static personalized cover
letter, which is a cover letter generated solely based on the natu-
ral language summary of the user, without any additional system
interaction. (3) The draft cover letter, which is the cover letter
generated after the user has completed the Q&A module. (4) The
final cover letter, which is the cover letter generated through itera-
tive refinement through the UI. Each variant was evaluated using an
LLM-as-a-judge approach, producing ratings (7-point Likert scores)
on five evaluation dimensions: personalization capabilities [18],
quality of the generated content [18], job relevance [18], authentic-
ity and style adaptation [11], and truthfulness [3]. The output also
included a rationale (i.e., a concise explanation of the rating) and
normalized word-frequency annotations (e.g., the number of words
that do not match the user’s writing style or tone divided by the
total number of words in the cover letter). We opted to use the LLM-
as-a-judge approach for the preliminary evaluation, as prior work
[18] shows it outperforms existing automated evaluation metrics
for assessing personalization. To create realistic personas for the
experiment, we used resumes from the ResumeAtlas dataset [5] and
job postings from LinkedIn Job Postings Dataset [9]. The resumes
are used both by the system for generation and the LLM-as-a-user
to ground the simulated persona. The LLM was further instructed
to generate two additional profiles: (1) A background profile that
includes inferred attributes of the user’s career goals, intentions,
strengths, weaknesses, work preferences, and hobbies; (2) A style
profile, which describes the user’s communication and writing style,
including tone, complexity, length, and sample sentences, based on
the user’s resume and background profile. These two additional
profiles are only visible to the LLM-as-a-user agent to generate

more consistent responses and not to the system generating the
cover letters. The experiment includes 20 simulated personas and
participants, 10 “Data Science” and 10 “Finance.“

4.2 Study Procedure
Each evaluation was initiated by providing a realistic resume and
a job posting, which generated the initial natural-language user
profile. Next, DUPLet generated the questions for the Q&A module,
the baseline cover letter, and the static cover letter. At this point,
the simulated participant was used to perform the following tasks
using the resume profile, background profile, style profile, and all
previous interaction data to ground their reasoning: (1) answer
the five Q&A questions, (2) indicate three likes and dislikes on
separate words or sentences in the Draft cover letter, (3) perform
one rewrite action, (4) apply one system suggestion and reject or
accept the system’s updated output, and (5) apply one self-made
suggestion and reject or accept the system’s updated output. These
interactions simulated a concise but realistic setting. Each simulated
participant performs this process for three distinct job postings
in their respective profession. All simulated participants in each
subgroup (“Data Science” and “Finance”) follow the same process
for the same three job postings in a fixed order. After the simulated
participant completed this process, the LLM-as-a-judge, which takes
the persona of an expert recruiter, evaluated the four cover letter
variants based on the simulated participant’s resume, background,
and style profile, as well as the job posting. The LLM-as-a-judge
evaluated each cover letter and was instructed to use a 7-point
Likert scale using a zero-shot CoT prompting strategy. It was also
instructed to mark all words or sentences that do not align with the
user’s writing style or tone, or those that are incorrect, unverifiable,
or highly exaggerated. However, this analysis is beyond the scope
of this paper and left for future work.

4.3 Results
We used the Friedman test to analyze repeated-measures data from
7-point Likert-scale ratings. Figure 3 shows the resulting ratings for
three of the five dimensions. Results show a statistically significant
difference (𝑝 < 0.05) between the cover letters on all dimensions:
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Figure 3: Mean and standard deviation of the 7-point Likert
scores for personalization, authenticity, and truthfulness.

personalization (𝑝 < 0.001), quality (𝑝 = 0.0016), job relevance
(𝑝 = 0.048), authenticity (𝑝 < 0.001), and truthfulness (𝑝 < 0.001).
We further conducted post-hoc pairwise comparisons using the
Wilcoxon signed-rank test [7, 17] (two-sided). For personalization,
authenticity, and truthfulness, all pairwise comparisons, except for
Draft vs Final, were significant. For Quality, no pairwise compar-
isons reached 𝑝 < 0.05; for Job Relevance, the baseline differed
from static, draft, and final, but other pairwise comparisons were
not significant. We also investigated the impact of user profiles
refined over time due to dynamic user modeling and hypothesized
that the static cover letter for Job 3 would be rated higher than for
Job 1. The Friedman test found a significant difference for person-
alization (𝑝 = 0.0038), authenticity (𝑝 = 0.011), and truthfulness
(𝑝 = 0.0024). No significant effects were found for Quality and Job
Relevance. Pairwise Wilcoxon signed-rank tests show Job 1 vs Job
3 differed significantly for personalization (𝑝 = 0.0045), authen-
ticity (𝑝 = 0.047), and truthfulness (𝑝 = 0.0088). For truthfulness,
Job 1 vs. Job 2 differed significantly (𝑝 = 0.0026). Other pairwise
comparisons were not significant.

5 Discussion and Conclusion
DUPLet is an LLM-based system for generating personalized cover
letters that combines user modeling and human-AI interaction.
Our preliminary evaluation using LLM-generated personas and
an LLM-as-a-judge paradigm indicates improvements in person-
alization, authenticity, and trustworthiness. While promising, we
acknowledge the following limitations. Our implementation relied
on Gemini 2.0 Flash for the system and most evaluations, except
persona generation, which used ChatGPT (GPT-4). Using the same
family of LLMs for generation and evaluation introduces circularity
bias, potentially leading to self-preference and overestimating re-
sults. Furthermore, this also constrains the ecological validity of the
study, and follow-upwork should investigate deployments with real
users. Lastly, exploring other failure modes, such as hallucinations
or over-personalization, is reserved for future work. Despite such
limitations, DUPLet paves the way for AI-assisted writing systems
that better adapt to its users.
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