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Alarming pig vocalization-based prediction using the  

self-supervised BEATs model 

Valentina Restrepo1 , Simon Herter 2  and Sarah C.L. Fischer 3  

Abstract: This paper presents a learning framework for classifying pig vocalizations to enhance 

automated animal welfare monitoring. The primary goal is to distinguish pig sounds from farm noise 

and to classify pig vocalizations as “alarming” or “non-alarming”. Leveraging the pre-trained 

BEATS (Bidirectional Encoder representation from Audio Transformers) model, we employ a two-

phase training strategy that combines supervised learning with a semi-supervised approach using 

pseudo-labeling. The initial supervised model achieves promising accuracy. By fine-tuning the 

model with a large unlabeled dataset, performance is significantly enhanced. The final model for pig 

sound detection reaches 95.1 % accuracy, while the model for identifying alarming sounds achieves 

95.8 % accuracy. A prototype application was developed and deployed on a NVIDIA Jetson Nano, 

demonstrating the model’s utility for real-time, on-site prediction in a barn setting. These results 

confirm the framework's robustness and potential for real-world application in precision livestock 

farming. 
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1 Introduction 

The welfare of farm animals is a growing concern, and for large-scale operations like pig 

farming manually monitoring each individual animal is a significant challenge. Precision 

Livestock Farming (PLF) offers technological solutions for automated, continuous 

monitoring of animal health and behavior [Be17]. Acoustic monitoring is a noninvasive 

and cost-effective method to gain insight into an animal's state, as vocalizations are 

reliable indicators of emotional and physical conditions [Ni25]. Pigs (Sus scrofa 

domesticus) have a complex vocal range that correlates with their emotional states. High-

frequency calls like screams and squeals are often associated with negative situations 

involving pain or stress, whereas low-frequency grunts can occur in various contexts 
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[Br22]. By analyzing these vocal patterns, it is possible to detect distress, illness, or other 

welfare indicators in real-time. Deep Learning (DL), especially with the advantage of 

architectures like transformers, has revolutionized the analysis of complex, high-

dimensional data such as audio spectrograms. However, training these models typically 

requires vast amounts of labeled data, which is a major bottleneck in specialized domains 

like bioacoustics. This study addresses this challenge by developing a model based on the 

self-supervised BEATS framework [Ch22], which can learn robust audio representations 

from largely unlabeled datasets. Our hypothesis is that a fine-tuned, transformer-based 

model can effectively classify pig vocalizations to provide reliable, real-time insights into 

animal well-being, thereby assisting farmers and improving welfare standards. 

2 Materials and methods 

2.1 Data processing 

The dataset for this research was compiled from two main sources to ensure both 

sufficiency and diversity. Approximately 75% of the data consists of proprietary 

recordings from a private pig farm during the BMEL-funded project SmartPigHome, 

capturing authentic acoustic environments, including background noise from machinery 

and other farm activities. The remaining 25% was sourced from public open-source audio 

datasets, such as Google AudioSet [Ge17] to enhance model generalizability. All audio 

files underwent a standardized pre-processing pipeline. First, audio signals were uniformly 

resampled to a 16 kHz sampling frequency to match the input requirements of the BEATS 

model. Finally, all clips were standardized to a 1-second duration by either cropping longer 

clips or zero-padding shorter ones. To improve model robustness and prevent overfitting, 

data augmentation techniques, including random temporal shifting (-10% and +10% of the 

total length) and the addition of Gaussian noise (0.01 noise factor), were applied during 

training. 

2.2 Model architecture 

The core of our framework is the BEATS (Bidirectional Encoder representation from 

Audio Transformers) model [Ch22], a state-of-the-art self-supervised learning (SSL) 

framework for general audio representation. BEATS is pre-trained on the large Audio Set 

data and learns high-level semantic audio features by predicting discrete acoustic tokens 

for masked portions of an audio spectrogram. We used the publicly released BEATs 

checkpoint, which contains approximately 90 million parameters, as our foundation 

model. The input audio waveform is first converted into a 128-dimensional log-Mel 

spectrogram. This spectrogram is then divided into a sequence of non-overlapping patches, 

which are fed into the transformer encoder which uses attention to integrate information 
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across the entire sequence of patches, allowing it to build contextual representations for 

each audio segment [Va17]. For our classification tasks, the original pre-training head is 

removed and a new, simple linear classifier with a dropout layer for regularization is 

attached. 

2.3 Training and evaluation 

A two-phase training strategy was implemented for two distinct binary classification tasks: 

(1) Pig vs. No Pig and (2) Alarming vs. Not Alarming. 

 Phase 1: Supervised Baseline Training. In this initial phase, the main BEATS 

encoder was frozen, and only the newly added classifier head was trained on our 

manually labeled dataset. This quickly establishes a strong baseline performance by 

teaching the model to map the powerful, pre-trained BEATS features to our specific 

classes. 

 Phase 2: Semi-Supervised Fine-Tuning. In the second phase, the entire model, 

including the BEATS encoder, was trained. Fix Match methodology [So20] is 

employed, where the model from Phase 1 was used to generate pseudo-labels for the 

large amount of unlabeled audio data. Only predictions with a confidence score above 

a 0.90 threshold were retained. The model was then fine-tuned on a mixed dataset of 

original labeled data and high-confidence pseudo-labeled data. This allows the model 

to learn from a much larger dataset and adapt its features to the specific acoustic 

domain of our farm environment. 

3 Results 

3.1 Model I: Pig vs. No Pig Classification 

The two-phase training approach yielded promising results for both classification tasks, 

with the semi-supervised fine-tuning stage providing a significant performance boost over 

the supervised baseline. The first model was trained to distinguish pig vocalizations from 

all other ambient sounds. The final model, after Phase 2 fine-tuning, achieved an overall 

accuracy of 95.1% on the test data set. The detailed performance metrics are shown in 

Table 1. 

Class precision Recall F1 score support 

Pig 0.9632 0.9423 0.9525 971 

No Pig 0.9382 0.9605 0.9492 885 

Tab. 1: Pig alarming model test report 
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A t-SNE visualization of the learned feature embeddings (Fig. 1) shows two distinct and 

well-separated clusters, confirming the model's strong discriminative ability. The minimal 

overlap suggests that the model effectively learned to separate the classes in a high-

dimensional space. 

 

Fig. 1: t-SNE visualization of BEATS audio features for Pig (orange) and Not Pig (blue) 

3.2 Model II: Alarming Pig vs. Not Alarming Pig 

Building on the fine-tuned pig detection model, the second model was trained to classify 

pig vocalizations into “alarming” (e.g., screams, high-distress squeals) and “not alarming” 

(e.g., grunts) categories. This model achieved an overall accuracy of 95.8 %. The 

performance, detailed in Table 2, is exceptionally high, with an F1 score of 96.3 % for the 

critical “alarming” class. 

Class precision Recall F1 score support 

Alarming  0.9723 0.9547 0.9634 662 

No Alarming 0.9380 0.9619 0.9498 472 

Tab. 2: Alarming model test report 

The t-SNE plot in Figure 2 demonstrates a clear separation between the “alarming” and 

“not alarming” classes, suggesting that the acoustic differences between these states are 

very distinct and were successfully captured by the model. 
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Fig. 2: t-SNE visualization for alarming (orange) and not alarming (blue) pig vocalizations 

Furthermore, an analysis of the feature space for different vocalization types (Fig. 3) 

reveals that the model learned to cluster distinct calls like grunts, screams, squeals, barks, 

and others into unique regions. This emergent property indicates that the model developed 

a deep, structured understanding of pig bioacoustics beyond the simple binary tasks it was 

trained on. 

 

Fig. 3: t-SNE visualization showing emergent clustering of five pig vocalization types 
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4 Conclusions  

This research successfully demonstrates a highly effective two-phase, semi-supervised 

framework for pig vocalization analysis. By fine-tuning a pre-trained BEATS model, we 

developed classifiers capable of detecting pig sounds with 95 % accuracy and identifying 

alarming vocalizations with ≈ 96 % accuracy. The use of pseudo-labeling proved crucial 

for adapting the model to the specific farm environment and significantly improved 

performance over a purely supervised approach. The qualitative analysis of the learned 

feature space further revealed that the model captured a semantically rich representation 

of pig bioacoustics, showing an implicit ability to distinguish between different call types.  
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