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Zusammenfassung

Jüngste Erfolge im Maschinellen Lernen (Machine Learning, ML) haben viele Disziplinen
in der Informatik tiefgreifend beeinflusst, insbesondere die Computer Vision (CV). Eine
bedeutsame Herausforderung in der CV ist die Aufgabe, gegeben ein Bild eines Objekts,
die Position und Orientierung besagten Objekts im 3D-Raum, relativ zum aufnehmen-
den Kamerasensor, zu bestimmen. Die akkurate Lösung dieser Aufgabe ist essenziell für
Bereiche wie Robotik, Augmentierte Realität (Augmented Reality), autonomes Fahren,
Qualitätsinspektion in der Fertigung und viele weitere. Aktuelle Algorithmen zur Posen-
schätzung werden von Deep Learning-basierten Ansätzen dominiert. Die Anwendung
dieser Algorithmen auf reale Aufgaben wird jedoch oft durch datenspezifische Einschrän-
kungen limitiert. Beispiele für diese Einschränkungen sind etwa das Fehlen ausreichender
Trainingsdaten, die unzureichende Qualität vorhandener Daten, fehlende oder fehlerhafte
Annotationsdaten oder das vollständige Fehlen direkt nutzbarer Trainingsdaten, in der
Regel Bilder.

Diese Thesis präsentiert Beiträge sowohl zur 6D-Objektposenschätzung, als auch zum
Umgang mit Einschränkungen durch Probleme mit dem Datenbestand, spezifisch für die
Anwendung Posenschätzung, als auch angewandt auf verwandte CV-Probleme wie Klassi-
fikation, Segmentierung und 2D-Objekterkennung. Sie bietet eine Reihe von Lösungen
zur Steigerung der Qualität und Effizienz dieser Aufgaben unter verschiedenen, üblichen
Arten von Dateneinschränkungen.

Der erste Beitrag dieser Thesis verbessert einen Posenschätzer am aktuellen Stand der
Wissenschaft, indem er anstelle einer einzigen Schätzung der Objektpose eine Wahrschein-
lichkeitsverteilung vorhersagt. Dieser Ansatz ermöglicht es, mehrere plausible Posenkandi-
daten zur weiteren Verfeinerung zu gewinnen und übertrifft den Basisalgorithmus selbst
dann, wenn nur die wahrscheinlichste Pose gesampelt wird. In unserem zweiten Beitrag
verbessern wir die Laufzeit drastisch und reduzieren die Ressourcenanforderungen, um
Posenschätzung auf dem Stand der Technik auf stromsparende Edge-Geräte, etwa mo-
derne Augmented und Extended Reality Geräte zu bringen. Schließlich erweitern wir
einen Posenschätzer, um zusätzliche Ansichten einzubeziehen, und demonstrieren dessen
Leistungsfähigkeit mit Stereoaufnahmen.

Das zweite Set mit zwei Beiträgen konzentriert sich auf die Datengenerierung für ML-
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basierte CV-Aufgaben. Hochwertige Trainingsdaten sind entscheidend für gute Leistung.
Wir stellen ein neuartiges, aber einfaches Setup vor, um physische Objekte aufzunehmen
und alle notwendigen Annotationen vollständig automatisiert zu generieren. Wie evaluie-
ren am Anwendungsfall der 2D-Objekterkennung und können zeigen, dass unser Ansatz
im Vergleich zu viel komplexeren Datengenerierungsprozessen, zum Beispiel reale Auf-
nahmen und physikalisch basiertes Rendering, gute Ergebnisse bei drastisch reduziertem
Aufwand erzielt. In einem Folgepapier verbessern wir die Ergebnisse weiter, indem wir
einen neuartigen Nachbearbeitungsschritt basierend auf denoising diffusion probabilistic
models (DDPM) einführen.

An der Schnittstelle von 6D-Posenschätzung und Datengenerierungsmethoden kon-
zentriert sich eine letzte Gruppe mit drei Beiträgen darauf, das Datenproblem mit ver-
schiedenen Ansätzen zu lösen oder gänzlich zu umgehen. Erstens demonstrieren wir
den Einsatz von physikalisch basieretem, fotorealistischem und nicht-fotorealistischem
Rendering zur Posenschätzung auf einer Microsoft HoloLens 2, gänzlich ohne reale Bilder
zum Training zu nutzen. Zweitens erweitern wir eine Zero-Shot-Posenschätzer durch
die zusätzliche Abschätzung von geometrischen Merkmalen und verbessern dadurch die
Schätzqualität ohne die Laufzeit nennenswert zu verschlechtern. Drittens zeigen wir
die Posenschätzung von Objekten mit unbekannten Erscheinungen basierend auf einer
3D-Szenenrekonstruktion basierend auf Neural Radiance Fields (NeRFs), was eine robuste,
3D-Mesh-freie Posenschätzung ermöglicht.

Zusammenfassend verbessert diese Thesis die Anwendungsfelder der 6D-Objekt-
posenschätzung und reduziert den Einfluss einiger gängiger Datenbeschränkungen, für
Posenschätzung und ähnliche Machine Learning Algorithmen in Computer Vision Proble-
men, wie etwa 2D Objektdetektion und Segmentierung. Die vorgeschlagenen Lösungen
beinhalten mehrere Erweiterungen zu aktuellen 6D-Posenschätzern und adressieren die
Herausforderungen von begrenzten oder qualitativ schlechten Trainingsdaten, wodurch
genauere, effizientere und in einem größeren Feld an Anwendungen nutzbare Posen-
schätzalgorithmen für verschiedene Branchen und Anwendungsfelder ermöglicht werden.
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Abstract

Recent successes of Machine Learning (ML) algorithms have profoundly influenced many
fields, particularly Computer Vision (CV). One longstanding problem in CV is the task
of determining the position and orientation of an object as depicted in an image in 3D
space, relative to the recording camera sensor. Accurate pose estimation is essential for
domains, such as robotics, augmented reality, autonomous driving, quality inspection
in manufacturing, and many more. Current state-of-the-art pose estimation algorithms
are dominated by Deep Learning-based approaches. However, adoption of these best
in class algorithms to real-world tasks is often constrained by data limitations, such as
not enough training data being available, existing data being of insufficient quality, data
missing annotations, data having noisy annotations, or no directly suitable training data
being available at all.

This thesis presents contributions on both 6D object pose estimation, as well as on
alleviating the restrictions of data limitations, for pose estimation, and for related CV
problems such as classification, segmentation, and 2D object detection. It offers a range
of solutions to enhance quality and efficiency of these tasks under different kinds of data
limitations.

The first contribution enhances a state-of-the-art pose estimation algorithm to predict a
probability distribution of poses, instead of a single pose estimate. This approach allows
to sample multiple, plausible poses for further refinement and outperforms the baseline
algorithm even when sampling only the most likely pose. In our second contribution, we
drastically improve runtime and reduce resource requirements to bring state-of-the-art
pose estimation to low power edge devices, such as modern augmented and extended
reality devices. Finally, we extend a pose estimator based on dense-feature prediction to
incorporate additional views and illustrate its performance benefits in the stereo use case.

The second set of two contributions focuses on data generation for ML-based CV tasks.
High quality training data is a crucial component for best performance. We introduce a
novel yet simple setup to record physical objects and generate all necessary annotations in
a fully automated way. Evaluated on the 2D object detection use case, training on our data
performs favourably with more complex data generation processes, such as real-world
recordings and physically-based rendering. In a follow-up paper, we further improve
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upon the results by introducing a novel postprocessing step based on denoising diffusion
probabilistic models (DDPM).

At the intersection of 6D pose estimation and data generation methods, a final group of
three contributions focuses on solving or circumventing the data problem with a range of
different approaches. First, we demonstrate the use of physically-based, photorealistic, and
non-photorealistic rendering to localize objects on Microsoft HoloLens 2, without needing
any real-world images for training. Second, we extend a zero-shot pose estimation
method by predicting geometric features, thereby improving estimation quality with
almost no additional runtime. Third, we demonstrate pose estimation of objects with
unseen appearances based on a 3D scene representation, allowing robust mesh-free pose
estimation.

In summary, this thesis advances the fields of 6D object pose estimation and allevi-
ates some common data limitations for pose estimation and similar Machine Learning
algorithms in Computer Vision problems, such as 2D detection and segmentation. The
solutions proposed include several extensions to state-of-the-art 6D pose estimators and
address the challenges of limited or poor quality training data, paving the way for more
accurate, efficient, and accessible pose estimation technologies across various industries
and fields.
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1. Introduction

This thesis is focused on the use of Machine Learning (ML), and specifically Deep Learning-
based algorithms for computer vision applications with a focus on data constraints and
how to overcome them in order to train ML models. The relevancy of these problems
will be outlined in this chapter, research questions will be derived, and my contributions
towards solving the problems by answering the research questions will be motivated in
detail.

1.1. Motivation and Outline

We start by considering some important tasks in Computer Vision (CV) with a focus on
Machine Learning / Deep Learning (DL) solutions for these tasks and continue to evaluate
the implications on data requirements.

Computer Vision is the discipline of enabling computers to understand the world around
them through visual inputs, i.e. video streams and images. It can be thought of as the
inverse problem to rendering in Computer Graphics: Instead of projecting a 3D scene
into 2D image space, we want to gain information of the 3D scene represented in a
2D projection, the image. CV employs signal processing techniques as found in other
engineering disciplines such as electrical engineering and pattern recognition methods,
many of which are recently abandoning human made algorithms to instead utilize Machine
Learning approaches, predominantly deep neural networks (DNNs).

Important tasks in Computer Vision relevant to the contributions in this thesis are (object)
classification, 2D (object) detection, (semantic) segmentation, and object pose estimation.
Classification is the task of, given an input image, identifying relevant patterns and

assigning a class label to the image. The number of classes is usually problem dependent
and defined per use case, although new approaches and pre-trained foundation models,
such as CLIP [Rad+21], allow for open-vocabulary classification, that is, recognizing a
large set of typical concepts as found in a large body of training images. Classification
is often performed on image crops rather than the entire image, for instance with 2D
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detection. 2D (object) detection is the task of finding an object or relevant concept such as
an animal, human face, etc. within an image and drawing an enclosing bounding box
around it. The task is important for a wide range of applications, such as autonomous
driving, quality control, surveillance, face and person detection, and object tracking. Seg-
mentation assigns a label per image pixel. In case of semantic segmentation the assignment
corresponds to a semantically meaningful concept, such as ”car” or ”dog”. Segmentation
can be an additional step to get a finer granularity of the object boundaries, compared to
only the bounding box. A final important task we consider in detail is the task of object
pose estimation. It is the task of estimating the position, rotation, and sometimes also
scale of an object depicted in a given image, relative to a reference coordinate system,
often the camera sensor. This task is highly important for quality assurance systems and
industrial automation, robotics, augmented reality, and autonomous driving.

For all of the presented tasks, Machine Learning has overtaken traditional, hand-crafted,
and analytical solutions in terms of achievable performance and accuracy. For image
classification, commonly used algorithms are based on the convolutional neural network
(CNN) architecture (to this day, a common choice being ResNet [He+16], additionally
using residual connections), vision transformer-based models (ViT) [Dos+20], or the
attempt to get the best of both worlds with designs such as ConvNext version 1 [Liu+22b]
and version 2 [Woo+23]. Semantic and instance segmentation have seen models such as
Mask DINO [Li+23] and the hugely successful foundation models of Segment Anything
V1 [Kir+23] and V2 [Rav+24], which allow to segment the whole image or only parts, via
prompts such as clicking on the object of interest. Object detection has been dominated
by algorithms such as the versions of R-CNN (R-CNN [Gir+14], Fast R-CNN [Gir15],
Faster R-CNN [Ren15]) and the loosely connected family of YOLO (You Only Look Once)
algorithms [TCR23; Jia+22]. Finally, object pose estimation can be categorized by the
degrees of freedom it considers [Liu+24]: 3 degrees of freedom (DoF/D) only considers
rotation, 6DoF or 6D object pose estimation (6DOPE) additionally considers the location
of the object in regards to a defined coordinate system, and 7DoF also estimates the scale
of the object.

For state-of-the-art results on above tasks, Machine Learning algorithms dominate the
landscape of solutions. More specifically, the ML models in use tend to rely on deep
neural networks. Neural Networks are universal function approximators, which means,
(given at least one hidden layer) they can approximate any continuous function given
enough expressiveness [HSW89], which is known as universal approximation theorem.
The expressiveness of a DNN tends to increase with increased depth and models with
leading performances in various tasks have a large number of layers and parameters.
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Increased expressiveness comes with the drawback that models can begin to overfit to
small or homogeneous training datasets. Often though, it is difficult to produce training
data with a high number of diverse samples and sometimes it is not possible at all, e.g.
because the object to be detected is not even manufactured yet. Among the solutions
applied to deal with this problem are generative algorithms, such as denoising proba-
bilistic diffusion models, (physically-based) rendering, and few- and zero-shot approaches.

In this thesis, I consider the two use cases of object detection and 6D object pose
estimation. I present three groups of contributions: First, algorithmic improvements to
state-of-the-art 6DOPE methods, second, two methods to generate data for classification,
segmentation, and object detection training, and finally, at the intersection of both, works
that either generate their training data synthetically, or allow either 3D mesh-free or 3D
mesh-based zero-shot pose estimation, reducing the data requirements for training the
models.

1.2. Challenges and Research Questions

In more detail I tackle challenges in 3 domains, General Improvements in 6DOPE (Section
1.2.1), 6DOPE in Data-Constrained Environments (Section 1.2.2), and Data Generation for
Object Detection (Section 1.2.3). In addition, we take a closer look at the data requirements
and how we can deal with different levels of data availability in Section 1.2.4. For each of
these challenges, I formulate a set of relevant research questions (RQ), which I answer in
my contributions. A visual representation of the relations and hierarchy is presented in
Figure 1.1.
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Figure 1.1.: Complete hierarchy of all research questions answered in this thesis, arranged
under their respective topic, together with the respective contribution and
section, in which the question is considered and answered.
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Among the many open problems in the field of 6DOPE are reduced pose quality under
occlusion and challenging lighting conditions, estimation of transparent objects, metals,
and other non-textured objects, long inference times, questions on how to use additional
inputs, such as thermal images, multiple views, and many more. Out of these I address
the problem of improving pose estimation quality as measured with the common metrics,
the problem of low inference speed at runtime, and the question on how to include stereo
vision into the estimation process. The leftmost branch in Figure 1.1 lists the formalized
research questions corresponding to these topics, RQ 1.1, RQ 1.2, and RQ 1.3, and the
contributions, which discuss and answer them.

Considering the use case of 2D object detection, training models without annotated
object-specific data is challenging. While foundation models are on the rise [Rad+21;
Kir+23; Rav+24; Yan+24a; Yan+24b] and often achieve good results on common objects,
they often fail with specific, custom objects not commonly found in everyday life, objects
such as found in industry use cases. In these cases, one needs a method to generate the
required training data. The rightmost branch in Figure 1.1 lists the formalized research
question, RQ 3, on this topic and the contributions, answering it.

In the use case of 6DOPE practitioners also have to deal with data limitations. Looking
at the problem based on what kinds of data are required for 6DOPE (Section 1.2.4), we can
create Figure 1.2, which supplements Figure 1.1 and allows to get a second perspective
on the challenges. The figure shows the dependence on different kinds of data and also
lists the section, in which the contribution, dealing with a certain constraint, is discussed.
For example, in industry use cases, one often has to train a 6DOPE algorithm to estimate
yet-to-be-manufactured objects, which leads to RQ 2.1. One solution to this problem is
the use of zero-shot methods, algorithms that do not require annotated training images of
the target objects, only their 3D meshes. These methods do not reach the same level of
performance as fully supervised methods [Chaa; Chab], begging the question, whether
we can improve them and what we need to improve them, leading to RQ 2.2 and RQ 4.1.
If a practitioner does not have access to 3D meshes of the target objects, nor to annotated
training images, one can try to solve for the pose with an analysis-by-synthesis approach.
This is formalized in RQ 2.3 and RQ 4.2.
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Figure 1.2.: Hierarchy of all data limitationswe deal with in this thesis, arranged under their
respective topic. Together with Figure 1.1, this graph represents a hierarchical
overview over all research questions discussed in this thesis.
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Next I list and discuss the research questions, grouped by topic, in more detail.

1.2.1. General Improvements in 6DOPE

The first topic of interest is to improve 6DOPE in general, without considering data limita-
tions. Based on the above mentioned challenges - such as low quality pose estimates and
outliers, low inference speed, and the question of how to integrate additional modalities
like stereo vision into existing algorithms - set of research questions is formulated:

• Research Question 1.1: Can the prediction of a probability density function instead
of a singular pose improve state-of-the-art 6DOPE?

• Research Question 1.2: Can we increase the inference speed / runtime of 6DOPE
without compromising (too much) on estimation quality?

• Research Question 1.3: Can we incorporate additional modalities into the leading
6DOPE algorithms?

RQ 1.1 is based on previous work, which suggests that instead of predicting a single
pose estimate, an algorithm could predict a distribution over the poses. This led to the
question whether this idea can reduce outliers and improve overall estimation quality by
implementing it into a state-of-the-art 6DOPE method.

RQ 1.2 deals with the inference speed of state-of-the-art approaches. Faster inference
allows the deployment of the method on lower-power devices and in real-time applications.
The question focuses on whether we can apply common optimization techniques as used
in other ML tasks to state-of-the-art 6DOPE algorithms.

RQ 1.3 asks whether one can integrate additional views into a monocular pipeline,
without changing the algorithm in a way, that breaks backwards-compatibility. This way,
any improvement to the base algorithm benefits both the monocular, as well as the stereo
use case. To test this assumption, two state-of-the-art 6DOPE methods are extended to
take two images as input.

1.2.2. 6DOPE in Data-Constrained Environments

The second challenge is to loosen the requirements put on training data. In many cases
sufficient training data, or data of sufficient quality, is not available. Sometimes one has a
small set of labeled data, noisy labels, or no labels at all. Problems such as these lead to
the next set of research questions:
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• Research Question 2.1: Can we achieve satisfactory results on yet to be manufactured
industry objects using rendering for data generation? Is the quality enough for
modern Augmented Reality applications on modern handheld devices?

• Research Question 2.2: Can we improve state-of-the-art zero-shot 6DOPE without
increasing runtime or increasing data requirements?

• Research Question 2.3: Can we use neural scene representations for mesh-free,
zero-shot 6DOPE with varying appearances?

RQ 2.1 raises the question of whether state-of-the-art pose estimation can be applied to
an augmented reality application, with all training data created through rendering. In
addition, the target objects are to be constructed from two dimensional splines as found
in the manufacturing documents, without material properties or textures. To test this
assumption, a data generation, ML training pipeline, and server-client procedure need to
be developed and evaluated.

RQ 2.2 focuses on zero-shot methods to deal with lack of training data. More specifically
the questions focus on whether an existing state-of-the-art method could be improved
without introducing additional data requirements and without increasing inference time
noticeably. It is based on the corresponding task in the BOP challenge [Hod+24], which
assumes that we have 3D meshes of the target objects. My hypothesis was that the
availability of the meshes allows to extract meaningful geometric information with low
additional compute requirements and that these geometric features should improve overall
estimation quality.

RQ 2.3 asks, whether one can estimate poses, in an even more restricted scenario,
assuming we do not even have 3D meshes of the target objects, nor materials, nor textures.
My assumption was that it should be possible following an analysis-by-synthesis approach
utilizing Neural Radiance Fields [Mil+21]. In addition, the focus lied on generalisation
by abstracting from instance-specific appearances by randomising lighting, texture, and
material of the target objects.

1.2.3. Data Generation for Object Detection

Finally, the task of 6DOPE generally assumes the availability of good object detections.
The necessary detectors also need to be trained. Best in class detectors are trained fully
supervised. This leads to the question, whether high quality labeled data could be created
in an automated way. This is formalized in the following research question:

• Research Question 3: Can we generate high quality training data for 2D object
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detection without requiring meshes, rendering, or tedious ground truth recording?
Can we do it fast, accurately, and cheaply?

RQ 3 deals with the question, whether high quality training data could be generated
for supervised object detector training with a single assumption: the physical objects
are available. Ideally, data can be generated quickly, cheaply, and with low compute
requirements while also requiring no labeling at all. Especially the last point, avoiding
the need of manual labeling, puts high demands on the to be designed methodology.

1.2.4. Data Requirements for 6DOPE

Looking at the problem from the angle of data requirements, as done in Figure 1.2, we
come up with two additional research questions. These focus on the availability of 3D
meshes. In one case we are in possession of meshes (but not necessarily textures, nor
materials), in the other we are not.

• Research Question 4.1: Can we improve zero-shot methods based on the availability
of 3D meshes?

• Research Question 4.2: Can we improve zero-shot methods without requiring the
availability of 3D meshes?

RQ 4.1 raises the questions whether zero-shot methods could be improved in cases in
which 3D meshes are available. The assumption is that there are neither textures nor
materials available and instead the focus lies purely on the geometry. This question is
answered in tandem with RQ 2.2 in the same contribution, but the learning can be applied
without the specific solution inspired by RQ 2.2.

RQ 4.2 is a more general formulation of RQ 2.3 and included for completeness since it
is the necessary counterpart to RQ 4.1. RQ 4.2 we focuses on the non-availability of 3D
meshes (as well as missing textures and materials), while in RQ 2.3, it is specifically asked,
whether NeRF can solve this problem. Yet the question is answered in tandem with RQ 2.3.

Adding these final two, we get the full picture of research questions. Next, I give an
overview of my contributions and further explain, which contributions answer which
research question and how.

1.3. Contribution Overview

This thesis’ contributions and their relation to the intersecting fields of 6D object pose
estimation and data requirements are presented in Figure 1.3. Regarding the order
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of discussion, we start by presenting General Improvements in 6DOPE (Section 1.3.1)
algorithms with limited focus on data restrictions, continue with work on Data Generation
for Object Detection (Section 1.3.2), and finish up with work that presents three alternative
approaches to achieve 6DOPE in Data-Constrained Environments (Section 1.3.3).

Section 3.8 End-to-End 
Probabilistic Geometry-
Guided Regression for 

6DoF Object Pose 
Estimation

Section 3.1 FAST 
GDRNPP: Improving the 
Speed of State-of-the-Art 

6D Object Pose 
Estimation

Section 3.2 Extending 
6D Object Pose 

Estimators for Stereo 
Vision

Section 3.7 Generalizing 
Neural Radiance Fields 

for Robust 6D Pose 
Estimation of Unseen 

Appearances

Section 3.6 Improving 
Zero-Shot Template-

Based 6D Pose 
Estimation with 

Geometric Features

Section 3.5 Detection 
and Pose Estimation of 

flat, Texture-less 
Industry Objects on 

HoloLens using synthetic 
Training

Section 3.3 Fast Training 
Data Acquisition for 

Object Detection and 
Segmentation using 

Black Screen Luminance 
Keying

Section 3.4 Advanced 
Post-Processing for 

Object Detection Dataset 
Generation

General
Improvements 

in 6DOPE

Data 
Generation 
for Object
Detection

6DOPE in 
Data-Constrained

Environments

Figure 1.3.: Visualization of all contributions and where they fit within the problem do-
mains, 6D pose estimation (red), data constraints (yellow), and their intersec-
tion (orange).

1.3.1. General Improvements in 6DOPE

End-to-End Probabilistic Geometry-Guided Regression for 6DoF Object Pose Estimation
presents re-formulation of state-of-the-art pose estimation algorithm GDRNPP [Liu+22a].
It integrates the probabilistic formulation of pose as a probability density function to

12



predict not only a single, most likely solution, but a complete distribution. Sampling the
most likely, that is, the pose with the highest probability, leads to outperformance versus
the baseline on three BOP core classic datasets [Hod+24]. This contribution answers
research question 1.1 and assumes the availability of annotated training images.
FAST GDRNPP: Improving the Speed of State-of-the-Art 6D Object Pose Estimation aims to
reduce inference time for 6DOPE, to increase applicability for real-time applications like
virtual reality and autonomous driving, as well as the use on low-power edge devices.
Using GDRNPP as the baseline, we apply model compression techniques such as pruning
and knowledge distillation to enhance speed and evaluate the trade-offs between latency
and accuracy on the seven BOP core classic datasets. This contribution answers research
question 1.2 and assumes the availability of annotated training images.
Extending 6D Object Pose Estimators for Stereo Vision extends pose estimators GDR-Net
[Wan+21a] and SO-POSE [Di+21], which utilize dense feature prediction, to work for
multiple view inputs, demonstrating the use of stereo vision with previously monocular
algorithms and outperforming the same algorithms, even when allowed to additionally use
depth input. This contribution answers research question 1.3 and assumes the availability
of annotated stereo images for training.

1.3.2. Data Generation for Object Detection

Fast Training Data Acquisition for Object Detection and Segmentation using Black Screen
Luminance Keying presents luminance keying, a technique utilizing a background screen,
which absorbs most of the visible light spectrum. This allows for fast and simple recording
of datasets for classification, 2D detection, and segmentation using intensity thresholding
to extract objects from the recordings. The applicability is demonstrated on 2D detection
on which our methods compares favorably with more involved data generation methods,
such as real-world recordings and physically-based rendering (PBR).
Advanced Post-Processing for Object Detection Dataset Generation extends the previous work
by introducing a more elaborate post-processing procedure based on denoising diffusion
probabilistic models and improves the performance in 2D detection, further closing the gap
to real-world recordings and PBR. Again, the method is applicable for object classification,
segmentation, and detection tasks.
Together, both of these contributions answer research question 3 and assume neither the
availability of annotated training images, nor 3D meshes. They only require the target
objects for a short recording.
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1.3.3. 6DOPE in Data-Constrained Domains

Detection and Pose Estimation of flat, Texture-less Industry Objects on HoloLens using synthetic
Training deploys state-of-the-art pose estimation on a mobile edge device, the Microsoft
HoloLens 2. It presents a server-client architecture to move all compute-heavy tasks
to a remote workstation, while running only the user frontend on the edge device. All
training of the Machine Learning components is done on synthetic data, generated from
the manufacturing documents using photo-realistic and non-photo-realistic rendering.
This contribution answers research question 2.1 and constructs all its required data based
on the manufacturing documents, which contain splines, describing only the target object
shapes.
Improving Zero-Shot Template-Based 6D Pose Estimation with Geometric Features extends
a 3D mesh-based zero-shot 6DOPE algorithm to incorporate a learned representation of
purely geometric features. State-of-the-art methods like GDRN-Net and GDRNPP perform
well on known objects but require retraining for new objects, whereas GigaPose [Ngu+24]
does not. Our approach improves GigaPose and enhances its performance on the BOP
core datasets by incorporating additional geometric features into the matching process
and without increasing data requirements and with a similar runtime. This contribution
answers research questions 2.2 and 4.1. It requires only 3D meshes.
Generalizing Neural Radiance Fields for Robust 6D Pose Estimation of Unseen Appearances
presents an analysis by synthesis approach to pose estimation. Based only on object
observations, a Neural Radiance Field (NeRF) is fitted, following a modified algorithm
that can deal with unseen object appearances and transient effects, such as occlusion. The
work extends two different methods to be indifferent to non-geometric object alternations.
The approach allows for CAD free pose estimation. This contribution answers research
questions 2.3 and 4.2. It does not require annotated images, nor 3D meshes.

This concludes the motivation of the problems, the deduction of research questions, and
the introduction of my contributions, which address the former by answering the latter.
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2. Background

We continue with a compact introduction of relevant background knowledge and
introduce concepts as required for my contributions.
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2.1. Preliminary

We will now introduce and discuss the relevant background for this thesis, such as sig-
nificant concepts in ML, DL, and CV (Section 2.1) and task descriptions (Section 2.2),
important algorithms (Section 2.3), the 6D pose estimation problem (Section 2.4), and
methods to deal with data limitations (Section 2.5).

2.1.1. Machine and Deep Learning for Computer Vision

Machine Learning is a broad field of artificial intelligence (AI) encompassing a range of
algorithms trying to enable a computer to learn from data. According to Tom Mitchell: ”A
computer program is said to learn from experience E with respect to some class of tasks T
and performance measure P , if its performance at tasks in T , as measured by P , improves
with experience E.” Among the techniques are such as supervised learning, unsupervised
learning, and reinforcement learning.
Deep Learning on the other hand is a subset of Machine Learning focusing on (deep)
neural networks. DNNs are loosely modeled after the human brain and consist of an input
and output layer, and a number of hidden layers in between. Layers consist of neurons
and neurons from layer x are typically connected with neurons from layer x− 1 and x+ 1
according to some connection scheme, dependent on the architecture in use. Among
the common architectures are the multi-layer perceptron (MLP) and the, especially for
Computer Vision highly important, convolutional neural networks (CNNs). In case of the
MLP, all neurons of a given layer are connected with all the neurons of the previous, as well
as all the neurons on the following layer, leading to a very high number of connections, and
consequently, learnable parameters. To reduce the number of parameters in a meaningful
way, CNNs utilize the observation that in images, pixels in proximity to another tend to be
highly correlated, e.g. are part of the same object. To make use of this useful characteristic,
CNNs apply small filters (matrices such as 3×3 or 5×5) across the input image to perform
element-wise multiplication and extract so called feature maps. Doing this repeatedly
builds a hierarchy of features, often called a pyramid and drastically reduces the number
of parameters needed to solve complex vision tasks.
Other modern architectures like the Vision Transformer [Dos+20] and Focal Modulation
Networks [Yan+22a] use different guidance mechanisms, aside from pixel proximity,
such as attention in the case of ViT and focal modulation for FocalNets. While these newer
concepts achieve high quality results for tasks such as classification and segmentation,
for other tasks and especially for the use case of pose estimation, current state-of-the-art
methods tend to focus on modern versions of the CNN architecture, such as ConvNeXt
[Liu+22b; Woo+23] instead, although methods built around the transformer are on the
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rise, as we will discuss later.

2.1.2. Features for Object Detection and Pose Estimation

Evaluating the features as extracted by CNNs, we find that the filters adapt to what they
find in the data. Early layers focus on simple structures, such as lines, while later layers
encode concepts that tend to take up larger areas within images and often are semantically
meaningful, such as body parts and faces. An interesting method to visualize what
different layers and neurons learn is Inceptionism by Google Research [MOT15], later
popularized as DeepDream. Given a label such as ”face”, Inceptionism runs a backward
pass through the network, but instead of updating the neurons, it modifies the input image
to make it resemble more closely what the network links with the given concept of ”face”.
While these self-emerging appearance encodings work well for many general tasks, in
the use case of object localization and pose estimation, the literature moved towards
predicting intermediate features instead of directly using the CNN outputs for regression.
GDR-Net [Wan+21a] extracts multiple intermediate features including dense 2D-3D
correspondences and surface region attention. HybridPose [SSH20] predicts key points,
edge vectors, and symmetry correspondences and these features are fed into a pose
regressor to align the 2D and 3D representations. CorNet [PIL19] detects object corners
with Faster-RCNN. A RANSAC-like algorithm matches these 2D projections of the 3D object
corners to estimate the pose. EPOS [HBM20] relies on an encoder-decoder architecture
to predict correspondences between RGB image pixels and surface fragments of the 3D
model, and dealing with object symmetries by mapping pixels to multiple fragments.

2.1.3. Depth and Stereo Vision

Typical camera sensors record color images by utilizing a 3-color Bayer filter and encoding
a pixel by its share of the colors red, green, and blue (RGB). In applications such as
autonomous driving, manufacturing, and robotics the use of RGB-D cameras is common.
RGB-D cameras, in addition to the color image, record a depth map, the per pixel distance
to the objects within a captured scene. Depth proves to increase accuracy of pose estimation
methods significantly, since it reduces the scene ambiguity of the color only image. Depth
cameras tend to rely on one of two methods: time-of-flight (ToF) cameras and structured
light cameras. ToF cameras measure the time it takes for light to travel to an object, get
reflected, and return to the sender, while structured light cameras project a pattern into
the scene and reconstruct depth based on the deformation of the pattern. Both cameras
struggle with ambient light interference, strong specular-reflecting surfaces such as metals
and have a limited range. A third method to reconstruct depth is the use of two camera
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sensors in what is known as stereo vision, similar to human perception. Stereo vision
allows to reconstruct the depth information based on the disparity of points identified in
both images. Stereo cameras are passive and less susceptible to ambient light.
The recent increase in performance of Machine Learning-based depth estimators such as
Midas [Ran+22], Depth Anything [Yan+24a], and Depth Anything 2 [Yan+24b] might
reduce the need for using depth cameras.

2.1.4. Perspective-n-Point Algorithm

The perspective-n-point (PnP) problem concerns itself with estimating the 6 degrees of
freedom pose of a calibrated camera given a set of n points in a three-dimensional scene
and their projections onto the camera sensor / the 2D image space. It is a well established
problem in Computer Vision and of high relevance to use cases such as robotics and
augmented reality. There is a large set of algorithms to solve the PnP problem. Some
relevant methods are Iterative PnP, Efficient PnP (EPnP) [LMF09], Generalized End-to-End
Probabilistic PnP (EPro-PnP) [Che+22], Progressive-X (Prog-X) [BM19], and Patch-PnP
[Wan+21a]. Iterative PnP starts with an initial estimate and iteratively reprojects the
3D points and minimizes the reprojection error until it falls below a target threshold.
EPnP reduces the number of variables to solve for, reducing computational complexity and
allowing for real-time applications. EPro-PnP is a differentiable, probabilistic PnP solver.
It learns 2D-3D coordinates as intermediate variables and corresponding 2D weights
by minimizing the Kullback-Leibler divergence [KL51] between predicted and ground
truth pose distribution. Prog-X is another iterative algorithm that progressively grows
the number of points put into consideration to find an optimal solution for every current
selection of points.

2.1.5. RANSAC

PnP often makes use of Random Sample Consensus (RANSAC) [FB81] to solve for pose
using a subsample of potentially noisy 2D-3D-correspondences. RANSAC is an iterative
algorithm comprising of the following steps:

1. Randomly select a number of data points

2. Fit the model to the selected data points

3. Among all data points, find those that fit the estimated model (inliers)

4. If the number of inliers is sufficently large, terminate. Otherwise repeat the process
a pre-defined number of times.
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2.2. Important Tasks in Computer Vision

Now we will list a few relevant tasks in CV, starting with classification and segmentation,
2D detection, object pose estimation, and finishing with 3D scene representations.

Figure 2.1.: Illustration of 2D detection on the class ”robot dog” with subsequent semantic
segmentation within the bounding box, utilizing the Segment Anything model.
The image was generated with a DDPM.

2.2.1. Classification and Segmentation

Image classification is the task of, given an input image, assigning a single or multiple
labels fitting the image content. For instance, Image 2.1 depicts a robot dog with red balls.
The image might be assigned labels such as ”dog”, ”robot dog”, ”robot”, ”red”, ”ball”, ”red
ball” and many more depending on the space of valid labels.
Image segmentation is the task of assigning labels to image pixels. An important distinc-
tion is made between appearance-based and semantic segmentation. The first clusters
and combines pixels to regions if they exhibit similar characteristics, such as color and
brightness, while the second merges pixels based on the semantics, e.g. all the red pixels of
all red balls in Image 2.1 get clustered. Instance segmentation additionally differentiates
between instances of the same class, for example, two individual red balls in Image 2.1
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would be differentiated and assigned different labels.

2.2.2. 2D Detection

The task of 2D detection consists of localizing a target object within an image. Again
resorting to Image 2.1, the task could be to draw a 2D bounding box (often defined by
the left, topmost pixel and the width and height of the box) around the robot dog, which
completely encapsulates every pixel that is part of the dog.

2.2.3. Object Pose Estimation

Given an object detection, object pose estimation determines the three-dimensional ro-
tation, three-dimensional position, three-dimensional scale, or a combination of these
attributes. Common tasks are the estimation of only 3D rotation and the 6D pose estimation
of rotation and position.

2.2.4. 3D Scene Representation

Encoding of a three-dimensional scene has recently been brought to attention with the
introduction of Neural Radiance Fields (NeRFs) by Mildenhall et al. [Mil+21], which
will be discussed in Section 2.3.2. The appeal of NeRFs and other approaches is that
it allows for novel view synthesis, that is rendering of views with camera poses outside
of those included in the set of original images, as used for the fitting of the 3D scene
representation. Other current scene representation aside from NeRF are Signed Distance
Fields [Wan+21b; Wan+23] that encode object surfaces, as well as 3D Gaussian Splatting
(3DGS) [Ker+23], which utilizes 3D gaussians. 3DGS achieves high visual quality similar
to NeRF, while allowing for real-time novel view synthesis via the use of rasterization.

2.3. Machine Learning Algorithms for Computer Vision Tasks

Here we discuss relevant algorithms, which we utilized in our contributions.

2.3.1. The YOLO-family of Object Detectors

The first iteration of the You Only Look Once 2D object detector [Red16] was acclaimed
for its speed, performing close to Faster R-CNN in terms of estimation quality, while being
several times faster. Since then, many newer iterations, more or less closely related to the
original work, have been published, continuously improving the accuracy and warranting
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YOLO’s position as a fundamental building block in modern Computer Vision. Noteable
versions of YOLO are YOLO2 [RF17], YOLO3 [RF18], YOLO4 [BWL20] and Scaled-YOLO4
[WBL21], YOLOX [Ge+21], as well as YOLO10 [Wan+24]. We extensively use YOLOX in
our evaluation of our data generation methods, since it also is the default detector used
in the BOP Challenge (introduced later on).

2.3.2. Neural Radiance Fields

Neural scene representations have gained significant interest from the graphics and vision
community, recently. Neural Radiance Fields [Mil+21] encode directionally dependent
radiance and optical density at each point in the scene using a multi-layer perceptron.
More specifically, NeRF learns the mapping of the quintuple (x, y, z, θ, φ) to a quadruple
(RGBσ), where x, y, z represent the camera position, θ, φ the camera angles, RGB a
color value, and σ the density. NeRFs use ray marching to optimize an implicit scene
representation from multi-view 2D RGB images. This representation allows for novel
view synthesis even for camera poses outside of the working range of the training images.
Upgrades to the original work improved the training speed, rendering speed, and visual
quality [Bar+21; Che+23; Mül+22; Bar+22]. By reformulating the learning problem
of NeRF, iNeRF [Yen+21] can estimate the camera pose of a new observation. While
normal NeRF training optimizes the parameters Θ of the MLP, given a new observation
(I, T ), with I being the image and T the camera pose corresponding to I, iNeRF keeps the
parameters Θ constant and instead optimizes T , given I. We use this formulation in our
contribution to allow for mesh-free 6D object pose estimation described in Section 3.7.

2.3.3. Denoising Diffusion Probabilistic Models

Denoising Diffusion Probabilistic Models (DDPMs) [HJA20] have emerged as the leading
generative image models, significantly surpassing previous architectures, such as the
Generative Adversarial Network (GAN) [Goo+14]. In addition to achieving superior image
quality and improved generation guidance, DDPMs offer a simpler training procedure
compared to GANs: The process involves iteratively adding noise to an image to the point
where it becomes pure noise, then reversing the process by progressively removing noise
(denoising) to reconstruct the original image. This is achieved by calculating a score
function that guides the model towards regions of higher data likelihood with reduced
noise. Several models, including DALL-E [Ram+21], DALL-E 2 [Ram+22], DALL-E 3
[Bet+23], Imagen [Sah+22], and Stable Diffusion [Rom+22], have been introduced to
enhance visual fidelity, fine-tuning capabilities, prompt alignment, and inference speed.
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Comprehensive surveys provide detailed comparisons of these and other designs [Cro+23;
Yan+23].

2.4. 6D Object Pose Estimation

Here we discuss the specifics and details of the 6D object pose estimation problem. We start
by introducing the BOP (Benchmark of Pose Estimation) project in Section 2.4.1 before
discussing the two relevant tasks of localization of seen and unseen objects (Sections
2.4.2 and 2.4.3). Next, we go into details on two specific pose estimation algorithms, one
per described task, which we improved upon in our research (Section 2.4.4 and Section
2.4.5), before finishing with a small survey of additional, relevant methods in Section
2.4.6 and a discussion of 6DOPE using multiple views in Section 2.4.7.

2.4.1. BOP Challenge

Research and development in the field of 6DOPE has advanced in multiple directions. To
ensure meaningful evaluation and enable a fair comparison of various methods, unified
task descriptions and evaluation procedures are essential. The BOP project, introduced in
2018 [Hod+18] and updated in 2020, 2022 and 2023 [Hod+20; Sun+23; Hod+24],
addresses this need by providing a comprehensive framework for the 6D pose estimation
task. This framework includes standardized datasets for performance evaluation, a set
of pose error metrics that account for various measurement ambiguities and use case
requirements, detailed task descriptions (Section 2.4.2 and Section 2.4.3), and an online
evaluation system with a leaderboard ranking the state-of-the-art methods.

Over the years, the BOP project has introduced new tasks and updated datasets to better
evaluate proposed solutions. This thesis focuses on the latest 2023 version of the BOP
project.

Datasets

The BOP benchmark provides a curated selection of relevant datasets (image samples are
presented in Figure 2.2), seven of which designated as ”core classic”. For partaking in
the challenge, an algorithm must be benchmarked across all seven core classic datasets.
Below is a brief description of each core classic dataset:
Linemod Occlusion (LM-O) [Bra+14]: An extension of the Linemod (LM) dataset,

designed to assess performance in cluttered scenes and under heavy occlusion. LM includes
15 RGB-D sequences with annotated images, CAD models, 2D bounding boxes, and binary
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Figure 2.2.: Datasets for 6D pose estimation as selected and curated by BOP. Datasets
marked with a star are ”core classic” datasets. Image as presented in
[Hod+24], Figure 2.

masks, posing challenges such as visual clutter, texture-less objects, and varying lighting
conditions. LM-O comprises 1214 RGB-D images featuring 8 heavily occluded objects.
IC-BIN [Hod+15]: Focuses on texture-less object pose estimation in cluttered and

occluded environments, specifically addressing robot bin picking scenarios.
YCB-Video (YCB-V) [Xia+17]: A subset of the YCB set of household objects [Cal+15].

YCB-V contains 21 objects across 92 RGB-D videos, totaling 133,827 frames and is suitable
for tasks involving object pose estimation and tracking.

T-LESS [Hod+17]: Designed for evaluation performance on texture-less industrial ob-
jects, featuring 30 items from the electrical installation domain with varying backgrounds,
lighting conditions, and occlusions. This dataset is challenging due to the absence of
texture and complex object placement. T-Less uses multiple, different cameras for its
recording.
ITODD [Dro+17]: Comprises 28 industrial objects captured across more than 800

scenes, with around 3,500 images. It uses industrial 3D sensors and high-resolution
grayscale cameras to provide multi-angle observations. The BOP leaderboard shows that
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this is the most difficult of the seven datasets.
TUD-L [Hod+18]: Evaluates the robustness of pose estimation algorithms to lighting

variations. TUD-L involves fixed cameras and manually moved objects to represent realistic
movement scenarios.

HB [Kas+19]: Covers various scenes with changes in occlusion and lighting conditions,
including 33 objects (toys, household items, and industry-related objects) across 13 diverse
scenes.

Metrics

The BOP project introduces three metrics for evaluating the pose estimation quality of
candidate algorithms: Visible Surface Discrepancy (VSD), Maximum Symmetry-Aware
Surface Distance (MSSD), and Maximum Symmetry-Aware Projection Distance (MSDP).

VSD treats poses as equal if the visible parts of the surface are indistinguishable, making
the metric meaningful to cases in which perception is important, such as augmented
reality applications. It is computed following Equation 2.1 by comparing distance maps
(D̂, D̄), acquired by rendering both the estimated, as well as the ground truth pose. The
parameter τ is a misalignment tolerance varying from 5% to 50% of the object diameter.

eVSD(D̂, D̄, V̂ , V̄ , τ) = avgp∈V̂ ∪V̄

{︄
0 if p ∈ V̂ ∩ V̄ ,

⃓⃓⃓
D̂(p)− D̄(p)

⃓⃓⃓
< τ

1 otherwise
(2.1)

MSSD is especially interesting for robotic applications since maximum surface deviation
is found to be strongly correlated with how successful a robot is at grasping [Hod+20].
It is calculated as described in Equation 2.2. Each model vertex is transformed using
the ground truth pose P̄ and the estimated pose P̂ and the maximum distance between
vertices is calculated. The minimum distance between all symmetric configurations gives
the final metric.

eMSSD = min
S∈S

max
x∈M

⃦⃦⃦
(P̂x)− (P̄Sx)

⃦⃦⃦
(2.2)

MSPD is closely related to MSSD, as is apparent when comparing its calcuation as given
in Equation 2.3. Instead of comparing the 3D euclidean distance as with MSSD, with
MSDP we compare the difference after projection into 2D image space. MSPD, again, is an
important metric for augmented reality applications, since it does not evaluate alignment
along the optical axis, but compares the perceivable difference.

eMSPD = min
S∈S

max
x∈M

⃦⃦⃦
proj(P̂x)− proj(P̄Sx)

⃦⃦⃦
(2.3)
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Another common metric, not used by BOP, but a wide selection of other work, is the
Average Distance (ADD(-S)) metric. Its formula is given in Equation 2.4. As the name
indicates, the metric simply computes the average difference between vertices transformed
with the estimated pose P̂ and the ground truth pose P̄ . This can be made symmetry-aware
by measuring the smallest distance among all symmetric configurations.

eADD =
1

m

∑︂
x∈M

⃦⃦⃦
(P̂x)− (P̄x)

⃦⃦⃦
(2.4)

To calculate the final BOP metric, we calculate the Average Recall (AR) per metric.
Recall is computed following Equation 2.5, calculating the ratio of correct estimates to all
estimates, both correct and wrong. Average Recall is defined as the average of Recall rates
for a set of thresholds and, in case of VSD, multiple settings of misalignment tolerance τ .
For VSD the values of τ vary from 5% to 50% of the object diameter and the correctness
thresholds range from 0.05 to 0.5. MSSD shares the values of τ with VSD, while MSPD
varies the threshold between 5r and 50r in 5r steps, where r = w/640 and w is the image
width.

Recall =
True Positives

True Positives+ False Negatives
(2.5)

With BOP, a given pose estimate is considered correct with regard to one of the above
mentioned error functions (VSD, MSSD, MSDP) if the pose error according to the metric
falls below a certain threshold of correctness. The final BOP score ARBOP is calculated
in Equation 2.6.

ARBOP =
ARV SD +ARMSSD +ARMSPD

3
(2.6)

Next we discuss the two tasks to which we both provide contributions, localization of
seen and localization of unseen objects.

2.4.2. Localization of seen Objects

Here we take a closer look at the task of localization of seen objects and show the current
15 best performing algorithms in the corresponding BOP leaderboard, which we will look
into and discuss.

Task Definition

The task is defined as follows by the BOP Challenge [Hod+24], Section 2.1:
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Training input: At training time, a method is provided a set of RGB-D
training images showing objects annotated with ground-truth 6D poses, and
3D mesh models of the objects (typically with a color texture). A 6D pose is
defined by a matrix P = [R|t], where R is a 3D rotation matrix and t is a 3D
translation vector. The matrix P defines a rigid transformation from the 3D
space of the object model to the 3D space of the camera.
Test input: At test time, the method is given an RGB-D image unseen during
training and a list L = [(o1, n1), ..., (om, nm)], where ni is the number of
instances of object oi visible in the image. In 2023, methods could use provided
default detections (results of GDRNPPDet_PBRReal, the best 2D detection
method from 2022 for Task 2).
Test output: The method produces a list E = [E1, ..., Em], where Ei is a list
of ni pose estimates with confidences for instances of object oi.

Leaderboard

Table 2.1 accumulates the 15 best performing methods for this task as provided by the
BOP leaderboard.

Table 2.1.: Top 15 entries in the leaderboard of the BOP challenge for the task localization
of seen objects [Chaa].

Rank Method ARBOP Time (s)
1 GPose2023 85.6 2.670
2 GPose2023-OfficialDetection 85.1 4.575
3 GPose2023-PBR 84.4 2.686
4 GDRNPP-PBRReal-RGBD 83.7 6.263
5 GDRNPP-PBR-RGBD 82.7 6.264
6 ZebraPose-EffnetB4-refined 81.3 2.577
7 GDRNPP-PBRReal-RGBD-Fast 80.5 0.228
8 PFA-Mixpbr-RGBD 80.0 1.193
9 RDPN 79.8 2.429
10 GDRNPP-PBRReal-RGBD-OfficialDet. 79.8 6.406
11 GDRNPPDet_PBRReal+GenFlow-MultiHypo 79.2 36.012
12 RADet+PFA-MixPBR-RGBD 78.7 2.317
13 RADet+PFA-MixPBR-RGBD-Fast 77.1 0.639
14 RCVPose 3D_SingleModel_VIVO_PBR 76.8 1.336
15 ZebraPoseSAT-EffnetB4 + ICP (DefaultDet.) 76.5 0.50
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The top 3 entries are versions of GPose, a modified version of the GDRNPP algorithm,
which itself is on 4th, 5th, 7th, 10th, and 11th place. On 6th and 15th place we find variants
of ZebraPose, PFA places 8th, 12th and 13th. RDPN is on 9th place and RCVPose3D on
14th place completes the top 15 list.

GPose is unpublished, neither as paper nor in code. GDRNPP [Liu+22a] will be discussed
in detail in Section 2.4.4, since multiple of our contributions extend it in different ways.

ZebraPose (Coarse to Fine Surface Encoding for 6DoF Object Pose Estimation) [Su+22]
utilizes a discrete descriptor for dense surface representation of objects instead of learning
dense feature maps. This descriptor employs a hierarchical binary surface encoding as
an intermediate representation for three-dimensional coordinates, thereby enhancing
robustness against occlusion. The final pose estimation is performed by solving the
Perspective-n-Point problem via the Progressive-X algorithm [BM19].

PFA-Pose (Perspective Flow Aggregation) [HFS22] uses a neural network to estimate
an initial pose. It continues to match this pose with offline-generated templates. Target
observation and template are compared by computing a displacement field, representing
the distance and direction each pixel needs to be moved to match between observation and
template. Based on this step, 3D-2D correspondences are obtained. The final pose estimate
uses RANSAC/PnP. PFA uses a two stage pipeline and is not end-to-end differentiable.

RDPN (Residual-based Dense Point-wise Network for 6Dof Object Pose Estimation Based
on RGB-D Images) [HHC24] predicts dense correspondences, the object coordinates per
visible pixel. Starting with an object detection step they continue to crop relevant image
parts around the detections and adjust the camera intrinsic accordingly to match the
cropped object observation. RDPN continues to extract features and obtain object mask
and object coordinates. Finally, dense correspondences are established and used in a pose
prediction network to predict rotation and translation. RDPN requires RGB-D images as
input.

Final entry RCVPose3D (Keypoint Cascade Voting for Point Cloud Based 6DoF Pose
Estimation) [Wu+22] does not use RGB input, but implements a voting scheme based on
unordered point clouds. It separates the tasks of semantic segmentation and keypoint
regression, which, according to the authors, improves performance. The main contribution
of RCVPose3D is its purely 3D point cloud-based voting process.

2.4.3. Localization of unseen Objects

Task Definition
The task is defined as follows by the BOP Challenge [Hod+24], Section 2.4:

Training input: At training time, a method is provided a set of RGB-D
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training images showing training objects annotated with ground-truth 6D
poses and 3D mesh models of the objects (typically with a color texture). The
6D object pose is defined as in Task 1 [that is, localization of seen objects]. The
method can use 3D mesh models that are available for the training objects.
Object-onboarding input: The method is provided 3D mesh models of test
objects that were not seen during training. To onboard each object (e.g. to
render images/templates or fine-tune a neural network), the method can
spend up to 5 minutes of the wall-clock time on a computer with a single GPU.
The time is measured from the point right after the raw data (e.g. 3D mesh
models) is loaded to the point when the object is onboarded. The method can
render images of the 3D object models but cannot use any real images of the
objects for onboarding. The object representation (which may be given by
a set of templates, an machine-learning model, etc.) needs to be fixed after
onboarding (it cannot be updated on test images).
Test input: At test time, the method is given an RGB-D image unseen during
training and a list L = [(o1, n1), ..., (om, nm)], where ni is the number of
instances of object oi visible in the image. In 2023, the method can use
provided default detections / segmentations produced by CNOS [Ngu+23].
Test output: As in Task 1.

Leaderboard Table 2.2 lists the 10 best performing methods for unseen object pose
estimation.

Table 2.2.: Top 10 entries in the leaderboard of the BOP challenge for the task localization
of unseen objects [Chab].

Rank Method ARBOP Time (s)
1 FRTPose (SAM6D-FastSAM) 78.3 20.718
2 FRTPose (Default Detections) 77.7 23.379
3 FoundationPose(NVIDIA) 73.4 29.317
4 FRTPose (SAM6D-FastSAM & top k) 72.4 0.754
5 Co-op (Coarse, RGBD) 72.1 0.978
6 FreeZe-SAM6D 70.9 11.473
7 SAM6D 70.4 4.367
8 FreeZe-CNOS 69.3 13.474
9 GigaPose+GenFlow+kabsch (5 hypothesis) 68.6 11.14
10 GenFlow-MultiHypo16 67.4 34.578

Variants of best entry FRTPose also take second and fourth place. Nvidia’s Founda-
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tionPose is third place, Co-op fifth, FreeZe sixth and eight, SAM6D seventh, a variant of
GigaPose ninth, and GenFlow tenth place.

FRTPose is a recent entry in the leaderboard and has been added, at the time of writing,
only ten days ago. There is no publication nor code available currently. The same can be
said for fifth place Co-op: In this case the uploaded results are only seven days old and do
not contain any additional information.

FoundationPose [Wen+24] consists of four building blocks: a ”language-aided syn-
thetic data generation” pipeline, neural object modeling, pose hypothesis generation, and
pose selection. The data generation pipeline uses a DDPM that takes plausible object
descriptions from a Large Language Model (LLM), object shape, and noisy textures to
generate augmented models. These models are placed with physics simulation and ren-
dered with a path tracer to get photo-realistic images. Neural object modeling describes
an object-centric neural field that allows to separately render geometry and appearance.
The hypothesis generation renders the object, encoded within the object neural field and
compares the features extracted from the to be estimated object observation and the
renderings. Finally, the pose selection process ranks the hypotheses. The pose with the
highest score is selected.

Given the 3D object mesh, FreeZe (Training-free zero-shot 6D pose estimation with
geometric and vision foundation models) [Car+24] creates renderings based on the object.
Next, it extracts visual features from these renderings and geometric features from the
model, utilizing two different models for the images and geometry. The visual features are
projected back onto the 3D point cloud and fused with the extracted geometric features
attained from the mesh to get a ”fused” features representation. At inference, the RGB-D
input crop of the target object is processed the same way: the image is processed by the
image network, the texture-less point cloud by the geometric model. Both representations
are, again, fused. Finally, the fused features from the CAD and the from the observation
are matched with RANSAC to solve for the pose.

SAM6D (Segment AnythingModelMeets Zero-Shot 6DObject Pose Estimation) [Lin+24]
breaks down the 6DOPE task into two individual steps: First, instance segmentation and
second, pose estimation. The first step uses the Segment Anything model to predict
segments, which are then combined to objects. The pose estimation model takes the
output and applies coarse point matching using a ”geometric transformer”, followed by a
second, finer point matching phase utilizing a ”sparse-to-dense point transformer”.

GigaPose [Ngu+24] is discussed in detail in Section 2.4.5, since we enhanced it in one
of our contributions.

Finally, GenFlow (Generalizable Recurrent Flow for 6D Pose Refinement of Novel Ob-
jects) [Moo+24] predicts the optical flow between a target observation and a rendered
representation. Using an end-to-end differentiable design, it encodes geometric knowledge
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and introduces a refinement method that takes the highest scoring coarse pose estimates
and iteratively improves the estimate by rendering and estimating the optical flow to
guide the pose updates.

Comparison with the Task on seen Objects
Comparing Tables 2.1 and 2.2 we see that algorithms not requiring training images of the
target objects are closing the gap in performance. Best performing seen objects algorithm
GPose achieves a ARBOP of 85.6, while the best method on unseen objects, FRTPose,
comes in at 78.3. Taking run-time into account we see a magnitude difference (2.67
versus 20.718 seconds), but considering the version of FRTPose explicitly targeting speed
(coming in at fourth place in Table 2.2), we see it is almost 4-times faster than GPose with
only a 13.2 drop in score, 85.6 versus 72.4.

2.4.4. Geometry-Guided Regression Network

Figure 2.3.: GDR-Net as presentend in [Wan+21a], Figure 2.

Geometry-Guided Regression Network (GDR-Net) is an end-to-end differentiable pose
estimator to estimate the 6D pose of seen objects. It takes its basic design from its
predecessor Coordinates-based Disentangled Pose Network (CDPN). Specifically, following
the initial detection step, both approaches use a process they call dynamic zoom in, during
training. Dynamic zoom in randomly resizes the bounding box around the detected
object, which, according to the authors, should increase the estimator’s robustness to
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detector errors. Next, a backbone network extracts features, which are used to estimate
the object pose, in part with a PnP algorithm. In more detail, CDPN disentangles the 3D
rotation and 3D translation and predicts both separately. It utilizes a ResNet to predict
dense features, representing 3D coordinates and a confidence map. Rotation is solved
for with RANSAC/PnP using the predicted coordinates, while the translation is regressed
directly. CDPN cannot be trained end-to-end due to the non-differentiability of its PnP
solver. GDR-Net on the other hand replaces RANSAC/PnP with a small neural network to
implicitly solve the correspondence problem, making GDR-Net end-to-end differentiable.

GDR-Net, like CDPN, predicts dense intermediate, geometric-relevant features. It again
uses a ResNet backbone to extract feature maps from the detections, modified with dynamic
zoom in during training. The main difference is that GDR-Net removes the translation
head as used in CDPN and instead predicts all six degrees of freedom of the pose via
PnP. Its geometric decoder head predicts three kinds of intermediate features: visible
object masks Mvis, 3D coordinate maps x3D, transformed into dense correspondence
maps M2D−3D, and surface region attention maps MSRA. These intermediate features get
passed to the small Patch-PnP network to directly regress the 6D pose. The architecture
of GDR-Net is detailed in Figure 2.3.

GDRNPP is an improved version of GDR-Net. The main differences are the use of a
ConvNeXt backbone, replacing ResNet-34, the additional prediction of the amodal object
mask Mamodal, and the use of increased levels of domain randomization during training.

2.4.5. GigaPose

Figure 2.4.: Pose estimation with GigaPose, as presented in [Ngu+24], Figure 2.

GigaPose (GP) is an algorithm to localize unseen objects, given 3D object meshes.
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Its architecture is presented in Figure 2.4. GP uses the provided 3D object meshes to
render a set of 162 template images, encompassing the spectrum of out-of-plane rotations.
Additionally GigaPose extracts dense features using ViT-based encoder FAE . At inference,
GP runs object segmentation network CNOS [Ngu+23] on the observed image, extracts
the object and also propagates it through FAE to extract its features. Camera azimuth and
elevation are then estimated based on the similarity of the dense features extracted from
the templates and the object observation. For the remaining degrees of freedom, both
template and observation are split into patches and the extracted patches are matched.
One such match solves two additional degrees of freedom, scale and in-plane rotation,
by use of an additional neural network Fist. At the same time, 2D translation (tx, ty)
can directly be attained from the patch-matching process. This allows to solve for all six
degrees of freedom. Patch-matching reverts to RANSAC/PnP to try to fit different pairs of
patches.

2.4.6. Additional Methods

Here we present some additional pose estimation algorithms, which introduced to or
demonstrated relevant concepts within the domain. We categorize them into methods
that directly regress pose, methods relying on feature matching using PnP, and methods
using an iterative refinement methodology.

Direct Regression Methods
Algorithms in this category directly regress the pose, given an image. Relevant methods
are PoseCNN [Xia+17], BB8 [RL17], and the recent RDPN [HHC24].

PoseCNN predicts semantic labels, rotation, and translation directly from the image
using a CNN. BB8 predicts the eight three-dimensional bounding box corners per object.
For ambiguities caused by symmetry a separate classifier predicts the range of possible
poses beforehand. An additional refinement step improves the pose predictions further.
RDPN has been discussed previously in Section 2.4.2.

PnP-based Methods
PnP-based methods first predict some kind of relevant feature that can be used to find 2D-
3D correspondences. Given these correspondences the methods solve for pose using some
kind of PnP solver. Important algorithms in this class are SingleShotPose [TSF18a], PVNet
[Pen+18], HybridPose [SSH20], CDPN [LWJ19], EPOS [HBM20], SurfEmb [HB21],
ZebraPose [Su+22], GDR-Net [Wan+21a], and its improved version GDRNPP [Liu+22a].

CDPN, GDR-Net, and GDRNPP have been discussed previously. SingleShotPose, also
known as YOLO6D, extends a YOLOv2 object detector to addtionally predict the object
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centroid and the 8 3D bounding box corners, similar to BB8. Unlike BB8, SingleShotPose
does not directly regress the pose (R, t), but uses PnP to match the key point predictions
with the 3D object mesh.

PVNet introduces a voting scheme per image pixel, voting for relevant key points. These
votes are aggregated, resulting in the final key point prediction. Pose is solved for with
PnP.

HybridPose extracts various geometric meaningful features using a single neural net-
work: key points, edge vectors, and symmetry correspondences. Based on these features
HybridPose modifies the EPnP framework to produce pose estimates.

EPOS represents objects as compact surface fragments and uses an encoder-decoder
network to predict correspondences between densely sampled pixels and said fragments.
A modified RANSAC/PnP algorithm (graph-cut RANSAC) [BM18] is used to determine
the final object pose.

SurfEmb learns per pixel surface distributions and mask to establish correspondences
between points on the object surface as visible in the 2D image and the the corresponding
surface on the 3D object mesh. Pose hypotheses are obtained using RANSAC/PnP and the
hypothesis with the highest score based on the predicted surface distributions is further
refined.

Iterative Methods
Deep Iterative Matching (DeepIM) [Li+19] refines an initial pose estimate (the authors
rely on PoseCNN) with an iterative render and compare approach, minimizing the delta
pose between observation and rendering of the current pose estimate. This methodology
is further refined by the first stage of CosyPose [Lab+20a] by using a more recent back-
bone network, a reformulation of rotation, which is not based on quaternions, arguably
improving training stability, and disentanglement of rotation and translation prediction.

RePose [Iwa+21] again uses an iterative approach but replaces the repeated forward
passes through the neural network with a fast rendering approach. In addition, it intro-
duces a learnable 3D texture, which improved pose estimation quality.

Finally, Coupled-iterative Refiement (CIR) [Lip+22] estimates the flow between an
input object observation and a set of rendered images, producing 2D-3D correspondences
for pose estimation via a custom PnP solver. CIR updates both the current object pose
estimate and the flow. It is end-to-end differentiable.

2.4.7. Multi-View 6D Object Pose Estimation

Estimating object poses using a single view is an ill-posed problem, especially when
considering effects such as occlusion. Leveraging additional views can drastically reduce
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pose ambiguity and improve overall accuracy. We continue to present a selection of
methods dealing explicitly with multi-view pose estimation.

[LBH18] introduces single-view pose estimation utilizing RGB images, depth images,
and tiled object class maps containing class priors. Building upon this architecture, they
develop a multi-view method, starting with the single-view method and subsequently
aggregating its pose hypotheses to select the best pose through voting. [LS23] utilizes
PVNet to predict key point locations. These predictions consist of offsets from the pixel
locations and a mask to filter out irrelevant pixels. Additionally, a 2D heat map is generated
to represent the probabilities of each pixel being a key point. To leverage multiple views,
key points detected in different views of the same scene are projected and the estimated
probabilities of 3D key point candidates are calculated using the 2D heat maps per view.
[DDN22] introduce MV6D, a method that extracts visual features from RGB images and
generates a point cloud by fusing depth images. Subsequently, key points and center points
are detected for semantic segmentation. The 6D poses of these instances within the scene
are predicted using least-square fitting. [Yan+22b] again leverage PVNet. They utilize
the center point and uncertainty predictions from PVNet to estimate the 3D translation by
minimizing the re-projection error across multiple views. The region of interest (RoI) is
then re-cropped based on the center point and scale. Finally, the 3D rotation is estimated
using template matching and further optimized based on the probability distribution.
CosyPose [Lab+20a] introduces a 2nd and 3rd stage after per-view pose estimation to
perform scene-level pose optimization. It accomplishes this by matching inliers across
multiple views using RANSAC. Then, bundle adjustment is employed to refine the poses
of these inliers across views, as well as the poses of the cameras themselves, aiming
to minimize the re-projection error in their respective views. EpiSurfEmb [HI22] is a
multi-view version of SurfEmb [HB21] that incorporates probabilistic sampling of 3D-3D
correspondences under epipolar constraints. This sampling is guided by learned 2D-3D
correspondence distributions. Pose hypotheses are established using the Kabsch algorithm.
To refine the poses, a local maximization of the correspondence score, defined bymasks and
correspondence distributions, is performed using the BFGS algorithm. SpyroPose [HHI23]
adopts farthest point sampling (FPS) to extract 16 key points, which are projected onto
the image based on a central pose cell. Interpolation is utilized to extract features at these
projected points from the feature map. In cases where key points are projected outside
the image, they are assigned a learned embedding. These features are concatenated and
processed through a 3-layer MLP, resulting in a scalar that represents the un-normalized
log-likelihood of the pose cell. The likelihood of each instance is then summed across
multiple views, and the pose with the highest total likelihood is selected for subsequent
refinement.
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2.5. Dealing with Data Constraints in Machine Learning

In this section we deal with the problem of training data for ML models. First in Section
2.5.1, we introduce several relevant approaches to generate data, either through methods
such as rendering, learning, or recording setups. Second in Section 2.5.2, we take a look
at methods to reduce the amount of annotations needed for training, by use of techniques
such as unsupervised learning. Finally in Section 2.5.3, we introduce methods based on
few- and zero-shot learning, that is, methods which require only a very small number
of samples of target objects, or non at all, because they can generalize from knowledge
gained from pre-training or similar.

2.5.1. Generating Training Data

Since the training of deep neural networks requires large amounts of training data, practi-
tioners in domains with only little available data soon turned to synthetically generating
(additional) training samples. In Computer Vision an obvious choice for generating addi-
tional images is the well established process of rendering, which allows to convert another
data representation, 3D object meshes, textures, and materials, into samples for training
image-based networks. Some exemplary work was done by [Tre+18a] and [Tre+18b].
They combine photorealistic, as well as non-photorealistic images to achieve best results.
Also, they have realistic, and non-realistic object placement, and include so-called distrac-
tor objects, objects of no interest to the problem, but to make it more difficult and forcing
the trained algorithm to differentiate between interesting and non-interesting objects,
reducing the incentive to focus on data generation artifacts. [Hin+19] presents a com-
pletely, rendering-based pipeline, highlighting the importance of not mixing real-world
images and renderings within training images and the benefits of consistency between
lighting, color, and noise between fore- and background.

An important issue with synthetic data is the problem of domain shift [Wil+21], also
known as domain gap. It is the discrepancy of the feature distributions between the set of
real-world images, and synthetically generated images. There are many different sources
for domain shift, such as different object placement and scene composition, but the most
important is a difference in appearance, e.g. as introduced by non-photorealistic rendering.
The two most important solutions for the domain shift are domain adaptation and domain
randomization. In domain adaptation, one tries to align the feature distribution of the
synthetic data with the distribution of a set of real-world images. Approaches in that
lane are [GL15] and [ZKI19]. The first work introduces gradient reversal to invert the
gradient signal between a feature extractor and a task-specific head that classifies to which
domain a given training sample belongs. By switching from gradient descent to gradient
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ascent, the domain head gives an update signal that makes it harder to differentiate the
domains, thereby moving the feature space towards being similar between samples from
both domains. The second work introduces DeceptionNet, which also utilizes the concept
of gradient reversal to repeatedly train either an encoder-decoder network that transforms
the training samples, or the actual task network, which takes the transformed samples
to solve for 6D object pose. Domain randomization, on the other hand, tries to increase
the variation within training samples to a degree that disincentives the network to learn
these features to solve its task, thereby abstracting from differences between synthetic
and real-world samples. Relevant work on this topic are the above mentioned papers by
Nvidia [Tre+18a; Tre+18b].

Another approach to generate training data is the use of fast recording setups. LeCun
et al. [LHB04] use a turn table and gray background with chroma keying, while Dirr
et al. [Dir+24] use a white background and Agata et al. [AYK07] use a checkerboard
to record images. These setups enable data recording, presuming the availability of the
target objects, are usually cheap to build, and achieve high quality results. The problem
is that some non 2D tasks, such as 6DOPE, involve additional labeling efforts.

Yet another possibility is the use of generative Machine Learning models, which has
seen a resurgence with the recent successes of DDPM (as presented in Section 2.3.3) for
image synthesis. In this scenario one tries to generate samples that fit the requirements
for training the task network (e.g. a 2D object detector). Ideally the generated samples
are non-distinguishable from samples as to be expected during the testing phase (no
domain gap). Before the success of DDPMs a common tool for this job was the generative
adversarial network. The GAN learns to match the feature distribution of a set of training
images and can generate new samples, showing the same or very similar characteristics.
One problem of GANs was the difficulty of controlling the output, since meaningful
sampling from its latent space (a vector space from which the GAN samples to initialize its
generation) depends on the latent space being well-regularized. For instance, usually one
wants it to be disentangled, i.e. the vector space dimensions to be orthogonal. This allows
to maximize individual vector entries without affecting others. Another algorithm is the
Autoencoder. This design uses an encoder network, shrinking the image to a very small
vector representation, again, a latent space. From this vector space it samples vectors
to, similar to the GAN, reconstruct a complete image as output. Compared to the GAN
sampling using and Autoencoder tends to be more straightforward, i.e. controlling the
samples tends to be easier. An important variation of the AE is the variational Autoencoder
(VAE) [KW+19], which usually uses the Kullback-Leibler divergence to align the learned
feature distribution with the training data distribution.
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2.5.2. Semi-supervised, weakly-supervised, and unsupervised Learning

Another way to reduce data requirements is to learn on large amounts of unlabeled
data, requiring only a little (semi-supervised) or no annotated data at all (unsupervised).
Typical examples for unsupervised learning are clustering algorithms or algorithms that
learn the underlying distributions of data, such as the GAN. Similarly to semi-supervision,
weak supervision does not have a full set of annotated data, but tries to make due with
various weak forms of supervision, such as using noisy labels, incomplete annotations, or
coarsely labeled data. In self-supervision the algorithm leverages some kind of knowledge
to guide its decisions. For example, Self6D [Wan+20] uses a two-stage training pipeline,
starting with a supervised training phase, before continuing in a self-supervised manner.
The self-supervision stage uses (differentiable) neural rendering to align geometrical and
visual features between target object renderings and a set of unlabeled RGB-D images.

2.5.3. Few-/Zero-Shot Learning

Few-shot learning describes the capability of a Machine Learning model to predict with
only a few samples per relevant class. Often, this is achieved with techniques such as
meta-learning and transfer learning. Meta-learning is the process of „learning to learn“,
explicitly focusing on models that can efficiently leverage prior knowledge to learn to
solve new tasks. Zero-shot learning explicitly demands that an algorithm recognizes new
concepts and classes, that is, classes not seen during training. Algorithms discussed in
Section 2.4.3, describing the task of localizing unseen objects, is an example of zero-shot
learning.

This concludes our overview of important concepts and related work and should provide
sufficient context for the contributions, which will be presented in the next section.
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3. Papers and Contributions

Here we summarize the works and contributions as introduced above. The order of
appearance follows the logical structure as outlaid in Section 1.3.
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3.1. FAST GDRNPP: Improving the Speed of State-of-the-Art 6D
Object Pose Estimation

This section summarizes the paper

Pöllabauer, T., Pramod, A., Knauthe, V., Wahl, M.
FAST GDRNPP: Improving the Speed of State-of-the-Art 6D Object Pose Estimation

which was accepted for oral presentation at Smart Tools and Applications in Graphics
(STAG) 2024 and will be published in the EG Italian Chapter Conference STAG. Eurographics
Digital Library.

Motivation

State-of-the-art pose estimation algorithms achieve high prediction quality at the cost
of requiring a significant amount of compute power. Even on modern high end desktop
and server GPUs the frame rate is usually below the sampling rate of a typical camera,
which is 30 or 60 frames per second. In many applications, such as robotics and extended
reality, latency is an important feature, since low response times and high latency lead to
a diminished (user) experience. To deal with this issue, we decide to thoroughly analyze
the run-time of a state-of-the-art pose estimator to find its bottlenecks. We then continue
to re-parameterize the architecture towards the sweet spot between pose accuracy and
inference speed. Next, we select a large set of possible feature extractors and test their
accuracy / run-time trade-off when integrated into our algorithm. Finally, we apply
common methods to improve the inference speed while keeping most of the estimation
quality: parameter pruning and knowledge distillation. We thoroughly evaluate the effect
of all of these measures and present a range of configurations to meet different run-time
targets, while keeping a maximum of pose estimation quality.

Research Question(s) answered

RQ 1.2: Can we increase the inference speed / runtime of 6DOPE without compromising
(too much) on estimation quality?

Data Constraints

Requires annotated images for training.
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Contributions

Our work introduces the following contributions:

• We analyzed the state-of-the-art 6D pose estimation algorithm GDRNPP in regards
of performance to accuracy trade-offs.

• We found GDRNPPs reducing the number of parameters used for surface region
attention benefits performance, while hurting speed only negligibly.

• We evaluated a wide range of suitable backbones and their performance when
introduced into the GDRNPP algorithm.

• We applied knowledge distillation and found a relevant increase in accuracy com-
pared to from-scratch learning.

• We condensed our findings into a configuration to maximize speed, achieving a 92%
speed-up with only a 12.6% decrease in accuracy.

• We also provide a few in-between configurations to scale between speed and accuracy.

Proposed Method and Findings

Our method is split in the following parts: First, we analyze the leaderboard of the BOP
challenge to find suitable candidates for acceleration and end up choosing the algorithm
GDRNPP. Second, we analyze the algorithm and its components for their influence on
run-time and accuracy. Third, we evaluate a range of backbone alternatives and evaluate
their performance. Fourth, we evaluate the performance of using knowledge distillation
on the backbone. Fifth, we evaluate the influence of the number of features predicted
by the second stage of GDRNPP and reduce the number to increase speed while keeping
most of the pose accuracy. Finally, we combine our findings into different configurations,
leading to a range of different trade-offs between accuracy and speed.

Algorithm Selection

For algorithm selection we analyzed the BOP leaderboard for the task of localization of
seen objects. This task allows the algorithm to see a set of training images, depicting the
objects and is the most common use case, assuming that we deal with known objects.
Among the algorithms GDRNPP stands out for its performance/speed ratio, its modular,
fully-differentiable design, and its use in several (although closed-source) extensions,
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which further improved its performance. Therefore we decided to use GDRNPP as our
baseline algorithm.

Run-time Analysis

Evaluating average run-time on the seven BOP core classic datasets, we find that module 1
in the pipeline, the backbone, consumes by far the biggest amount of time, accounting for
almost half of the time for YCB-V and more then half of the time on T-LESS and ITODD. The
second module, the dense feature predicting geometric head requires five to ten times less
processing time. Finally, the small Patch-PnP network (module 3) requires again around
five to seven times less compute. The logical consequence is to focus our acceleration
efforts on the backbone and geometric head, while keeping end-to-end performance as
high as possible.

Alternative Backbones

We researched a number of relevant and suitable backbones and evaluated their per-
formance when introduced into the GDRNPP algorithm. Based on our results and our
goal of staying close to real-time, we choose two small networks, ConvNext-V2-Pico and
ConvNext-V2-Nano, for further experiments. The first maximizes speed, while the second,
although fast, tries to also keep as much accuracy as possible. If one is interested in bigger
networks as well, we report results for those too.

Knowledge Distillation

We apply knowledge distillation (KN) to the backbone. KN tends to lead to improved
performance and faster training, since the student model usually learns faster from a
teacher network, than from ground truth data. Indeed, we find a small accuracy gain
with all of our experiments on the LM-O dataset, and therefore keep KN as an option for
our final configurations.

Number of predicted Features

Following the base GDR-Net paper, we ablate the influence of the number of predicted
regions in the geometric head with special attention given to the influence on run-time.
We find that we can significantly reduce the number of regions without losing accuracy,
but thereby increasing speed. The result of our evaluation is a parameterization that
maximizes speed, without a noticeable drop in pose quality.
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Dataset Relative Speed-up Relative Accuracy
LM-O 66.7% -8.47%
ICBIN 85.9% -6.78%
YCB-V 64.6% -10.94%
T-LESS 78.9% -11.86%
ITODD 81.3% 11.54%
TUD-L 33.8% -5.19%
HB 85.5% -5.07%

Table 3.1.: Relative speed increase and relative accuracy change of our fastest configu-
ration compared to GDRNPP without refinement.

Configurations with different Accuracy/Speed Trade-offs

Finally, we build different configurations to allow adjusting the trade-off between accuracy
and speed. The first set of configurations is built for maximum speed and is based on
ConvNext-V2-Pico, the second set is more balanced and built around ConvNext-V2-Nano.
The first set includes an unpruned version, one with a pruned geometric head, and one
which combines pruning with knowledge distillation applied to the backbone. The second
set has a configuration with and without pruning. As can be seen in Figure 11 in the paper,
all configuration show different accuracy/speed trade-offs, making them meaningful
options.

Discussion

Our results bring state-of-the-art 6D object pose estimation much closer to real-time
applications: Our fastest configuration achieves more then 30 frames per second on four of
the seven BOP classic core datasets, and even on the slowest dataset (ICBIN), we achieve
16.6 fps, reducing processing time per image from 425.6 to 60.1 milliseconds. Comparing
results on all seven datasets in detail with the baseline algorithm, we report a speed-up
versus accuracy change as presented in Table 3.1. We see an average improvement in
speed of 71% at an average drop in performance of 5.25%.

Answer to the Research Question(s)

Can we keep most of the estimation quality of a state-of-the-art method while noticeably
increasing inference speed? The answer is yes, as we demonstrated on the GDRNPP
algorithm.
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3.2. Extending 6D Object Pose Estimators for Stereo Vision

This section summarizes the paper

Pöllabauer, T., Emrich, J., Knauthe, V., Kuijper, A.
Extending 6D Object Pose Estimators for Stereo Vision

which was presented at 4th International Conference on Pattern Recognition and Artificial
Intelligence (ICPRAI) 2024 and published in Pattern Recognition and Artificial Intelligence.
Vol. 14893. Lecture Notes in Computer Science. Springer 2024.

Motivation

Estimating the pose of an object in 6 degrees of freedom based on a single 2 dimensional
image is an ill-posed problem, especially when considering effects such as occlusion. A
conventional method to improve results is the incorporation of depth images. While often
effective, this adds the constraints of depth measurement, such as problems with bright
light and specular reflections. Stereo cameras on the other hand, just add a second RGB
sensor, which keeps cost down and does not alter the image capturing process and its
properties. At the same time, having two view points allows for depth estimation with
triangulation and therefore should also improve pose estimation performance. In addition,
a second viewpoint reduces ambiguity based on occlusion, since what is hidden in one
view might very well be visible in the other.

Most development in object pose estimation centers around monocular cameras and
algorithms. The BOP challenge, for instance, does not offer a task description for stereo
vision, making it difficult to compare the many monocular algorithms with the relatively
few stereo methods. Also, ideally an algorithm can work both with monocular cameras as
well as binocular cameras. Towards that end we extend the state-of-the-art monocular
pose estimators GDR-Net and SO-Pose, to also work with two images. Doing so allows
to bring updates to the base algorithm to both monocular, as well as stereo vision at the
same time.

Research Question(s) answered

RQ 1.3: Can we incorporate additional modalities into the leading 6DOPE algorithms?
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Data Constraints

Requires annotated stereo images for training.

Contributions

Our paper has the following contributions:

• We created a stereo version of the YCB-V dataset YCB-V Depth+Stereo (YCB-V DS),
following the dataset format as described in the BOP Challenge, also including depth
information. Our dataset is publicly available to foster further research.

• We extended two state-of-the-art pose estimator algorithms, which are based on
dense feature prediction, to allow for use with stereo vision.

• Our method is straightforward, simple, not adding any severe constraints, and
almost as fast as the baseline algorithms.

• We evaluate our method and demonstrate that extending monocular pose estimators
to stereo vision results in greater pose accuracy, with only minimal computational
overhead.

Proposed Method and Findings

Both of our baseline monocular algorithms, GDR-Net and SO-Pose, predict dense features
for pose estimation using a (learned) perspective-n-point algorithm. This inspired us
to incorporate the additional view implicitly, by sequentially feeding the two views to
the network and combining both signals somewhere along the processing pipeline. We
identify five different points and methods to combine the signals, early fusion, mid-level
fusion, late fusion, double fusion, and early fusion + shared backbone-based disparity
prediction.

Early Fusion

The simplest approach runs two forward passes through the backbone to generate the
feature maps per view and concatenates them before feeding the signal to the geometric
decoder head, which predicts the combined 2D-3D correspondences, object regions, and
in case of SO-Pose, self-occlusions. Since it only requires an additional forward pass, this
method is the fastest.
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Mid-Level Fusion

Mid-level fusion starts with two forward passes through the backbone, but instead of
directly concatenating the features also passes them through the decoder. Only then the
predicted features are concatenated. The number of convolutional layers in the Patch-PnP
module are increased to cope with the additional dimensionality.

Late Fusion

Late fusion combines the signals from both views within the Patch-PnP module, after the
convolutional layers but before the multi-layer perceptron.

Double Fusion

Double fusion takes the architecture and processing of late fusion, but mixes the signals
after the backbone, by combining half of the left feature maps with half of the right view
feature maps.

Early Fusion + Disparity Prediction

Based on early fusion, we add a separate disparity prediction head to the network. It uses
the features extracted by the backbone and predicts the disparity between both images,
per image. These features are also fed to the Patch-PnP network.

Discussion

All of our extensions of GDR-Net and SO-Pose outperform their monocular baseline on
the challenging YCB-V DS dataset. Among our methods, the best performing is GDR-Net
Stereo with the addition of disparity estimation, followed by double fusion and SO-Pose
with early fusion. As expected, our stereo methods increase the metric especially on small
and difficult objects, such as the ”scissors” or the ”large pen”. Overall GDR-Net Stereo
performs well in comparison to its baseline, because it performs better on the set where
GDR-Net performs especially poor. Even our fastest algorithm, GDR-Stereo with early
fusion, significantly outperforms the single view baseline, while only adding a second
forward pass through the backbone.
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Answer to the Research Question(s)

Does the introduction of stereo to an originally monocular algorithm improve results?
The answer is yes. We outperform the baseline algorithm noticeably, all the while keeping
backwards compatibility.
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3.3. Fast Training Data Acquisition for Object Detection and
Segmentation using Black Screen Luminance Keying

This section summarizes the paper

Pöllabauer, T., Knauthe, V., Boller, A., Kuijper, A., Fellner, D.
Fast Training Data Acquisition for Object Detection and Segmentation using Black Screen

Luminance Keying

which was accepted for oral presentation at 32. International Conference in Central Europe
on Computer Graphics, Visualization and Computer Vision (WSCG) 2024 and published in
Journal of WSCG. Vol. 32. 1-2. 2024, pp. 101–110.

Motivation

Deep Neural Networks (DNNs) require large amounts of annotated training data for best
performance. To this day, this data often is generated via manual labeling or rendering,
making it especially difficult or uneconomic for small-scale applications with limited re-
sources or limited funding. A fast and straightforward data acquisition method would
significantly facilitate the adoption of deep learning for these smaller applications. Our
work demonstrates a highly accurate, quick, and simple method for training data acquisi-
tion using luminance keying, enabling the training of state-of-the-art networks while only
requiring minutes for data acquisition.

Research Question(s) answered

RQ 3: Can we generate high quality training data for 2D object detection (2DOD) without
requiring meshes, rendering, or tedious ground truth recording? Can we do it fast,
accurately, and cheaply?

Data Constraints

Requires annotated stereo images for training.

Contributions

Our contributions consists of the following points:
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• We propose and demonstrate a straightforward setup to record high-quality data
for typical Machine Learning tasks as found in Computer Vision, such as object
classification, object segmentation, and 2D object detection.

• Our method utilizes a low-cost, highly light absorbing cloth and shows the effective-
ness of simple luminance keying, making it suitable for even small applications with
limited funding.

• Our approach is put to extensive testing on the task of 2D object detection. We
compare it to a selection of common data generation methods / data sources, which
often need much more available information and data, such as real-world recordings
with its difficult ground truth registration, and physically-based rendering, which
requires materials, textures, and a significant amount of compute ressources. We
also compare our luminance keying with widely-used chrominance keying. We
do all of our evaluation on the commonly used and highly relevant YCB-V set of
household objects.

• For reproducibility and further research, we provide the relevant processing code
and our recordings of the YCB-V object set to demonstrate the effectiveness and
simplicity of luminance keying.

Proposed Method and Findings

Our method consists of the following steps: Setup and data acquisition, data post-
processing, comparison with other data sources, and evaluation.

Capture Setup and Data Acquisition

We propose the use of a black cloth, which absorbs 99.99% of visible light for data
acquisition. To this end we place the cloth in a typical recording setting on a background
holder and place the target objects directly on top of the cloth. Next, we record roughly
one minute long video clips of the target objects, filming the object from various angles.
The process is simple and straightforward, the only two important considerations are that,
first, except for the object, only the black background is allowed be visible, and second,
that the camera is set to spot metering with the reading taken from the object surface. The
second measure leads to an exposure compensation of several stops to correctly expose
the object, while the background becomes (almost) perfect black.
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Data Post-Processing

Since the background pixels are close to zero, the post-processing of the recordings
becomes very simple. We extract frames from the videos, convert to LAB color space, and
threshold based on luminance. The result are next-to-perfect pixel-level segmentations of
the target object. The only manual step is assigning the object a unique identifier. The
2D axis aligned bounding box is directly gained by utilizing the binary mask and finding
two relevant 2 points in image space, such as the top left point P1 = (xmin, ymin) and the
bottom right point P2 = (xmax, ymax).

Other common Data Sources

We compare our fast and simple approach with three other commonly used data generation
methods: 1. real-world recordings 2. physically-based renderings and 3. chrominance
keying using a green screen. The real-world recordings are the original recordings of the
YCB-V set [Xia+17], the physically-based renderings are taken from the BOP Challenge
website, and the green screen recordings where created by us with the same setup and
procedure as our black screen luminance keying recordings, but due to the more difficult
keying based on color, we resorted to a professional video editing tool DaVinci Resolve, to
extract the binary masks.

Evaluation

For evaluation, we train a high performing object detector, YOLOX [Ge+21]. We do
extensive evaluation and find that our approach performs favourably compared to the
much more involved data generation schemes. While real-world recordings struggle
with complicated ground truth recording, and PBR needs 3D models with materials and
textures, as well as processing time, our setup only requires the background cloth and
the target objects to record a short video clip of about one minute per object. We also
outperform the previous green screen-based chroma keying by more than 10% in both
Average Precision, as well as Average Recall metrics.

Since we do not have backgrounds, we crop our objects from our recordings using the
high quality masks and paste the crops with alpha blending onto random backgrounds.
This process is simple, but introduces a domain gap between training and test images,
since our augmented images do not present cues, such as realistic lighting transport
between objects and environment or shadows. To account for the loss of accuracy due
to this domain gap, we apply our background replacement procedure to the real-world
and PBR data as well and measure the resulting performance. We find that among all
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data sources that went through this procedure, our luminance keying dataset performed
best, almost 10% better than PBR and more than three times as good as the real-world
recordings. We argue that the first is due to our objects having perfect texture and no
domain gap, since the recordings are images taken from real-world videos, and the second
is due to our next to perfect segmentation capabilities and inaccuracies with the ground
truth of the original YCB-V recordings, due to the difficulty, to record perfect ground truth
with the real-world recording approaches for data generation.

Discussion

We proposed a simple yet effective approach to data generation for training Machine
Learning-based 2D object detectors. Our method is low cost and suitable for small
applications and short development times, while at the same time scalable to large sets of
objects. Resulting performance compares favourably to the higher effort and higher cost
approaches of real-world recording and physically-based rendering.

Answer to the Research Question(s)

Can we generate training data in a straightforward, easy-to-reproduce fashion that allows
for training state-of-the-art 2D object detectors? Yes. Our results are convincing and
demonstrate that our approach is highly efficient, both time- as well as computation-wise.
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3.4. Advanced Post-Processing for Object Detection Dataset
Generation

This section summarizes the paper

Pöllabauer, T., Berkei, S., Knauthe, V., Kuijper, A.
Advanced Post-Processing for Object Detection Dataset Generation

which was accepted for oral presentation at 19th International Symposium on Visual
Computing (ISVC) 2024 and will be published in Lecture Notes in Computer Science.

Motivation

Our previous research on the effectiveness of luminance keying demonstrated that this
low cost, yet simple to implement, and fast to deploy approach is capable of high quality
results. At the same time, while comparing favourably with more involved data generation
processes, performance still falls short of the results achievable with more resources.
Therefore we set out to reduce the gap between luminance keying, real-world scene
recording, and physically-based rendering.

Since the setup as introduced with luminance keying performs as well as it does exactly
because of its simplicity, we do not modify it at all. Instead, we tend to the data post
processing step. As demonstrated in the first paper, performance degrades dramatically,
even for PBR, when we crop objects from one image and place it on another, randomly
selected natural image background. This is due to domain gap and the discrepancy of
the fore- and background coming from different sources. In our search for a solution to
reduce this domain gap we turned towards denoising diffusion probabilistic models.

Research Question(s) answered

RQ 3: Can we generate high quality training data for 2D object detection (2DOD) without
requiring meshes, rendering, or tedious ground truth recording? Can we do it fast,
accurately, and cheaply?

Contributions

Our contributions encompass the following:
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• We extend the alpha blending-based post processing pipeline as introduced in our
previous paper on luminance keying with an improved algorithm, maintaining fast,
geometry-model-free data generation.

• We propose and demonstrate the use of denoising diffusion probabilistic models
(DDPMs) for data generation for the use case of 2D object detection.

• Our evaluation on the YCB-V set of household objects shows that our improved
pipeline shrinks the gap between the performance achievable with luminance keying
and more involved data generation processes.

• For reproduceability we publish our training artifacts, such as network weights and
parameterization.

Proposed Method and Findings

Based on the promising results of the previous paper, in which we introduced a simple yet
effective setup for capturing high quality data for Machine Learning with - aside from the
class id per recording - automated labeling, we propose to utilize DDPMs. The individual
steps of our method consist of: The adoption of Low Rank Adaptation training (LoRA), the
use of additional guidance modalities based on ControlNet [ZRA23], the data generation
approach, the training of a current 2D object detector on the generated data, and the
extensive evaluation and ablation.

Low Rank Adaptation

Low Rank Adaptation is a method for representation learning, that is, teaching a pre-
trained diffusion model new concepts. In our case, we want to encode an understanding
of a target object, its shape, texture, surface details and material. LoRA is not the only
method towards that end. Others are the use of DreamBooth [Rui+23], textual inversion
[Gal+22], or hypernetworks. However, LoRA comes with a set of useful characteristics:

• It is highly efficient to train and fast to converge, for it only introduces a very small
set of additional parameters to the larger model.

• The small number of parameters lead to only a very small memory and storage
footprint, ideal for our use case of training multiple individual models, one per target
object.

• LoRA learns a powerful representation, enabling the generation of high quality
samples, depicting the object.
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Additional Control Modalities

ControlNet [ZRA23] introduces additional parameters to a trained DDPM to guide its
output. The algorithm allows for a wide range of feature representation to be used to
that end, such as sketches, depth maps, canny edge detections, and human pose such as
produced by OpenPose [Cao+21].

Data Generation Approach

Next we describe our data generation process in detail. First, we construct a tuple
v = (rgb,mask, depth, edge, text, lora) per image, where each entry is defined as follows:

• rgb: Image sampled from short, per-object video clips.

• mask: Object mask derived by thresholding the L-channel in LAB color space.

• depth: Depth estimate of rgb.

• edge: Canny edge filter applied to rgb.

• text: Dynamically generated prompts.

• lora: Object-specific trained LoRA.

Prompts are sourced from a list of relevant scene and object descriptions. Depth maps
and canny edge information serve as image priors with ControlNet and are generated with
Depth Anything [Yan+24a] and canny algorithm [Can86]. Masks are used to generate
bounding box labels for object detection, textual prompts describe the scene, and LoRA
encodes visual details of objects. We find that relative depth estimates work good enough,
so we refrain from resorting to metric depth estimation. The depth predictions are masked
using mask to only pass object depth to ControlNet, thereby avoiding constraints on the
diffusor. We utilize Stable Diffusion 1.5 for the DDPM.

2D Object Detection

As described in the original luminance keying paper, labels for object-level segmentation
and 2D object detection are created in a fully automated fashion. In our case, we get the
2D (visible) bounding box by measuring the extend of the mask in 2D image space. We
again use YOLOX [Ge+21] for evaluation of our results, allowing for a direct comparison
to the previous post processing pipeline.
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Ablation and Evaluation

We do an extensive ablation of different processing methods: directly using frames taken
from the recordings with objects in front of black background (LUMA), alpha blending
(ALPHA), the method described with our original paper on luminance keying (LK) for ML
data generation, and our new diffusion-based post-processing (D). We find that training
on LUMA data alone leads to poor results, most likely due to overfitting on the black
backgrounds. Swapping the background with randomly selected natural images (ALPHA)
significantly improves performance, while combining diffusion data (D) with ALPHA and
LUMA further enhances results, particularly when using the luminance-keying process
(LK) to simulate occlusion. The best performance is achieved by mixing newly generated
diffusion images with ALPHA and LK images, showing noticeable improvements in AR
and AP.

Discussion

Our advanced post-processing technique significantly increases the metrics when training
a 2D object detector on our data compared to the previous approach. It achieves that
while staying true to a simple, automatable design. We demonstrated the use of powerful
denoising diffusion probabilistic models for data generation in a mesh-free, cheap, and
easy to reproduce fashion.

Answer to the Research Question(s)

Can we generate high quality training data in a fast, simple, and cheap way, relying solely
on the availability of the target objects and an inexpensive recording setup? The answer
is yes. Our data compares favourably with much more tedious data sources.
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3.5. Detection and Pose Estimation of flat, Texture-less Industry
Objects on HoloLens using synthetic Training

This section summarizes the paper

Pöllabauer, T., Rücker, F., Franek, A., Gorschlüter, F.
Detection and Pose Estimation of flat, Texture-less Industry Objects on HoloLens using

synthetic Training

which was presented at Scandinavian Conference on Image Analysis (SCIA) 2023 and
published in Image Analysis. Lecture Notes in Computer Science, Springer 2023, pp. 569-
585.

Motivation

This paper addresses the challenge of deploying state-of-the-art 6D object pose estimation
on edge devices such as Microsoft HoloLens 2, increasingly used in augmented reality
applications. The quality of AR heavily relies on accurately detecting and overlaying
geometry in real-time environments. Ideally the latency or lag between an action and
an adaptation by the software is only a few milliseconds. 60, 90, or even 120 frames
per second is not an unusual target. At the same time, the best methods for object pose
estimation are computationally intensive and unsuitable for low-power devices. Newer
XR devices, such as Apple Vision Pro and Meta Quest 3 are increasingly powerful, but still
fall short of the necessary performance, as achieved by a current desktop-level GPU, by a
wide margin.

To deal with this issue, we suggest the adoption of a client-server application, with
the frontend device focusing on visualization and user interactions, while pushing all
computational heavy parts to a remote machine. Communication is done via wifi.

Another common issue with deep learning is the availability of training data. In many
cases, data is either not available in sufficient amounts, not in sufficient quality, or not
available at all. Typical industry practices such as manufacturing on demand and short
times between order and delivery aggravate the problem. The paper specifically addresses
the problem of training on yet-to-be-manufactured objects, i.e. objects for which no
real-world photographs are available at training time, while additionally focusing on
industry-relevant, metallic objects. Metallic surfaces exhibit high specular reflection,
leading to a strong correlation between the object appearance and the angle between
camera and light sources, making detection and localization especially challenging.
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Research Question(s) answered

RQ 2.1: Can we achieve satisfactory results on yet to be manufactured industry objects
using rendering for data generation? Is the quality enough for modern Augmented Reality
applications on modern handheld devices?

Data Constraints

Generates 3D meshes based on 2D representations as found in the manufacturing docu-
ments.

Contributions

The paper contributes to the literature in the following ways:

• Demonstration of Deep Learning algorithms on flat, texture-less objects relevant to
industry. The objects are fully metallic, increasing the difficulty further.

• Fully synthetic training, conducted entirely with generated data, utilizing renderings
of automatically constructed meshes. The meshes are automatically generated from
the splines as found in the manufacturing documents. Rendering is done with a
combination of photorealistic, physically-based rendering and non-photorealistic
rendering, reducing the compute requirements in comparison with using only costly
PBR.

• Implementation of a client-server architecture to bring state-of-the-art pose esti-
mation performance to wireless devices, alleviating compute constraints on edge
devices.

• Implementation of an AR application to allow hands-free sorting in a production
environment.

• Development of a highly modular system of 2D detection, 6D localization and pose
estimation, and visualization.

Proposed Method and Findings

Themethod can be divided into following parts: Mesh generation, training data generation,
training of the 2D object detector, training of the 6D object pose estimator, development
of the server-client application for inference, and development of the frontend app to be
deployed on HoloLens.
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Mesh Generation

In a first step the object details are extracted from the manufacturing documents. The
objects are cut from a metal sheet and defined as splines. We extract the relevant details,
such as ID, metadata, and shape and use the popular 3D software Blender to automatically
generate object meshes of sufficient quality for our data generation.

Training Data Generation

Based on previous work done by Nvidia [Tre+18b], we generate two sets of training data:
one using physically-based renderings generated with BlenderProc [Den+20], the second
rendered with conventional rasterization. Combining both results in training sets that
achieve similar performance as PBR data only, but with reduced compute requirements.

2D Object Detector

We test a wide range of suitable 2D object detection algorithms, including the like of Mask
R-CNN [He+17], YOLOv3 [RF18], YOVOv4 [BWL20], and YOLOv5 [Joc+20]. Based on
our test results, the best performing algorithm was YOLOv5 and we continued to integrate
it in our pipeline.

6D Pose Estimation

A wide range of pose estimation algorithms was tested to find the most suitable candidate
for our flat, industry objects. Among the candidates were SingleShotPose [TSF18b],
HybridPose [SSH20], EfficientPose [BV20], EPOS [HBM20], and CosyPose [Lab+20b].
We explain our choice of using CosyPose in the paper, but most importantly, it outperformed
all other approaches in the 2020 version of the BOP Challenge [Hod+20], something we
could reproduce when tested on our real-world test scene.

Server-Client Application

Our server-client architecture allows to move all heavy computation to the remote worksta-
tion, while only running a lightweight Unity application on the edge device. The frontend
uses SLAM to orientate the edge device within the room and sends continuously frames
to the backend, together with the pose at the time of recording. The backend processes
the frame and sends pose updates for all detected objects, whose pose estimate reached
a sufficiently high confidence score. The pose estimate is transformed into the world
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coordinate system of the device using the camera pose at frame recording time. This way,
all pose updates can directly be used in the frontend app.

Frontend Application

Our developed frontend HoloLens 2 application simplifies the hands-free AR-assisted
sorting by encoding relevant sorting information, i.e. customer affiliation, by color. All
detected and localized objects are represented and overlaid as colored 3Dmodels, anchored
within the HoloLens world coordinate system. This accounts for any head movement and
reduces the necessity of object tracking, since only updates to the location of the target
objects in the world coordinate system require a new pose estimation step. In our tests
we achieve 5 such updates per second.

Discussion

We demonstrated an end-to-end pipeline to create a hands-free augmented reality sorting
app on HoloLens, requiring only the manufactoring xml files and automatically generate
all necessary files for training. As our qualitative and quantitative results show, we can
detect and localize yet-to-be-manufactored objects as found in a relevant industry use
case. With our server-client architecture we bring state-of-the-art algorithms to mobile,
low power edge devices.

Answer to the Research Question(s)

Can we achieve high quality pose estimates of objects that are not yet manufactured? Can
we bring state-of-the-art 6DOPE to edge devices such as HoloLens 2? The answer is yes.
Our server client architecture and automated data generation show that this is possible.
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3.6. Improving Zero-Shot Template-Based 6D Pose Estimation
with Geometric Features

This section summarizes the paper

Pöllabauer, T., Weyel, J., Knauthe, V., Berkei, S., Kuijper, A.
Improving Zero-Shot Template-Based 6D Pose Estimation with Geometric Features

which was accepted for oral presentation at 19th International Symposium on Visual
Computing (ISVC) 2024 and will be published in Lecture Notes in Computer Science.

Motivation

A major drawback of many state-of-the-art algorithms for 6D pose estimation is the
requirement to have a vast set of annotated training images of the relevant objects. Even
when this data is available, the methods need additional extensive training, making the
addition of new objects costly, for it requires a retraining step before they can be detected
and localized. There is a new category of template-based pose estimations algorithms
that, given the 3D mesh of a target object, require only a short onboarding phase before
estimating the pose on unseen images. One of those approaches is GigaPose. GigaPose
uses a template matching algorithm based on the learned general feature representation
of DINOv2 [Oqu+23]. While this approach works well, we think we can do better by
incorporating learned representations based on additional geometric features into the
matching phase, features that are freely available and easy to extract given the availability
of the object meshes.

Research Question(s) answered

RQ 2.2: Can we improve state-of-the-art zero-shot 6DOPE without increasing runtime or
increasing data requirements?
RQ 4.1: Can we improve zero-shot methods based on the availability of 3D meshes?

Data Constraints

Requires 3D object meshes for onboarding and extraction of geometric features.
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Contributions

In total, the contributions of our paper are:

• We propose to extend learned image feature-based template matching by learned
geometry-specific features.

• We demonstrate the feasibility of the approach by extending the template-based
pose estimator GigaPose with geometric features.

• Our method comes with little additional pre-processing efforts and almost no addi-
tional overhead at runtime.

• We provide a list of potentially interesting geometric features and implement the
most promising in GigaPose.

• We evaluate our methods versus the base algorithm and outperform on the 7 BOP
core datasets.

Proposed Method and Findings

Here we describe the proposed method and findings in more detail. First, we give some
background into the template matching as found in GigaPose and explain how to extend
it. Second, we introduce a non-exhaustive list of interesting geometric features, which
can be extracted from the mesh and are plausible candidates for our extension. Third, we
describe our method, introducing our extension GeoNet. Finally, we discuss our extensive
evaluation results on the 7 BOP classic core sets.

Template Matching in GigaPose

Given new objects to be localized, GigaPose generates a set of 162 templates per object
during an initial onboarding phase. These templates are used to solve for out-of-plane
rotations. Also, per template, dense features are extracted using the foundation model
DINOv2 as initialization. At runtime, given a new object observation, dense features are
extracted from the object crop and matched with the features as found in the previously
generated templates. We argue that additional learned features, encoding geometric
information, can support this matching phase and we discuss our method towards that
end next.
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GeoNet

We want to learn a compact representation, encoding all visible geometric features per
template and observation. To achieve this goal, we introduce a small decoder network,
GeoNet. GeoNet introduces a single convolutional layer using 1x1 convolutions to get
a learnable mapping from the feature space as introduced by GigaPose. Next, it follows
conventional decoder design principles to reconstruct a 2D representation of the input
view. But instead of reconstructing the RGB image, it reconstructs the 2D projections
of the 3D features, as calculated on the 3D mesh. With an additional visibility test, the
network requires the feature representation to encode geometric understanding of the
visible surface.

Geometric Feature Candidates

Geometric features proved to significantly boost the performance of previous 6D pose
estimation algorithms, by resolving ambiguities not definitively explained by visual appear-
ance. One such problem could stem from occlusion, for instance. Previous methods such
as HybridPose and GDR-Net predict different features, such as key points, edge-vectors,
symmetry correspondences, and surface regions. Revisiting these and other algorithms,
we came up with the following set of features that, in our opinion, lend themselves to
template-matching: edge key points, normals at furthest point sampling (FPS) locations,
3D Harris key points, and depth maps.
Edge Key Points are derived based on the discrete mean curvature measure. Points

with high curvature should encode meaningful geometric details.
Normals at FPS Points give surface information distributed across the complete surface,

by using the FPS property of selecting evenly distributed points. Thereby we capture both
spatial distribution as well as surface orientation.
3D Harris Key Points are a 3D adaptation of Harris corner detection algorithm. It

encodes relevant geometric properties while being robust to transformations.
Depth Maps are per-pixel measurements of the distance to the camera pane, encoding

visible surface.
Among those, we select edge key points for testing our hypothesis that a learned

representation of geometric features assists during template-matching.

Evaluation Results

Following the BOP challenge, we evaluate the three metrics visible surface disparity (VSD),
maximum symmetry-aware surface distance (MSSD), and maximum symmetry-aware
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projection distance (MSPD). We evaluate on the 7 BOP core classic datasets LM-O, T-LESS,
TUD-L, ITODD, YCB-V, HB, and IC-BIN. Also, we compare runtime of our extension with
the baseline algorithm GigaPose, as well as three additional zero-shot methods, OSOP,
ZS6D, and MegaPose. In addition to the quantitative evaluation, we also present randomly
picked samples from the validation and test sets to give a visual impression, of the learned
geometric feature representation.

Looking at the quantitative comparison, we outperform the baseline GigaPose on LM-
O, T-LESS, TUD-L, ITODD, YCB-V in all settings. On IC-BIN, we only underperform
GigaPose when not using refinement, and outperform with refinement. Finally on HB, we
outperform GigaPose without refinement, and when sampling a single pose hypothesis.
Only when sampling 5 pose hypotheses GigaPose performs better than our method.

Qualitative results indicate that our GeoNet indeed learns a meaningful representation
of edge keypoints. Our decoder head, used only for training, can successfully reconstruct
the 2D projections of the relevant 3D features. Comparison with the ground truth shows
a very good match of keypoint locations.

Discussion

To summarize, our evaluation according to the procedures as defined by the BOP Challenge,
supports the hypothesis that geometric features can improve template-matching based
zero-shot pose estimation. We demonstrated the effectiveness by learning a representation
of edge keypoints and integrating the learned feature representation into the matching
phase.

Future work might look into incorporating additional features, more complex learning
algorithms for better feature representation, and the usefulness of learned geometric
feature representations beyond template-matching.

Answer to the Research Question(s)

Can we improve zero-shot 6DOPE while only relying on already available information
(RC2.2), that is, by using the 3D meshes (RC4.1)? The answer is yes. We demonstrate
it by extracting geometric features from the provided 3D meshes and improve results
without any major drawback.
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3.7. Generalizing Neural Radiance Fields for Robust 6D Pose
Estimation of Unseen Appearances

This section summarizes the paper

Pöllabauer, T., Wirth, T., Weitz, P., Knauthe, V., Kuijper, A., Fellner, D.
Generalizing Neural Radiance Fields for Robust 6D Pose Estimation of Unseen Appearances

which was accepted for oral presentation at 19th International Symposium on Visual
Computing (ISVC) 2024 and will be published in Lecture Notes in Computer Science.

Motivation

While the estimation of object pose in 6 degrees of freedom is an essential problem for
extended reality applications, robotics, autonomous driving and quality insurance systems,
one often has to account for unknown object attributes, such as never seen before textures,
materials, and lighting conditions. At the same time, modern techniques such as Neural
Radiance Fields (NeRFs) and 3D Gaussian splatting (3DGS) enable high-quality scene
reconstruction, which can be, via a reformulation of the scene fitting function, reversed to
estimate the pose of a view [Yen+21], based on the learned reconstruction. One problem
to be solved if one wants to combine the pose estimation with the scene reconstruction is
to deal with the fact that object appearance, a function of textures, materials, and lighting,
is baked into the scene representations. To mitigate this issue, we propose a reformulation
of the scene function, as presented in the NeRF framework, to effectively deal with diverse
and altered object appearances. The result is a mesh-free 6D object pose estimator for
unseen object appearances, only requiring a collection of unlabelled input images to train
our enhanced NeRF model.

Research Question(s) answered

RQ 2.3: Can we use neural scene representations for mesh-free, zero-shot 6DOPE with
varying appearances?
RQ 4.2: Can we improve zero-shot methods without requiring the availability of 3D
meshes?

Data Constraints

Requires a collection of unlabeled images for training. No 3D meshes required.
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Contributions

In total our contributions are the following

• We survey the field of modifications to NeRF to find suitable strategies to deal with
novel and unseen object appearances, focusing on effects of changes to texture,
material, and lighting.

• We develop two modifications to NeRF based on NeRF-VAE [Kos+21] and NeRF in
the Wild [Mar+21] (NeRF-W) and combine it with the NeRF-based pose estimation
algorithm iNeRF [Yen+21].

• We create a large set of physically-based renderings depicting the 21 objects as found
in the common YCB-V set of household objects [Xia+17]. The objects are randomly
textured, different materials are applied and a wide range of lighting is simulated,
in order to show an extraordinary degree of variation in object appearance.

• We do a qualitative and quantitative evaluation of our approaches iNeRF-VAE and
iNeRF-W and outperform iNeRF with a traditional NeRF design by a wide margin.

Proposed Method and Findings

Our approach consists of 2 different extensions to the original formulation of Neural
Radiance Fields, named iNeRF-VAE and iNeRF-W. For evaluation, we generate a large set
of PBR images showing the YCB-V objects. Finally, we evaluate the performance of all
three methods in the task of 6D object pose estimation.

iNeRF-VAE

Inspired by the formulation of the scene function as presented by NeRF-VAE [Kos+21], we
introduce a conditional scene function, conditioned on a latent variable z. Given a novel
view depicting an object of which we want to estimate the pose of, we extract said vector
z to inform our iterative rendering and pose estimation process. The latent z is trained to
encode varying appearances in a typical, encode and reconstruct training phase, using a
variational autoencoder design.

iNeRF-W

Nerf in the Wild [Mar+21] distinguishes scene elements that are unchanging from those
that are transient. Examples for the latter include lighting changes and occlusions. It
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Figure 3.1.: Figure 3 as presented in our paper. Our PBR dataset presents a very high
degree of variance of appearance by using a range of different textures,
materials, and lighting.

achieves this separation by splitting the later layers of the NeRF into two heads, one
predicting only the static, the other only predicting the transient parts.

Training and Evaluation Data

To give an impression of the degree of challenge our dataset poses, we reproduce Figure 3
from our paper 3.1. To perform well, an algorithm has to have the ability to abstract from
the alternating surfaces, providing a suitable benchmark for our algorithms.

Performance in 6D Object Pose Estimation

We evaluate both of our approaches and compare the pose estimation accuracy to the
default NeRF representation as a baseline. We find the following findings:

• Our proposed strategies show the capability to adapt to unseen appearances, which
leads to a significant increase in the quality of pose estimates compared to the
baseline.

• iNeRF-VAE achieves the best performance estimating correct rotation.

• iNeRF-W with joint optimization provides the best overall pose estimates.
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• iNeRF-Wwith embeddings extracted from the training set nearlymatches the rotation
accuracy of iNeRF-VAE and reduces translation errors.

• All proposed methods outperform the baseline.

• Translation errors pose more significant challenges to our approaches than rotational
errors.

Discussion

Our two algorithms both show significant improvement in pose estimation quality com-
pared to the baseline, with both having different strengths and weaknesses. They achieve
their performance boost by being able to abstract from appearance deviations and by
separating constant from a transient alterations within scenes, such as introduced by
occlusion.

A major drawback of the use of scene reconstructions following the NeRF framework is
the slow iterative optimization procedure. This is due to the formulation as a ray marching
novel view synythesis process. There are approaches to make NeRF faster, which can be
applied to our methods, as long as the alterations are not mutually exclusive, but the most
promising solution to the problem is to be found in the recent emergence of 3D Gaussian
Splats.

Another promising approach would be the combination of iNeRF-VAE and iNeRF-W,
ideally combining the benefits of both.

Answer to the Research Question(s)

Can neural scene representation be used for 6DOPE even on objects with a high degree
of appearance variations and without requiring 3D meshes? Yes. Our extensions to
NeRF show that we can estimate the pose of unseen object appearances without any 3D
information.
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3.8. End-to-End Probabilistic Geometry-Guided Regression for
6DoF Object Pose Estimation

This section summarizes the paper

Pöllabauer, T., Li, J., Knauthe, V., Berkei, S., Kuijper, A.
End-to-End Probabilistic Geometry-Guided Regression for 6DoF Object Pose Estimation

which is submitted for review to 7th IEEE International Conference on Artificial Intelligence
& eXtended and Virtual Reality (AIxVR).

Motivation

Single-view 6D pose estimation is a challenging task in computer vision. One important
problem is the inherent ambiguity of single observations due to the fact, that an observation
can be explained by multiple poses that lead to the same appearance. Deciding on a
single pose candidate effectively leads to information loss, since other plausible poses
are discarded. We argue that instead of predicting a single pose per view, modeling
a probability density function (pdf) gives a meaningful measure of uncertainty per
sampled pose, while also allowing to sample multiple meaningful pose candidates. Also,
the inherent ambiguity is reflected within the probability distribution. Allowing the
sampling of multiple candidates together with their likeliness can help with both single-
view pose estimation, as well as multi-view, scene-level optimization. We propose EPRO-
GDR, extending the state-of-the-art GDRNPP algorithm, predicting a probability density
distribution instead of a single pose. Our evaluation shows that, even when sampling
only the most likely pose (the mode of the distribution), our EPRO-GDR outperforms the
baseline GDRNPP on 3 BOP core datasets.

Research Question(s) answered

RQ 1.1: Can the prediction of a probability density function instead of a singular pose
improve state-of-the-art 6DOPE?

Data Constraints

Requires annotated images for training.
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Contributions

Our contributions are as follows:

• We improve the state-of-the-art 6D object pose estimation algorithmGDRNPP. Instead
of directly regressing pose, given an object observation, we predict a probability
density function for each detected object within the image.

• Our method, end-to-end probabilistic geometry-guided regression (EPRO-GDR),
allows to sample multiple candidates, together with its probablity. The latter is a
meaningful measure of uncertainty, beneficial for scene-level optimization and to
model view-dependent uncertainties, as caused by effects such as occlusion.

• Even when sampling only a singular, most likely pose, EPRO-GDR outperforms
GDRNPP on 3 datasets taken from the BOP Challenge: LM-O, YCB-V, and ITODD.

Proposed Method and Findings

Our method consists of, first, finding a suitable algorithm to extend, second, modifying
the chosen algorithm GDRNPP to predict a pdf instead of a single pose estimate, and
finally, evaluation on 4 BOP core datasets following the procedure as required by the BOP
Challenge.

Algorithm Selection

We discuss the best candidates from the top of the BOP leaderboard and weigh there
pros and cons before choosing GDRNPP as the base algorithm. The main reasons are its
end-to-end differentiable design and its use of a learned perspective n-point algorithm
Patch-PnP. In our literature review we found EPro-PnP, which, just as GDRNPP, borrows
heavily from CDPN [LWJ19], but models pose as a distribution. It seemed like a natural
fit to combine both approaches and we came up with EPRO-GDR.

EPRO-GDR

EPRO-GDR utilizes two individual training steps: First, we train GDRNPP as parameter-
ized by the BOP challenge entry. After convergence, we remove the Patch-PnP module
completely and replace it with EPro-PnP. We modify the geometric feature prediction head
by adding 2D weights as a new kind of feature as required by EPro-PnP. We introduce new
loss terms, most importantly Kullback-Leibler divergence, and re-weight existing terms.
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Then we continue training till we converge again. At inference, we use the EPro-PnP
module to predict a pose distribution, from which we sample the most likely pose in the
case of single-view pose estimation.

Evaluation

We do an extensive performance evaluation following the procedures as defined in the
BOP challenge. We report visible surface discrepancy (VSD), maximum symmetry-aware
surface distance (MSSD), and maximum symmetry-aware projection distance (MSPD).
In addition we report the widely-used ADD(-S) metric. We see strong outperformance
on LM-O, YCB-V, and the notoriously difficult ITODD datasets when compared to the
baseline algorithm GDRNPP. Only on the T-LESS dataset, GDRNPP performs better than
our EPRO-GDR, because EPRO-GDR performs particularly poor on a handful of objects.
Even so, EPRO-GDR still outperforms its baseline algorithm on 14 out of 30 T-LESS objects.

Discussion

We proposed to extend the state-of-the-art algorithm GDRNPP to predict a probability
density function instead of a single pose, arguing that this is helpful for scene-level pose
estimation, as well as multi-view use cases. To this end, we incorporate the EPro-PnP
algorithm to replace the original Patch-PnP algorithm and adjust the feature predictor
accordingly. Our algorithm improves results on 3 out of 4 tested BOP core datasets, indi-
cating that the probabilistic interpretation of uncertainty is meaningful. While problems
with some objects in the fourth dataset indicate potential for additional improvement,
our algorithm comes with the additional benefit, of allowing the sampling of multiple,
plausible candidates for further processing.

Answer to the Research Question(s)

Can the prediction of a pdf improve the quality of pose estimates? Our results show the
answer is yes.
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4. Discussion

We conclude with a summary of my contributions and an outlook for future work.

4.1. Summary of Contributions

This thesis presented contributions on the problem of 6D object pose estimation (to be
concluded in Section 4.1.1), and the problem of training Machine Learning algorithms for
Computer Vision under data limitations, either by generating annotated data based on the
target objects (to be concluded in Section 4.1.2), or by reducing the data requirements
necessary for training the models (to be discussed in Section 4.1.3). We wrap up with a
final discussion of the research questions and my contributions towards answering them.

4.1.1. General 6D Object Pose Estimation

The first group of contributions introduced general improvements to the 6D object pose
estimation problem. Specifically, we discussed and answered the following research
questions:

• Research Question 1.1: Can the prediction of a probability density function instead
of a singular pose improve state-of-the-art 6DOPE?

• Research Question 1.2: Can we increase the inference speed / runtime of 6DOPE
without compromising (too much) on estimation quality?

• Research Question 1.3: Can we incorporate additional modalities into the leading
6DOPE algorithms?

We presented a reformulation of a state-of-the-art estimation algorithm GDRNPP to
instead of predicting a single pose per observations, estimate a distribution of poses,
which allows to sample multiple, plausible pose candidates for further refinement. We
demonstrated that even sampling only the most likely pose outperforms the original
algorithm on three BOP core classic datasets. This positively answered RQ 1.1.
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Our second contribution aimed to increase the speed and applicability of state-of-the-art
pose estimators to bring them to lower power devices, such as AR and XR glasses and
handheld devices, and to meet real-time requirements. We analyzed GDRNPP to reduce
its run-time by shrinking parts of the network that do not contribute much to the pose
estimation quality. In addition we applied knowledge distillation to the backbone and
pruning to the geometric feature prediction head of the network. In total we could reduce
the run-time by more than 90%, with a performance drop of only 12.6%. This contribution
positively answered RQ 1.2.

Our third contribution to the 6DOPE problem is the extension of two state-of-the-art
dense-feature based pose estimators to incorporate additional views as demonstrated on a
stereo setup. Our easy to implement solution significantly outperforms the monocular
baseline algorithms as tested on our stereo version of the BOP core classic dataset YCB-V,
which we made publicly available. This positively answered RQ 1.3.

4.1.2. Data Generation for Object Detection

With the second group of contributions, we discussed two papers on the topic of data
generation for training object classification, object segmentation, and 2D object detection
Machine Learning algorithms. Here we discussed the following research question:

• Research Question 3: Can we generate high quality training data for 2D object
detection without requiring meshes, rendering, or tedious ground truth recording?
Can we do it fast, accurately, and cheaply?

Our first contribution in this group introduced a simple recording setup utilizing lu-
minance keying in combination with a black cloth that absorbs 99.99% of the light in
the visible spectrum. This allows for fast and high quality data recording with simple
brightness thresholding in the LAB color space. We demonstrate the effectiveness of the
approach on the task of 2D object detection and train YOLOX models. Our extensive
evaluation on the YCB-V BOP core classic dataset shows that our simple approach performs
favorably with much more involved data generation schemes, such as real-world record-
ings and physically-based rendering. The second contribution improved upon the post
processing pipeline of luminance keying. It introduced a denoising diffusion probabilistic
model to generate training images based on the recordings acquired with our setup. We
adopted low-rank adaptation to teach our objects to the model and constrained the output
to force it to match the labels we get for free from luminance keying. Our evaluation shows
that we further close the gap towards real-world recordings. Together, both contributions
positively answered RQ 3.
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4.1.3. 6D Object Pose Estimation with Data Constraints

Finally, at the intersection of both problems we presented three contributions that deal
with the data availability problem for the use case of 6DOPE directly. Here we discussed
the following research questions:

• Research Question 2.1: Can we achieve satisfactory results on yet to be manufac-
tured industry objects using rendering for data generation? Is the quality enough
for modern Augmented Reality applications on modern handheld devices?

• Research Question 2.2: Can we improve state-of-the-art zero-shot 6DOPE without
increasing runtime or increasing data requirements?

• Research Question 2.3: Can we use neural scene representations for mesh-free,
zero-shot 6DOPE with varying appearances?

• Research Question 4.1: Can we improve zero-shot methods based on the availability
of 3D meshes?

• Research Question 4.2: Can we improve zero-shot methods without requiring the
availability of 3D meshes?

The first contribution uses rendering, physically-based and photorealistic, as well as
non-photorealistic, to generate data of yet to be manufactured industrial objects. We
acquire all necessary information from the textual manufacturing documents, generate 3D
meshes and render them in realistic scenes, as well as onto random backgrounds. Based
on this data, we train state-of-the-art 2D object detectors and 6D pose estimators before
manufacturing. Our client-server architecture streams the pose estimates as calculated on
a remote workstation to Microsoft Hololens 2, thereby bringing workstation-level pose
estimation quality to an edge device. This answered RQ 2.1.

Our second contribution extends a zero-shot-based pose estimator following the BOP task
of localization of unseen objects. We improve the template-matching phase of GigaPose
by introducing a learning-based representation of geometric features, which are readily
available with the provided 3D object meshes. Our extension outperforms the baseline
while not increasing processing time by a meaningful amount. This answered RQ 2.2 and
RQ 4.1.

Lastly, our third contribution at the intersection of both presented problems, utilizes
3D scene reconstruction with Neural Radiance Fields for 6DOPE. We incorporate two
extension to the original NeRF algorithm to the iNeRF framework, which allows to solve
for the camera pose of a novel object observation. Our extensions make the scene invariant
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to a certain degree of appearance variance, such as introduced by changes in lighting,
different textures, materials, and occlusion. Evaluation shows that our improvements
reduce the error both for rotation, as well as for translation. This approach allows for
mesh-free 6DOPE for objects of unknown appearances and answered RQ 2.3 and RQ 4.2.

In summary, I could positively answer all of the formulated research questions. My
contributions advance the field of object localization in 2D by presenting a powerful data
generation methodology and 6D, with and without data limitations.

4.2. Limitations and Future Work

We conclude with a discussion of current limitations that remain with my contributions
and a final, more general remark on developments on the field.

EPRO-GDR as introduced in our work End-to-End Probabilistic Geometry-Guided Re-
gression for 6DoF Object Pose Estimation tends to significantly outperform its predecessor
GDRNPP, but experiences a handful of very bad outliers on the dataset T-Less. Future
work should address that issue.

Our algorithm Stereo-GDR outperforms the monocular GDR-Net by more than 10% with
a second image. Its simple design allows to use an arbitrary number of images. Future
work could look into using sets of three, four, or even more images.

Our data generationmethod achieves high quality recordings and free labeling to be used
with various tasks such as segmentation and 2D object detection. Future work could look
into expanding the approach to also automatically generate annotations for further tasks,
most interestingly, 3D tasks such as object pose estimation. Possible approaches towards
that end might be based on scene reconstruction and aligning the individual recorded
frames to a common coordinate system. The processing presented in our extension to
luminance keying will most likely directly benefit from newer DDPMs becoming available.

Our work on bringing state-of-the-art 6DOPE to edge devices can benefit from newer
devices, such as the Apple Vision Pro, providing higher levels of compute capabilities.
Also, the integration of a high-performing tracking algorithm directly into the estimation
algorithm would enhance the user experience.

Extending the template matching step of GigaPose already led to outperformance on
the seven BOP core classic datasets. Re-using the additional, geometric-based features in
phase 2 of the algorithm should further improve the results.

Finally, our work Generalizing Neural Radiance Fields for Robust 6D Pose Estimation of
Unseen Appearances can be adopted to 3D Gaussian Splatting, which should dramatically
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increase its speed.

Looking at the overall landscape of 6D object pose estimation and data requirements,
we can discern some trends: First, we note a move from CNN-based estimators towards
ViT-based methods (GigaPose, FoundationPose, SAM6D) and an integration of pre-trained
foundation models (FoundationPose, FreeZe). The increased use of foundation models
also reduces the gap between the tasks of seen and unseen object localization, which is our
second finding: the times when introducing new objects was synonymous with expensive
re-training seem to come to an end, as algorithms that require only 3D object meshes
to onboard new objects achieve highly accurate pose estimates. Even when accounting
for inference runtime, algorithms such as FRTPose and Co-op are closing in on the best
algorithms within the seen object task.
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5.1. Extending 6D Object Pose Estimators for Stereo Vision

Thomas Pöllabauer, Jan Emrich, Volker Knauthe, Arjan Kuijper
4th International Conference on Pattern Recognition and Artificial Intelligence (ICPRAI) 2024

Abstract

Estimating the 6D pose of objects accurately, quickly, and robustly remains a diffi-
cult task. However, recent methods for directly regressing poses from RGB images using
dense features have achieved state-of-the-art results. Stereo vision, which provides an
additional perspective on the object, can help reduce pose ambiguity and occlusion.
Moreover, stereo can directly infer the distance of an object, while mono-vision requires
internalized knowledge of the object’s size. To extend the state-of-the-art in 6D object
pose estimation to stereo, we created a BOP compatible stereo version of the YCB-V
dataset called YCB-V DS and extended multiple state-of-the-art pose estimator algorithms
to be applicable to stereo. Our method outperforms state-of-the-art 6D pose estimation
algorithms by utilizing stereo vision and can easily be adopted for other dense feature-
based algorithms.
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5.2. FAST GDRNPP: Improving the Speed of State-of-the-Art 6D
Object Pose Estimation

Thomas Pöllabauer, Ashwin Pramod, Volker Knauthe, Michael Wahl
Smart Tools and Applications in Graphics (STAG) 2024

Abstract

6D object pose estimation involves determining the three-dimensional translation
and rotation of an object within a scene and relative to a chosen coordinate system.
This problem is of particular interest for many practical applications in industrial tasks
such as quality control, bin picking, and robotic manipulation, where both speed and
accuracy are critical for real-world deployment. Current models, both classical and
deep-learning-based, often struggle with the trade-off between accuracy and latency. Our
research focuses on enhancing the speed of a prominent State-of-the-Art deep learning
model, GDRNPP, without compromising its accuracy. By operating under the assumption
that smaller models are faster, we employ several techniques to reduce the model
size and improve inference time. These techniques include using smaller and quicker
backbones, pruning unnecessary parameters, and distillation to transfer knowledge from
a large, high-performing model to a smaller, more efficient student model. Our findings
demonstrate that the proposed configuration maintains accuracy comparable to the
state-of-the-art while significantly improving inference time. This advancement could
lead to more efficient and practical applications in various industrial scenarios, thereby en-
hancing the overall applicability of 6D Object Pose Estimationmodels in real-world settings.
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5.3. Fast Training Data Acquisition for Object Detection and
Segmentation using Black Screen Luminance Keying

Thomas Pöllabauer, Volker Knauthe, André Boller, Arjan Kuijper, Dieter W. Fellner
32. International Conference in Central Europe on Computer Graphics, Visualization and
Computer Vision (WSCG) 2024

Abstract

Deep Neural Networks (DNNs) require large amounts of annotated training data
for a good performance. Often this data is generated using manual labeling (error-prone
and time-consuming) or rendering (requiring geometry and material information). Both
approaches make it difficult or uneconomic to apply them to many small-scale applications.
A fast and straightforward approach of acquiring the necessary training data would allow
the adoption of deep learning to even the smallest of applications. Chroma keying is the
process of replacing a color (usually blue or green) with another background. Instead of
chroma keying, we propose luminance keying for fast and straightforward training image
acquisition. We deploy a black screen with high light absorption (99.99%) to record
roughly 1-minute long videos of our target objects, circumventing typical problems of
chroma keying, such as color bleeding or color overlap between background color and
object color. Next we automatically mask our objects using simple brightness thresholding,
saving the need for manual annotation. Finally, we automatically place the objects on
random backgrounds and train a 2D object detector. We do extensive evaluation of
the performance on the widely-used YCB-V object set and compare favourably to other
conventional techniques such as rendering, without needing 3D meshes, materials or any
other information of our target objects and in a fraction of the time needed for other
approaches. Our work demonstrates highly accurate training data acquisition allowing to
start training state-of-the-art networks within minutes.
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5.4. Advanced Post-Processing for Object Detection Dataset
Generation

Thomas Pöllabauer, Sarah Berkei, Volker Knauthe, Arjan Kuijper
19th International Symposium on Visual Computing (ISVC) 2024

Abstract

Fast acquisition and generation of training data is an important problem for the
training of Deep Neural Networks (DNNs). Previous work using luminance keying for
efficient training data acquisition achieves good results with very low effort, due to
the high light absorption capabilities of the black background which enables keying
through luminance instead of chroma. However, it does not reach real-world recording
levels of performance. This paper significantly improves the achievable performance of
luminance keying as evaluated for the use case of object detection. We introduce a novel
post-processing pipeline incorporating a denoising diffusion probabilistic model (DDPM)
to capitalize on luma-key recordings. First, we employ low rank adaptation (LoRA)
to teach the recorded objects to a diffusion model. Second, we use Depth Anything
to estimate the depth of the luma-key data. Third, utilizing ControlNet with depth
estimates and Canny image filtering for guidance, we generate photo-realistic training
images, using a wide range of relevant prompts, which increases model robustness
in diverse environments. Applying the high quality masks of luminance keying we
get perfect ground truth for the object detection training. Extensive testing on the
YCB-V object set demonstrates that our approach performs favorably compared to
traditional techniques that require 3D meshes and material data, such as physically-
based rendering or in-distribution dataset splits. Our proposed pipeline improves
luminance keying to provide an efficient methodology for creating high-quality training
datasets, facilitating the swift development and training of state-of-the-art DNNs for
object detection, and is applicable to similar tasks, such as classification, and segmentation.
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5.5. Detection and Pose Estimation of flat, Texture-less Industry
Objects on HoloLens using synthetic Training

Thomas Pöllabauer, Fabian Rücker, Andreas Franek, Felix Gorschlüter
22nd Scandinavian Conference on Image Analysis (SCIA) 2023

Abstract

Current state-of-the-art 6d pose estimation is too compute intensive to be deployed on
edge devices, such as Microsoft HoloLens (2) or Apple iPad, both used for an increasing
number of augmented reality applications. The quality of AR is greatly dependent on its
capabilities to detect and overlay geometry within the scene. We propose a synthetically
trained client-server-based augmented reality application, demonstrating state-of-the-art
object pose estimation of metallic and texture-less industry objects on edge devices.
Synthetic data enables training without real photographs, i.e. for yet-to-be-manufactured
objects. Our qualitative evaluation on an AR-assisted sorting task, and quantitative
evaluation on both renderings, as well as real-world data recorded on HoloLens 2, sheds
light on its real-world applicability.

Copyright notice

©2023 The authors

98



5.6. Improving Zero-Shot Template-Based 6D Pose Estimation
with Geometric Features

Thomas Pöllabauer, Johannes Weyel, Volker Knauthe, Sarah Berkei, Arjan Kuijper
19th International Symposium on Visual Computing (ISVC) 2024

Abstract

6D Object Pose Estimation (6DOPE) is a fundamental problem in robotics and augmented
reality. Most of today’s state-of-the-art approaches rely on deep learning (DL) and require
large sets of training images depicting the target objects. A growing number of algorithms
try to generalize from a set of known objects, available for training, to unseen objects at
test time. Among those, GigaPose is a template-based approach, that renders the target
object in an onboarding phase shortly before inference and uses learned latent codes of
these renderings and observed objects for feature matching. While learned representation
proof powerful in a wide range of tasks, we propose the integration of additional purely
geometric features, which can be extracted basically for free from the available 3D meshes
during the onboarding phase. This representation is then used as an additional input for
template- and 2D-2D correspondence matching in our approach. We suggest multiple
relevant features and, implementing one of them, demonstrate improved performance
on the core datasets of the relevant BOP Challenge. Our results suggest that, indeed,
utilizing additional geometric features can improve the relevant metrics without much
additional cost.
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5.7. Generalizing Neural Radiance Fields for Robust 6D Pose
Estimation of Unseen Appearances

Thomas Pöllabauer, Tristan Wirth, Paul Weitz, Volker Knauthe, Arjan Kuijper, DieterW.
Fellner
19th International Symposium on Visual Computing (ISVC) 2024

Abstract

Estimating the 6D pose of objects is a critical challenge for robotics and augmented
reality applications. The problem is aggravated by the fact that critical attributes, such
as an object’s texture and material, as well as the specific lighting conditions under
which it must be identified, are often unknown. Neural Radiance Fields (NeRFs) and
3D Gaussian splatting (3DGS) are techniques that enable high-quality reconstruction
of real-world scenes. By revising the scene fitting function, these representations can
facilitate the estimation of an object’s pose within a given environment. However, a major
complication is that the unique textures, materials, and lighting conditions are fixed
within the scene, which can impair the accuracy of pose estimation. To address this, we
adopt two alterations to the standard NeRF framework that enhance its ability to handle
greatly varied object appearances such as material and texture. Our modified approaches
are evaluated on the prevalent YCB-V object dataset, demonstrating their effectiveness.
Our two proposed algorithms achieve mesh-free 6D Object Pose Estimation for objects
with previously unseen appearances, requiring only a collection of input images to train
the NeRF model.
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5.8. End-to-End Probabilistic Geometry-Guided Regression for
6DoF Object Pose Estimation

Thomas Pöllabauer, Jiayin Li, Sarah Berkei, Volker Knauthe, Arjan Kuijper
accepted for oral presentation at 7th IEEE International Conference on Artificial Intelligence
& eXtended and Virtual Reality (AIxVR)

Abstract

6D object pose estimation is the problem of identifying the position and orienta-
tion of an object relative to a chosen coordinate system. State-of-the-art 6D object pose
estimators directly predict an object pose given an object observation. Due to the ill-posed
nature of the pose estimation problem, where multiple different poses can correspond
to a single observation, generating additional plausible estimates per observation can
be valuable. To address this, we reformulate the state-of-the-art algorithm GDRNPP and
introduce EPRO-GDR. Instead of predicting a single pose per detection, we estimate a
probability density distribution of the pose. Using the evaluation procedure defined by
the BOP Challenge, we test our approach on four of its core datasets and demonstrate
superior quantitative results for EPRO-GDR on LM-O, YCB-V, and ITODD. Our probabilistic
solution shows that predicting a pose distribution instead of a single pose can improve
state-of-the-art single-view pose estimation while providing the additional benefit of being
able to sample multiple meaningful pose candidates.
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