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ABSTRACT

The degree of image degradation due to atmospheric turbulence is particularly severe when imaging over long horizontal
paths since the turbulence is strongest close to the ground. The most pronounced effects include image blurring and
image dancing and in case of strong turbulence image distortion as well. To mitigate these effects a number of methods
from the field of image processing have been proposed most of which aim exclusively at the restoration of static scenes.
But there is also an increasing interest in advancing turbulence mitigation to encompass moving objects as well.
Therefore, in this paper a procedure is described that employs block-matching for the segmentation of static scene
elements and moving objects such that image restoration can be carried out for both separately. This way motion blurring
is taken into account in addition to atmospheric blurring, effectively reducing motion artefacts and improving the overall
restoration result. Motion-compensated averaging with subsequent blind deconvolution is used for the actual image
restoration.
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1. INTRODUCTION

The degree of image degradation due to atmospheric turbulence is particularly severe when imaging over long horizontal
paths since the turbulence is strongest close to the ground. The most pronounced effects include image blurring and
image dancing and in the case of strong turbulence image distortion as well. In the past, a number of methods have been
suggested for the mitigation of these effects, perhaps most of which are related to Adaptive Optics (AO) applications in
the field of astronomy. But there is also a growing interest in solutions from the field of image processing, not least of all
because of the comparatively low cost of computational power, and also due to an increasing number of imaging
applications that require the correction of extended objects rather than point-like sources only. Many remote sensing
applications are concerned with observing objects over long horizontal paths and often the atmosphere between observer
and object is quite turbulent, especially in arid or semi-arid regions. Depending on the degree of turbulence, atmospheric
turbulence can cause quite severe image degradation, the foremost effects being temporal and spatial blurring. And since
the observed objects are not necessarily stationary, motion blurring can also factor in the degradation process. At present,
the majority of these image processing methods aim exclusively at the restoration of static scenes. Since there is a
growing interest in advancing turbulence mitigation to encompass moving objects as well, the approach in this work is to
employ motion detection by using block-matching in order to separate directed object motion from undirected movement
due to turbulence. This way, a segmentation of static scene elements and moving objects is possible, provided that the
object movement exceeds the false motion caused by the atmospheric turbulence, and image restoration can be carried
out for static and moving elements, independently. Local image stacking is used to help correct for directed object
motion, effectively reducing motion artefacts and improving the overall restoration result, and the Motion-Compensated
Averaging (MCA) technique [1] is applied to the background.

1.1 Overview

This article is divided into three main parts. In the first part an overview is given over the turbulence compensation and
restoration algorithms that are used in the third part. This is mainly included for the sake of completeness as a more
detailed description can be found in [1] and [2]. The second part is focused on motion detection and object tracking
methods. In Section 3.1 possible difficulties depending on the input data are discussed and the main steps of the
algorithm are outlined in the Sections 3.4 and 3.5, respectively. In the last part of this work the motion detection methods
from the first part are applied to atmospherically degraded image data. First results are shown and evaluated with regard
to the issues deriving from an increasing degree of image degradation.
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1.2 Approach

The approach to motion detection and tracking taken here is straightforward and comparatively simple with regard to its
implementation since actual object tracking is not subject of this work. The algorithm chosen for the task of estimating
motion vectors between (consecutive) frames was block-matching and local image stacking was used to reduce the
motion blur. The main objective in this work was to explore the capabilities of standard motion detection algorithms as
well as the limitations when they are applied to image data severely degraded by atmospheric turbulence with the goal of
enhancing the data before the actual turbulence compensation is applied. When dealing with atmospherically degraded
and noisy data it often is practically unavoidable to employ at least some kind of averaging procedure. Therefore, the
main aim here was to reduce real motion blur as well as the apparent motion blur that is created by averaging. An
example from the China Lake sequence for this "ghost-effect”" is shown in Fig. 1.

(a) Original frames (b) Ghost-effect in average images

Fig. 1. Example for ghost-effect from motion when averaging. On the left in (a) and (b): original frame and average of 150
frames resp. from before movement accelerates; on the right: frame and average resp. from after.

1.3 Image Degradation

The spatial frequency content of an image is determined mainly by phase distortions in the received wave fronts due to
turbulence close to the optics while volume turbulence over a distance transforms the phase deformations into amplitude
distributions, commonly known as scintillation. When imaging extended sources, i. e. objects with a large angular extent,
through a turbulent medium, light emanating from different areas of the object will traverse different parts of the
turbulence before reaching the optics, resulting in a spatial and temporal decorrelation of the wave front. The maximum
angle within which incident light waves can be assumed to have passed through almost identical regions of atmospheric
perturbations is generally referred to as isoplanatic angle. For image acquisition this means the best case is, of course,
for the isoplanatic angle to be larger than the Field Of View (FOV) of the optics employed since then the whole image
has been exposed to the same kind of degradation. Accordingly, the worst case occurs if the isoplanatic angle is smaller
than the Instantaneous Field Of View (IFOV) of the individual detector elements, meaning total anisoplanatism, where
the degradation for each pixel has undergone a completely different degradation process. Local isoplanatismis a mixture
of both, meaning parts but not all of the image will have been degraded uniformly.

1.4 Data and Equipment Specifics

As it was necessary to verify the motion detection method that was used in this work before applying it to
atmospherically degraded image data, a typical test sequence from a traffic camera was used. The video sequence was
collected in Karlsruhe at the "Ettlinger Tor" intersection by KOGS/IAKS Universitidt Karlsruhe, Germany, and is
publicly available'. The image format is given as 8-bit GIF (gray-value) with a sequence length of 50 frames and an
image resolution of 512 x 512 pixels. Each image represents a full-frame consisting of two interlaced half frame-fields
(even rows contain the first and odd rows the second field). The frame rate was not explicitly stated but can be assumed
to be 25 fps. A sample frame of the sequence is shown in Fig. 2 (a).

' KOGS/IAKS Universitit Karlsruhe. Ettlinger-Tor sequence recorded and first evaluated by Henner Kollnig, available
at: "http://i21www.ira.uka.de/image_sequences/"



(b) (©)
Fig. 2. (a) Sample frame from the Ettlinger Tor sequence; (b) Sample frame from the China Lake test sequence;
(c) Reference target on location, object distance to camera: ca. 1300 m.

The other test sequence used in this work is one that is severely degraded by atmospheric turbulence. It was acquired by
FGAN-FOM” during a field campaign of TG11 (NATO RTG SET) on the Naval Air Weapons Station China Lake,
located on the western edge of the Mojave Desert, CA, USA. Time and date of the acquisition was at 1:18 p. m. on 18"
of July 2001. Sequence length is 4096 frames with an image resolution of 256 x 256 pixels, recorded at a frame rate of
300 fps. The propagation path between reference target and camera was parallel to the ground at a height of about 1.5 m
and with a path length of 1.3 km. The equipment utilised in the acquisition of the data was a RETICON MD4256C high-
speed camera with Si-Detector. Measurements of C,7, the structure parameter of the refractive index fluctuations, were
also taken using a Boundary Layer Scintillometer BLS900 of Scintec AG. As the sequence was recorded during the
midday heat, with C,> = 1.3*10-13 m-2/3 the turbulence at the time can be classified as strong turbulence. Accordingly,
the exposure time of 3.3 ms (300 fps) qualifies for the long exposure case even though in weaker turbulence conditions
it would be considered to be short exposure. It should be noted that all information regarding the acquisition of the test
sequence (specs, G, etc.) was taken from [3]. Fig. 2 (b) indicates on a sample frame the number of pixels corresponding
to the width of the chart, yielding a resolution of approx. 70 pixels per meter, i. e. 1 pixel in the image corresponds to
about 1.4 cm in the real scene. Fig. 2 (c) shows the measurements of the pattern chart used in the sequence and gives an
impression of the location.

2. TURBULENCE COMPENSATION

MCA is a relatively simple averaging technique which nevertheless has proven quite effective for the mitigation of
turbulence effects. In isoplanatic conditions, an MCA-result can be considered as a non-distorted image that has been
blurred by a Point Spread Function (PSF) of the same size as the pixel motions due to the turbulence. Since this PSF is
unknown, either a blind deconvolution or a deconvolution with a good estimate for the atmospheric PSF is required for
the final image restoration. Short-exposure image data are used in order to ensure that the turbulence in each frame is
"frozen", i.e. the temporal changes of the temperature variation are so small that the index of refraction can be considered
as constant. The final step in the restoration process is a blind deconvolution of the overall result.

2.1 Motion-Compensated Averaging

Motion Compensated Averaging (MCA) is in essence the same as normal image integration, the main difference being,
that before integrating the next frame of the input sequence it is shifted slightly within a given search space of a number
of pixels in every direction such that the input frame best matches a given reference image. Ideally, this reference would
be an image unimpaired by atmosphere and optical system. Since normally such an ideal image will not be available, a
moving average presents a simple and reasonable substitute. Other alternatives include the temporal median or the
temporal modal value of the sequence. In conditions of anisoplanatism and local isoplanatism, respectively, image
dancing will effect local image displacements between consecutive frames rather than global shifts only. To account for
these displacements, the MCA was enhanced [2] by utilising block-matching (see Section 3.2) in order to identify and re-
arrange uniformly displaced image parts.

* FGAN-FOM and Fraunhofer IITB have merged on 1* of January 2010 and been renamed Fraunhofer IOSB.



2.2 Blind Deconvolution

For the final image restoration a blind deconvolution will be necessary. Essentially, a deconvolution describes the
procedure of separating two convolved signals f and h. In the spatial domain the blind deconvolution problem takes the
general form as illustrated in Fig. 3:

gxy) = hixy * fxy + nXxy
T
Real image PSF Ideal image Noise

Fig. 3. Illustration of the image degradation process to visualise the blind deconvolution problem.

where g denotes the blurred image, h the unknown blurring function, generally referred to as Point Soread Function
(PSF), f the true image, * the convolution operator and n an equally unknown additive noise component. To simplify
further steps, it is common practice to transfer the problem into the Fourier domain where the relatively complicated
convolution-operation becomes a simple multiplication:

G(u,v)=H(u,v)-F(u,v)+ N(u,v)

with G, H, F and N denoting the Fourier transforms of g, h, f and n, respectively. Unfortunately, the problem is ill-
posed: due to the noise the true image can never be recovered even if the exact blurring function is known. Many
attempts at solving this deceptively simple equation for a wide variety of applications can be found throughout literature.
An overview of the most popular of these blind image deconvolution algorithms is detailed in [4].

The Lucy-Richardson Deconvolution (LRD) algorithm was developed independently by [5] and [6] and is a nonlinear
and basically non-blind method, meaning the PSF, or at least a very good estimate, must be a priori known. It has been
derived from Bayesian probability theory where image data are considered to be random quantities that are assumed to
have a certain likelihood of being produced from a family of other possible random quantities. The problem regarding
the likelihood that the estimated true image, after convolution with the PSF, is in fact identical with the blurred input
image, except for noise, is formulated as a so-called likelihood function, which is iteratively maximised. The Iterative
Blind Deconvolution (IBD) algorithm, proposed by [7], is mainly a blind version of the LRD algorithm where the PSF
needs not to be known, only its support. The IBD uses Expectation Maximisation which is an optimisation strategy for
estimating random quantities that have been corrupted by noise. The likelihood function from the LRD algorithm is
maximised iteratively with specified constraints until an estimate for the blurring PSF is retrieved from the data along
with the estimate for the true image.

(a) Regular IBD (b) Weighted IBD variation (c) Sobel weight function

Fig. 4. Comparison of (a) result of regular iterative blind deconvolution with (b) the result of weighted deconvolution
method using (c) Sobel-filtered average image as weight function.

In this work a variation of the IBD-algorithm as proposed in [2] was chosen for the image restoration. It mainly consists
of a concatenation of several ordinary deconvolution steps with varying PSF support size and iteration number, and
additionally uses the Sobel-filtered average image as weighting function in order to amplify the deconvolution effect
around edges. In Fig. 4 the respective results of the regular and weighted IBD are compared (both: 15 iterations).



3. MOTION DETECTION

Motion detection or rather motion estimation is concerned with the extraction of motion vectors describing the
transformation from one image to another, usually between consecutive frames. Motion vectors can either refer to the
whole image (global motion estimation) or only to specific image parts. Block-matching algorithms, for instance, divide
images into uniformly sized rectangular pixel blocks. But it is also possible to use arbitrary shaped patches, including
single pixels. Motion estimation methods generally can be divided into two categories: feature-based methods and direct
methods. In the indirect feature-based approach a sparse set of distinct interest point features are determined separately
for a pair of images, e. g. by using the Harris corner detector, and correspondences between frames are found by
exploiting statistical properties of these points and their surrounding neighbourhood. An overview over the use of
feature-based methods can be found in [8]. Direct motion detection methods generally depend on the differences
between two or more consecutive images using pixel-based error measures to determine correspondences for every pixel.
Optical flow [9] is a closely related concept where motion vectors correspond to the perceived pixel movement. It can be
counted among the direct methods as well as block-matching which will is described in more detail in Section 3.2. A
general review of direct methods can be found in [10].

3.1 SceneAnalysis

In compression algorithms all changes must be encoded, i.e. not only moving objects but also camera motion and
background changes (e. g. due to switches between cameras etc.). The meaning of the motion vectors, however, is of no
importance. In motion detection for object tracking, on the other hand, only moving objects are of interest. Everything
else, i. e. the background, small camera motions and insignificant other motions (e. g. caused by rain, snow or falling
leaves but also by atmospheric turbulence) need to be filtered out along with the noise. The problem of estimating
motion vectors between two image frames is per se ill-posed since every image is only a 2-D projection of a 3-D scene
containing three-dimensional movement. Quite a number of things present difficulties to any motion detection and object
tracking algorithm, the foremost of them being:

e  Occlusions

e  Objects disappearing and new objects appearing, respectively

e Several objects appearing as one or one object appearing as several (e. g. when objects appear close relative to
the view point or only parts of a single object are detected)

e Changing shapes (e. g. due to changing angle between object and observer)

e  Objects appearing as background (e. g. due to similar colouring)

e  Objects appearing as noise (e. g. upon entering dark or foggy regions)

e Noise with similar characteristics as scene elements (e. g. rain or snow)

e Global or local illumination changes (e. g. because light reflecting from object surfaces changes with object
movement)

e The aperture problem (caused by homogeneous areas that are larger than the observed area, e. g. block)

A number of more or less sophisticated (often feature-based) algorithms have been developed, especially for the field of
Robotics and for surveillance applications, that include such scene analysis and are able to overcome many if not all of
these limiting factors. However, such algorithms can only succeed in correctly interpreting the information given by the
motion vectors and creating a model of a visual scene if certain a priori knowledge about the scene content is available
and certain assumptions are made.

The more straightforward block-matching algorithm was chosen as for the given case no such a priori knowledge can be
assumed to exist which would allow creating such a model of the observed scene. Only some information on the sensor
system used for collecting the image data may be available and perhaps also an estimation of the turbulence strength at
the time of capture. Although not required, additional information about the scene content may be introduced into the
algorithm in order to improve the overall results. If, for instance, the size of the observed object is known and also the
distance between camera and object, it is possible to deduce the object size in the image plane and consequently choose a
suitable block size for the block-matching algorithm outlined in the next section. The approach taken here follows the
description given in [11].



3.2 Block-matching

Block-matching is generally known as a standard technique for encoding motion in video sequences. Motion between
consecutive frames is detected in a block-wise fashion by shifting each (non-overlapping) block from the previous frame
to best match the corresponding block in the current frame over a pre-defined search space of a number of N pixels in
every direction. With block-matching it is also possible to detect moving objects provided that their movements exceed
the seeming motion caused by the atmospheric turbulence. Objects in the foreground and the background can then be
corrected for turbulence separately, e. g. using motion compensated image integration, see Section 2.1. This has the
advantage that object movement is not taken into account when averaging, thus effectively reducing the ghost-like
effects illustrated in Fig. 1.
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Fig. 5. Illustration of the block-wise operation of fitting the blocks from one image to best match the next image.

The basic idea of rearranging the individual blocks of an image to match a given reference image is illustrated in Fig. 6.
As can be seen from the schematic there are areas where no block has been fitted and other areas where several blocks
overlap, necessitating an interpolation scheme. In order to avoid a block structure of the resulting image it is possible to
implement the block-matching as a sliding neighbourhood operation instead of using non-overlapping blocks.
Alternatively, if the increased complexity is undesirable, Hamming-windows can be used to blend the superimposed
blocks into each other.

3.3 Parameters

The block size and the search space constitute the main parameters in the basic algorithm and need to be given some
consideration. On the one hand, choosing a bigger block size may remedy the "aperture problem" caused by
homogeneous areas that are larger than the block size but, on the other hand, choosing smaller blocks will improve the
object contours. In the case of the Ettlinger Tor sequence a block size of 16x16 yielded reasonably good results while the
results from the China Lake sequence visibly improved by increasing the block size to 32x32. Responsible for this is the
reduced high frequency content and low contrast of the data due to atmospheric blurring and also to averaging, which
both act like low-pass filters.

Increasing the search space automatically also increases the computational complexity by (2*¥*N+1)? where N denotes the
maximum pixel shift. To keep calculating time down, the size of the search space usually was limited to only a
few pixels in every direction, e. g. 3 or 4 pixels. It is also possible to use sub-pixel steps for the search-space, if sub-pixel
precision is required, for instance in order to employ some super-resolution algorithm.

3.4 Algorithm

Let | ™ and 1 ™" denote the n-th and n+ 1-st input image, respectively, X = (X, y) the pixel coordinates, N the size of the
search space and Ny the total number of shift directions such that M € Z xZ , M(x) = (X, dY) denotes the vector
containing all possible displacements 6%, 8y € {-N, -N-1,..., -1, 0, +1, +2,..., +N}.

The Ny shift images S™ for frame | are then given by:

SP(x) = 1"+ M(X), (i =1..,Ny) (Eq. 1)



While using one of the methods discussed in the next section to determine the best match between the images | ™ and
™D for every pixel X, the corresponding index Idx (X) of the best matching block is obtained by block-wise
implementation of:

Idx(x) = Best match (1" (x), S™(x)) (Eq. 2)

iefl,...,Nmax}

3.5 "Best Match" -Criteria

There are a number of different approaches to making the decision of what constitutes the "best" or rather "closest"
match in the given context. Simple error summation methods as the Mean Squared Error (MSE), Root Mean Squared
Error (RMSE) or Mean Absolute Error (MAE) have the advantage of having relatively low computational complexity
unlike the rather more complex normalised cross-correlation. In the terminology of the algorithm given in the following
section, the best match-condition using the MAE can be expressed as:

Best match,,,(X) = min 1 > ‘I ™D (y) - S(”)(X)‘ (Eq. 3)

i=L..,Nmax [ XY yeNmb(x)

where y € Nhb(x) means that y = (Xo, Vo) must lie within a defined neighbourhood around x = (X, ). In this case it is
the pixel block surrounding X by a number of (B-1)/2 pixels in all directions if B denotes the block size. For image
dimensions X,Y the number of pixels is given by XY. Accordingly, we get the best match condition by minimising the
argument over all shift images. Correspondingly follows for the best match-condition using the RSME:

Best match g, (X) = min ! Z ‘I(M)Q’) — Sﬁ(n)(l’)‘z (Eq. 4)

i=1,..., Nmax XY yeNmb(x)

3.6 Background Segmentation

For background segmentation only minor changes needs to be made to the algorithm. Instead of matching consecutive
images | ™ and | ™", | ™Y is now matched to some reference image R, or R™ if the background is to be changed over
time. Additionally, a zero motion threshold is introduced as suggested by [11], which forces the motion vector of the
corresponding block to be zero if the distance measure employed in the matching process falls below this threshold,
simultaneously forcing non-zero motion vectors everywhere else.

(a) Average of 50 frames (b) Median of 50 frames (c) Mode of 50 frames
Fig. 6. Long-term (a) average, (b) median and (c) mode, respectively, for all 50 frames of the Ettlinger Tor sequence.

The first step for the background segmentation is, therefore, to determine a suitable reference image. This can be, for
instance, a single frame captured during a period of little or no movement in the observed scene. In order to reduce noise
it may prove useful to choose the average of several such frames. However, if imaging through a turbulent atmosphere or
constant movement in the observed scene precludes this approach, a long-term average can be taken instead. Here the
assumption holds that objects which keep still long enough to be distinctive in the average may as well be considered as
part of the background, especially considering that the main focus of this work lies on image enhancement rather than on
actual object tracking. Alternative choices for the reference image were discussed in [12] and include the temporal
median and the temporal mode of the sequence as well as various combinations of these.



(a) Average of 4097 frames (b) Median of 4097 frames (c) Mode of 4097 frames
Fig. 7. Long-term (a) average, (b) median and (c) mode, respectively, for all 4097 frames of the China Lake sequence.

Since the Ettlinger Tor sequence only consists of 50 frames, none of the long-term reference images is entirely devoid of
movement as demonstrated in Fig. 6, neither average (a), nor median (b), nor mode (c). The bus leaves its mark in all of
them due to its large dimensions and also due to its slow speed in passing over the intersection. For the corresponding
reference images of the China Lake sequence, depicted in Fig. 7, the phrase "long-term" is well deserved, considering
that the sequence comprises all of 4097 frames. As the modal images of both sequences contain numerous small
artefacts, in both cases the choice fell on the median image to serve as reference. It ought to be mentioned, though, that
any other results produced here were made using only a part of the sequence (1250 frames in length), accordingly, with
the median of that part as reference.

(@) (b) (©) @
Fig. 8. From left to right: (a)+(b) background segmentation showing smoothing effect of threshold (here: thresh=12) on
difference image, (c) variance of motion vectors over sequence, (d) average magnitude of motion vectors.

(b)
Fig. 9. From left to right: (a) background segmentation on Ettlinger Tor sequence with moving objects outlined; (b) previous
frame with corresponding motion vectors; (c) segmentation result on frame of China Lake sequence.



3.7 Resaults

In Fig. 8 the smoothing effect of the zero motion threshold on the background is demonstrated as differences between
two frames are suppressed wherever they fall below the threshold. To gain an impression of the content of the sequence
with regard to motion, the variance of the motion vectors and their average magnitude over the complete sequence are
depicted in Fig. 8 (c) and (d), respectively.

In Fig. 9 (a)+(c) exemplary results of the background segmentation are shown with an outline around any detected
moving objects for the Ettlinger Tor sequence and the China Lake sequence, respectively. In both cases a threshold of 12
and a block size of 16x16 were used. As can be seen, the detection works quite well with only a few false positive
detections and not a single false negative. The car at the bottom center is waiting at the traffic light for the entire duration
of the sequence and therefore correctly flagged as part of the background. The corresponding motion vectors for Fig. 9
(a) are shown in (b), drawn into the previous frame so as to correctly mark the directions. While the general motion
detection is done by matching the current frame to the (long- or short-term) reference image, the actual motion vectors
are calculated by matching the current and the previous frame. In the present implementation the exact displacements
(0%, dY) (using the notation from Section 3.4 ff.) are derived indirectly by exploiting the index image Idx (x),
i. e.: (0%, 8y) =M (Idx (x)).

3.8 Algorithmic M odifications

In order to reduce the number of directions in which to search and still retain the same size of search space the so-called
Three Step Search (TSS) as described in [13] and illustrated in Fig. 10 (a)+(b) can be employed. Here, instead of
performing an exhaustive search for every pixel within the basic search space, only the 8 main directions are chosen in
the first step. From the central pixel of the block in the corresponding "best match" a new search halving the search space
size is done. This step is repeated until the search space is only 1 or 2 pixels in size.

If a refined object contour should be of importance, a Pyramidal Block-Matching approach as illustrated in Fig. 10 (c)
can be taken with regard to the block size. At first, the block-matching algorithm is executed for a large block size, e. g.
32x32 or 64x64, depending on image (and object) size. Any blocks flagged as containing movement are then processed
again, using only half the block size as before. This step can be repeated at wish until the resulting object contour is
satisfactory.

it

Three Step Search (TSS) L 4 A

Pyramidal Block-Matching

1. Execute search only at select |
pixel shifts (dark) instead of
exhaustive search)

1. Execute block-matching for
large block size B, e.g. B=32

. . U e | 2. Repeat stepl on detected
2. Shift to best match position and ' .
repeat search from there with _ blocks for half the block size B
half the search space size S ! 3. Repeat step 2 until B=4 or
3. Repeat step 2 until S=2 or S=1. } ™ fess.

(a) (b) (c)
Fig. 10. From left to right: (a) TTS algorithm with schematic (b) illustrating the reduced search space (dark pixels);
(c) outline of pyramidal block-matching principle.

3.9 Local image stacking

Since the key aspect in this paper is to reduce motion blur as created by averaging, additional modifications of the basic
algorithm are necessary. Short-term buffers, e. g. of length 5 or 10, depending on the amount of motion involved, are
used for the images as well as for the corresponding motion vectors calculated for every pair of consecutive frames. The
images | (1),..., | ™ of this buffer are stacked in inverse order. Each pixel block of image | ™ is shifted according to the
displacements given by its corresponding motion vector and added to the matching (not shifted; block in the previous
frame | ™). This step is repeated, shifting each block of the result to match the frame before, | (™2) until the first element
in the buffer is reached.



(a) (b)
Fig. 11. Demonstration of the local stacking effect (a) executed globally to correct for the motion of the bus, using a stacking
depth of 6 frames, (b) executed for horizontal movement, using a stacking depth of 8 frames.

@ (b) (©)
Fig. 12. Image detail showing the effect of local image stacking; (a) image stack directed to match the movement of the bus;
(b) single image; (c) normal average of 6 frames.

(a) (b)
Fig. 13. Image detail showing (a) the result of local image stacking for a stack depth of 5 frames and (b) the corresponding
single image.



Fig. 11 gives an impression of the effectiveness of local image stacking by executing the stacking process globally,
concentrating the motion compensation on single objects. In Fig. 11 (a) the motion compensation is focused to correct
for the movement of the bus, using a stacking depth of 6 frames and assuming a constant displacement of 1 px in both
directions. As the close-up in Fig. 12 (a) shows, the method works quite well for linear movements. The rear of the bus is
as clearly defined as in the single frame (b). The increased blur at its front indicates that the bus is actually going in a
slight curve. The improvement compared to (c) the ordinary average of 6 frames is quite impressive. The focusing effect
is clearly less pronounced in the turbulent data, as can be seen in Fig. 11 (b). The main reason is that here, for a stacking
depth of 8 frames, an average horizontal displacement of 0.666 px per frame and was assumed, neglecting to correct for
the vertical motion caused by the turbulence. Fig. 13 shows a comparison between the result of the block-wise
implemented local image stacking using a stack depth of 5 frames and a single frame. For better visibility only an image
section is shown.

4. MOTION DETECTION FOR TURBULENCE COMPENSATION
4.1 Pre-Processing

Before applying motion detection to image data severely degraded by atmospheric turbulence, some pre-processing is
advisable. Considering the large frame rate (4097 frames, 300 fps) in the China Lake sequence on the one hand and the
relatively small movements contained in the observed scene on the other, a logical step is to reduce the number of
frames. A section of 1250 section was chosen where the greatest amount of movement occurs. Taking only one frame
out of five, i. e. effectively reducing the sequence length to 250 frames, sufficiently accelerates the motion to allow
detection. When dealing with atmospherically degraded and noisy data it often is practically unavoidable to employ at
least some kind of averaging method considering that in these conditions the information content of a single frame must
not necessarily be greater than that of a short-time average. Therefore, instead of choosing one frame out of five, the
detection rate improves when the average of every five frames is taken. Additionally, the use of some minor contrast
enhancement, e. g. CLAHE (Contrast Limited Adaptive Histogram Equalization), can improve the results.

(a) (b) (c) (d)
Fig. 14. From left to right: (a) variance of motion vectors over reduced China Lake sequence (250 frames), (b) average
magnitude of motion vectors, (c) average difference between frames as "motion map", (d) index image, black means
zero motion.

Fig. 14 gives an impression of the motion content of the China Lake sequence, showing (a) the variance of the motion
vectors over the selected part of the sequence, (b) the average magnitude of the motion vectors, (c¢) the average
difference between frames as a form of "motion map" and (d) one exemplary index image where black regions are
equivalent to motionless regions, implying that here the zero motion threshold takes effect. The characteristics of an edge
image of the "motion map" derive from the aperture problem. The checkerboard pattern consists of uniformly coloured
areas that are larger than the chosen block size of §x8 pixels. Furthermore, due the turbulence light emanating from
neighbouring areas gets distributed across borders causing apparent movement.

4.2 Resaults

Fig. 15 displays the processing steps from (a) an original single frame over (b) the pre-processed average of 5 with some
additional CLAHE contrast enhancement to (c) the result of local image stacking when using a block size of 32x32 and a
stacking depth of 8. Keeping in mind that these 8 frames in turn are average (of 5) images, it is reasonable to compare
them to Fig. 15 (d), where the improvement over the ordinary average (of 20) clearly shows.



(a) (b) (d)
Fig. 15. From left to right: (a) single frame, (b) pre-processed frame, i.e. average of 5 with minor CLAHE contrast
enhancement, (c) average of 8 (average of 5) images using local image stacking with block size 32, (d) average of 20.

In Fig. 16 earlier turbulence compensation results are compared with that from the local image stacking, proving its
effectiveness. The final restoration was carried out using a weighted blind deconvolution as previously suggested in [2].
In Fig. 16 (a) the deconvolution was applied to an average of 150 motion compensated frames, and accordingly the result
exhibits the familiar motion blur. The artefacts in Fig. 16 (b) originate from using the temporal median (of 100 motion
compensated frames) which is prone to producing such artefacts where motion occurs. It ought to be mentioned that
none of the deconvolution parameters (PSF sizes, number of iterations) used for the individual restoration were chosen
exactly identical.

(a) (b) (c)
Fig. 16. From left to right: (a) result of weighted IDB applied to average of 150 (10 iterations), (b) deconvolution result of
median of 100 (15 iterations), (c) deconvolution result of local image stacking result (block size 32, stacking depth 8).

5. CONCLUSION

In this work, motion detection by background segmentation using block-matching has been successfully applied to
atmospherically severely degraded image data. The motion vectors estimated in the block-matching have been employed
to extend the basic algorithm to perform local image stacking, which has been proven to effectively reduce motion blur
created by averaging. The subsequent image restoration using weighted iterative blind deconvolution has been shown to
benefit from the application of local image stacking.

Given the comparatively simple approach to motion detection as presented here, the extraction of moving objects works
reasonably well as regards the false positive and false negative detection rate in terms of the ROC (Receiver Operating
Characteristic) curve. A few small inaccuracies, though, still leave some room for improvement Nevertheless, the main
objective to extract moving objects from image data was sufficiently successful in order to avoid averaging and retain
detail in these potential regions of interest. However, image degradation due to atmospheric turbulence, especially in
case of very strong turbulence as in the China Lake sequence, causes serious problems for the basic motion detection
algorithm. The zero motion threshold needs to be increased significantly in order to suppress the apparent movement
present over the whole image plane. But at the same time small object motions are also suppressed, increasing the false
negative detection rate.

Future work includes refining the differentiation made between directed object movement and undirected turbulence
movement by observing the motion vectors over a longer period and analysing their behaviour.
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