
An Unsupervised Domain Adaptation
Concept for Face Recognition Applications

Christian Herrmann

Vision and Fusion Laboratory
Institute for Anthropomatics

Karlsruhe Institute of Technology (KIT), Germany
christian.herrmann@kit.edu

Technical Report IES-2015-03

Abstract: When facing real world data, domain shift is a significant chal-
lenge for face recognition methods. A domain mismatch between the
datasets used to train a recognition model in the lab and the target data leads
to a negative impact on the performance of the recognitions system. Be-
cause it is difficult for some domains, like surveillance footage, to collect
sufficiently large training datasets, a concept to generalize from data orig-
inating from a set of given domains to novel domains is proposed. The
critical difference to most existing learning strategies under these condi-
tions is the additional constraint that no data is available from the target
domain which is called unsupervised domain adaptation. The suggested
concept combines large-margin dimension reduction with an SVM-based
framework for unsupervised domain adaptation. This unified strategy bene-
fits by using more of the available knowledge about the training data in the
sense of dataset/domain membership of the training samples compared to
simply combining all available training datasets into one large dataset.

1 Introduction

When considering practical applications of face recognition systems, one faces
a rather obvious, but tough problem. In contradiction to scientific evaluations,
where training and testing is performed on the same dataset, e.g. the well-known
Labeled Faces in the Wild (LFW) [HRBLM07] or YouTube Faces Database
(YTF) [WHM11] benchmarks, systems that will eventually be shipped to a cos-
tumer need to generalize from a specific dataset, i.e. the training data must be
generalized in a way that solving the trained task on novel data coming from a dif-
ferent domain is still possible. Current scientific and publicly available datasets
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were often collected from professional sources such as TV, movies, newspa-
pers, magazines or commercials, because such data is easily accessible in large
amounts through the Internet nowadays. This includes the image data as well as
according meta data regarding the identity of the shown persons, basically elim-
inating the necessity for manual annotation of the data. On the other hand, there
are the domains where face recognition should be applied, most prominently pri-
vate smartphone shots or videos and surveillance data, where the collection of
similar amounts of annotated data suitable for training purposes is very hard.
This is mostly restricted by privacy and economical reasons. First, privacy issues
preventing the easy collection of large amounts of such data and, second, due to
the lack of meta data, the economic inefficiency to manually prepare the collected
data with annotations for training purposes. This means, the inherent differences
between the data from different domains are also existent between the training
data and the application data of a face recognition system. There are obvious
differences like a wider range of head poses in surveillance data compared to
TV data, and less obvious ones like artistic color corrections in movies or failed
white balancing in low-quality smartphone cameras.

This problem of domain shift is well-known [QCSSL09, PGLC15] and adapta-
tion strategies under favorable conditions are quite popular and known as Semi-
supervised Learning, Transfer Learning, Self-taught Learning or Covariate Shift,
depending on how much and what specific information is available from the train-
ing domains and the target domain [PGLC15]. Semi-supervised Learning, for
example, assumes fully annotated data from the training domains and unlabeled
data from the target domain.

In the addressed case of face recognition, we are challenged by the tougher prob-
lem of unsupervised domain adaptation, where fully annotated data from the
training domains is assumed, but no data at all from the target domain. This
prevents the common strategy of learning a complete model from the training
data and then adjusting the model to the target domain by re-training with data
out of it. The problem of unsupervised domain adaptation can only be solved
by proper generalization from the training data and that is where a lot of cur-
rent supervised face recognition systems fail. In the case of object classification,
the problem was prominently illustrated a few years ago [TE+11], however, the
number of potential solutions remained limited [KZM+12, GLC11, FHST13]. In
terms of face recognition, this issue appears to be out of the scientific focus.

To address this lack of attention, we present a modification of the unsupervised
domain adaptation method proposed by [KZM+12] to match the scenario of face
recognition. The method from [KZM+12] is an extension of a linear SVM and
thus able to solve classification problems. Using the large-margin dimension
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Figure 2.1: Both combined approaches are based on the linear SVM.

2 Unsupervised domain adaptation
for face recognition

Previously, we published a face recognition system suitable for low-resolution
and large scale data [HB15a]. The key component in terms of machine learning
is a linear dimension reduction of high dimensional fisher vectors ϕ to low di-
mensional target vectors v by a matrix W : v = Wϕ. The projection matrix W
is trained by stochastic sub-gradient descent and a max-margin based loss func-
tion, which will be explained in detail later on. Consequently, this part has to be

reduction concept from [HB15a, SPVZ13] and combining it with the unsuper-
vised domain adaptation makes this approach suitable for face recognition tasks.
The main benefit of the proposed strategy compared to a combined learning on
all available training datasets is the better usage of the available information. It
specifically uses the information which domain (i.e. training dataset) each sample
comes from, which can be seen as an additional label. So instead of only using
the identity label for each training sample when doing a combined training, the
domain adaptation training strategy uses the identity label as well as the domain
label of each training sample to get a better generalization. Getting this domain
label comes at no additional cost because the knowledge that samples from dif-
ferent datasets come from different domains is used. This results in better usage
of the limited training data.
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Figure 2.2: Basic concept of a linear SVM: maximizing the margin (bright green) around
the hyperplane (green) to separate the feature vectors from two classes (red and blue).

2.1 Linear SVM

Given is a set of feature vectors {x1 , ... , xn}, each describing an object that
belongs to one of two classes. Let yi = {−1, 1} be the indicator to which class
the object that is described by xi belongs. Then the basic idea of a linear SVM
for classification is to find a separating hyperplane wTx + b = 0 in the feature
space that maximizes the margin between the samples of both classes as shown
by Fig. 2.2. The maximization of the margin can be formulated as

min
w,b

1

2
||w||22 , where yi ·

(
wTxi + b

)
≥ 1, ∀i. (2.1)

robust against domain shifts. The difficulty in terms of face recognition appli-
cations is usually that no data is available from the target domain, leading to the
demand of an unsupervised domain adaptation approach. The concept proposed
by [KZM+12] can be merged with the previously used dimension reduction strat-
egy because they are both based on the linear SVM (Fig. 2.1). In the following
sections the principle of the base methods are revisited in the necessary detail and
finally combined into the proposed approach.
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This constrained optimization problem is hard to solve, which is why the hinge
loss l is a popular choice for the loss function for the optimization:

l =
∑
i

max
(
0, 1− yi ·

(
wTxi + b

))
. (2.2)

Loss minimization can then be performed by stochastic sub-gradient descent.
The update step using the learning rate α is given by

wt+1 =

{
wt , for 1− yi ·

(
wTxi + b

)
< 0

wt + αyixi , otherwise .

2.2 Unsupervised domain adaptation

Khosla et al. presented a strategy to extend the basic linear SVM to unsupervised
domain adaptation [KZM+12]. Based on the typical scenario that only a lim-
ited amount of training datasets, each from a different domain Dk, is available,
the authors construct a framework that tries to generalize from the set of these
domain-specific datasets to data from novel domains. The basic assumption is
that each domain Dk is only a part of the visual world V and each domain Dk

has a bias vector ∆k, common for all examples from that domain, that describes
the bias of this domain compared to the visual world. A domain specific model
wk is built by the sum of the global visual world model wg and the domain spe-
cific bias ∆k. Under the assumption that the bias is captured in the feature space
and the same feature space is used for all domains, the authors propose an SVM-
based framework to address the domain bias. A set of n + 1 SVMs is trained
for n available training domains, including one local SVM for each domain and
additionally one for the visual world. The local SVMs are modeled as

wk = wg +∆k (2.3)

leading to a coupled formulation and training of all n+1 SVMs. The basic linear
SVM equation (2.1) is extended to

min
wg,∆k,bg,bk

1

2
||wg||22 +

λ

2

n∑
k=1

||∆k||22 , where (2.4)

yi ·
(
wT

g xik + bg
)
≥ 1, i = 1 , ... , sk and k = 1 , ... , n

yi ·
(
wT

k xik + bk
)
≥ 1, i = 1 , ... , sk and k = 1 , ... , n

where sk denotes the number of available samples from domain Dk. In this for-
mulation we omit the slack variables included by [KZM+12] for simplification
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reasons and because they are unnecessary here for the further formulations. The
parameter λ balances the influence of the global and the local models. Small
values of λ lead to a high influence of the first term, thus in the course of opti-
mization wg → 0 which means the local models are only weakly coupled. Vice
versa, for λ → ∞ this results in a regular linear SVM trained on the combined
data from all domains. The optimization by stochastic sub-gradient descent is of
no interest at this point, refer to [KZM+12] for details. Previously unseen data
from novel domains is processed by the global visual world model.

2.3 Large-margin dimension reduction

Face recognition is no closed-world two-class problem, but an open-world n-
class problem where open-world means the number of classes is usually un-
known. In most cases the question to be answered is if two samples belong
to the same class, meaning: Do they show the same person? Let zi ∈ N be the
indicator variable that denotes the unique class-ID for each object, then

yij =

{
1 , if zi = zj
−1 , if zi 
= zj

indicates if a sample pair shows the same person. One possibility to address this
problem is by projecting the feature vectors into a discriminative target space
where the distance between samples can be used to decide whether they are the
same class [HB15a, SPVZ13]. In this case, the projection includes a dimension
reduction based on the max-margin thought of SVMs. High dimensional features
ϕi are projected to low dimensional features vi by a projection matrix W

vi = Wϕi

such that the squared euclidean distance d2(vi,vi) = d2W (ϕi,ϕj) in the target
space is discriminative for face recognition tasks. Specifically, W should be
chosen in a large-margin manner:

d2W (ϕi,ϕj) = (ϕi −ϕj)
T
WTW (ϕi −ϕj)

{
< b− 1 , if yij = 1
> b+ 1 , if yij = −1

(2.5)

This forces the distance between samples of the same class to lie below the
threshold b minus a margin and the distance between samples of different classes
to lie above the threshold b plus a margin, as also shown in Fig. 2.3. Similar to
the hinge-loss formulation of the linear SVM in equation (2.2), this can also be
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Figure 2.3: Visualization of the idea behind the max-margin dimension reduction strategy.
The intra-class distances in the target space should be less than b− 1 while the inter-class
distances should be larger than b+ 1.

2.4 Large-margin dimension reduction
with unsupervised domain adaptation

When analyzing the approach from [HB15a, SPVZ13], it becomes clear that the
supervised dimension reduction step is responsible for possible domain depen-
dencies. Consequently, a novel approach based on the combination of the unsu-
pervised domain adaptation strategy presented in section 2.2 and the large-margin

expressed as hinge-loss

l =
∑
ij

max
(
0, 1− yij ·

(
b− d2W (ϕi,ϕj

))
(2.6)

and a stochastic sub-gradient descent update of

W t+1 =

{
W t , if 1− yij ·

(
b− d2W (ϕi,ϕj

)
< 0

W t − αyijW
tΨij , otherwise ,

where

Ψij = (ϕi −ϕj) (ϕi −ϕj)
T

and W 0 is initialized by a PCA.
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dimension reduction presented in the previous section, is proposed for the di-
mension reduction. First, we transfer the concept of local domain models from
equation (2.3), which consist of a global visual world model and a bias, to the
large-margin dimension reduction model:

Wk = Wg +∆k

bk = bg + δk.

Because the model (W, b) consists of a projection matrix W and a threshold b,
two bias components are necessary here, a bias matrix ∆k and a scalar bias δk.
Let ϕik denote the i-th sample from the k-th domain, then the distances in the
target space are

dg (ϕik,ϕjk) = (ϕik −ϕjk)
T
WT

g Wg (ϕik −ϕjk)

dk (ϕik,ϕjk) = (ϕik −ϕjk)
T
WT

k Wk (ϕik −ϕjk) .

The requirements regarding the thresholds bg and bk are analog to equa-
tion (2.5). Together with the equations (2.4) and (2.6), this leads to the hinge-loss
formulation

l =
∑
i,j,k

max (0, 1− yijk(bg − dg (ϕik,ϕjk))+

λ
∑
i,j,k

max (0, 1− yijk(bk − dk (ϕik,ϕjk)) .

Again, λ balances the influence of the global visual world and local domain mod-
els. For λ = 0 this collapses to the solution from equation (2.6) trained on the
combined data from different domains.

Optimization is performed by a stochastic sub-gradient method. At each iteration
sampling with equal frequency from each dataset and positive/negative samples.
Given a pair of samples ϕik and ϕjk, the updates are

W t+1
g = W t

g − αyijkWgΨijk − βλyijkWkΨijk

∆t+1
k = ∆t

k − βλyijkWkΨijk

bt+1
g = btg + yijkb0

δt+1
k = δtk + yijkb0
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where

α =

{
0 , if yijk

(
bg − d2g (ϕik,ϕjk)

)
> 1

α0 , otherwise
,

β =

{
0 , if yijk

(
bk − d2k (ϕik,ϕjk)

)
> 1

β0 , otherwise and

Ψijk = (ϕik −ϕjk) (ϕik −ϕjk)
T

.

Both, α0 and β0 are arbitrary learning rates. Initialization for W 0
g is performed

by PCA and W 0
k are initialized all zero. Finally, the local models (Wk, bk) are

discarded and the global model (Wg, bg) which represents the whole visual world
is kept for application on novel domains.

3 Conclusion

Two different strategies using the concept of a linear SVM were revisited, each
solving one specific problem in terms of face recognition. The common underly-
ing concept allowed a unified formulation, which includes both, a large-margin
dimension reduction and an unsupervised domain adaptation. This method ad-
dresses the issue to better generalize from training data in order to build super-
vised face recognition applications that will also work well on previously unseen
data.
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