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Abstract

Current trends in high performance computing show,
that the usage of multiprocessor systems on chip are one
approach for the requirements of computing intensive
applications. The multiprocessor system on chip (MPSoC)
approaches often provide a static and homogeneous
infrastructure of networked microprocessor on the chip
die. A novel idea in this research area is to introduce the
dynamic adaptivity of reconfigurable hardware in order
to provide a flexible heterogeneous set of processing
elements during run-time. This extension of the MPSoC
idea by introducing run-time reconfiguration delivers a
new degree of freedom for system design as well as for
the optimized distribution of computing tasks to the
adapted processing cells on the architecture related to the
changing application requirements. The “computing in
time and space” paradigm and the extension with the new
degree of freedom for MPSoCs will be presented with the
RAMPSoC approach described in this paper.

Keywords: Multiprocessor System, reconfigurable
Hardware, FPGA, run-time adaptive system

1. Introduction

Real-time requirements of computation intensive
applications like for example from the image processing
domain, force to increase the performance of processors
tremendously. This trend can be monitored if the history
of processors in this high performance computing area is
considered. One approach to increase computation
performance is the introduction of multiple processor
engines enabling the processing of several tasks in
parallel on a certain number of processing elements. For
instance nVIDIA currently offers in the Tesla device a
computing engine, with 128 multithreading-processors
per chip die [1]. These multi-processor system-on-chip
(MPSoC) architectures benefit from the fact that
parallelizing of algorithms within an application leads to
an improvement of data throughput at reduced clock
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speed. However, the fixed hardware architecture of those
MPSoCs suffers from the fact, that not all algorithms of
an application can be parallelized in a manner, that all
computing elements are utilized. Furthermore, the
changing requirements of an application lead to a
different utilization in terms of workload for the different
processors. The change of requirements of an application
comes with the novel trend of the development of run-
time adaptive systems which are able to provide
functionality and processing performance on-demand.
The term “on-demand” refers to the adaptation of the
hardware architecture to the changing requirements of the
quality of service requested from the environment of the
hardware architecture or the architecture itself.

Fixed hardware architecture suffers from the lack of
run-time adaptivity due to static integrated functions and
algorithms. As described in [2], the paradigm shift from
the von Neumann architecture with sequential based data
processing to real parallel data processing in hardware
and additionally adaptation of the architecture while run-
time has found its way from academic research to
industrial applications. The challenge of this approach is
to exploit this run-time adaptivity for MPSoC
architectures by the usage of dynamic and partial
reconfiguration which is provided by the devices of some
FPGA vendors like Xilinx [3]. The Xilinx Virtex FPGA
series allows substituting parts of the hardware
architecture while other parts continue to operate without
being influenced from this process. Exploiting these
features for multiprocessor systems introduces a new
degree of freedom for the system design and the run-time
behavior. This paper describes the concept and first steps
of system integration for a run-time adaptive
multiprocessor system-on-chip with the abbreviation
RAMPSoC. RAMPSoC provides the features of
exchangeable processing elements and communication
interfaces in order to adapt to the changing requirements
of the algorithms within an application. The system
supports the run-time integration of specialized processors
and functional elements like RISC (Reduced Instruction
Set Computer), CISC (Complex Instruction Set
Computer), ASIP (Application Specific Instruction Set



Processor) and accelerators to achieve a well balanced
system constellation and work load for the computing
elements. It is obvious that this approach bridges the gap
between the fixed, mostly homogeneously designed
hardware, to a possibly heterogeneous hardware system
architecture. This feature permits to adapt to the
parallelized module blocks of an application or task e.g.
in terms of providing the suitable processor or
computation element with the optimal bitwidth or
accelerator features (e.g. 8-bit RISC, 32-bit CISC).

The paper is organized in the following manner: In
Chapter 2 and its subsections the state of the art of
multiprocessor architectures and of dynamic and partial
reconfiguration will be presented. In Chapter 3 and its
subsections the concepts and the benefits of RAMPSoC
are described. Integration and first results are presented in
Chapter 4. Finally the paper is closed with Chapter 5 by
presenting the conclusions and future work.

2. State of the Art

2.1. MPSoC Architectures

Today’s MPSoCs can be divided into General Purpose
MPSoCs and Application Specific MPSoCs. General
Purpose MPSoCs consist of 2 or more processors of the
same type, which are connected with each other over a
Network-on-Chip (NoC) [4] as shown in Figure 1.
Therefore they are often called homogenous MPSoCs [1].
Most personal computers nowadays include such General
Purpose MPSoCs, as for example [5].
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Figure 1. Structure of a traditional
homogeneous MPSoC

Disadvantages of such a homogeneous MPSoC are that
they are not efficient in regard to power consumption and
performance. This means that for most applications the
workload of the processors is not equal. Even worse,
often, several of the available processors are not used at

all, which reduces the achievable performance and
increases the power consumption. For these reasons, these
MPSoCs are not optimal for computation intensive
applications such as image processing, networking or
communication. Furthermore, for embedded systems they
are not well suited due to their high power consumption.

For  high performance applications  mostly
heterogeneous applications specific MPSoCs are used.
Some examples can be found in [6]. These application
specific MPSoCs have a very good performance and low
power consumption, if they are used within the field of
applications for which they where optimized. Their main
disadvantage is that they cannot be reused for a different
application domain. Also their load balance is not optimal
for all applications of their application domain.

The main reason for the disadvantages of both types of
MPSoCs lies in their top-down design flow, which is
shown in Figure 2.
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Figure 2. Traditional top-down
designflow for MPSoCs

This designflow uses tools for partitioning and
mapping of a software application to the given hardware
architecture of the MPSoC. During the designtime of the
application the hardware architecture of the MPSoC, e.g.
the number and types of processors, the bitwidth and type
of the communication infrastructure between these
processors, etc, is already fixed. Therefore the application
integration has to follow the given hardware architecture
of the MPSoC. The partitioning and the corresponding
mapping is suboptimal as the MPSoC was not built for
exactly this application, but for being able to support
several applications of an application domain. Or it was
designed even more generic and therefore with even
worse performance by supporting different application
domains. But not only during the design-time, also during
run-time it is difficult to optimally schedule and place the
tasks as the hardware cannot be adapted to run-time
requirements.



2.2. Dynamic and partial Reconfiguration

Basically a Virtex FPGA consists of two layers and
additional configuration and control logic which handles
the configuration bitstream loading and the distribution of
the configuration data to dedicated positions of the second
layer as described in [7].The first layer contains the
reconfigurable hardware like logic-blocks (CLBs), RAM-
blocks, I/O-blocks and configurable wiring resources. The
CLB blocks are separated into 4 identical slices. All
blocks of the same type (I/O-blocks excepted) are

arranged in columns (see Figure 3).
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Figure 3. Layered FPGA structure (a,b)

The second layer which matches the first layer is
organized in columns as well. Each column consists of a
set of one-bit sub-columns called frames. The number of
frames per column depends on the block type of the first
layer.

A frame is the smallest piece of reconfiguration
information that can be written to an FPGA. Each frame
contains a fraction of the configuration information
needed to configure the blocks assigned to the column. If
one block out of a column is to be reconfigured all other
blocks in the same column have to be rewritten as well.
This restriction demands that for a partial reconfiguration

of a function all columns that are full or partly covered by
the function have to be rewritten in groups of consecutive
columns. It has to be mentioned, that novel architectures
for Xilinx support a 2-dimensional reconfiguration and in
[8] a novel approach for 2-dimensional placement and
routing is presented.

The process of dynamic and partial reconfiguration
means to manipulate a fraction of the configuration data
while other parts of the hardware architecture stay
operative and unaffected. In the case of the RAMPSoC
approach, a processing element and its infrastructure can
be substituted within the multiprocessor platform. To
achieve this behavior, the processing element is loaded as
IP-block from an external memory which contains the
cores as hardware repository. This feature enables the
introduction of the terminology “computing in time and
space” since the area utilization as well as the time-
variant content of the hardware device is run-time
adaptive.

3. The Concepts of RAMPSoC

A RAMPSoC is an MPSoC that can be adapted on
demand during run-time by exploiting dynamically and
partially reconfigurable hardware. This presents a new
degree of freedom, as now not only the software, like in
traditional MPSoCs (see Chapter 2.1), but also the
hardware can be adapted during run-time. Therefore a
new designflow is used for RAMPSoC that is illustrated
in Figure 4. It combines the top-down approach used in
traditional MPSoCs (see Figure 2) with a new bottom-up
approach. This bottom-up approach is used on the one
hand during design-time to generate an initial RAMPSoC
version optimized for the requirements of the application.
This kind of bottom-up approach during design-time is
done also in FPGA-based MPSoCs such as [9] [10] [11],
but they only vary the number of processors. The type of
processors as well as their instruction set stays the same.
Also dedicated accelerators are not used.

The designflow of a RAMPSoC, however, uses the
above mentioned bottom-up approach not only during the
design-time but also during run-time to adapt the
hardware architecture on-demand. This novel on-demand
run-time adaptation of the hardware architecture gives the
designer a new degree of freedom to ensure an optimized
distribution of computing tasks on the adapted processing
cells and to fulfil constraints such as on performance,
power and area consumption.

The hardware-adaptation during run-time is done by
using the dynamic partial reconfiguration feature of the
Xilinx FPGAs, which is explained in Chapter 2.2. With
this feature RAMPSoCs support the adaptation of
processor cores, for example by modifying their
architecture (e.g. RISC, CISC, VLIW, Superscalar), their
bitwidth or their instruction sets. Also the communication



infrastructure of a RAMPSoC can be adapted using
dynamic and partial reconfiguration. This is necessary as
a RAMPSoC represents a heterogeneous MPSoC, whose
processors can be exchanged during run-time, so a change
in the interface must be accompanied by an adaptation of
the communication structure. Such an adaptive
communication structure could for example be a
Network-on-Chip.

This makes a RAMPSoC to a very flexible MPSoC
which can be used efficiently and optimally for a wide
spectrum of different application domains.
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Figure 4. New Designflow approach for
RAMPSoC

A single processor core in a RAMPSoC represents a
RISP (Reconfigurable Instruction Set Processor) [12] [13]
[14] or a standard processor core with an attached
accelerator. This means its instruction set, either within
the data path of the processor or sourced out in an
accelerator, can be modified by using dynamic partial
reconfiguration.

The whole RAMPSoC can be seen as an MPSoC
consisting of multiple different RISPs, where not only the
instruction set of the single processors, but also the
processor itself and the communication infrastructure can
be adapted during run-time. It therefore inherits the
advantages of RISPs and traditional MPSoCs and extends
them by using the dynamic and partial reconfiguration
feature not only at the processor-level like in a RISP but
also in the MPSoC-level by adapting the communication
structure and the whole processors.

3.1. RAMPSoC System Architecture

As shown in the previous subchapter a RAMPSoC
represents a modular, adaptive and heterogeneous
MPSoC. The hardware architecture can be modified on-
demand during run-time through dynamic and partial
reconfiguration of the following components:

e  The processors

e The instruction set and the accelerators of the
processor

e  The communication infrastructure

To illustrate the degree of freedom offered by
RAMPSo0Cs an example of a system architecture at one
point in time is shown in Figure 5. In this example two
different microprocessor types are used, differing from
each other in respect of their bitwidth, their performance,
etc. Each processor has one or several accelerators that
are used for extending the instruction set of the processor
by realizing the more complex instructions in parallel on
the FPGA. In this example a switch-based NoC is used as
the communication infrastructure. Therefore the switches
and the whole network need to support dynamic partial
reconfiguration as for example in [15].

Figure 5. Example RAMPSoC-Structure
at one point in time

There exist several scenarios where a modification of
the hardware architecture of an actual RAMPSoC system
would be necessary during run-time.

Exchanging the accelerator of one processor can be
made necessary by the changing processing requirements
of the application. For instance, an image processing
application might need different filters depending on
lightning conditions.

One or several processors together with the
communication infrastructure have to be modified, when
data with different bitwidths has to be processed. This
happens for example, when an image processing
application uses data from different sensors for the
verification of a scenario. Another example would be,
when a higher computational accuracy is requested by the
user.

To reduce power consumption a processor and its
corresponding network switch can shut down or be
removed, as soon as a processor has finished the
execution of its task and is not needed anymore.



Processor components can be moved closer to each
other during run-time to optimize the communication
paths between the functional units or to defragment the
system after some processors and their corresponding
network switches had been removed.

3.2. Benefits of the RAMPSoC Approach

3.2.1. Advantages over pure hardware solutions
Compared to pure hardware solutions of functionality
or algorithm, RAMPSoC is much more flexible by using
Hardware-Software Codesign. Due to this Hardware-
Software-Codesign, software adaptation and the usage of
existing processor cores the designflow is more time-
efficient. In addition a software design being less time
consuming than a hardware design allows adapting the
system more easily to new tasks. Another advantage is the
fact that its processing elements come with a well defined
programming model and tools such as a compiler.

3.2.2. Advantages over RISPs

In comparison to a single RISP core it is faster due to
the extended parallelism given by the usage of multiple
processor cores. Hence it has higher computing power
and the possibility to execute several applications in
parallel.

3.2.3. Advantages over traditional MPSoCs

In contrast to a traditional MPSoC, where the hardware
architecture is fixed and the application is implemented
purely in software, a RAMPSoC is much more flexible
because its hardware architecture can not only be
optimized during the design-time but also during run-
time. This on-demand functionality makes RAMPSoC
very versatile. Due to this hardware optimization
capability during run-time the computing power is
adapted on-demand to the given requirements and
therefore the power consumption is smaller than in
traditional MPSoCs. An additional benefit is better
performance as the processor cores and reconfigurable
hardware accelerators are optimized for the application.
Other advantages are the reduced costs, because of the
missing mask costs necessary with ASIC (Application
Specific Integrated Circuit) design, and a faster time-to-
market for a broad spectrum of applications.

4. Integration and first Results

4.1. Application

Real-time image processing requires a large amount of
computational power. Image processing applications often
use one or several low- or medium level image processing

algorithms. An example for such an application is one that
identifies an object in a given picture and tracks it in the
subsequent pictures of a video stream. One way to
identify an object within a picture is to use a template
matching algorithm on the basis of 2D Squared
Normalized Correlation. The evaluated expression is
shown in Formula (1).
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T : Template image with n Rows and m Columns

C(p)=

@

Ap:Sub window of the search region with n Rows and m Columns
?: Mean of T
A_p: Mean of 4p

This algorithm uses a template 7 of the object to be
searched for and moves this template over the search
region A of the image. 4,, the subwindow of the search
region at point p with the same size as 7, is then
correlated with 7. The result of this expression is stored at
point p in the result image C. The more similar 4, and T
are the higher is the result of the correlation. If they are
equal the result is 1. The object is then detected at the
location with the highest value.

4.2. Structure of the first System

To receive first results a system as shown in Figure 6
was implemented. For this system an Alpha-Data ADM-
XP board [16] with a Xilinx V2P100-6 FPGA was used.
This board offers a PCI connection implemented on a
second FPGA and which connects to the LocalBus
interface. For the two processor cores the MicroBlaze
[17] soft processor from Xilinx is used. The MicroBlaze
(uBlaze) is a 32-bit RISC processor, with harvard
architecture. Besides the instruction set extensions offered
by Xilinx for this core, such as for example a hardware
divider, accelerators for more complex instructions were
attached via the Fast Simplex Link (FSL) [18]. These are
specified as “normal FSLs” in Figure 6.

For the pBlaze0 an On-Chip Peripheral Bus (OPB)
was added with two slave peripherals. One of them is a
timer to measure the run-time of the application and the
other is a UART that is used for printing out messages for
the user, such as the measured execution times. The
LocalBus is also attached to pBlazeO via “special FSLs”.
These are FSLs that have been modified to support the
handshaking requirements of the LocalBus. During run-
time images are sent from the host PC over the PCI bus to
the LocalBus that sends them over the special FSLs to
pBlaze 0. After the execution is finished, pBlazeO sends
the results back to the LocalBus by using the special



FSLs. The LocalBus forwards the results over the PCI bus
to the host PC.

FPGA

normal
FSLs

T |LocalBus
— b——
Special

FSLs

Acceleratord

Figure 6. Structure of the first
implemented System

For the first results the 2D Squared Normalized
Correlation of Chapter 4.1 has been implemented in two
ways. First it was implemented in hardware in
Accelerator0 using the hardware description language
VHDL. The hardware algorithm was not fully parallelized
in order to save FPGA resources. Second a software
implementation for the uBlaze0 using the C-programming
language was done. Both implementations were tested
using the 2D Squared Normalized Correlation for a
template of size 3x3 and a search region of size 56x56
were used.

Figure 7 shows a view of the used FPGA-Resources
after Place and Route for the hardware implementation
and for the software implementation.

The Area and Timing results for both implementations
are shown in Table 1 and Table 2. The used clock rate is
50 MHz.

For the hardware implementation of the algorithm (see
left side of Figure 7) uBlazeO only uses 750 Slices, as
here the puBlaze0 only functions as a network router to
pass the incoming image data to Accelerator(.
AcceleratorO on the contrary uses 3314 Slices to compute
the image processing algorithm.

For the software implementation (see right side of
Figure 7) additional resources such as for example a
hardware divider, hardware multipliers, a barrel shifter
and so on are required for uBlaze0. Therefore it now uses
1509 Slices. As now the whole algorithm is executed in
software, Accelerator0 is not required.

As can be seen the Hardware implementation is 17
times faster than the Software implementation. The
performance of the hardware implementation is reduced
by the limits of the MicroBlaze-FSL-interface. This can
be reduced by transmitting input data directly from the
LocalBus to Accelerator0. Also in this version of the
image algorithm the resulting correlation image is sent
back to the host PC. A significantly reduced
communication overhead can be achieved by only
transmitting the coordinates for which the correlation is

maximal. This improvement will be checked within
further investigation.

LocalBus and special

i FSLs
Software
Implementation

HBlaze0 and
OPB-Peripherals

uBlaze0 and
OPB-Peripherals

Figure 7. FPGA-Editor view of the placed
and routed system for the HW
and for the SW implementation

Table 1. Area utilization of the main
components
Components Number of Number of
Slices/BRAMs Slices/BRAMs
for the HW for the SW
implementation | implementation
uBlaze0 778/4 1488/4
uBlazel 603/4 602/4
Accelerator0 3391/3 0/0
LocalBus 100/0 100/0
Total System 5562/16 2833/12

Table 2. Execution times for an
implementation of a 2D
Squared Normalized
Correlation Filter

Type of implementation Execution time in ms
Hardware implementation 0,83
Software implementation 17,54

uBlazel and its accelerator have not been used for
these first results. The main reason for this is that in this
first implementation the LocalBus is only connected
directly to puBlaze0. This resembles a bottleneck as all
data has to pass over this processor. This will be changed
in the future, so that each processor can access the
LocalBus directly. When this is done other application
scenarios for using both or even more processors will be
tested.



One of these further steps in terms of optimized
application tasks partitioning would be to divide the
image into two parts that each processor executes the
algorithm on his sub-image. The results are then
combined again and sent back to the host PC over the
LocalBus. Another Scenario would be to search
simultaneously multiple objects within an image. So each
processor would be responsible for searching for a
different object. A third scenario would be a streaming
image processing, this means pBlaze0 executes some
preprocessing algorithm on the image and forwards its
result to uBlazel that executes a different algorithm, that
requires the results from pBlaze0. The result from
uBlazel is then sent back to the host PC over the
LocalBus. Furthermore in the future the input data will be
received from a camera instead of a host PC.

5. Conclusion and Outlook

This paper presents the RAMPSoC approach which
combines the two methodologies of multi-processors on-
chip and reconfigurable computing. The exploitation of
the feature of run-time reconfiguration opens a new
degree of freedom in system design and run-time
behaviour. RAMPSoC provides a flexible application
support in terms of configuring the optimized processor
constellation to the reconfigurable device. The usage of
processing elements with an existing programming model
allows the employment of well established compilers for
the system design and tool support. A further step is the
deployment of the complete tool-set with a library of
processing eclements for a heterogencous run-time
adaptive system and the introduction of further processing
elements. Another goal is to connect the design flow to
higher level design tools like e.g. Matlab Simulink in
order to address more application scenarios from high
performance computing which often were modeled with
this tool-suite.
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