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Abstract

The problem of selecting an appropriate number of features in supervised learning
problems is investigated. Starting with common methods in machine learning, the feature
selection task is treated as a quadratic unconstrained optimisation problem (QUBO),
which can be tackled with classical numerical methods as well as within a quantum
computing framework. The different results in small problem instances are compared.
According to the results of the authors’ study, whether the QUBO method outperforms
other feature selection methods depends on the data set. In an extension to a larger data
set with 27 features, the authors compare the convergence behaviour of the QUBO
methods via quantum computing with classical stochastic optimisation methods. Due to
persisting error rates, the classical stochastic optimisation methods are still superior.
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1 | INTRODUCTION AND
LITERATURE REVIEW

When using supervised machine learning to tackle real-world
problems, one is faced with the task of selecting the “right”
features for the learning procedure. When too few features are
chosen, this may lead to poor results for the algorithms. When
too many features are selected, the training time is negatively
affected, which may lead to unstable results. Moteover, the more
features are used, the more effort is required to maintain and
control these features for a deployed machine learning model.
Just testing all possible combinations of features with a brute
force approach is usually not feasible, since the number of
combinations grows exponentially with the number of features.

In the past, different methods have been proposed to
tackle this problem. Brown et al. provide a compilation of
several approaches using mutual information as a dependency
measure, introduced within an information-theoretic frame-
work [1]. An extensive survey of feature selection methods that
are applied to different data sets to demonstrate their behav-
iour is given in Refs. [2, 3].

The idea of using quantum computers for solving this
problem is introduced in Ref. [4]: There, the feature selection
problem has been reformulated as a quadratic unconstrained

quantum computing, quantum computing techniques, quantum gates

optimisation problem (QUBO). In addition, this problem was
solved via classical optimisation methods as well as with a
quantum annealing approach. The different methods were
applied to a well-known data set, the “Statlog (German Credit
Data)” of the UC Irvine ML repository [5].

The annealing approach of solving the QUBO problem for
feature selection was also employed in Ref. [6], where the authors
investigate feature selection for recommender systems. With the
same approach, other data sets were explored in Ref. [7]. Com-
bined results obtained with annealing methods as well as with a
gate-based approach to quantum computing are reported in Ref.
[8]. An approach that examines an unconstrained black box bi-
nary optimisation and applies it to feature selection is presented
in Ref. [9]. Finally, the authors in Ref. [10] compare different
algorithms (annealing, gate-based and classical) to solve the
QUBO problem of feature selection in a small-size setup.

In this paper, we report on the following approach to
investigate the feature selection problem: Using small data sets,
we first compare well-known machine-learning methods for
feature selection with the brute force method.

After reformulating the feature selection problem as a
QUBO, hereby allowing different dependency measures be-
tween the features and also between the features and the target,
we investigate the stability of the solutions when using different
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values of the undetermined weighting parameter with classical
optimisation methods. Since for this problem size the exact
solution for the feature selection problem can be determined, we
investigate to what extent this solution can be achieved on the
one hand with the commonly used feature selection methods
and on the other hand via QUBO optimisation.

In order to solve the QUBO with the gate-based approach
of quantum computing, we use the QAOA- and the VQE-
ansatz and compare them. This was inspired by [11]. In
addition to using the out-of-the-box QAOA algorithm of IBM,
we compare the results with a customised solution scheme for
QAOA. Hereby, it can be shown whether and to what extent
the QAOA algorithm is a feasible way to solve the QUBO
problem and to what extent the quality of the solution depends
on the QAOA depth and the dependency measures used.

After discussing our results on small data sets, we scale our
methods up to 27 features (i.e., 27 qubits) and report optimi-
sation results on different physical quantum computers of
IBM. For this setup, we also compare the results to several
classical stochastic optimisation methods. At this point, we
investigate, on the one hand, whether 27 qubits on a real
quantum computer can produce any meaningful results beyond
random noise, given its error rates. On the other hand, we
focus on comparing the convergence of the QAOA algorithm
with a selection of classical stochastic optimisation methods.

2 | FEATURE SELECTION IN
SUPERVISED LEARNING

2.1 | Machine learning approaches

In the following, we restrict ourselves to binary classification as
one of the most important topics in supervised learning: Given
ate a teal m X 7 matrix X consisting of 7 features and m
training examples and a target vector y; y is of dimension m
and each element y; €{0,1}. A classification model is a
mapping f+ X € A — B, that is, from an input space 4 to an
output space B. In order to find the best model /, we use a loss
function g : A x B — R that has to be minimised. In the case
of a binary classification problem, the binary cross-entropy is
mostly used as a loss function. For a thorough discussion of
machine learning, see, for example, [12].

Given a training set (X, ), the following problem arises in
practice: How many and what features should be included in
the training of a particular model in order to achieve the best
performance? Naively, one would expect that considering all
features is naturally the best choice. However, there are several
reasons why this is generally not the case:

® Features with a high dependence on each other can lead to
an unstable training process.

® Hach feature used by an algorithm must be prepared and
pre-processed and controlled in a productive environment.
So, from an economical point of view, one should not
consider more features than necessary.

® Models for data with more features requite more computing
time.

® Some of the features may have no predictive power at all.
Identifying and removing them can save costs.

Selecting the optimal number of features by brute force,
that is, testing all possible combinations, is in general not
feasible since the combinatorial possibilities grow exponentially
with the number of features. Therefore, several methods for
feature selection have been proposed and applied in the past,
for example,

® Using a penalty term a)_,_,|w;| with an adjustable hyper-
parameter ¢ in the cost function of the training algorithm
effectively reduces the number of features. This is called
LASSO [13] in the machine learning context.

® The recursive feature elimination procedure (RFE) starts
with all possible features and then reduces the number of
features according to their importance one by one in a
greedy manner. Instead of comparing all combinations of
features, the number of models trained and compared cor-
responds to the number of features.

® One may also use unsupervised methods, such as principal
component analysis (PCA), to reduce the number of fea-
tures in the model. However, this is done independently by
the target and can therefore not take into account which
features may have high predictive power. Also, PCA and
similar methods generate (a smaller number of) new features
from the original features, rather than simply selecting them.
Hence, the original features would still have to be available
when deploying this approach in practice.

2.2 | QUBO-formulation of the problem

Here, following the suggestion of [4], we define and explore a
different approach for feature selection: Let p;; be a de-
pendency measure between column z and column j of the
matrix X and let p; y be the dependence between column i and
the target vector. Later, we will specify which dependency
measures are used.

In addition, let z; € {0, 1} be a binaty variable, indicating if
column 7 should be selected (z; = 1) in the model or not
(z; = 0). Intuitively, features should be selected so that the
dependence

n
> zizilp, (1)

ij=1,i#f

between them is minimised, whereas the dependence between
the features and the target vector

Z zilp; | (2)
P
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is maximised. Note that we take the absolute values of the
dependency measures since for the dependence measures
considered in the following (e.g. correlation), a high negative
dependence is as relevant as a high positive dependence.

Putting both criteria together, we get the following opti-
misation (here, minimisation) problem:

n

be) == |03 2o~ (1-8) Yzl ()

i1

The parameter ¢ € [0, 1] has to be considered as a hyper-
parameter and governs the weighting between the two condi-
tions. By tuning ¢, one can decide which of the two conditions
is more important. Using the fact that z; is a binary variable,
that is, z;z; = z;, the above equation can be transformed to

b(z) = -[2' Q] (4)
and the solution to our problem is given by

Z* = arg min[h(z)]. (5)

z

Such a problem, known as the quadratic unconstrained
binary optimistation (QUBO) problem, can be treated with
classical numerical methods but is also suitable for a solution
with a quantum computer.

Up to now, the dependency measure is not yet determined.
The most natural choice would be to use correlation as a linear

Correl
measure, p ¢

, as shown in Figure 1. Alternatively, one could
choose the rank correlation.

Other possible dependency measures are the mutual in-
formation p™ which has been discussed in Ref. [1], the uni-
variate ROC-value pROC and the Anova F-Statistic pA"OW. All
these dependency measures could be used either between the
features or between the features and the target variable. In the
following, we restrict ourselves to correlation and the mutual
information measure for the inter-feature dependence. For the
dependence on the target, we have tested all of the measures.
In the following, we will denote the selected dependence by the

tuple (pﬁﬂme,péygez), where X € {Cotrel, MI} and

Y € {Correl, M1, ROC, Anova}.

With the derivation discussed above, we obtain an opti-
misation problem for which we examine different solution
strategies in the following: For small problem instances, it can
be solved with brute force, that is, all possibilities are tried out.
This allows us to examine the dependence on the parameter ¢
in particular. In section 4, we then put the optimisation
problem into a form that allows for a solution with the
quantum computer—but also with classical optimisation al-
gorithms. In chapter 5, metaheuristic algorithms are also
considered to complete the picture.

Finally, we would like to discuss the complexity of this
problem formulation. The feature selection problem in general
is usually considered as NP-hard, for example, as shown for
the subset selection discussed in Refs. [14, 15]. Depending on

the learning algorithm and type of data, specific variants may
have different properties. For instance, feature selection with
binary features and target is NP-complete [16]. However, the
transformation to a QUBO formulation introduced above is
not an exact mapping of the general feature selection problem.
For instance, there is no guarantee that an optimal solution to
the QUBO problem (e.g., one that optimises Correl or MI) also
optimises the underlying feature selection problem for a spe-
cific machine learning algorithm. As such, the QUBO problem
could be seen as a heuristic approximation, which may or may
not have the same complexity properties as the general feature
selection problem. QUBO problems are NP-hard in general,
but subsets may not be NP-hard.

3 | CLASSICAL FEATURE SELECTION
FOR A SMALL DATA SET

3.1 | Machine learning method

In this paper, a comparison of the described feature selection
methods is performed. To that end, we consider two data sets:
(a) a subset of Kaggle's lending club data [17] and (b) the
Wisconsin breast cancer data [18]. Kaggle's Lending Club data
set consists of default data from 2007 to 2015 that occurred on
the US lending platform Lending Club. The entire data set
consists of 9578 observations of which 1533 are defaulted
borrowers. There are 13 features, as well as the target variable.
From all observations, we selected 1000 observations
randomly; out of these, there are 170 defaulted borrowers.
Furthermore, from the 13 possible features, we selected the
eight most plausible from a business perspective. Such a pre-
selection is regularly made, so that features that are difficult to
interpret or that may not be used as features for legal reasons
are excluded in advance of the modelling, With this dataset, we
want to mimic a dataset which may be observed, for example,
in a bank. In contrast, our second dataset, the Wisconsin
Breast Cancer dataset, is regularly used for benchmark studies
of machine learning models, see Ref. [18]. It consists of 569
observations and 30 numerical features derived from tumor
images of which 10 features were selected by us. Of the 569
observations, 212 are labelled as malignant and 357 as benign.

For both data sets, we seck a binary classification model
with the “optimal” number of features. To keep the analysis
transparent, we use logistic regression as the machine learning
model and use the whole data set for training. We are aware
that this may lead to overfitting; however, logistic regression is
often robust to overfitting compared to more sophisticated
models (as long as the model term is restricted to low-order
polynomials).

To compare models with different input features, we use
the overall accuracy (ACC) of the model as well as the area
under curve (AUROC) as performance measures. Accuracy is
the proportion of correctly classified samples to the total
number of samples. AUROC is the area under the ROC curve
which is constructed by plotting the true positive rate (TPR)
against the false positive rate (FPR). Intuitivelyy, AUROC
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measures the ability of the model to separate the two classes
which is desirable in many used cases.

To find the optimal number of features, we use these two
measures as relevant criteria. Since the accuracy of a model
may provide misleading results in case of imbalanced data sets,
we chose the AUROC as the measure to optimise.

For a small number of features 7, it is possible to determine
the optimal feature selection by brute force, that is, simply trying
all possible combinations of features and then training the cor-
responding model. The determined optimal choice is compared
to the results obtained with RFE and LLASSO. For LLASSO, we
used cross-validation to find the optimal value of a.

In the case of the lending club data, we observed the re-
sults shown in Table 1. While the accuracy is robust against
different choices of features, this is not the case for the
AUROC. The best choice of features (obtained with brute
force) cannot be obtained via RFE or LASSO: The optimal
choice is six out of eight features; RFE recommends keeping
only one feature while LASSO recommends keeping three
features out of eight.

In the case of the breast cancer data, the results are shown
in Table 2. The optimal choice is five out of ten features; RFE
recommends keeping six features, and LASSO recommends
keeping three features out of eight. Again, the best choice of
features is not obtained with RFE or LLASSO.

The results obtained so far should be considered as a
benchmark, and it has to be shown whether feature selection
via optimisation as described above is able to compete with
these benchmarks.

3.2 | Solution via optimisation

To answer the previous question, we treat the feature selection
task as an optimisation problem. Again, due to the low dimen-
sionality of the two problems, the exact solution of the optimi-
sation, c.f. Equation (5), can be obtained by brute force.

TABLE 1
model for different feature selection approaches.

Lending club data: Performance of the logistic regression

AUROC  Accuracy Number of features
All features 0.6651 0.83 8
Best choice of features  0.6682 0.83 6
Selection with RFE 0.6593 0.83 1
Selection with LASSO 0.6681 0.83 3

Note: The bold values are the largest numbers and therefore the best model choice.

TABLE 2 Breast cancer data: Performance of the logistic regression
model for different feature selection approaches.

AUROC  Accuracy Number of features
All features 0.9844 0.9297 10
Best choice of features  0.9863 0.9297 5
Selection with RFE 0.9839 0.9297 6
Selection with LASSO 0.9845 0.9262 3

Note: The bold values are the largest numbers and therefore the best model choice.

However, it is not obvious which value of ¢ should be
chosen to obtain the best solution. To tackle this problem and
to explore the dependence of the results on ¢, we solve the
optimisation problem for different values of ¢ and compare
the results to each other. Here, we also consider different
combinations of dependency measures—between the features
but also between each feature and the target vector.

In Figure 2, the results for the lending club data are shown.
Several findings can be observed in these figures:

® Using mutual information as the dependence measure be-
tween features, irrespective of the measure to the target,
leads to the worst AUROC values.

® When using ANOVA as the dependency measure, we
observe that the AUROC is largely independent of ¢.
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FIGURE 2 AUROC as a function of ¢ for different dependency measures for Lending Club data ((a) and (c)) and Breast cancer data ((b) and (d)) and
AUROC as a function of ¢ for the best obtainable result for Lending Club data (e) and Breast cancer data (f).

® In most cases, we see that the AUROC depends on ¢; the
AUROC tends to increase with increasing values of ¢.

In all of our experiments, we find the highest value of the
AUROC when using the ROC as the dependency measure
between the features and the correlation or mutual information
between each feature and the target. In additon, the ¢-
parameter should be set to values greater than 0.85. Note that
¢ =1 is the case where only the dependence between features
and target is considered. The ¢ — dependence is displayed in

Figure 2. Here, we show for comparison—as a straight line—
the best AUROC of the best model (obtained by brute force),
the AUROC of the RFE and LASSO models. It can be seen
that RFE is outperformed by the QUBO approach with a
suitable choice of dependency measures. The LASSO result is
only slightly worse than the best possible. The best solution of
our optimisation approach coincides with the result, obtained
by selecting all features, here denoted by “ALL”.

From this analysis, we conclude that a high value for the
AUROC can be obtained when using the ROC-dependency
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measure between the features and the correlation dependency
measure between each feature and the target vector, that is, the
combination (ROC, Correl). Furthermore, we find that a rather
high value of ¢ &~ 0.95 should be used.

The breast cancer data set produces different results, which
shows the well-known dependency of machine learning results
on individual data sets. In Figure 2, the overall ¢-dependence
of the AUROC for different dependency measures is shown.
Here, we find the highest value of the AUROC for the com-
bination (MI, MI) but only for a narrow band of ¢-values
around 0.75. The next best combination is (ROC, Correl), as in
the case of lending club data.

Figure 2 shows the best and the second-best constellation
—compared to the brute force, RFE, and LASSO results.
Again, with all selection methods investigated, the best value of
AUROC cannot be achieved. However, with the optimisation
approach (and a suitable choice of parameters), we can beat
RFE as well as LASSO.

To summarise our results so far

® For both data sets, it was not possible to determine the best
subset of features (as obtained by brute force) with the
classical selection methods (RFE and LASSO) considered.

® Using feature selection via optimisation may be superior to
these classical methods, but the results are highly dependent
on the dependency measures used and the hyper-
parameter (.

® For both data sets, we found better results for higher values
of ¢ which indicate that the dependence of the features with
the target seems to be more important than the intra-feature
dependence.

4 | FEATURE SELECTION WITHIN
THE GATE-BASED QUANTUM
COMPUTER FRAMEWORK

41 | Quantum algorithms for optimisation
The optimisation problem in Equation (5) is the starting point
for transferring the problem to a quantum computer in the
framework of the gate-based approach. The binary variables z;
ate converted to opetators with eigenvalues {1; —1} and
eigenstates |0) and |1). In this way, by applying the trans-
formation z; = (1 + s;)/2 our problem is mapped to finding
the ground state of the Ising-like model

A = i]SiSj, (6)
2

where the coupling matrix J;; is derived from the above
introduced matrix Q.

Several algorithms have been proposed for solving these
types of problems on a gate-based quantum computer. Here,
we mainly use the QAOA algorithm, which has been suggested
by Farhi et al. [19].

The key idea of QAOA is to generate the following
quantum  state |l//}-; 3> depending on the parameters

y= (}/1, ..‘,yp) and ﬁ: ( 17...,,51)) (with a number of it-

erations p):

W5 = UM (ﬂp) el . UM (ﬂz)e_ihﬁ UM (ﬁ1)€_mﬁ ’W())Ma
(7)

where the initial state |l//0) y and the operator U ' (B) depend
on the choice of the mixer M. Here, we use the so-called
standard mixer with the Pauli X-matrix

. i/}zﬂjf(i
Ustandard (ﬂ) =e = . (8)

After applying the parameterised gates, all qubits are
measured with respect to the standard basis which leads to a
classical bit-string of zeros and ones. Each bit-string corre-
sponds to a different state and appears with a certain proba-
bility. There ate 2” different states.

These bit-strings of several thousand “shots” (we use
8192 shots) are plugged into the objective function (see
Equation (3)) to calculate the expectation. Then, a classical

—

optimiser is used to update the parameters 7, f and in order
to minimise the expectation value and thus the objective
function. In other words, to find the ground state of its
converted problem Hamiltonian, a thorough benchmarking
study of the QAOA approach, including a description of the
solution method for QAOA, is described in great detail by
Brandhofer et al. [20].

As a measure to gauge the performance of this optimisa-
tion procedure, we use the approximation ratio:

17 sy ém _hmax
(21, .y 2y) = (21}). i})] . (9)

Here, hmax and b denote the worst and the best bit-string
solution of the problem. If the trained quantum algorithm
would always produce the optimal solution with probability 1,
the approximation ratio would be 1.

To compare the quality of the results, in addition, we use
the VQE algorithm [21] with the ansatz of real amplitudes [22].
Basically, the ansatz of real amplitudes consists of one para-
metrised RY-rotation per qubit and entangling neighbouring
qubits with a CNOT-gate. Repeating this procedure several
times (= number of layers) increases the depth of the circuit
and thereby the complexity.

All quantum-based calculations in this paper have been
petformed with IBM's Qiskit framework [23]. Especially, we
use out-of-the-box versions of the QAOA- and VQE-
algorithm [24], the statevector- and QASM-simulator, as well
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as different physical quantum backends. The formulation of
the optimisation problem with IBM's Qiskit [23] is straight-
forward. Within this framework, different solution methods are
available for comparison:

® Solution with IBM's classical optimiser CPLEX [25].

® Small problems can be solved by a direct diagonalisation of
the problem's Hamiltonian.

® Using the statevector simulator allows to perform the
quantum mechanical calculations directly without destroying
the quantum state. Again, this is only feasible for small
problem sizes.

® Using a quantum simulator that mimics real hardware,
where qubits are prepared, transformed by several gates, and
then measured. From the measurements, the solution to the
problem can be derived. Here, we use the noise-free QASM
simulator within IBM's framewotk which is available in the
IBM cloud for sizes up to 32 qubits.

® Using a physical quantum computer in the cloud to perform
the calculation on a real device.

For small problem sizes, as the one considered up to now,
all solution strategies described can be used to benchmark the
results. However, the bigger the problem, the fewer is the
range of usable strategies. From a problem size of approxi-
mately 50 qubits, the exact diagonalisation and the statevector
and quantum simulation methods are not available anymore,
and the only remaining possibility is using CPLEX (running
classical optimisation routines under the hood) or using real
quantum hardware.

4.2 | Results on quantum simulators for
different dependency measures and ¢)-values
42.1 | Lending club data

As a first step, we compare the results shown in Table 3 for the
case of the lending club data set with different tuples

(pl)fwm,péyget) Interestingly, for all the applied solution

methods and algorithms (CPLEX, exact diagonalisation,
statevector-simulator, QASM-simulator, and QAOA- and
VQE-algorithm), the same optimisation value (given (pi—(mmn,
and p%;rget)) is obtained. Furthermore, the calculated accuracy

is, for all dependency measures, equal to 0.830. However, as
shown in the table above, the number of selected features and
the area under curve (AUROC) differ.

In Figure 3, we show the dependency of the approximation
ratio on the number of layers—for QAOA as well as for VQE.
For comparison, we also show the approximation ratio of
random search. This value is obtained by drawing 1000 uni-
form random bit-strings and calculating the mean approxi-
mation ratio.

The approximation ratios obtained with the VQE algo-
rithm are close to 1 in almost all cases and are in general higher
than the results obtained with QAOA. Further, the QAOA

results are distinct: In some cases, the approximation ratios are
—independent of p—near 1; in other cases, they increase with
increasing p. This supports the conjecture raised in Ref. [20]
that there are easy and not-so-easy parameter combinations.
From a practical point of view, it would be desirable to have on
the one hand a QUBO matrix that leads to a high value of
AUROC (see Table 3) and on the other hand, a QUBO matrix
that is easy to handle for the calculation, that is, it leads to high
approximation ratios with only a few iterations p. Taking this

into account, (pge‘;’tfrle, p%%%) seems to be a good choice for

this problem.

In order to improve the performance of QAOA, we make
use of four heuristic methods (i) extrapolation, (ii) linear
ansatz, (iii) quadratic ansatz, and (iv) adding zero angles) to
choose suitable candidates for initial values of the circuit pa-
rameters y and f for increasing QAOA layers p as proposed in
Ref. [20]. By repeating the optimisation runs with different
initial values, the algorithm can avoid getting stuck in a local
minimum. Further, it has been shown that the required time
scales exponentially faster to achieve a similar performance
when using the observed patterns of the optimal parameters
instead of using arbitrary starting values [26]. The QAOA
routine as proposed in Ref. [20] and which is used here to solve
the feature selection problem is depicted in Figure 4.

In Figure 5, the approximation ratios for different values of
¢ for the lending club data are given as a function of the
number of QAOA layers p. For this data set, it is noticeable
that the majority of the dependency measures (Figure 5a—g) a
value of ¢ = 0 leads to the best performance (approximation
ratio is close to 1), whereas higher values of ¢ (eg
0.75 £ ¢ < 0.95) lead to lower approximation ratios. In other
words, we find that the dependence between the features is
more significant than the dependence between features and the
target. For the other dependency measures (Figures 5c¢,fh), we
find that large values of ¢ (e.g. 0.75 < ¢ < 1) perform better
than values of ¢ < 0.5. Consequently, the weight for the two
conditions (intra-feature dependence and dependence between
features and target) depends on the choice of the dependency
measure, and it is not useful to be set globally in order to
achieve the best possible performance—we rather suggest to
set a local value for the weighting parameter depending on the
individual dependency measure.

Lastly in this section, we present the results obtained using
a physical quantum backend of IBM for a fixed parameter
setup and with the ROC-dependence between the features and
the target and the linear correlation between all features.
Furthermore, we set ¢p = 0.95.

Using the lending club data, we obtain the same optimal
value for the objective function, 0bj = —3.7803, with the
classical optimiser, the direct diagonalisation of the Hamilto-
nian, the statevector simulator, and with the quantum simu-
lator. Further, we also obtain the same value for the AUROC,
that is, AUROC = 0.6651, c.f. (3). This corresponds to the
selection of all features.

When using a physical quantum backend (here, the IBM
system Montreal) with p = 1, we obtain the same objective
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TABLE 3 Lending club data:

PR p}’ . Optimisation value AUROC Number of features en ng C.u . aa

cature argel Performance of the optimisation approaches

X = Correl Y = Correl —0.3542 0.6635 5 when selecting features for the logistic
regression model with different dependency

X = Correl Y =MI —0,0617 0.6405 3 measures.

X = Cortel Y = ROC —3.7803 0.6651 8

X = Cortel Y = ANOVA —87.8750 0.6634 7

X =M Y = Correl —-0.4117 0.6639 6

X =M Y =MI —0.0445 0.5790 1

X =M Y = ROC —4.0131 0.6651 8

X =M Y = ANOVA —88.0025 0.6634 7

Note: The bold values are the largest numbers and therefore the best model choice.

function value of —3.7803. However, the approximation ratio
drops to 0.59. With p = 5, the approximation ratio increases to
0.66. These values are to be compared with 0.52, the approxi-
mation ratio obtained by randomly selecting bit-strings. While
these results reflect the errors of existing real-world QC back-
ends, they show, nevertheless, the expected dependence on p.

422 | Breast cancer data
We now repeat the calculation from the last subsection for the
breast cancer data. The results for the different tuples

(pﬁﬂtm,péyget) are reported in Table 4. While the optimi-

sation values, given (p;imme,pérget) coincide in general for

CPLEX, exact diagonalisation, and QAOA (statevector-simu-
lator and QASM-simulator), we detect that VQE is not always
able to find the same optimisation value. Interestingly, this
behaviour depends on the number of layers. that is, in the case

of (pl(:-;‘zlrt;"fe, p};ggcez), it occurs that only for p < 3 is the VQE

algorithm able to find the optimal value.

Here, in contrast to the lending club data, we see that the
accuracy depends on the dependency measure, and the highest
value for the accuracy cannot be obtained together with the
highest value of the AUROC.

Here, in contrast to the lending club data, we see that the
accuracy depends on the dependency measure, and the highest
value for the accuracy cannot be obtained together with the
highest value of the AUROC.

For compatison, the approximation ratios for the breast
cancer data are shown in Figures 6 and 7. Again, different values
of ¢ are used, and we show the dependence on the number of

Correl ,Correl )

QAOA layers. For the dependency measures (p Feature P Target

and ( Fe{tture’p%z):gg) , we find that setting the parameter ¢ to
0.75 leads to the lowest performance, whereas for the other
measures, a value of ¢p = 0.95 is showing this behaviour. The best
performance (i.e., the highest approximation ratios) is achieved
in all cases for an intra-feature setting (¢ = 0). This raises the

question of what influence the condition between the feature and

target should have. The results show that this condition does not
play a role in order to achieve the best-optimised solution.
Compared to the lending club data set, we find that the
approximation ratios for the different values of ¢ show a more
continuous behaviour with respect to the choice of the de-
pendency measure.

As a final result, we present the solution for a fixed
parameter combination on a physical quantum backend of
IBM. The results are obtained with the mutual information
dependence between the features and also to the target.
Furthermore, we fix ¢p = 0.75. Due to limitations in the use of
physical quantum backends, we restrict ourselves to two cases
and solve the problem with the QAOA algorithms with
different values of p.

Feature) P Target
oronto (p = 1,'5), Auckland (p = 2, 3), and Hanoi (p = 4).

We are aware of the fact that results from different ma-

) gpc"”‘?l Gorrel ) . As backends, we use the IBM systems

chines are not directly comparable. However, due to the
availability of system resources, it was not possible to
perform all calculations on the same hardware. We get the
approximation ratios: p = 1: 0.8981; p = 2: 0.8734; p = 3:
0.8917; p = 4: 0.8562; p = 5: 0.8706. These values have to
be compared with the random approximation ratio of
0.7984, which is significantly lower for all values of p. The
approximation ratio obtained on the physical backends is
of the same order of magnitude as obtained with the
QASM simulator.

@) gjpg;’;ffe, Tu]Vgez): Again, we obtained the same value for
the objective function and the same features selected as
reported in Table 4. As backends, we use the IBMQ sys-
tems Toronto (p = 1) and Geneva (p = 2, 3, 4, 5). As
approximation ratios, we get p = 1: 0.7897; p = 2: 0.8348;
p = 3:0.7311; p = 4: 0.7620; p = 5: 0.7491. These values
have to be compared with the random approximation ratio
of 0.7743. The approximation ratio obtained on the
physical backends is of the same order of magnitude ob-
tained with the QASM simulator.

In the next section, we will explore the results obtained in
the context of a larger problem set.

8518017 SUOWILIOD 3AIeR1D) 3|cedl|dde 3y} Aq pausenob 8e ssole O ‘85N JO S3INJ 10y AReiq 1T 3UIIUO AB|IM UO (SUO R IPUOD-PUe-SWISY W00 A | 1M AReq1 BUT IO/ SAY) SUORIPUOD pue SWiB | 843 89S *[202/20/7T] Uo Arigiauliuo A8 |IM 'SV ejouuneld Aq 9802T 2oIb/60T OT/I0p/LI0Y A8 1M AReIq 1 BUIIUO"YOBeSa.18 1//:SANY WO1) PAPEOIUMOQ ‘0 ‘52682692



HELLSTERN ET AL.

QAOA —4— VQE —4— Rand —4€— tuned_QAOA

1.007 :j/di__:f =S
0.90
_ 0.80+
0.70 1
0.60

r— ——o—¢

10 1 & . V. o

pa—— - + —
0.9
0.8 1

—

0.7
0.6

10 %:—i&*
0.9
0.7

061 ——¢—O—O—¢

1.00 & . R >
0.90 1 / <‘
0.80 1

-

0.70
0.60
05019 ’ ’ ’ ’
1 2 3 4 5
p

(a)

(c)

(e)

(9)

1.00 ; (b)
0.95 A

0.90 A
0.85 A
0.80 A

0.75 A

070{ &—o——O—¢

T e e |

0.9 1
0.8 1
0.7 1

0.6 1

05{¢———&——&——¢——4

1.00 f
0.95 - : z

0.90 1

0.85 A
0.80 -

0.75 A

0.70 1 o o o o o

1.0 0———0—0\‘_’_‘ (h)

0.91 &—

0.8
0.7
0.6 1

05{¢—0—o—o——0

0.4+ T T T T

FIGURE 3 Lending Club data set with a number of 8 features (qubits): Approximation ratio obtained with VQE (blue line), QAOA (salmon-coloured line),
tuned QAOA (olive line), and random sampling solution (golden line) as a function of iteration p (Up to Pay = 5) for a fixed value of ¢ = 0.95 and dependency

measures (p;gmm, p;,ge,): (@) X = Correl, ¥ = Correl, (b) X = Correl, ¥ = MI, () X = Correl, Y=ROC, (d) X = Correl,¥ = ANOVA, (c) X = ML, ¥ = Correl,

(H X =MLY =MI, (g X = MI, Y= ANOVA, and (h) X = MI, ¥ = ROC. The dependency measure selected in (c) leads to the highest approximation ratios for
VQE and both QAOA methods. The random search returns the lowest approximation ratios for all dependency measures ((a)—(h)).

5 | EXTENSION TO 27 FEATURES AKA
QUBITS

The results obtained so far are encouraging, but it is of interest to
see whether a more complex problem with more features will
yield similar observations. Hence, we also investigate 27 features
of the data considered in Ref. [4]. This dataset, denoted as
“German Credit Data,” comprises a total of 20 features,

encompassing 7 numerical and 13 categorical attributes along
with a binary target variable distinguishing non-defaulted cases
(700 instances) from defaulted cases (300 instances) [5]. Subse-
quent to the one-hot encoding process applied to the categorical
features, the dataset is expanded to include 48 features from
which a subset of 27 features is chosen for our analysis.

For this problem size, using a brute force approach to
determine the best selection of features is no longer possible.
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Start

dependence measures

Converting problem function to

quantum operator

p=1
Initialize and optimize

circuit parameters 7,

Optimize circuit parameters
using four different starting
points: (i) extrapolation (ii)
linear ansatz (iii) quadratic

FIGURE 4 Flowchart of the QAOA routine
for solving the Feature Selection problem, whereby
the particularity is to find suitable candidates for
initial values of the circuit parameters using four
heuristic methods desctibed in Ref. [20].

ansatz (iv) adding zero angles

p+=1
for 2 <P < Pmax
p =
tO pmax
p > pIUaX
Stop

Result: Approximation ratio r

In addition, the statevector-simulator and the exact diagonal-
isation of the Hamiltonian are infeasible. Therefore, we
compare the following approaches before applying feature
selection via optimisation:

® (Calculate the AUROC with all features,

® Seclect the most relevant features via RFE and calculate the
AUROC,

® Seclect the most relevant features via LASSO and calculate
the AUROC.

The results are shown in Table 5. Again, these values
serve as benchmatks and have to be compared with the
results obtained according to the QUBO scheme. We
translate the feature selection problem to an optimisation
problem, using correlation as the relevant dependence
measure between the features and between features and
target and we fix ¢ = 0.9.

Then, the following strategies are used to solve the opti-
misation problem:

® Select the features with a greedy algorithm, starting from a
random configuration and then flipping the qubits to
improve the objective function

® Solve the optimisation problem with a classical optimiser
(here, IBM's CPLEX).

® Solve the problem with a quantum simulator, available in the
IBM cloud with using the QAOA algorithm.

® Solve the optimisation problem using the QAOA algorithm
with a 27-qubit real quantum device.

In the last chapter, we used a tuned variant of QAOA. In
contrast, we here use IBM's standard implementation: first, the
advantages of the tuned algorithm are only observable at
higher values of p. Since we are now looking at 27 qubits, a
useful computation for higher values of p is no longer possible,
so we can no longer take advantage of this variant and choose
to use IBM's standard implementation instead. Second, when
using the IBM algorithms, the cloud infrastructure and the
interplay between classical and quantum algorithms via the so-
called runtime can be optimally exploited.

The results using the greedy algorithm and IBM's CPLEX
optimiser are presented in Table 6. The calculation with the
real quantum device shown below should be considered as a
proof of concept. For the calculation of the approximation
ratio, we use the optimal CPLEX result as the ground truth.

We use different US devices available in the IBM cloud—
Auckland and Kolkata as well as the German system Ehnin-
gen. Results are shown in Table 7. Again, we also calculate the
random approximation ratio calculated with a sample of 1000
bit-strings.

Because we do not necessarily get the same optimal
objective value compared with CPLEX, we use two different
prescriptions:

® Approximation ratio rel. CPLEX: We take the best and the
worst objective value out of CPLEX as ground truth and
calculate the approximation ratios relative to these values.

® Approximation ratio rel. Sim.: From the outcome of the
simulations (either random sampling as a baseline or the
quantum simulations), we take the best and the worst value
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FIGURE 5 Lending Club data set with a number of 8 features (qubits): Approximation ratio for varying values of ¢p = {0, 0.2, 0.4, 0.75, 0.95} (blue, green,

purple, grey, and yellow line) shown as a function of iteration p (Up tO Pmay = 7) evaluated for the following dependency measures <p§e atiire’ pérget):

(a) X = Correl, Y = Correl, (b) X = Correl, Y = M, (c) X = Correl, Y = ROC, (d) X = Correl, Y = ANOVA, (¢) X = MI, Y = Correl, (f) X = ML, ¥ = MI,
(9 X =MI, Y= ANOVA, and (h) X = ML, ¥ = ROC. For dependency measures (c), (f), and (h), we find a better performance for higher values of ¢. For the
remaining measures, a value of ¢ = 0 leads to the highest approximation ratios.

of the objective function and use those in the formula for
the approximation ratio. This number describes the spread
of the different simulation results.

The respective values are shown in Table 8. The results
obtained with the physical quantum devices are surprisingly
good, considering the existing error rates. The minimum
objective function as determined with CPLEX is almost ach-
ieved in most cases. The approximation ratios are well above

the random sampling result, and we see a slight improvement
when increasing the value of p.

5.1 | Comparison to classical/metaheuristic
optimisation algorithms

To gain more insight into the details of this optimisation
problem, we perform another experiment. Here, we are

85U8017 SUOWWOD AIE8.D 3|qedldde ay) Aq peusenob o sejoie YO ‘8sn JO Sa|Nn J0j AIq1T 8UIUQ A8]IA UO (SUONIPUCD-PUe-SWLBY W00 A8 | Afe.d 1 jpul juo//:Sdny) SUONIPUOD pue swie 1 8y} 89S *[Z0z/20/yT] uo Akeiqiauljuo A1 ‘4v 1 Bejoyureld Aq 9802T 2oW/6v0T OT/I0p/W0D A8 i Akeidijpul U0 Yo eesaiel//sdny woly pepeojumod ‘0 ‘62682892



12 HELLSTERN ET AL.

TABLE 4 B data:

o 24 Optimisation value ~ AUC ACC Number of features reast cancer cata

cature arget Performance of the optimisation approach

X = Correl Y = Correl —0.91611 0.9806 0.9209 3 when selecting features for the logistic
regression model with different dependency

X = Correl Y=MI —0.3300 0.9644 0.8910 1 measures.

X = Cortel Y = ROC —1.7031 0.9822 09192 4

X = Cortel Y = ANOVA  —2913.6696 0.9839 0.9315 9

X =M Y = Correl —1.438 0.9796 0.9262 5

X =M Y=MI —0.4139 0.9859 09297 3

X =M Y =ROC —2.6366 0.9828 0.9279 6

X =M Y = ANOVA —2914.5083 0.9839 0.9315 9

Note: The bold values are the largest numbers and therefore the best model choice.

interested in a comparison between classical, metaheuristic
algorithms, such as evolutionary algorithms (EA) or estimation
of distribution algorithms (EDA) [27-30].

One core element of such algorithms are stochastic com-
ponents, for example, the random mutation of solutions in an
EA or the sampling from a distribution in an EDA. Similar to
non-quantum metaheuristics, QAOA also has random com-
ponents (potentially as part of the classical update step, as well
as stochastic elements in the physical quantum circuit). As
such, a comparison with (mostly) deterministic solvers such as
CPLEX is less intuitive. Moreover, globally optimal solutions
may not be necessary (and indeed not guaranteed to be found
within a limited time frame), and hence it may be of interest to
investigate how intermediate (non-optimal) results of a clas-
sical stochastic algorithm compare to those of QAOA.

Another interesting aspect of this comparison is that the
metaheuristics we consider are not limited to quadratic (or
polynomial) objective functions: they are also applicable to
arbitrary non-linear optimisation problems (with the respective
consequences for performance).

5.2 | Classical, stochastic optimisation
algorithms

We tested four metaheuristics: A simple evolutionary algorithm
(EA), a self-adaptive evolutionary algorithm (SAEA), a uni-
variate estimation-of-distribution algorithm (UEDA), and a
discrete version of the covariance matrix adaption evolution
strategy (DCMA).

5.2.1 | Evolutionary algorithm
Evolutionary algorithms (EA) iteratively create new candidate
solutions (“offspring”) from existing candidate solutions
(“parents”) via random variation operators (“mutation” and
“recombination”). Candidates that perform well influence
candidates in the next iteration. For a more in-depth intro-
duction see, for example, [27].

The simple EA employed in this experiment uses a fixed
mutation and recombination rate, considering a population of

p parents. Initially, candidate solutions are generated by first
uniformly sampling the number 7,; from {1, 2, ..., 27} and
then uniformly and randomly generating a bit-string with
exactly 7;,; ones.

In each iteration, new candidate solutions are generated via
a mutation operator and a recombination operator. The
following operators are used:

® Mutation: bit-flip; inverting a random number of bits of an
existing candidate solution.

® Mutation: block-inversion; inverting a random block
(sequence) 4,7 + 1, ...J — 1, 7 of bits.

® Mutation: cycle; cyclically shifting bit-values to the right or
left.

® Recombination: one-point crossovet; all bits up to bit 7 ate
taken from one parent and the remaining bits from the
second parent.

® Recombination: two-point crossover; selecting a random
sequence of bits 7,2 + 1, ...j — 1, from one patent and the
remaining bits from the second parent.

® Recombination: uniform crossover; selecting bits uniform
randomly from both parents.

The mutation rate 7,, determines how many bits are changed
with each mutation operator (i.e., number of bits flipped, size of
the inverted block, step size of the cyclical shift). We will
investigate four parameters for tuning: population size p, mu-
tation operator choice for recombination 0, and mutation 0,,,,
and the mutation rate 7,,. The remaining parameters of the EA
are left at default values. For performance reasons, an archive of
all candidate solutions is not retained. The employed imple-
mentation is available via the R-package CEGO [31].

5.2.2 | Self-adaptive evolutionary algorithm

One issue of the ‘simple’ EA described above is that it requires
setting fixed algorithm parameters. The performance of the
EA is rather sensitive to some of these parameters (e.g., pop-
ulation size, operator choices, and mutation rate). Hence, these
parameters may require tuning or else, may lead to unsatis-
factory performance.
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FIGURE 6 Same as in Figure 3 for the breast cancer data and a number of 8 features (qubits): Approximation ratio obtained with VQE (blue), QAOA
(salmon-coloured), tuned QAOA (olive), and random sampling solution (gold) as a function of iteration p (Up to Puay = 5) for a another fixed value of ¢p = 0.75

and dependency measures (pfmm, p;mget): (a) X = Correl, Y = Correl, (b) X = Correl, Y = MI, (c) X = Correl, Y = ROC, (d) X = Correl, Y= ANOVA,

(e) X =MI, Y = Correl, (f) X =MI, Y=MI, (g) X = MI, Y= ANOVA, and (h) X = MI, Y= ROC. The highest approximation ratios are obtained with VQE and
with the tuned QAOA method. For this data set, the standard QAOA method (salmon-coloured) performs significantly less well. The lowest approximation ratios

are again returned by the random search.

The self-adaptive EA (SAEA) tries to partially alleviate this
issue by attaching several parameters € to each solution
candidate (i.e., to each individual in a population). Our SAEA
variant follows a similar approach as described for the Mixed
Integer Evolution Strategy [32].

Subsequently, the parameters € are evolved alongside the
actual binary decision variables z: each candidate solution is
then composed as Z/ = {z, 8}. Thus, if some solution candidate

is successful (i.c., has a good objective function value), the
associated parametets 6 (e.g,, the mutation rate) that were used
to generate it are more likely to be used in subsequent itera-
tions as well.

Note that some algorithm parameters will necessarily be
fixed (at least during a single algorithm run) and not attached to
each candidate solution. For example, we have to specify a set of
operators, ranges of parameters, and learning rates to configure

85U8017 SUOWWOD AIE8.D 3|qedldde ay) Aq peusenob o sejoie YO ‘8sn JO Sa|Nn J0j AIq1T 8UIUQ A8]IA UO (SUONIPUCD-PUe-SWLBY W00 A8 | Afe.d 1 jpul juo//:Sdny) SUONIPUOD pue swie 1 8y} 89S *[Z0z/20/yT] uo Akeiqiauljuo A1 ‘4v 1 Bejoyureld Aq 9802T 2oW/6v0T OT/I0p/W0D A8 i Akeidijpul U0 Yo eesaiel//sdny woly pepeojumod ‘0 ‘62682892



14

HELLSTERN ET AL.

—9— phi=0 - phi=0.2 —4— phi=0.4

—

1.00 1 o o

14

0.99 A

0.98 1

L 0.97
0.96
0.95

0.94 +

1.00 A
0.98 1
0.96 A
0.94 -
—
0.92 +
0.90 1
0.88 1

0.86 -

0.98
0.96 - /
—_
0.94 1
0.92 4

0.90 1

1.00 1

0.95 1

0.90

0.85 1

0.80 1

—— phi=0.75

(a)

(c)

(e)

(9)

phi=0.95
1.000 1 (b)

0.975 4

0.950

0.925 A

0.900 A

0.875 1

0.850 A

1.00 (d)

0.95

0.90 -

0.85 -

0.80 -

0.75 4

0.70 1

1.00 A f
0.98
0.96
0.94 1
0.92 1
0.90

0.88

(h)
1.00

0.95 1

0.90

0.85 1

0.80 +— T T T T T T

FIGURE 7 Same as in Figure 5 for the breast cancer data set and a number of 8 features: Approximation ratio for varying values of ¢ = {0, 0.2, 0.4, 0.75,

0.95} (blue, green, purple, grey, and yellow line) shown as a function of iteration p (Up to .y = 7) evaluated for the following dependency measures
(pfv(mm,e, p%ﬂgﬂ): (a) X = Cotrel, Y = Correl, (b) X = Cotrel, Y= MI, (c) X = Cortel, Y= ROC, (d) X = Correl, Y= ANOVA, (¢) X = MI, Y = Correl, (f) X = MI,
Y =MI, (g) X = MLY = ANOVA, and (h) X = MI, ¥ = ROC. For all measures, an intra-feature setting (¢ = 0) shows the best performance.

the self-adaptive procedure itself. The underlying motivation is
that the algorithm should be less sensitive to the parameters that
control the self-adaptive procedure (e.g., learning rate) when
compared to the sensitivity to changes in the parameters
controlled by that procedure (e.g., mutation rate).

In detail, the SAEA will self-adapt the following three
parameters: the mutation rate 4 = 7, € [1/n, 1], the mutation
operator choice 8, = o0, (bit-flip, block-inversion, and cycle),

and the recombination operator choice 65 = o, (1-point, 2-
point, and uniform).

The choices of operators for mutation and recombination
are themselves also mutated, choosing randomly with proba-
bility p, from the parents. Similarly, the mutation rate is
mutated in each iteration, via 6 = 6,¢°. Here, 7 is a learning
rate (hyperparameter), and € is a normal-distributed random
sample with zero mean and unit variance. Intermediate

85U8017 SUOWWOD AIE8.D 3|qedldde ay) Aq peusenob o sejoie YO ‘8sn JO Sa|Nn J0j AIq1T 8UIUQ A8]IA UO (SUONIPUCD-PUe-SWLBY W00 A8 | Afe.d 1 jpul juo//:Sdny) SUONIPUOD pue swie 1 8y} 89S *[Z0z/20/yT] uo Akeiqiauljuo A1 ‘4v 1 Bejoyureld Aq 9802T 2oW/6v0T OT/I0p/W0D A8 i Akeidijpul U0 Yo eesaiel//sdny woly pepeojumod ‘0 ‘62682892



HELLSTERN ET AL.

15

TABLE 5 Model performance for the

data with 27 features. AUROC Accuracy Number of features
All features 0.7913 0.764 27
Selection with RFE 0.7904 0.757 17
Selection with LASSO 0.7768 0.732 17
TABLE ith 2
LE 6 Results for the data with 27 Objective AUROC Accutacy Number of features
features with classical optimisation
approaches. Greedy optimisation —0.7232 0.7469 0.709 8
IBM's CPLEX —0.7232 0.7469 0.709 8
TABLE 7 Results for th ith 2
. st ,tg . orAt ¢ data with 27 Objective AUROC Accuracy Number of features
features with QC optimisation approaches.
QASM -Simulator, p = 1 —0.6821 0.7412 0.731 7
QASM-Simulator, p = 2 —0.6974 0.718 0.707 7
QASM-Simulator, p = 3 —0.70421 0.7435 0.707 7
Real Device (Auckland), p = 1 —0.6097 0.7323 0.722 5
Real Device (Auckland), p = 2 —0.6218 0.7444 0.709 8
Real Device (Auckland), p = 3 —0.6348 0.7469 0.7225 6
Real Device (Kolkata), p = 4 —0.6199 0.7482 0.72 9
Real Device (Ehningen), p = 1 —0.6073 0.7374 0.702 7
Real Device (Ehningen), p = 2 —0.5982 0.7304 0.695 7
Real Device (Ehningen), p = 3 —0.3543 0.7452 0.712 7

TABLE 8 Approximation ratios for the
data with 27 features, with QC optimisation

Approx. ratio rel. CPLEX Approx. ratio rel. Sim.

approaches. Random Sampling

Real Device (Auckland), p = 1
Real Device (Auckland), p = 2
Real Device (Auckland), p = 3
Real Device (Kolkata), p = 4

Real Device (Ehningen), p = 1
Real Device (Ehningen), p = 2

Real Device (Ehningen), p = 3

0.7314 0.6899
0.8351 0.7086
0.8189 0.7466
0.8274 0.7159
0.8271 0.7272
0.8356 0.7185
0.8734 0.6941
0.8541 0.7299

crossover is used to recombine 6] =f (HT“),HTQ)) values

from parent solutions {Z/", 2/?}.

Like the simple EA, the SAEA implementation is available
via the R-package CEGO [31] and uses the same initialisation
strategy.

523 |
algorithm

Univariate estimation-of-distribution

The third algorithm we employ is an estimation of distribu-
tion algorithm (EDA). EDAs essentially model the set of

candidate solutions with a distribution, iteratively sampling
from that distribution to generate new candidates and then
updating the distribution parameters based on the evaluated
candidates.

Here, we use a separate univariate binary distribution to
model each solution bit z;. Specifically, our univariate EDA
(UEDA) is a variant of the population-based incremental
learning algorithm (PBIL) [33]:

® FEach bit z; is represented by an independent probability p,,.

® New candidate solutions are sampled based on these
probabilities. We refer to the number of generated candidate
solutions (bit-strings) as the population size .
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® Hach candidate solution is evaluated with the objective
function.

® The better 50% of the candidate solutions are selected.

® Based on that selection, new probabilities p;‘l_ are estimated
(via the mean value for each bit over all selected candidates).

® The probabilities for the next iteration ate set via a ‘learning’
update p,, = p,(1 = 7) +pj 7.

® To avoid collapsing to p,, = 0 or p,, = 1, the probabilities are
limited to p,, € [1,1—1].

An implementation of this simple UEDA was written by the
authors in R. It uses the same initialisation strategy as the EA.

5.2.4 | Discrete covariance matrix adaption
evolution strategy (DCMA)

We also employ a variant of the covariance matrix adaption
evolution strategy (CMAE-ES), which can handle discrete
(including binary) variables by introducing a lower bound on
the marginal probabilities [34]. In essence, this algorithm can
also be viewed as an EDA. But in contrast to the UEDA,
correlations between variables z; are taken into account, as the
internal distribution is based on an evolving covariance matrix.

We use the implementation of this margin-based CMA-ES
provided by the cmaes python library [35] and refer to this
algorithm as discrete covariance matrix adaption (DCMA).
Besides the population size p, this algorithm is also impacted
by an initial standard deviation oy, as well as the margin
parameter Q.

5.2.5 | Random and greedy search

Finally, we employ two simple algorithms as baselines to
compare against a simple greedy local search with restarts
(GRS) and random search (RS). The former is at its core a
purely exploitative, local search, while the latter is a purely
explorative, global search.

The local search procedure of the GRS starts at a
random initial solution (determined in the same way as the
initial solutions in the EA). Neighbouring candidate solu-
tions are produced by bit-flips in a random order. If a
neighbour improves on the current solution, it immediately
becomes the current solution. If no neighbour improves on
the current solution, the procedure is restarted with a new
initial solution. We do not tune this procedure for the sake
of simplicity. Note that we could in principle make this
procedure more complex, for example, by redefining
neighbouring solutions to mean something else than single
bit-flips, by introducing a more clever way to generate new
initial solutions for restarts, or by hybridising it with the EA
or similar algorithms.

The random search simply tries out new candidate solu-
tions at random, where each solution is generated in the same
way as random initial solutions in the EAs.

5.3 | Experiment

The entire data set is randomly split into two subsets. Each
subset is used to generate a corresponding instance of the
QUBO objective function, using correlation as the respective
dependency measure. One instance is used for tuning and the
other for validating/compating the (tuned) algorithms.

For the quantum algorithm QAOA, we run the algorithm
on real QC devices (mainly Geneva and Montreal) nine times
for p = 3, solving only the validation instance. Similatly,
CPLEX is run on the validation instance of the objective
function (and is used to provide a baseline, as it solves this
problem exactly).

5.3.1 | Algorithm tuning

Tuning is performed on the first of the two instances of our
objective function. The goal is to provide just a very rough pre-
configuration for the meta-heuristics to avoid performance
loss due to poor algorithm configuration and to facilitate a
reasonably fair comparison between the metaheuristics.

Therefore, the employed tuning method is uniform
random search: For each algorithm, 100 algorithm configura-
tions are sampled uniformly at random. For each algorithm
configuration, 10 independent algorithm runs are performed.
Each run uses a maximum of 2000 objective function evalu-
ations. Afterwards, the configuration with the best median
performance over the 10 runs is returned as the ‘tuned’
configuration. Here, ‘performance’ means the median sum
(overall objective function evaluations (OFE)) of the cumula-
tive minimum objective value recorded by the tuning proced-
ure. We tune two to four ‘main’ parameters of each algorithm,
as specified in Table 9 (omitting the simpler baselines and
omitting QAOA due to computational constraints).

The tuning results in Table 9 indicate that SAEA performs
best on the respective tuning instance of the objective func-
tion, followed by UEDA. The simple EA performs worst
during tuning, In addition, the low standard deviation implies
that SAEA is less sensitive to the tuned parameters, which may
reasonably be attributed to the self-adaptive mechanism.

In terms of tuned parameters, the mutation rate for the EA
is close to 1/n, and the respective operator is bit-flip. This
suggests that disturbing solutions as little as possible are
preferable. The chosen recombination operator is a uniform
crossovet. This makes sense, as there is no obvious structute in
the order of bits z; (i.e,, the underlying data features, whose
order is arbitrary) which would have to be preserved by using
1- or 2-point crossover. The population size is the largest in
the tested set of algorithms, which may be a reasonable mea-
sure to account for the relatively static behaviour of the EA.

The learning rate 7 = 0.048 of the SAEA is set rather
low, resulting in an average change in the mutation rate
of only 3.8% per iteration. Considering that the initial mu-
tation rate is at 1/#7, this means that it will probably remain
fairly low throughout the entire run. Comparatively, the
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;I(;:&efcl}: }]ir:me‘?;tnmg: Bounds and results ' Range Tuned Performance
Algorithm Parameter of values value (sd-all)
EA Population size p [4, 200] 52 —565
Mutation rate 7,, [0, 1] 0.042 (73.2)
Mutation opetator 0,, {1, 2, 3} 1
Recombination operator o, {1, 2, 3} 3
SAEA Population size p [4,200] 14 —593
Learning rate 7 [107*, 10°] 107" (25.6)
Probability p, [0,1] 0.30
UEDA Population size p [4, 200] 15 —586
Leatning rate 7 [0, 1] 0.95 (66.5)
DCMA Population size p [4, 200] 19 —576
Initial stand. dev. Gjne 107, 10% 10729 (59.0)
Margin a,, [(wm)™", (um)™" (wm)™'

Note: b, is the budget, that is, the maximum number of evaluations per run during tuning, Mutation operator codes are 1:

bit-flip, 2: block-inversion, 3: cycle. Recombination operator codes are 1: one-point, 2: two-point, 3: uniform. Where values

are specified with exponents, random search applies uniformly in the exponents (instead of uniform in terms of actual

values). The column ‘performance’ lists the median sum of the cumulative minimum objective value recorded by the tunin,
p ) Y g

procedure. In brackets, the standard deviation over all random configurations is given (not the standard deviation of the best

performance only).
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FIGURE 8 Top left: best-found objective value after 100 objective function evaluations (OFE) per run. Top right: same after 5000 OFE. QAOA is best
overall, not counting OFE, hence the same in top left and top right. Bottom left: approximation ratio (of the last 50 of 5000 OFE in the case of the non-

quantum algorithms). Bottom right: raw objective function values of the last 50 OFE.

probability for changes of the operators is set rather high,
leading to more frequent changes of the operator (which
may either indicate that these operators have to change
dynamically during the optimisation run, or else, that the
algorithm is not that sensitive to frequent changes of the
operators).

The UEDA receives a rather high learning rate. This means
that new probabilities ] estimated in an iteration contribute

more to the respective probabilities in the next iteration than
the probabilities employed in the current iteration of the

UEDA. Apparently, the UEDA requires changing the proba-
bilities rather dynamically throughout each algorithm run.

Finally, the DCMA receives a population size that is slightly
larger than the default at 13. The initial standard deviation is
set rather low, and the margin parameter is set close to the
suggested default (un)~".

Only the more complex non-QC metaheuristics are tuned.
The QAOA algorithm is not tuned before running it on the
physical QC devices, since the accessibility of the system does
not allow for the correspondingly larger number of runs
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FIGURE 9 Optimality gap of the metaheuristics over the number of OFE (with log-scaled axes). Coloured thick line is the median of each metaheuristic.
The coloured ribbon shows 5 and 95 percentiles. Black dashed lines show 5, 50, and 95 percentiles for QAOA. The thin red line at the bottom shows the global
optimum value of the objective function (determined via CPLEX). The optimality gap is the difference of the best-found objective function value to the

optimum. The optimum is rounded down on the third digit to avoid infinite values. Hence, the global optimum is just below the 0.001 mark.

required for tuning. Also, the metaheuristics, unlike QAOA, are
not specifically developed for quadratic (or polynomial)
objective functions and are hence, by default, less specialised to
this problem class.

5.3.2 | Validation experiment

Validation is performed on the second of the two instances of
the objective function. The goal of this is an unbiased com-
parison to avoid potential overfitting of algorithm parameters to
the tuning instance, although this is relatively unlikely given the
rather coarse tuning procedure.

For each algorithm, a maximum of 5000 objective function
evaluations are allowed per independent run. 20 independent
runs are performed for each metaheuristic algorithm (each run
with different initial seeds).

Due to the limited availability of computing hardware,
QAOA performs only 9 independent runs on the validation
instance, with 58 to 79 iterations. Note that each run takes
three to 4 hours to complete (time-in-queue not included). In

comparison, a run of any of the metaheuristics takes 2—6 s,
depending on hardware details (using no parallel computing
resources). CPLEX usually requires less than one second but
makes use of multiple CPU cores if available.

5.3.3 | Validation result

Figure 8 shows some first results from the validation experi-
ment. The upper two boxplots show the best solution found
(aggregated over the independent runs of each algorithm),
early after just 100 classical objective function evaluations
(OFE) and finally after 5000 OFE. The numbers shown for
QAOA are in each case recorded at the end of a terminated
run. Here, we see that while QAOA results are better than early
results from each classical algorithm, the classical algorithms
eventually find better results if enough OFE are invested.
Among the classical algorithms, GRS performs best in
terms of early performance. SAEA and GRS are the only al-
gorithms to attain the global optimum in all runs within 5000
OFE with GRS converging considerably faster. This clear
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FIGURE 10 Optimality gap of the metaheuristics and QAOA over the number of OFE (log-scaled axes), similar to Figure 9, for the first 1000 OFE. Since
QAOA does not consume OFE, it is instead reported against the number of QAOA iterations, where each QAOA iteration is (somewhat arbitrarily) valued at 86
OFE, to enable a comparison to the metaheuristics (i.e., scaled up to 5000 OFE). The optimality gap is the difference of the best-found objective function value

to the optimum. The optimum is rounded down on the third digit to avoid infinite values. Hence, the global optimum is just below the 0.001 mark.

advantage of GRS is also visible in Figure 9 and may indicate
that the problem is ‘easy’ to solve at least from a local search
perspective: Only a few repeated local searches are sufficient to
consistently determine the optimum.

The lower left of Figure 8 shows the approximation ratio
(AE) after 5000 OFEs. Note, that unlike the QAOA, AR
values of the classical algorithms simply consider the last 50
evaluations of each run, weighting each observed candidate
solution equally. The EA receives AR values comparable to
QAOA, and all other algorithms receive higher values. But
note that AR is not necessarily a comprehensive quality
measure for the classical algorithms, since good performance
(in terms of the best solution found) can be achieved by all
four tested algorithms, despite significant differences in terms
of AR. The reason here is that while final performances are
equal, the variation of results differs a lot between the four
algorithms as the bottom right plot shows. Here, the EA and
SAEA variants show much larger variations than the UEDA
and DCMA. This is not (necessarily) a negative observation
for EA and SAEA. In fact, a larger variation of the sampled

candidate solutions may imply a better ability to escape local
optima.

As can be seen in Figure 9, the metaheuristics require a
few hundred of OFE to match the performance of the final
QAOA results. Since QAOA does not consume OFE, it is
instead reported against the number of QAOA iterations in
Figure 10, where each QAOA iteration is (somewhat arbi-
tratily) valued at 86 OFE to enable a visual comparison with
the metaheuristic solvers. The corresponding plot shows that
QAOA itself starts with better objective function values than
the competing algorithms, but after some initial gains, it
progresses only a little. Only the simple RS is consistently
outperformed by QAOA.

While QAOA (when run on actual QC hardware) ach-
ieves decent results fairly early, it is not yet able to compete
with non-QC optimisation algorithms. Determining whether
this might eventually change will require a more in-depth
investigation that would have to make strong assumptions
about, among others, how costs/efforts of QC and non-QC
algorithms are to be compared reasonably and how they

8518017 SUOWILIOD 3AIeR1D) 3|cedl|dde 3y} Aq pausenob 8e ssole O ‘85N JO S3INJ 10y AReiq 1T 3UIIUO AB|IM UO (SUO R IPUOD-PUe-SWISY W00 A | 1M AReq1 BUT IO/ SAY) SUORIPUOD pue SWiB | 843 89S *[202/20/7T] Uo Arigiauliuo A8 |IM 'SV ejouuneld Aq 9802T 2oIb/60T OT/I0p/LI0Y A8 1M AReIq 1 BUIIUO"YOBeSa.18 1//:SANY WO1) PAPEOIUMOQ ‘0 ‘52682692



20|

HELLSTERN ET AL.

scale with aspects such as problem dimension or available
parallel computing power.

6 | DISCUSSION

In this paper, the problem of selecting appropriate features for
a supervised learning algorithm has been transformed into an
optimisation problem. This optimisation problem has been
solved with classical numerical methods as well as with quan-
tum computing.

During the transformation of the feature selection
problem, several ambiguities arise: One may choose between
different dependency measures and choose whether the
dependency between the features or the dependency be-
tween each feature and the target is more important. While
the choice of the dependency measure depends on the data
set considered, we found that in general a high value of ¢ is
favored, implying that the dependency between the target
and the features is more important.

When comparing the performance of the optimisation
method (with a proper choice of the dependency measure and
@), this method can compete with established methods like
RFE or LASSO. Howevet, all feature selection methods seem
to be unable to find the global optimum, which could be ob-
tained by brute force, for our small data sets.

After confirming that the optimisation method for feature
selection works in principle, we explored different methods to
solve the resulting quadratic binary optimisation problem: A
simple greedy search algorithm, a well-established commercial
optimiser (IBM CPLEX), and a cutting-edge method of quan-
tum computing.

For the quantum computing solution, we used the
QAOA algorithm within the gate-based approach and used
quantum simulators, as well as real quantum hardware
available on the IBM quantum cloud. While solving in-
stances based on small data sets was just to demonstrate the
feasibility, solving the 27-feature problem is undoubtedly
more interesting. Although we were limited to & < = 3
within QAOA, we obtained approximation ratios above 0.80
on real hardware, well above the random sampling result.
With the number of qubits currently available, the classical
and metaheuristic methods are not outperformed by quan-
tum computing. An open question that will be addressed in
future work is the scaling of both approaches, that is, if and
for which number of qubits there might be a quantum
advantage.
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