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Abstract
Neural networks showgreat potential for qualitymonitoring inmanufacturing.However, obtaining suitable and comprehensive
training datasets remains a challenge. Moreover, discrepancies between training and inference data distributions can lead
to a degradation of model performance. This issue is especially relevant in volatile settings like in high-mix, low-volume
production or in remanufacturing, where product variants or observed defect patterns frequently change. This currently hinders
the application of machine learning methods in such scenarios. Therefore, we propose a method for ongoing adaptation of
machine learning models, i.e., neural networks, during operations. Manual efforts for quality assurance and data annotation
are reduced by involving human feedback only when there is a risk of incorrect model predictions and by using that feedback
to adapt a model in case of changed data distributions. To accomplish this, the proposed method combines approaches
from active and continual learning for targeted sample selection and efficient model adaptation. An extensive experimental
evaluation is performed using two application scenarios. We find that a sample selection based on a simple threshold on the
model’s confidence score yields a good trade-off between manual effort and the overall system’s classification performance.
Additionally, the experiments demonstrate that by warm starting model training and regularizing the training process with a
small number of historical samples the necessary training time for model adaptation can be significantly reduced.

Keywords Machine learning · Quality monitoring · Continual learning · Active learning · Distribution shift

1 Introduction

Machine learning techniques like deep neural networks
(DNN) have significant potential for quality monitoring
applications in manufacturing. Such DNN can extract mean-
ingful features from high-dimensional data like images and
perform subsequent classification based on visible qual-
ity indicators, e.g., to differentiate between OK and nOK
(not OK) samples. Application examples include welding
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processes [20, 40], battery production [4, 26], or visual
inspection in remanufacturing [29].

However, the availability of suitable training data consti-
tutes a significant challenge for many practical applications.
If the samples the model faces during operation are not sim-
ilar enough to the training data (e.g., due to changed product
variants, tool wear, or lighting conditions) the model per-
formance decreases. Such a change in the data distribution,
violating the assumption of independent and identically dis-
tributed data, is commonly referred to as distribution/dataset
shift [13, 51] or data drift [37]. These can be further dif-
ferentiated into concept drift and covariate shift scenarios.
Concept drift is used to describe changes in distribution that
are caused by changes of underlying concepts or hidden
contexts [37, 69]. Covariate shift refers to scenarios where
only the input distribution p(x) changes while the condi-
tional distribution of outputs depending on the inputs p(y|x)
does not [37, 51]. Regardless of the abstract mechanisms
in play, events that lead to a change in the data distribution
can happen quite frequently in practice, especially in high-
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mix, low-volume production or use cases that exhibit a high
degree of uncertainty. An example of the latter is the qual-
ity inspection step in the process chains of remanufacturing,
refurbishment, or other “R strategies.” Here, product types or
variants may change frequently and potential defect patterns
and signs of wear are not always known in advance [17].

The problem of changing data distributions is also
addressed in the context of process control for example.
Iterative learning control approaches, e.g., [61] or [48], uti-
lize obtained error signals to improve the control system.
Although neural networks may be employed for this pur-
pose, the used models are usually small. In this work, we
focus on quality monitoring applications instead, that require
deeper model architectures to extract useful features from
high-dimensional data. One option to increase the robustness
of DNN to out-of-distribution data may be the use of diverse
data augmentations or the artificial generation of training
samples [23, 60]. However, this requires prior knowledge to
anticipate possible changes in the data distribution. Another
option to successfully operationalize machine learning mod-
els in volatile quality monitoring applications is to monitor
and further adapt the models while they are already in opera-
tion, which is the approach followed in this work. Active and
continual learning methods promise a high potential for this
and could be used in a complementary way. Active learning
focuses on the selection of the most promising samples from
a pool of unlabeled data for subsequent labeling and model
refinement [55]. Continual learning examines how an already
trained model can be adapted to a new task or data distribu-
tion without overwriting existing knowledge when further
optimizing its parameters [46].

In recent years, initial concepts that address the monitor-
ing and adaptation of machine learning models in quality
monitoring applications were proposed [27, 32, 33, 38, 52,
58, 62] (c.f. Section2.3). However, most of theseworks focus
either on operational and IT-related aspects or the mere mon-
itoring of the model and the data distribution. This means
falling back to manual quality monitoring when a change in
the data distribution is detected. Model adaptation usually
happens offline and relies on manually generated and anno-
tated training datasets. These works constitute an important
step tomonitor the reliability of deployedmodels in practical
applications to avoid further usage of an inadequate model.
Nevertheless, the manual efforts for model adaptation when
a distribution shift actually occurs are still high. This leaves
a barrier to the use of machine learning methods for quality
monitoring tasks in more volatile settings.

In this work, we present a method for adapting machine
learning models in parallel to the monitored manufacturing
process. The human only intervenes when there is a risk of
incorrect model predictions, e.g., in the case of new defect

patterns, and assesses these samples manually. This gener-
ates annotated samples with high information content “on
the fly.” By quickly adapting the model using these samples
the manual annotation effort is further reduced, as the risk
of incorrect predictions decreases with the adaptation. This
enables a rapid response to process changes and resulting dis-
tribution shifts, thus contributing to a more economical use
of deep learning methods in high-mix, low-volume scenarios
or applications involving a high degree of uncertainty.

We evaluate the method by assessing the overall classifi-
cation performance achieved by the whole system (incl. the
human interventions) over a stream of test samples and com-
pare it with the amount of manual effort required for human
intervention (i.e., to verifymodel predictions and to label new
samples). Since the model adaptation should be performed
as fast as possible, we also take the computational efficiency
of the adaptation process into account.

Our main contributions are as follows: First, a method
for the active and continual adaptation of machine learn-
ing models in quality monitoring applications is outlined
and the integration into real-world production processes
is discussed. Second, experimental evaluations using two
exemplary application scenarios are conducted. Thereby, dif-
ferent strategies for the active selection of samples requiring
manual verification are compared and approaches for com-
putationally efficient model adaptation are evaluated. We
find that a simple strategy based on the application of a
threshold to the model’s confidence to select new samples
for model adaptation yields the best trade-off between man-
ual annotation effort and system performance. Furthermore,
the training time for model adaptation can be significantly
reduced without sacrificing performance by further training
(warm starting) an existing model and regularizing the adap-
tation process with a small set of historic samples.

The remainder of this paper is structured as follows.
Section2 outlines relevant fundamentals and reviews related
works on adaptive machine learning approaches for qual-
ity monitoring applications. Afterward, in Section 3, the
proposed method for model adaptation is presented and dis-
cussed. Subsequently, the method is evaluated in Section 4.
This is followed by the conclusion and an outlook on further
research potential in Section 5.

2 Fundamentals and related works

In this section, the fundamentals of active and continual
learning and their applications in the manufacturing domain
are addressed first. Afterward, related works on adaptive
machine learning in qualitymonitoring are discussed inmore
detail.
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2.1 Continual learning

Fundamentals Continual learning approaches target scenar-
ios where a model faces a sequence of incremental tasks
with dynamic data distributions and must be adapted to them
accordingly. This adaptation should be performed with no
or only limited access to data of older tasks, either since the
data is no longer available or to meet compute or data storage
limitations [46, 68].

In this context, so-called catastrophic forgetting con-
stitutes a major challenge. This occurs when a model’s
adaptation to a new task worsens its ability to perform older
ones [68]. Wang et al. [68] differentiate continual learning
scenarios, depending on the data label space, the availability
of task identities, and data availability. Out of these, so-called
domain incremental learning fits the scenario of this work
best, where tasks have the same data label space (e.g., pos-
sible classes of a classification problem) but different input
distributions and no task identities (e.g., additional labels
stating to which task a sample belongs) are provided [68].

In recent years, several continual learning approaches
have been proposed in scientific literature. These can be
roughly divided into regularization-based, rehearsal-based,
and architectural methods. Architectural methods incremen-
tally change the neural network topology across tasks to form
task-specific regions [14, 45, 57]. Rehearsal-based meth-
ods buffer selected historic samples and reuse them when
training for a new task [36, 54]. Regularization-based meth-
ods regularize the training process by introducing additional
loss termini to avoid changes to model parameters that are
important for previous tasks [1, 30, 50]. So far, none of the
mentioned methods has been able to establish itself as uni-
versally superior and their strengths and weaknesses must be
weighed up individually for different applications. For exam-
ple, Hsu et al. [24] found in a comparative study that a naive
rehearsal-based approach can surpass regularization-based
methods. In contrast, authors in [62] highlight the benefits of
regularization-based methods for manufacturing use cases,
since these do not need access to historic data, reduce com-
putational and storage costs, and do not increase model size
over time.

Applications inmanufacturing There are several studies that
apply continual learning approaches in the manufacturing
context. For example, Chen et al. [8] propose a mixture of
different continual learning methods to improve machine
learning-based fault diagnosis of machinery. Their approach
uses two sets of model weights whose outputs are aggre-
gated to solve the plasticity-stability dilemma. Dalle Pezze
et al. [9] propose a rehearsal-based method. It is evaluated
on an exemplary dataset where future machine alarms should
be predicted, constituting a multi-label classification setting.

Maschler et al. [39] apply regularization-based methods to
machine learning-based anomaly detection for oil pumps of
a hydraulic press. Similarly, [63] apply the regularization-
based techniqueMAS (memory aware synapses) [1] to adapt
a quality prediction model for an injection molding use case.

In summary, the identified literature underlines the poten-
tial of continual learning techniques to reduce computational
effort and counteract catastrophic forgetting when the avail-
ability of historical data is limited. However, most applica-
tions still operate under the assumption that a labeled training
dataset is available for each new task and that themodel adap-
tation is explicitly triggered.

2.2 Active learning

Fundamentals Active learning tackles the problemof select-
ing the samples for annotation that bring the maximum
information gain to the training process. These samples are
queried from a pool or stream of unlabeled data. While in
stream-based active learning, an independent judgment is
made for each sample whether it should be labeled and used
for training, pool-based active learning assumes access to
the whole pool of unlabeled data to select the samples that
promise the highest performance gain [55]. Given the com-
puting and storage capability of modern IT infrastructure,
pool-based active learning is more popular [55]. Thereby,
samples are queried in batches to suit the training process of
modern DNN and the query strategy used to select the sam-
ples constitutes a central element of the whole process [55].
Apart from random sampling, the strategy may be based on
some measure of model uncertainty or confidence to select
samples with the highest uncertainty or lowest confidence
respectively [2, 22, 53]. So-called density-based strategies
try to sample a smaller core set [49] that is still representative
of the true distribution [16, 71]. Here, a model’s latent repre-
sentations of the data can be used to quantify the distance of
samples in an embedding space. Overall, an effective query
strategy has to find a suitable trade-off between exploration
and exploitation by selecting a diverse and representative set
of samples or focusing on samples near the decision bound-
ary between the classes. Therefore,many applications deploy
a combination of the above-mentioned strategies [55].

Ren et al. [55] state threemain challengeswhen combining
deep and active learning. The first problem is a lack of reli-
able prediction uncertainty or confidence estimates in DNN.
In practice, the probability obtained by applying the softmax
function to a model’s output logits may not be a reliable con-
fidence measure and models tend to be overconfident [18].
Second, the amount of required training data renders simple
one-by-one query methods of classic active learning insuffi-
cient. The third challenge is related to the fact that in deep
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learning, the features are extracted by the trainedmodel itself.
Thus, as the model changes during training, query strate-
gies that rely on fixed feature representations are adversely
affected. However, freezing the feature extractor and only
training the last classification layers of a model might result
in sub-optimal feature representations.

Applications in manufacturing Some research has already
been conducted on the application of active learning to
quality monitoring tasks. For example, Rožanec et al. [56]
reduce the labeling effort when building a quality inspec-
tion model for the detection of defective product labeling
prints using active learning. They employ a ResNet-18, pre-
trainedon the popular ImageNet dataset, as a feature extractor
and select samples based on a subsequent classifier’s uncer-
tainty. Dasari et al. [11] apply active learning to machine
learning-based defect classification in additive manufactur-
ing. Similar to [56], they extract features using a VGG-16
model. Subsequently, samples are queried using a cluster-
ing and query-by-committee strategy [59]. The authors in
[66] propose a novel active learning approach called adaptive
weighted uncertainty sampling, which balances uncertainty-
based and random sampling. The method is evaluated on a
use case in directed-energy-deposition additive manufactur-
ing. Papacharalampopoulos et al. [44] applied active learning
to machine learning-based tool wear prediction, which sig-
nificantly reduced the size of the required training dataset.

The presented literature underlines the potential of active
learning to reduce labeling efforts when applying machine
learning methods to manufacturing use cases. However,
most work focuses on a single model training or adaptation
episode. Yet, in practice, it may be necessary to contin-
uously monitor and adapt the model to be able to assure
high predictive performance, even when the data distribution
is constantly changing. Furthermore, the learning process
in active learning can be computationally costly, since the
model is usually retrained from scratch after each query
round [10].

2.3 Adaptive machine learning for quality
monitoring

Theneed formoredata-efficient approaches to applymachine
learning in production is widely acknowledged and the
above-mentionedworks already contribute to that goal.How-
ever, they are mostly limited to the adoption of individual
methods from the areas of active or continual learning (see
Sections 2.1 and 2.2), leaving the potential that can result
from the combination of different approaches untapped.
Nevertheless, some works on adaptive machine learning
systems for quality monitoring applications that combine
approaches like active and continual learning have been

proposed recently. These are presented in more detail below
and the need for further research is defined on this basis.

Related works Tercan and Meisen [62] combine methods
for out-of-distribution detection and the regularization-based
continual learning method MAS, to adapt machine learning
models to changing processes. The proposed method is eval-
uated in windshield manufacturing. Features extracted from
sensor signals are used to predict a single-value quality indi-
cator with an MLP (multi-layer perceptron) model. Changes
are identified by monitoring the process parameters to check
if they match the distribution of the training data. If a change
is detected, a new production campaign for training data gen-
eration is initiated where an additional measurement step is
introduced to acquire ground truth labels. The experiments
show the positive influence of the MAS approach under the
boundary condition of limited storage space and computa-
tional power.

Jourdan et al. [27] evaluate their proposed method using
accelerometer data of amilling process. The signals are trans-
formed into spectrograms that are classified intoOKandnOK
using a convolutional neural network (CNN). If a change in
data distribution is detected, based on the confidence scores
of the model, the automated monitoring process is stopped
and manual quality assurance measures are performed until
sufficient data to retrain the model is collected.

Lin et al. [33] propose a method for machine learning
model adaptation for image-based defect classification in
electronicsmanufacturing. If novel defect cases appear, these
should be integrated into the existing model. The model is
trained using an additional abstention class to identify novel
or out-of-distribution samples as proposed in [64]. After
enough new samples are detected and manually annotated,
the model is retrained. Thereby, the continual learning tech-
nique DER (dynamically expandable representations) [70]
performed best.

A similar method is proposed by [38] and evaluated on
image data of weld seams manufactured by laser welding.
The author uses an additional autoencoder’s reconstruction
error to identify samples that show defects not included in
the training dataset. The identified samples are stored in a
buffer, annotated by a human oracle, and when an adequate
number of samples is collected the model is further adapted
using the new and the old samples.

Need for research The presented works underline the impor-
tance of continuous model and data monitoring as well as
model adaptation, to assure reliablemodel performance. This
is especially relevant in real-world applications where some
distribution changes may occur unknowingly. However, in
certain scenarios, the presented methods have shortcom-
ings that increase manual efforts for data annotation and/or
manual quality assurance. To begin with, the selection of
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the data used for model adaptation is usually not discussed
in detail. A targeted selection could reduce the number of
required samples and thus the annotation effort. In addi-
tion, the approaches proposed in [62] and [27] assume an
offline training process for model adaptation. The monitor-
ing system is stopped until enough samples are collected
and, if necessary, manually annotated to further adapt the
model. The approach presented in [38] does not necessar-
ily stop the quality monitoring process for model adaptation.
However, the deployed autoencoder not only leads to addi-
tional computational effort during inference but also delays
the system’s adaptation. Similarly, the model training using
the additional abstention class in [33] requires additional,
out-of-distribution training samples, which delays a model’s
adaptation process. Longer adaptation times also result in less
frequent adaptation and therefore additionalmanual effort for
quality assurance.

These efforts may be acceptable for reliable manufactur-
ing processes where changes that require a model adaptation
are rare. In high-mix, low-volume scenarios or applications
with high planning uncertainty these manual efforts still hin-
der the application of machine learning methods and manual
quality assurance is still the norm [28, 29, 43]. To reduce
these efforts and foster the introduction of machine learning
methods in such settings, we propose amethod that is specifi-
cally designed for frequent adaptation of deployedmodels, an
aspect that has been largely overlooked to date. The proposed
method includes the continuous monitoring of the model’s
confidence, targeted manual verification of model predic-
tions, and fast model adaptation. It will be presented in more
detail in the next section.

3 Amethod for active and continual
adaptation of machine learningmodels
in quality monitoring applications

The proposed method is depicted in Fig. 1 and will be
described in the following. To process the streamof inference
samples a batch-wise approach is employed. This means that
at a given time t , the model outputs a set of predictions P
for a set or batch of samples S. This may also include latent
representations L of the samples. These predictions are then
processed by the active sampler, which identifies samples
that will be used for model adaptation. The selected samples
are subsequently verified and, if necessary, corrected by a
human expert, also referred to as the oracle, following the
terminology of the active learning community. The verified
samples are then used for model adaptation, along with his-
toric samples stored in the historic data buffer. After training,
the samples reviewed by the oracle are added to the historic
data buffer. Depending on the speed of the training process,
the updated model weights θ can be used directly for the next
batch of inference samples. The followingparagraphs discuss
the mentioned components, alongside their implementation
options, in more detail.

Active sampler The goal of the active sampler is twofold.
First, it should filter out predictions that have a high chance
of being false, e.g., in case model performance decreases due
to distribution shift. This improves the overall system per-
formance, assuming that the oracle correctly verifies these
samples. Therefore, a selection criterion such as a threshold
on the model’s confidence ct could be used. Second, other

Fig. 1 Overview of the proposed method for continuous model adap-
tation. At every time step t the model processes a batch of samples
S = si , ..., si+n generating a set of predictions P and latent representa-
tions L . The active sampler filters out predictions delegating them to the
human oracle, which checks and corrects the predictions if necessary.

The verified and, if necessary, updated predictions and corresponding
samples {P ′, S} are used for immediate model adaptation, which may
include historic samples as well. Given a sufficiently fast training pro-
cess, the updated model weights θ can be directly used to process the
next batch of inference samples
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query strategies like random sampling or selecting samples
from low-density regions in the latent space can be included,
to avoid a potentially emerging imbalance of the dataset. In
the case of extremely unbalanced class distributions, e.g., if
much more OK than nOK samples are produced, different
thresholds or criteria could be applied, depending on the pre-
dicted class. Alternatively, the samples selected by the active
sampler could be temporarily stored before being reviewed
by the oracle until a certain buffer size is reached, as sug-
gested by [38]. Although this would delay the adaptation
process.

Oracle How and where human feedback on critical samples
is obtained depends largely on the monitored manufacturing
process. In case quality inspection was previously performed
by human workers these could be relieved by the proposed
system andwould only need to verify the samples selected by
the active sampler. Therefore, throughput could be increased
or a part of the worker’s capacity could be used for other
value-adding activities. In scenarios where automated qual-
ity or process monitoring is already deployed, components
found to be nOK are usually not scrapped immediately, but
are first sent for reworking [12]. In such settings, it might be
feasible to integrate the oracle at the rework stage.

Model adaptation A straightforward strategy for adapta-
tion can be implemented by simply training the model from
scratch, as it is commonly done in active learning settings.
The reason is that further training an already existing model
(also referred to as warm starting) may lead to unstable
training processes [3, 6, 10]. However, as [10] indicate,
rehearsal-based continual learning methods can success-
fully counteract this issue while significantly accelerating
the training process. Additionally, the use of regularization-
based continual learning approaches, such as MAS, can be
considered as well.

Historic data buffer When training is performed from scra-
tch or with rehearsal-based continual learning methods, his-
toric samples must be stored for future model adaptations.
This is done in the historic data buffer. In addition to the
input sample S and the ground truth label, further information
such as the latent representation L , the model’s confidence,
or predicted logits may be stored, too. During operation the
samples S and the verified predictions P ′ are added to the
buffer as well.

As part of our evaluation, the model adapted at time step t
is directly used for the next batch of samples at step t + 1. In
practice, additional model testing could be incorporated as a
safeguard to ensure that the model reliably identifies certain
error patterns.

The practical benefit of the proposed system may be mea-
sured by three main criteria:

C1 The first criterion is the overall system’s predictive per-
formance, as quantified bymetrics like the classification
accuracy or the F1-Score. If model predictions are cor-
rected by the oracle, the updated predictions P ′ are
used to determine the overall system performance. High
predictive performance is a key requirement in quality
monitoring and in practice, a human operator would be
expected to be able to overrule the machine learning
model.

C2 Since manual effort is required for sample review the
fraction of samples verified by the oracle is taken into
account as well. After all, these manual efforts should
be reduced as much as possible.

C3 Lastly, the computational effort and hence the time
needed for model adaptation should be considered. The
faster the adaptation can be performed, the sooner the
updated model can be deployed to the process, reducing
the effort for the oracle or manual quality assurance.

In the following, the proposed method will be experimen-
tally evaluated with regard to these criteria. In particular,
we investigate different active sampling strategies and model
adaptation methods.

4 Experiments

The overall evaluation methodology and scenarios are
introduced and characterized in Section 4.1, before the
results of the experimental evaluation are presented in
Sections 4.2 and 4.3. The chapter concludes with a discus-
sion of the proposed method’s practical applicability in
Section 4.4.

4.1 Evaluationmethodology and scenarios

Two exemplary datasets were used to evaluate the proposed
methodology for continuousmodel adaptation. Both datasets
contain real-world distribution shifts to which the model
should be adapted. In the following, the evaluation method-
ology is explained first, before the datasets are characterized,
and an empirical assessment of the distribution shift’s impact
on the model performance is presented.

4.1.1 Evaluation methodology

First, we select a subset of the data that represents the non-
drifted data distribution to train an initial model. Afterward,
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this model receives a batch-wise stream of test data, which
may be subject to distribution shift. The model outputs pre-
dictions for the whole batch and, if necessary, is adapted
using the new samples annotated by the oracle. The updated
model is then directly used to process the next batch. This
process is repeated for the whole test stream. For each batch,
wemeasure three main metrics according to the three criteria
outlined above:

M1 The system’s predictive performance (C1) is quantified
by calculating the F1-Score using the predictions after
they were updated by the oracle. The F1-Score repre-
sents the harmonic mean of precision and recall. It was
chosen because it is more robust to class imbalance than
other metrics like, e.g., classification accuracy.

M2 To account for the manual effort of the oracle (C2), the
fraction of samples that had to be inspected by the oracle
is obtained as a second metric.

M3 Additionally, the computational effort (and therefore
the time necessary for adaptation) (C3) is quantified
by tracking the number of training samples per epoch
multiplied by the number of training epochs for each
adaptation round (c.f. Eq. 1 in Section 4.3).

4.1.2 Data characterization

The first dataset contains RGB images of friction stir
welding (FSW) joints that are classified into OK and nOK
according to the visibility of excessive burr formation at the
seams’ edges. FSW is a solid-state welding process espe-
cially suited for aluminum alloys. Workpieces are joined
by inserting a rotating tool into the joint area that creates
frictional heat and mixes the materials in their plastic state

[42]. The dataset was originally created by [20] and con-
sists of 112 weld seams that were captured in small sections
resulting in over 8,000 images. The weld seams were man-
ufactured in seven groups using different materials and tool
geometries. Therefore, the visible differences between these
groups regarding the weld seam surface and burr formation
were utilized to introduce distribution shift. Samples from
group 7 were used as training data since this group pro-
vided a good balance between OK and nOK samples. The
remaining groups served as test data in descending order.
Further details, including exemplary images, are included in
Appendix A. For more exhaustive information on the dataset
and its generation please refer to [19] and [20].

To visualize the distribution shift, Fig. 2a shows two-
dimensional t-SNE (t-distributed stochastic neighbor embed-
ding) [65] representations of the samples. The colors indicate
the position in the training and test set respectively. The indi-
cators resemble a sample’s ground truth label. t-SNE is a
popular dimensionality reduction technique introduced by
[65]. It aims to preserve the input vectors’ relative distances
while transforming them to lower dimensional space. Latent
representations of the images, extracted using an ImageNet-
pretrained ResNet-50, served as input vectors. Although
the visualized embeddings should not be interpreted as a
quantitative measure of the distribution shift’s severity, their
distribution underlines the influence of the differentmaterials
and tool geometries on the visual appearance of the manu-
factured weld seams.

The second dataset is the gas sensor array drift (GSAD)
dataset introduced by [67]. The model’s task is to classify
which of six possible gases or analytes is present in a cham-
ber, based on measurements of a gas sensor array. From the

Fig. 2 Two-dimensional t-SNE embeddings of the samples in a the
friction stir welding (FSW) and b the gas sensor array drift (GSAD)
datasets. The colors indicate a sample’s position in the data stream.

Clusters of similar colors form due to the temporal proximity of similar
samples. Different indicators represent different classes (best viewed in
color)
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raw sensor signals 128 feature values were extracted that
serve as input for the classification model. The experiments
were conducted over a period of 3 years, which led to a drift
of the sensor array and therefore in the data. We chose the
first 2,000 samples, stemming from months one to eleven, as
training data and used the following samples as test data in
ascending order. The overall dataset comprises 13,910 sam-
ples. More detailed information can be found in Appendix A
and [67].

As with the first dataset, visualizations of the t-SNE
reduced feature vectors of the GSAD dataset are displayed in
Fig. 2. As mentioned above, the colors indicate the position
in the data stream while the indicators represent the different
gases. Noticeably, in comparison to the FSW data, the dis-
tance between the feature vectors seems to depend less on
the position in the dataset. Multiple smaller clusters of the
same class seem to form for short time windows. However,
when taking the whole dataset into account, samples of indi-
vidual classes are broadly distributed, indicating a difference
between class features from different periods.

4.1.3 Distribution shift assessment

To show the impact of the provoked distribution shifts in
the datasets on the model performance, Fig. 3 visualizes the
overall system performance over the stream of test batches.
As an exemplary active sampling strategy, we used different
thresholds on the confidence values ct , but did not perform
any model adaptation. For the FSW dataset, we trained a
ResNet-50 for 20 epochs using the Adam optimizer with a
learning rate of 1e-5. For the GSAD dataset, a four-layer
MLP was trained for 50 epochs using the Adam optimizer
and a learning rate of 1e-3. In both cases, convergence was
verified by randomly selecting 10 % of the training data as

a validation set. Further details on the hyperparameter selec-
tion can be found in Appendix B. The system performance is
measured using the F1-Score (M1) and contrasted with the
manual inspection effort, which is quantified by the fraction
of inspected samples per batch (M2).

The plots clearly show the reduced model performance
when process parameters change over time. Especially for
the GSAD dataset, the performance is subject to strong fluc-
tuations. By setting higher confidence thresholds ct for active
sampling, the overall system performance can be increased
(especially for the FSW scenario) since more false predic-
tions are corrected by the oracle (referring to the F1-Scores in
the upper row of Fig. 3). Nevertheless, some false predictions
remain (especially for the GSAD scenario). Their confidence
is above ct and they were therefore not corrected. The corre-
sponding inspection fractions (bottom rowofFig. 3) illustrate
that a higher ct significantly increases manual inspection
efforts. This indicates a high potential for model adaptation
in order to reduce these efforts.

4.2 Evaluation of active sample selection strategies

We first evaluated different active sampling strategies to
assess their impact on the overall system’s classification per-
formance (M1) and the inspection efforts necessary to reach
that performance (M2). In the following, implementation
details are explained first before the obtained results are pre-
sented and interpreted.

4.2.1 Method and implementation

Since the main goal is to compare different sampling strate-
gies the models were adapted by training from scratch using
all available samples at each time step and the computational

Fig. 3 Impact of distribution shift on the model performance for both
datasets; Performance is measured using the overall system’s F1-Score
(upper row). Simple confidence thresholds ct are used as a strategy for

active sample selection, but nomodel adaptation is performed. Increased
thresholds result in increased inspection fractions (bottom row)

123



The International Journal of Advanced Manufacturing Technology

effort (M3) is disregarded for now. For the GSAD dataset,
the MLP described in the above section was used. For the
FSW dataset, we evaluated a ResNet-18, ResNet-50, and
the transformer-based architecture Swin V2-B [21, 34] to
take the transferability of the findings across different DNN
architectures into account. The learning rate and number of
training epochs were tuned on the respective training and
validation sets for each model. The selected hyperparameter
configurations were then used consistently for all subse-
quent adaptation rounds. The exact hyperparameter values
are listed in Appendix B.

Five different active sampling strategies were evaluated.
These are as follows:

• Strategy a) uses a simple confidence threshold for sample
selection, where all samples of a batch with a confidence
score below the threshold ct are handed to the oracle.

• In strategy b) a fixed fraction of samples was selected
choosing sampleswith a lowdensity in embedding space.
The models’ feature vectors before the last classification
layer were used as embeddings.

• As a third strategy c) a fixed fraction of samples was
selected randomly.

• In strategy d) a fixed fraction of samples was selected
based on the confidence scores.

• Lastly, a hybrid strategy e) used the confidence thresh-
old of strategy a) and added 2.5 % of randomly selected
samples on top.

All strategies were evaluated using varying sampling frac-
tions (in case of strategies b), c), and d)) or confidence
thresholds (in case of strategies a) and e)). These are expected
to heavily affect the overall classification performance (M1)
and the fraction of manually inspected samples (M2). A bet-
ter active sampling strategy would yield a higher F1-Score
(M1) at a given inspection fraction (M2) and vice versa.

4.2.2 Results

Presentation The obtained results are visualized in Fig. 4,
depicting the trade-off between the overall system F1-Score
and the corresponding inspection fraction for the three mod-
els applied to the FSW dataset and the MLP model applied
to the GSAD dataset. A confidence threshold with subse-
quent sample verification by the oracle, but without model
adaptation, serves as a baseline and is marked in black.

All plots show roughly the same pattern, with random c)
and density-based sampling b) performing worse than the
confidence-based sampling strategies. Overall, strategy a)
which selects samples purely based on a confidence threshold
shows the best trade-off between inspection effort and classi-
ficationperformance. Strategy a) also surpasses a confidence-
based selection of a fixed fraction of samples d) and the com-
bination of the confidence threshold and a randomly selected
fraction e). Notably, density-based sampling performs worse
than random sampling, except for the Swin transformer on
the FSW dataset and inspection fractions greater than 0.2.

When focusing on the FSW dataset, the Swin transformer
performs best among the three architectures. It reaches an
F1-Score of 96.3 % at an inspection fraction of only 5.1 %.

Interpretation Regarding the evaluated sampling strategies,
the results show that greedy, confidence-based sampling near
the decision boundary of a model yields the best system per-
formance for a given inspection fraction among the evaluated
strategies. This stands, to some extent, in contrast to litera-
ture that also highlights the importance of choosing a diverse
set of samples [55]. There may be different reasons. First of
all, the confidence-based selection directly increases the sys-
tem performance since low-confidence predictions usually
have a higher chance of being false, which are then corrected
by the oracle. This is not the case for random and density-
based sample selection. As can be seen in Fig. 5, samples
with a low density in the embedding space are quite far from

Fig. 4 System performance vs. manual inspection efforts for differ-
ent active sampling strategies; Individual indicators represent different
confidence thresholds ct ∈ {0.6, 0.7, 0.8, 0.9, 0.95, 0.99} or sampling
fractions ∈ {0.05, 0.1, 0.2, 0.3, 0.4}. The performance using a sample

selection via varying confidence thresholds without model adaptation is
displayed in black color for reference. All other models are adapted by
training from scratch using all available samples (best viewed in color)
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Fig. 5 Output logits of the ResNet-18 model on the first batch of the
FSW test dataset; Samples selected by different active sampling strate-
gies are highlighted in blue, yellow, and green colors. The dashed line
represents the decision boundary between the two classes OK and nOK
(best viewed in color)

the decision boundary (dashed line in the figure) and were
predicted with high confidence. For this particular setting,
only the confidence-based sampling strategy identified false
model predictions. Furthermore, the diversity of the selected
samples may not be as relevant in our evaluation scenario
as it is in traditional active learning settings. Increased sam-
ple diversity mainly increases the robustness against outliers
or unusual samples. However, such outliers may be filtered
out anyway during active sample selection in future batches.
As may be expected, using a fixed confidence threshold per-
forms better than choosing a fixed fraction of samples, even
when these are filtered by confidence, as done in strategy
d). The latter most likely leads to unnecessary inspection
efforts when the model’s classification performance is good
and vice versa, when distribution shift impairs the model’s
performance.

Regarding the different DNN architectures, the superior
performance of the Swin transformer, compared to the CNN,
on the FSW dataset is in line with previous works like
[5, 41], which found transformer-based models to be more
robust to distribution shift than CNN. However, the use of
such larger models also comes with increased computational
effort and longer training times. This makes frequent model
adjustments in parallel with the production process more
challenging. Therefore, approaches to reduce the computa-
tional effort are investigated in the next section.

4.3 Evaluation of model adaptation strategies

In this chapter, different strategies for model adaptation
are evaluated, which are described first. Subsequently, the
results are presented and interpreted. Given its demonstrated
efficacy, a confidence threshold was used for active sam-
pling (corresponding to strategy a) in the section above) for
all adaptation strategies.

4.3.1 Method and implementation

Overall, four different adaptation strategies were evaluated:

• The first adaptation strategy a) performs training from
scratch with all available samples and is therefore iden-
tical to the previous strategy a) in Fig. 4.

• Adaptation strategyb) trains on top of the existingmodel,
referred to as warm starting (WS), and uses the last n
samples from the historic data buffer as a simple form of
rehearsal-based continual learning, referred to as experi-
ence replay (ER).

• Strategy c) is identical to strategy b) but additionally uses
the regularization-based continual learning approach
MAS [1] as proposed by [62]. MAS operates by calcu-
lating an importance score for all model weights based
on the gradients after each model adaptation round. This
importance is utilized in the next adaptation round by
adding an additional loss term that penalizes weight
changes according to their importance. After adaptation,
the new importance is calculated and combined with the
old importance using aweighting factorα. Theweighting
of the added loss term is controlled by another hyperpa-
rameter λ.

• Another strategy d) to reduce the computational effort
is to adapt only the last layer while freezing a model’s
feature extractor, also referred to as finetuning. This
approach was implemented only for the FSW dataset,
as it does not significantly impact the MLP model used
for the GSAD dataset.

Themodel architectures and learning rates remainunchan-
ged from the prior section, except for strategy d), where a
learning rate of 1e-3 yielded better results. For the WS with
ER strategies (b), c), and d)), we report results using 512
historic samples and 8 warm start epochs, if not stated oth-
erwise. The hyperparameter values of the MAS method in
strategy b) are set to λ = 1.0 and α = 0.5. This corresponds
to the default values as implemented by the libraryAvalanche
[35], which our implementation is based on.

In the following, the resulting trade-offs between system
performance (M1) and necessary inspection fraction (M2)
are assessed first. Then the computational effort (M3) of the
adaptation processes is examined. It is quantified by multi-
plying the number of training epochs ne,i with the number
of training samples ns,i of a single adaptation round i and
summing over all adaptation rounds na , as stated in Eq. 1.

M3 =
na∑

i=0

ns,i ne,i (1)
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Fig. 6 System performance vs. inspection fraction for different model
adaptation strategies; The corresponding computational efforts for
model adaptation are stated in Table 1. Individual indicators represent
different confidence thresholds ct ∈ {0.6, 0.7, 0.8, 0.9, 0.95, 0.99}. The

performance using a sample selection via varying confidence thresholds
without model adaptation is displayed in black color for reference (best
viewed in color)

4.3.2 Results

Presentation Figure6 shows the system performance and
the corresponding inspection fraction for the evaluated adap-
tation strategies.

On the FSW dataset, the WS with ER strategies b) and c)
perform on par or almost on par with training from scratch.
The F1-Scores of strategies b) and c) even slightly surpass
the F1-Score of the from-scratch adaptation in strategy a) for
certain inspection fractions. This is especially pronounced
for the ResNet-18 model on the FSW dataset. In contrast,
only training the last layer of the DNN models, as done in
strategy d), seems to be insufficient. The approach shows
significantly worse performance than the other strategies on
the FSW dataset.

In the GSAD scenario, the performance of from-scratch
training in strategy a) cannot be fully met by the other
strategies. Especially strategy c) that incorporated the MAS
method performs noticeablyworse. Strategy b) performs bet-
ter, with F1-Scores about 2.1 to 2.6 percentage points lower
than strategy a).

Regarding the computational effort, strategies b) and c)
allow for a significant reduction compared to strategy a). The
corresponding numbers are shown in Table 1 and refer to the
models presented in Fig. 6. Using strategy b), the computa-
tional efforts correspond to 3.5 to 15.6 % of the efforts of an
adaptation from scratch. The reduction ismore significant for
higher confidence thresholds, as more samples are selected
and these accumulate over the adjustments when all historic
samples are used, as in strategy a). The relative reduction is
greater for GSAD, as there are overall more samples in the
dataset. A further reduction of the number of training epochs
and the historic buffer size would naturally reduce compu-
tational efforts even more. Results for a ResNet-50 applied
to the FSW scenario using fewer historic samples and train-
ing epochs are depicted in Fig. 7. However, with even fewer
historic samples and training epochs performance starts to
decrease as well.

Interpretation Contrary to our expectations, the integration
of the MAS approach in strategy c) did not have a positive
impact on the adaptation process, compared to strategy b). A
reason might be that the evaluation scenarios do not reward

Table 1 Computational effort
for model adaptation quantified
by the total number of processed
training samples (c.f. Eq. 1) in
thousand (K); The table lists
numbers for different confidence
thresholds ct

FSW GSAD
a) from b) WS c) WS with a) from b) WS c) WS with

ct scratch with ER ER & MAS scratch with ER ER & MAS

0.6 1 270 K 198 K (15.6 %) 210 K (16.5 %) 5 016 K 367 K (7.3 %) 461 K (9.2 %)

0.7 1 412 K 211 K (14.9 %) 219 K (15.5 %) 6 980 K 381 K (5.5 %) 490 K (7.0 %)

0.8 1 527 K 220 K (14.4 %) 212 K (13.9 %) 7 756 K 415 K (5.3 %) 567 K (7.3 %)

0.9 1 645 K 225 K (13.7 %) 226 K (13.7 %) 10 331 K 425 K (4.1 %) 581 K (5.6 %)

0.95 1 810 K 227 K (12.5 %) 223 K (12.3 %) 11 378 K 502 K (4.4 %) 603 K (5.3 %)

0.99 2 237 K 230 K (10.3 %) 230 K (10.3 %) 15 191 K 531 K (3.5 %) 698 K (4.6 %)

The corresponding system performance and inspection efforts are visualized in Fig. 6. For the FSW dataset,
the ResNet-50models are reported. The fractions stated for the warm start strategies refer to the corresponding
from-scratch adaptation strategy
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Fig. 7 F1-Scores and inspection fractions obtained with varying num-
bers of historic samples n ∈ {128, 256, 512} and training epochs
∈ {8, 4, 2} using a ResNet-50 on the FSW dataset and the WS with
ER strategy b)

learning without forgetting as much since the models are not
evaluated on historic samples. The positive influence of the
historic data buffer used in both strategies might be more
pronounced since a larger adaptation dataset may also coun-
teract overfitting phenomena. Since the MAS regularization
in strategy c) is also associated with additional computation,
i.e., for updating the importance scores, and implementa-
tion effort its use cannot be recommended over strategy b).
Despite the efforts invested to tune hyperparameters like the
learning rate, strategy d) did not yield competitive results.
This suggests that the successful classification of the changed
FSW defect patterns also requires an adaptation of the mod-
els’ feature extractors.

Interestingly, the continual learning strategies do not work
as well for the GSAD scenario as they do for the FSW
scenario. Firstly, the poor performance of strategy c) on
the GSAD scenario could be caused by unsuitable hyper-
parameter choices for α or λ. However, tests with other
hyperparameter combinations did not yield any improvement
either. Secondly, theMLPmodel utilizes fewer regularization
mechanisms compared to the largerDNN(e.g., batch normal-
ization). Therefore, itmight bemore susceptible to overfitting
effects, especially when its training process is warm started.
Another explanation may be found in the characteristics of
the dataset. As visualized in Fig. 2 in Section 4.1, the features
vary less clearly over time for the GSAD scenario. Hence,
simply selecting the last n samples for the historic data buffer
might be insufficient. The stronger performance fluctuations
seen in Fig. 3 might also point towards this.

4.4 Discussion

From amanufacturing perspective, the observed reduction of
computational effort allows for a more frequent adaptation
(and therefore improvement) of quality monitoring models.

For instance, an adaptation run in the FSW scenario, using
adaptation strategy b), a ResNet-50, 512 historic images,
and 8 epochs, requires approximately 30s on our setup
(c.f. Appendix B). Short breaks for loading or unloading a
machine may already be sufficient to run such an adaptation
process. More detailed numbers are shown in Table 2. Since
the amount of selected images per inference batch is quite
small compared to the historic data buffer, the confidence
threshold does not significantly impact the computation time.
The adaptation timeswere alsomeasured for aResNet-18 and
the Swin transformer, which require about 27 and 49s per
adaptation round. For reference, in the considered FSW sce-
nario, with a welding speed of, e.g., 1000mm/s, it would take
about 38 s to generate a batch of 128 new inference images,
which corresponds to approx. 640mm of weld seam length.

It’s important to note, that the time to manually ver-
ify selected samples is not included in these exemplary
estimates, as it strongly depends on the complexity of the
product or the usability of the interface. Nevertheless, with
an inference batch size of 128, an inspection fraction of 5 %
would result in only 6 to 7 images, which should not require
much time to classify for an experienced worker. Such man-
ual verification could therefore be integrated into loading or
unloadingprocesses or beperformed inparallel to other tasks,
especially if the manufacturing process has low throughput.
In higher throughput scenarios this may be more compli-
cated. However, in such cases the data distribution should
be less dynamic, resulting in even lower inspection rates
most of the time. Following on from this, a drawback of
the fixed confidence threshold can be seen by inspecting the
standard deviation of the inspection fraction in Table 2. The
inspection fraction not only increases with higher confidence
thresholds but also fluctuates more. This may render orga-
nizational aspects more challenging. Furthermore, a timely
manual verification of selected samples is desirable since it
allows it to adapt the model sooner and therefore avoid future
verification efforts.

Table 2 Training times and manual inspection efforts for a ResNet-50
on the FSW dataset using the WS with ER strategy

ct na Train. time Insp. frac. F1-Score

0.6 47 30.03 (0.191) 0.022 (0.0168) 0.900

0.7 51 29.66 (0.083) 0.035 (0.0284) 0.924

0.8 54 29.80 (0.112) 0.054 (0.0342) 0.944

0.9 53 29.77 (0.101) 0.077 (0.0613) 0.959

The table shows the average training time in seconds (incl. the standard
deviation) for different confidence thresholds ct using a buffer size of
512 and 8 training epochs per adaptation round. Furthermore, we state
the number of model adaptations that were performed during the test
scenario na , as well as the average inspection fraction (incl. the standard
deviation), and the resulting overall F1-Score of the system. The setup
used for the experiments is described in Appendix B
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5 Conclusion and outlook

In this work, a method for ongoing adaptation of machine
learningmodels duringoperationswaspresented.We focused
on the reduction of manual annotation efforts through a tar-
geted selection of samples to be verified/annotated as well as
the reduction of computational efforts to foster a quickmodel
adaptation. This facilitates the application of machine learn-
ing methods in high-mix, low-volume scenarios and for use
cases with high volatility. Various implementation options
for the method’s components were discussed and evaluated
experimentally using two different datasets.

Overall, the results demonstrate that even under serious
distribution shift (c.f. quantification in Fig. 3) a consistently
high-quality monitoring performance can be maintained by
continuously verifying a small number of model predictions
manually and adapting the model accordingly. There are two
main takeaways from the evaluation. First, setting a con-
fidence threshold on a model’s predictions yields the best
results for the active selection of samples for manual ver-
ification. This was observed across both datasets and for
multiple model architectures, suggesting that it applies to
other domains and models as well. Second, warm starting
an existing model can significantly reduce the computation
effort for model adaptation without or with only marginal
sacrifice of performance.Here, the regularization of the train-
ing process using a buffer of historical samples proved to be
simple yet effective.

Althoughwe have used different datasets andmodel archi-
tectures, future work could extend the investigations to other
applications andmodels to further validate the findings.Also,
additional active sampling strategies could be explored, e.g.,
by including uncertainty quantification methods like [15]
or [31] instead of relying on the softmax probability as a
confidencemeasure. Different continual learning approaches
and more elaborate rehearsal-based methods, e.g., [7], could
be evaluated to further improve the performance or further
reduce the size of the required historic data buffer.Otherways
of accelerating the training processes might include the use
of data types with lower floating point precision or inves-
tigating approaches like low-rank adaptation [25, 72]. The
latter could be used to reduce the number of trainable param-
eters when adapting a pretrained model. Furthermore, future
research could focus on a more targeted selection of samples
for the historic data buffer. By choosing the most represen-
tative samples, such a targeted selection could potentially
improve performance on more volatile scenarios (such as
GSAD) or further reduce the buffer size. Finally, implement-
ing and validating the method in a real-life manufacturing
setting may open up interesting new ways for research as
well, potentially shifting the focus to more operational, orga-
nizational, or human-related aspects.

Appendix A: Datasets

Table 3 gives further insights into the distribution shift-
inducing parameters of the FSW dataset. Table 4 states
further details regarding the GSAD dataset. Exemplary
images from the FSW dataset are displayed in Fig. 8

Table 3 Overview of the FSW dataset

Group Parameters Samples per
class (OK/nOK)

1 EN AW-5754 H111 concave 682/268

2 EN AW-5754 H111 spiral 556/410

3 EN AW-6082 T6 concave 210/648

4 EN AW-5754 H111 concentric rings 674/858

5 EN AW-6082 T6 concentric rings 260/806

6 EN AW-6082 T6 concentric rings 676/846

7 EN AW-5754 H111 concave 722/708

Total 3780/4544

Table 4 Overview of the GSAD dataset

Month Samples per class
1 2 3 4 5 6

1 76 0 0 88 84 0

2 7 30 70 10 6 74

3 0 0 7 140 70 0

4 0 4 0 170 82 5

8 0 0 0 20 0 0

9 0 0 0 4 11 0

10 100 105 525 0 1 0

11 0 0 0 146 360 0

12 0 192 0 334 0 0

13 216 48 275 10 5 0

14 0 18 0 43 52 0

15 12 12 12 0 12 0

16 20 46 63 40 28 0

17 0 0 0 20 0 0

18 0 0 0 3 0 0

19 110 29 140 100 264 9

20 0 0 466 451 250 458

21 360 744 630 662 649 568

22 25 15 123 0 0 0

23 15 18 20 30 30 18

24 0 25 28 0 0 1

30 100 50 50 55 61 100

36 600 600 600 600 600 600

Total 1641 1936 3009 2926 2565 1833
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Fig. 8 Exemplary images from
different groups of the FSW
dataset

Appendix B: Implementation details

Table 5 lists the number of epochs and learning rates used
when training the models on the training sets and for adap-
tation from scratch. If not stated otherwise, the mentioned
learning rates were also used for the evaluation of model
adaptation strategies. All models were trained using the
Adam optimizer with beta values of 0.9 and 0.999 and a
training batch size of 128.

On the FSW dataset, random vertical flips and the addi-
tion of random noise were performed for data augmentation
during training. The images were normalized by mean
μ = [0.485, 0.456, 0.406] and standard deviation σ =
[0.229, 0.224, 0.225]. The number of output units per layer
of the four-layer MLP model was set to 32, 16, 8, and 6. The
experiments were performed on a setup with a 24-core AMD
Epyc CPU, 192 GB RAM, and a single Nvidia RTX 3090
GPU. Experiments were implemented using the program-
ming language Python and the framework PyTorch [47].

Table 5 Epochs and learning rates (LR) used for model training on the
training sets and adaptation from scratch

Dataset Model Epochs LR

FSW ResNet-18 20 1e-5

FSW ResNet-50 20 1e-5

FSW Swin-B 20 5e-5

GSAD MLP 50 1e-3
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